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Abstract
The Detector Control System (DCS) of the Compact

Muon Solenoid (CMS) experiment at the Large Hadron
Collider (LHC) at CERN has been running since the first
detector test in summer 2006. It has proven to be robust,
efficient and easy to maintain. The efficiency of the system
is close to 100% and thus maximizes the time for physics
data taking. The challenges in the design of that system,
however, were unprecedented due to the large size (mil-
lions of parameters to monitor) and its diversity. The CMS
detector has been taking data from the autumn of 2009 un-
til the beginning of 2013. During this period the CMS DCS
had to show if it would meet the expectations and allow for
an efficient running of the CMS detector.

In the following we will discuss the solutions applied
to cope with those challenges, which also allowed for the
good performance the CMS detector is showing since its
start of data taking. The shortness required by this docu-
ment, however, does not allow for an exhaustive presenta-
tion of the different mechanisms and thus they will only be
sketched.

STARTING POINT
From previous (smaller) experiments at CERN we knew

that a hierarchical controls system structure is advanta-
geous for several aspects. (The details will be discussed
later in this document.) We also knew that automation of
controls helps to increase the efficiency. The automatic re-
action to the accelerator status for instance maximizes the
time available for physics data taking, since no time is lost
on an operator decision/operation. The automatic error re-
covery avoids erroneous operator actions and ensures a fast
reaction. Due to the complexity and size of the system it’s
not obvious for the operator to immediately know the na-
ture of the problem and the most adapted remedy. It will
usually take some time to get the information required to
understand the problem and to decide on the action to be
taken.

CHALLENGES
The challenges in building CMSs DCS were mainly its

size and diversity. Millions of channels have to be moni-
tored and hundreds of thousands controlled. Any wrong pa-
rameter value can have an impact on the physics data qual-
ity. The DCS needs to run 24/7 365 days a year and must
be controllable by only one non expert person. A system
failure during physics data taking might result in data loss.
The controls data is distributed over hardware systems of
different types, e.g. power supplies, temperature and other
analogue values measuring devices, electronics crates, etc.
. The hostile environment with areas of different radiation
levels and the 4 Tesla magnetic field dictate the controls
hardware choices. Not only is the type of parameters dif-
ferent per device type but also the means to communicate
those to the controls system. The update rates vary from
one parameter to another and so do the value ranges. Tera
bytes of archived controls data have to be kept available
and readable.

The developers are independent and distributed over
teams from different detector parts. They have different
technical backgrounds and cultures and the mean of steer-
ing is persuasion. The people might change and the differ-
ent sub systems had different schedules.

The size of the final system in numbers:

• 3 million parameters
• 700.000 lines of code
• 35000 Finite State Machine (FSM) nodes
• 70 SCADA systems
• 70 PCs
• 50 DB schemas
• O(TB) of data in schemas

The running conditions were the following:
The CMS DCS was running ~27600 hours in central

operator mode since autumn 2009. (~32400 in total up
to now). The commissioning took ~3 month and the
mean number of required expert interventions was ~1-2 per
week.
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Abstract 
We have designed and upgraded the accelerator control 

system for SuperKEKB, the next generation B-factory 
experiment in Japan. The SuperKEKB control system is 
based on the features of the KEKB control system, while 
additional technologies have been implemented. In this 
paper, we describe the design and current status of the 
accelerator control system for SuperKEKB. 

 

INTRODUCTION 
SuperKEKB is the upgrade of the KEKB asymmetric 

energy electron-positron collider for the next generation 
B-factory experiment in Japan [1]. It was approved and is 
currently under construction. The designed luminosity is 
to achieve a 40-times higher luminosity than the world 
record by KEKB.  

The KEKB control system was based on EPICS 
(Experimental Physics and Industrial Control System) [2] 
at the equipment layer and scripting languages at the 
operation layer. The SuperKEKB control system 
continues to employ those features, while we implement 
additional technologies for the successful operation at 
such a high luminosity.  

In the accelerator control network system, we introduce 
10 gigabit Ethernet (10GbE) for the wider bandwidth data 
transfer, and redundant configurations for reliability. The 
network security is also enhanced. For the SuperKEKB 
construction, the wireless network is installed into the 
whole area of the accelerator tunnel.  

We have developed the interface modules to control 
thousands magnet power supplies, and introduce the 
EPICS embedded PLC, where EPICS runs on a CPU 
module. In the timing system, the new configuration for 
positron beams is required. For SuperKEKB, the faster 
response beam abort system has been developed. 

This paper describes the design and status of the 
SuperKEKB accelerator control system. 

 

NETWORK SYSTEM FOR SUPERKEKB 
We have upgraded the accelerator control network 

system for SuperKEKB [3]. Fig. 1 shows the schematic 
view of the SuperKEKB accelerator main ring. The 
accelerator control network system employs a star 

network topology. The main network switch is located at 
the SuperKEKB control room. All network switches, 
located at 26 sub control rooms along the SuperKEKB 
main ring, the SuperKEKB injector linac (Linac), and AR, 
connect to the main switch in the SuperKEKB control 
room with optical cables.  

In KEKB, the bandwidth of the network switches was 
100MbE or 1GbE. For SuperKEKB, the 10GbE network 

switches will be installed into the all sub-control rooms 
along the SuperKEKB main ring and Linac. We have 
installed the single-mode optical cables to assure the 
10GbE data transfer. For the redundant structure, sub-
control room switches connect to the main switch with 

 

Figure 1: Schematic view of the SuperKEKB accelerator 
main ring. Red star indicates the SuperKEKB control 
room. Blue circles are the sub control rooms, located 
along the SuperKEKB main ring, Linac and AR. 

____________________________________________  
#masako.iwasaki@kek.jp  
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THE SPIRAL2 CONTROL SYSTEM PROGRESS TOWARDS THE 
COMMISSIONING PHASE 

C. Haquin, P. Gillette, E. Lécorché, E. Lemaître, G. Normand,  
C. H. Patard, L. Philippe, D. Touchard, Ganil, Caen, France 

 J. F. Denis, F. Gougnaud, J. F. Gournay, Y. Lussignol, CEA-IRFU, Saclay, France 
P. Graehling, J. Hosselet, C. Maazouzi, CNRS-IPHC, Strasbourg, France

Abstract 
The commissioning of the first phase of the Spiral2 

Radioactive Ion Beams facility at Ganil will soon start, so 
requiring the control system components to be delivered 
in time. Yet, parts of the system were validated during 
preliminary tests performed with ions and deuterons 
beams at low energy. The control system development 
results from the collaboration between Ganil, CEA-IRFU, 
CNRS-IPHC laboratories, using appropriate tools and 
approach. Based on Epics, the control system follows a 
classical architecture. At the lowest level, Modbus/TCP 
protocol is considered as a field bus. Then, equipment are 
handled by IOCs (soft or VME/VxWorks) with a software 
standardized interface between IOCs and clients 
applications on top. This last upper layer consists of Epics 
standard tools, CSS/BOY user interfaces within the so-
called CSSop Spiral2 context suited for operation and, for 
machine tunings, high level applications implemented by 
Java programs developed within a Spiral2 framework 
derived from the open-Xal one.  Databases are used for 
equipment data and alarms archiving, to configure 
equipment and to manage the machine lattice and beam 
settings.  A global overview of the system is therefore 
here proposed. 

INTRODUCTION 
The Spiral2 project [1] in construction at Ganil is 

considered within two phases as shown on Fig. 1: 

 
Figure 1: The Spiral2 project layout. 

Phase one is composed of an accelerator stage for 
deuterons, protons and heavy ions in a wide range of 
energies and intensities, with two new experimental halls, 
NFS (Neutrons For Science) and S3 (Super Separator 
Spectrometer). The acceleration is first given by a RFQ 
providing a beam at medium energy then followed by a 
superconducting Linac to reach the required power (200 
kW for a deuterons beam).   

To save time when commissioning the whole 
installation, preliminary beam production tests were 

performed at Saclay (CEA-IRFU) and Grenoble (CNRS-
LPSC) with the deuterons and ions sources followed by 
their associated low energy beam transfer line temporarily 
installed. The building construction is still in progress 
(expected building turnover in mid 2014) but the 
installation of the accelerator itself already started when 
the first blocks became available (low energy beam lines 
area).  The planning objective aims to install and test the 
whole accelerator for the first experiments with NFS and 
S3 in 2014-2015. 

Phase 2 is the Radioactive Ion Beam production 
process from the phase 1 outgoing primary beams. It 
integrates a new low energy DESIR experimental room 
and the transfer line to the existing Ganil facility for post 
acceleration and use of the experimental switchyard.  

The control system for these two phases will be built 
according to the same concepts and architecture. 
Nevertheless, this paper focuses on the Spiral2 phase 1 
control system having now to be delivered quite soon 
progressively from the beginning of next year. 

CONTROL SYSTEM OVERVIEW 
According to the project strategy, the control system 

development is seen as a collaborative work between 
three institutes: Ganil (Caen), CEA-IRFU (Saclay) and 
CNRS-IPHC (Strasbourg), with a tight distribution of the 
work packages under the Ganil coordination [2], [3]. 

The main options for the Spiral2 control system [4] 
were taken at the beginning of the project in late 2006, 
resulting from technical and organisational considerations 
as well as from previous experiences and skills: 

 The control system is Epics based with a classical 
architecture federating VME IOCs (Emerson 
MVME5500 CPU) running VxWorks and soft IOCs 
on Linux PC (RHEL, CentOs under evaluation now). 

 Pieces of equipment are handled either directly from 
VME boards: most of them from Adas-Nexeya are 
addressed through Epics drivers provided by CEA-
IRFU. So, standard I/Os are performed using ADC 
(ICV 150 32 channels*16 bits), binary I/Os (ICV 196 
96 channels), DAC (ICV 714 16 channels*12 bits).   
A specific configuration mentioned later in this paper 
is dedicated for fast ADC acquisition. 

 The Modbus-TCP protocol is extensively used 
(power supplies, diagnostics, PLCs ...) thanks to the 
Mark Rivers’s driver from University of Chicago. 

 Linked to the control system, Siemens S7 PLCs are 
in charge of slow security related controls or handle 
specific devices. 

Phase 1

Phase 2
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THE INTEGRATED CONTROL SYSTEM AT ESS

Garry Trahern, ESS, Lund, Sweden
Miha Reščič, Cosylab, Ljubljana, Slovenia

Abstract
The European Spallation Source (ESS) is a high current

proton LINAC to be built in Lund, Sweden. The LINAC
delivers 5 MW of power to the target at 2000 MeV, with a
nominal current of 62 mA. The project entered Construc-
tion phase on January 1st 2013. In order to design, de-
velop and deliver a reliable, well-performing and standard-
ized control system for the ESS facility, the Integrated Con-
trol System (ICS) project was established. The ICS project
also entered Construction phase on January 1st. ICS con-
sists of four distinct Core components (Physics, Software,
Hardware and Protection) that make up the essence of the
control system (CS). Integration Support activities support
the stakeholders and users, and the Control System Infras-
tructure provides the required underlying infrastructure for
operating the control system and the facility. The current
state of the control system project and key decisions are
presented as well as immediate challenges and proposed
solutions.

STATE OF ESS
With the completion of the Technical Design Report

(TDR) [1] ESS has successfully proposed a feasible design
for the machine, but the TDR itself is not sufficient to serve
as a fixed technical baseline, since there are many non-
technical factors influencing the execution of the project,
e.g. budget limitations, etc.

These dynamics have to some extent been reflected in the
reorganisation of the ESS in the first half of 2013. The most
important change at ESS is the arrival of the new CEO Jim
Yeck who succeeded Colin Carlile on April 1st, 2013. With
his arrival, the internal line structure of the organisation has
been changed resulting in ICS becoming a Division within
the Machine Directorate.

At the same time the CEO called for an extensive project
review in November 2013, to evaluate the readiness of the
project for the breaking of ground scheduled for July 2014.
The real start of Construction phase will begin as actual
builders start construction of Conventional Facilities.

In parallel the activities related to Expressions of Inter-
est (EOI) [2] are ongoing, soliciting countries, institutes
and private entities to become possible collaborators and
contributors to the ESS project.

STATE OF ICS
Within the ESS project ICS has in the past 2 years per-

formed many reorganisations and restructuring, primarily
because of constant increase in scope, responsibility and
project visibility.

ICS Organisation
The result of the ESS internal reorganisation is the pro-

motion of the ICS to a Division, yielding the creation of
four internal groups within the line structure of ICS.

• Software and Services group is responsible for
developing the required software and services that
makes the control system core.

• Hardware and Integration group is responsible
for developing and maintaining the standardised HW
platform and performing the required integration ef-
forts.

• Protection Systems group is responsible for the
two critical systems: Machine Protection Sys-
tem(MPS) [3] and Personnel Protection System(PPS).

• Control System Infrastructure group is responsible
for all the underlying CS infrastructure, e.g. CS Net-
works and the high-level user-interfacing infrastruc-
ture, e.g. the Control Room.

The above structure tries to establish a proper context to
cover the core competencies required to develop and de-
liver the ICS. It’s purpose is to make sure the ICS has the
required resources and skills within the team.

ICS Project Structure
Orthogonal to the line organisation is the project struc-

ture of the ICS, which tries to follow the fundamental ser-
vice orientation of the ICS project. The main Work Pack-
ages (WP) are:

• High-level applications WP covers all the graphical
(and non-graphical) interfaces to ICS users, including
the RF Sources, Cryogenics, Cooling Water, Vacuum,
Beam Instrumentation and Beam Physics users etc.

• CS Software Core WP covers the development of
the required software, e.g. Configuration Manage-
ment Databases and the development, deployment
and maintenance of the required services, e.g. the
Alarm handling tools (BEAST [4]), the Archive tools
(BEAUTY [5]) etc.

• CS Hardware Core WP covers the development, de-
ployment and support of the standardised HW plat-
form(s) [6] and the global ESS Timing System [7, 8].

• Protection Core WP covers the two crucial elements
of ICS: the MPS and PPS.

• CS Infrastructure WP covers all the required CS in-
frastructure.
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KECK TELESCOPE CONTROL SYSTEM UPGRADE PROJECT STATUS 
J. Johnson, K. Tsubota, J. Mader, W.K. Keck Observatory, Kamuela, HI, USA 

 
Abstract 

The Keck telescopes, located at one of the world’s 
premier sites for astronomy, were the first of a new 
generation of very large ground-based optical/infrared 
telescopes. The first Keck telescope began science 
operations in May of 1993, and the second in October of 
1996 making the components of the telescopes and 
control systems more than 15 years old. The upgrade to 
the control systems of the telescopes consists of 
mechanical, electrical, software and network components 
with the overall goals of improving performance, 
increasing reliability, addressing serious obsolescence 
issues, providing a knowledge refresh and having the 
ability to better adapt to new requirements. The telescope 
encoder systems will be replaced to fully meet demanding 
science requirements and electronics and software will be 
upgraded to meet the needs of modern instrumentation. 
The upgrade will remain backwards compatible with the 
remaining Observatory systems to allow for a phased 
migration to the new system. This paper describes the 
stage the team is at in the development processes and key 
decisions that have been made. It also covers successes 
and challenges to date and presents an overview of future 
plans. Throughout this paper the Telescope Control 
System Upgrade will be referred to as TSCU. 

TCS OVERVIEW AND CONTEXT 
Each telescope is over 8 stories tall, weighs in excess of 

300 tons, uses an alt-az mount and has the equivalent of a 
10 m mirror which is comprised of 36 individual 
segments. A general diagram is shown in Fig. 1. For non-
adaptive optics use there is the traditional primary, 
secondary and optionally tertiary mirror. The telescope 
supports a wide range of instruments at various focal 
locations in addition to providing both natural guide star 
and laser guide star adaptive optics.  

 
Figure 1: Keck Telescope. 

TCS Subsystems 
TCS consists of a supervisor and set of subsystems that 

work together to provide Status and Control of: 
• Telescope mounts 
• Dome and shutter positions  
• Facility rotators 
• The secondary mirror 

 
 

 
Figure 2: TCS System Context. 

Fig. 2 shows a high level context diagram for the 
Telescope Control System (TCS). It and the other 
Observatory principal systems interact through well-
defined interfaces to accomplish the desired behaviour. 
Systems are tied together by the use of an Ethernet Bus. 
The main purpose of the TCS software is to accept the 
target position of a celestial object (which can be given in 
a variety of coordinate systems) and then calculate the 
mount, rotator and dome/shutter positions, so that the 
target is imaged perfectly at a given point in the focal 
plane. Furthermore, the TCS is characterized by the need 
to integrate a number of heterogeneous subsystems, 
which exhibit complex interactions. These interactions, 
although not hard real-time bounded, need a high level of 
synchronization.All this has to be done in a manner that 
protects the staff and equipment.  

At the heart of the system lies the pointing kernel, a key 
part of the pointing subsystem (PNT). In order to 
accurately follow the current science target and guide 
object, the pointing kernel produces a stream of demands 
directed toward the tracking mechanisms of the telescope. 
The exact value of the demands produced will depend on 
how TCS is configured. The demands will not be directly 
supplied to the subsystems but will have trajectory 
adjustments and shaping applied, clamped (if necessary) 
and will honour selected cable wrap selections and so 
forth. 

TCS operates the mechanical components of the 
telescope through a number of computer subsystems 
which control the telescope mount assembly, the dome 
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 MEERKAT CONTROL AND MONITORING  
- DESIGN CONCEPTS AND STATUS  

L van den Heever, SKA SA, Cape Town, South Africa 

Abstract 
This presentation gives a status update of the MeerKAT 

Control & Monitoring (CAM) subsystem focusing on the 
design concepts and key design decisions. The 
presentation is  supplemented by a poster of the current 
KAT-7 CAM system (including a demo). The vision for 
MeerKAT includes to: a) use Offset Gregorian antennas 
in a radio telescope array combined with optimized 
receiver technology in order to achieve superior imaging 
and maximum sensitivity, b) be the most sensitive 
instrument in the world in L-band, c) be an instrument 
that will be considered the benchmark for performance 
and reliability by the scientific community at large, and d) 
be a true precursor for the SKA that will be integrated 
into the SKA-mid dish array.  

 

MEERKAT PROJECT UPDATE 
KAT-7, 7-dish engineering prototype for MeerKAT, is 

already producing exciting science and is being operated 
24x7. The first MeerKAT antenna will be on site by the 
end of this year and the first two Receptors will be fully 
integrated and ready for testing by April 2014. By 
December 2016 hardware for all 64 receptors will be 
installed and accepted and 32 antennas will be fully 
commissioned. 

 
With regards the MeerKAT CAM subsystem we have 

completed the MeerKAT CAM Preliminary Design 
Review in July [1] & [2] with an international panel of 
domain experts, and the MeerKAT CAM team is 
currently developing the MeerKAT CAM requirements 
[3] for the MeerKAT Receptor Test System (first 4 
receptors) to be ready by Jan 2014. 

 

EVOLUTION OF MEERKAT CAM 
DESIGN 

SKA South Africa started in 2004 with an XDM 
project, which was followed by the Fringe Finder project 
(the first 2 KAT-7 antennas), completed by end 2009. 
Then the full KAT-7 project followed and all 7 antennas 
are currently fully operational 24x7. SKA SA are now 
busy with the MeerKAT project (64 antennas in the 
Karoo by 2016). Many people were involved over the 
course of these projects in providing ideas for 
improvements and enhancements of the CAM subsystem 
as part of the CAM team and other teams in the project. 
The current MeerKAT CAM design is a result from all 
these efforts, a learning process on all these project, 
maturing our understanding of the requirements for a 
remotely operated radio telescope and most recently a 

concerted design effort to fully document and formally 
review the envisaged MeerKAT CAM design with a view 
towards potential scalability to the size of SKA Phase 1.  

 

MEERKAT CAM DESIGN CONCEPTS 
AND KEY DESIGN DECISIONS 

This section highlights the key concepts and 
subsystem-wide design decisions of the MeerKAT CAM 
subsystem. 

Homogenous Node Management 
The CAM subsystem ensures homogeneous node 

management (the term “node” is used for a virtualized 
container running a configured set of CAM processes). 
• CAM nodes are virtualised across various physical 

servers (CAM hosts). The same suite of software is 
deployed on each CAM node. 

• A single headnode is identified as the system 
controller  for the set of nodes and has the only 
copy of the active configuration that is served from 
the headnode to all CAM nodes.  

• Each CAM node (including the headnode) initially 
runs only a katnodemanager service that waits for 
the system controller to register the subset of CAM 
processes to run on that node (as retrieved from the 
active configuration on the headnode).   

• This allows for seamless scaling when 
performance demands it as it is extremely easy to 
add new servers that host more nodes and 
distribute the processes amongst the new nodes. 
The only action required is updating the active 
configuration to identify the new nodes and the 
processes to run at each, and then restarting the 
system. 

KATCP for Standardised Communications 
Underlying the CAM concept of KAT-7 and MeerKAT 

is a standardized communications, reporting, controlling 
and logging protocol, the KAT communications protocol 
(KATCP) [4] & [5]. The KATCP protocol is a text based, 
human-readable protocol build on TCP/IP and supports 
flexible, run-time configuration by providing 
interrogation of sensors and requests/commands; these are 
used by the clients to discover the configuration of 
devices dynamically.  

 
The KATCP protocol is specified as the CAM interface 

for all subcontracted and internal hardware devices and 
subsystems, as well as internal communication between 
CAM components. In cases where the subcontractor 
cannot deliver a KATCP interface, a Device Translator is 
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REAL TIME CONTROL FOR KAGRA 3KM CRYOGENIC

O. Miyakawa∗, Institute for Cosmic Ray Research, The University of Tokyo, Japan

and KAGRA collaboration

Abstract

KAGRA is a 3 km cryogenic interferometer for gravita-

tional wave detection located underground Kamioka-mine

in Japan. The next generation large scale interferometric

gravitational wave detectors require very complicated con-

trol topologies for the optical path length between mirrors

and very low noise feedback controls to measure the ex-

tremely tiny motion between mirrors excited by gravita-

tional waves. In this paper, we report a current status of

the KAGRA project and how to establish a real time con-

trol for such a complicated optical interferometer.

GRAVITATIONAL WAVE DETECTION

Gravitational wave (GW) was predicted by Albert Ein-

stein in his general theory of relativity. Hulse and Taylor

observed an orbital period of PSR B1913+16 more than 25

years and found that the reduction of orbital period corre-

sponded to emission of gravitational waves [1]. This is an

evidence of the existence of gravitational waves but it is not

thought as a direct measurement of gravitational waves. In

the past 15 years, several hundred-meter (TAMA300 [2],

GEO600 [3]) to kilo-meter scale (LIGO [4], VIRGO [5])

large gravitational wave detecters using interferometric op-

tical cavities have been constructed and operated in several

countries [6], but no detecter has measured gravitational

waves directly. LIGO and VIRGO are currently upgrad-

ing their configurations (Advanced LIGO[7], Advanced

VIRGO [8]) to realize roughly 10 times more sensitivity.

Direct detection of gravitational waves is being thought as

a feasible project with recent technologies of lasers, optics,

vibration isolations and controls.

KAGRA PROJECT

KAGRA [9] is a Japanese project to construct a

3 km interferometric gravitational wave detector under-

ground Kamioka-mine where is a famous site as Super-

Kamiokande (see Fig. 1). One of the features of KAGRA

is that low temperature mirrors will be used to reduce the

thermal noise. This cryogenic technic is based on CLIO’s

experience [10]. CLIO is a prototype 100 m interferometer

located in the same Kamioka mine for testing the advantage

of underground site and reduction of thermal noise by cool-

ing mirrors. With a successful result of reduction of ther-

mal noise at CLIO, sensitivity of KAGRA will be compa-

rable to Advanced LIGO and Advanced VIRGO. All three

(or four since LIGO has two separate detectors) km scale

detectors make a network of gravitational wave detectors

∗miyakawa@icrr.u-tokyo.ac.jp

Figure 1: Image of KAGRA. KAGRA will be located in

Kamioka mine underground Mt. Ikenoyama in Gifu pre-

fecture, around center of Japan. The 3 km arms of Ka-

gra will be placed as a L shape along the edge of moun-

tain. Kamioka mine has been used as good experimental

sites for several astronomical observatories, such as Super

Kamiokande, XMASS, KAMLAND and CLIO.

to determine a direction of origin of gravitational waves by

the difference of detection time.

Currently KAGRA is under construction to excavate tun-

nels. We spend two years for tunneling and another one

year for facilities such as vacuum chambers and tubes or

power / life lines, then start installation of optical com-

ponents. KAGRA’s optical configuration [11] at the fi-

nal stage consists of a Michelson interferometer with two

Fabry-Perot cavities (FPMI) on its arms, and other two mir-

rors are added to build a power recycling (PR) cavity and a

signal recycling (SR) cavity (see Fig. 2). After the first in-

stallation/commissioning we will have a short observation

by the FPMI configuration in a room temperature without

the PR and SR cavities. Until the first observation, we call

it initial KAGRA (iKAGRA). Then the second installation

will start to have PR, SR. On the same time we will in-

stall sapphire mirrors to establish low temperature opera-

tion to reduce the thermal noise. This is called baseline

KAGRA (bKAGRA). We will start observation for GW

around 2018.

CONTROLS FOR INTERFEROMETER

Using Pound-Drever-Hall (PDH) technique [13] is a

quite standard method to extract and control a length of

GRAVITATIONAL WAVE DETECTOR
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NEW ELECTRICAL NETWORK SUPERVISION FOR CERN: SIMPLER,
SAFER, FASTER, AND INCLUDING NEW ADVANCED FEATURES

Jean-Charles Tournier, Manuel Gonzalez-Berges,
Piotr Kozlowski, Fernando Varela Rodriguez,

Sonia Infante, Anargyros Kiourkos, Georges Burdet
CERN, Geneva, Switzerland

Abstract
The CERN electrical network carries more than 235

MVA and is currently being consolidated and extended.

From a consumption point of view, 1.2 TWh have been

used in 2012, half of it for the LHC itself, which roughly

represents the consumption of a town of about 250,000

people. In 2012, an effort started to replace the ageing

current electrical supervision system (managing more than

20,000 devices and 200,000 tags) by a WinCC OA-based

supervision system in order to unify the monitoring sys-

tems used by CERN operators, and to leverage the in-house

knowledge and internal tools and frameworks. Along with

the classical functionalities of a typical SCADA system

(alarms management, event management, trending, archiv-

ing, access control, etc.), the supervision of the CERN elec-

trical network requires a set of domain specific functional-

ities. Such functionalities include state estimation, power

flow calculation, contingency analysis, etc. Moreover, as

electrical power is a critical service for CERN operations,

a high availability of its infrastructure is required, as well

as of its supervision system. The new SCADA system is

therefore redundant along with a disaster recovery system

which is itself redundant (2x2 redundancy scheme) located

in a different building. In this paper, we present the over-

all architecture of the new supervision system with an em-

phasis on the parts specific to the supervision of electrical

network.

INTRODUCTION
The CERN electrical network is supplied by Elec-

tricité de France (EDF), the French national grid company,

through a 400kV transmission line and by ALPIQ, the

Swiss regional grid company, through a 130kV transmis-

sion line in case of emergency or maintenance. The LHC

is supplied through a 66kV network and an 18kV network

supplies the other accelerators (e.g. PS and SPS). With a

total consumption of 1.2-TWh in 2012, which about 50%

is dedicated to the LHC, the CERN annual consumption is

equivalent to a medium size town of 250,000 inhabitants.

From a supervision point of view, the CERN electrical net-

work is made of more than 200,000 tags (measurements

and controls) distributed across 20,000 devices (primary

and secondary devices).

Since 2012, an ongoing effort to replace the current

SCADA system has been started to bring better perfor-

mances, better availability and new functionalities such

as network simulation capabilities, network contingency

analysis, events playback, outage management system, etc.

While several industrial products may seem to fulfil most

of the new SCADA’s requirements, none of them offer

the wide range of required functionalities with the needed

flexibility: it was therefore decided after a thorough mar-

ket evaluation to leverage the internal CERN expertise on

WinCC OA [1] for an in-house development of the new

SCADA for the CERN electrical network by reusing the

tools and frameworks developed during the LHC era. The

new SCADA is based on WinCC OA in order to unify the

monitoring systems already developed and used by CERN

operators and to benefit from the internal knowledge, and

frameworks and tools already developed (JCOP [2], UNI-

COS [3], etc.).

Monitoring an electrical network requires two main

types of functionalities: (a) the generic SCADA function-

alities applicable to any or most type of process such as

alarm management, event managements, trending, archiv-

ing, access control, network colouring, animated event re-

play, etc.; and (b) the domain specific functionalities which

are dedicated to electrical network such as state estimation,

contingency analysis, outage management system, etc. All

of the generic SCADA functionalities were implemented

directly in WinCC OA re-using or customizing already ex-

isting components (e.g. alarm screen, event screen, archiv-

ing) or from scratch if no development was done previously

(e.g. network colouring, delayed alarm management, ani-

mated event replay). The domain specific functionalities

have been mainly delegated to a third-party software (Pow-

erFactory from DigSilent [4]) which behaves as a calcu-

lation engine transparently to the operators. Moreover, as

electrical power is a critical service for CERN operations,

a high availability of the electrical network infrastructure

is required as well as of its supervision system. The new

SCADA system is therefore redundant along with a disaster

recovery system which is itself redundant (2x2 redundancy

scheme) located to a different building.

The remainder of this paper is organized as follows. A

first section presents the overall architecture of the new

SCADA system with a focus on the redundancy scheme.

The following sections focus on the generic SCADA func-

tionalities which have been implemented specifically for

the monitoring of the electrical network and then on the

domain specific functionalities. Due to space restriction,

the two sections focus on the implementation of delayed-

alarms and network colouring for the generic functionali-

ties and on the interaction between WinCC OA and Power-
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INTEGRATION OF PLC WITH EPICS IOC FOR SUPERKEKB CONTROL 
SYSTEM 

J. Odagiri, K. Akai, T. Ishibashi, K. Furukawa, H. Hisamatus, H. Kaji, T. Kobayashi, M. Mikawa,  
T. Mimashi, T. T. Nakamura, K. Nakanishi, M. Satoh, S. Terui, High Energy Acceterator Resarch 

Organization (KEK), Oho 1-1, Tsukuba, Ibarai, Japan                                                         
N. Yoshifuji, East Japan Institute of Technology Co. Ltd., Minatomachi 1-8-4, Tsuchiura, Ibaraki, 

Japan                                                                                               
T. Nakamura, M. Tanaka, K. Yoshii, Mitsubishi Electric System & Service Co. Ltd.,           

Umezono 2-8-8, Tsukuba, Ibaraki, Japan                                                                   
H. Deguchi,  K. Hayashi, Mitsubishi Electric TOKKI Systems Corporation, Techno-parc 4-11, 

Sanda, Hyogo, Japan                                                                                   
T. Natsui, H. Shiratsu, Yokogawa Electric Corporation, Nakamachi 2-9-32, Musashino, Tokyo, 

Japan 

Abstract 
Recently, more and more PLCs are adopted for various 

frontend controls of accelerators. It is common to connect 
the PLCs with higher level frontend computers by the 
network. As a result, control logic becomes dispersed over 
separate layers, one of which is implemented by ladder 
programs for PLCs, and the other is implemented by higher 
level languages for frontend computers.  

EPICS-based SuperKEKB [1] accelerator control 
system, however, take a different approach by using FA-
M3 PLCs with its special CPU module, F3RP61, which 
adopted Linux as its OS and therefore can function as 
Input/output Controller (IOC. This consolidation of PLC 
and IOC enables higher level applications to directly reach 
every PLC placed at frontends by Channel Access (CA). In 
addition, most of control logic can be implemented by the 
IOC core program (iocCore) and/or EPICS sequencer to 
make the system more homogeneous. It results in easier 
development and maintenance of applications programs. 
This type of FA-M3-based IOCs are to be used to monitor 
and control many subsystems of SuperKEKB, such a Low 
Level RF (LLRF) system, a vacuum control system, a 
Personnel Protection System (PPS) and so on. This paper 
describes the FA-M3-based IOC and its applications to the 
SuperKEKB accelerator control system. 

INTRODUCTION 
The frontend hardware interfaces of the KEKB 

accelerator control system comprised VME singe board 
computers, which work as IOC, and non-intelligent 
interfaces such as CAMAC and GPIB. 

Recently, however, PLCs are replacing those non-
intelligent interfaces in favour of their rich functionality, 
such as high performance CPU, wide variety of I/O 
modules, capability of network connection, high resolution 
AD/DA modules, and so on. If the legacy interfaces are 
simply replaced with the PLCs, it result inhaving frontend 
controllers (PLCs) are placed under yet another frontend 

controllers (IOC). This unsolicited doubled layers, shown 
in (A) of Fig. 1, increases the effort to develop and 
maintain frontend control software 

 
 

 
Figure 1: (A) shows traditional configuration of 
frontend control while (B) shows consolidation of IOC 
and PLC. 

EPICS ON E3RP61 
In order to solve the problem mentioned above, i.e., 

unsolicited doubled layers of frontend, we have adopted 
FA-M3 PLC with F3RP61 as IOC. The FA-M3-based IOC 
is shown in (B) of Fig. 1. 

Features of F3RP61 
F3RP61 CPU has the features as follows. 
 Since F3RP61 executes Linux as its OS, it can 

execute complete IOC core program (iocCore) and 
related libraries such as sequencerr, autosave, etc. 

 F3RP61 can use almost all of I/O modules of FA-M3 
PLC. 

 F3RP61 can work with ordinary sequence CPUs 
which execute ladder programs. Those CPUs can 
communicate with each other though PLC-bus..  
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THE LASER MEGAJOULE CONTROL COMMAND SYSTEM 
INTEGRATION PLATFORM 

J.P. Arnoul, J. Fleury, A Mugnier, CEA, DAM, CESTA, 33116 Le Barp Cedex, France. 
J. Nicoloso, CEA, DAM, DIF, F-91297 Arpajon, France 

Abstract 
The French Atomic Energy Commission (CEA) has 

just built an integration platform outside the LMJ facility 
in order to assemble the various components of the 
Integrated Control Command System (ICCS).  

This article provides an overview of this integration 
platform and the qualification strategy based on the use of 
equipment simulators, and focuses on several tools that 
have been developed to integrate each sub-system and 
qualify the overall behavior of the ICCS. 

Each delivery kit of a sub-system component (Virtual 
Machine, WIM, PLC,..) is scanned by antivirus software 
and stored in the delivery database. A specific tool allows 
the deployment of the delivery kits on the hardware 
platform (a copy of the LMJ hardware platform). Then, 
the TMW (Testing Management Workstation) performs 
automatic tests by coordinating the equipment simulators 
behavior and the operator’s behavior. The tests 
configurations, test scenarios and test results are stored in 
another database. Test results are analyzed, every 
dysfunction is stored in an event data base which is used 
to perform reliability calculation of each component. 

The qualified software is delivered on the LMJ to 
perform the commissioning of each bundle. 

THE ICCS ARCHITECTURE 
The ICCS architecture has been described in [1]. The 

global system is achieved by a dozen contractors each of 
them being responsible for a subsystem. A subsystem is 
composed of all the equipment provided by the contractor 
plus all the PLC that drive the equipment plus the 
subsystem supervisory which authorizes the subsystem 
operator - in the control room - to perform exploitation 
and/or diagnostic operations on the subsystem. 

The main functions of the high level supervisory 
subsystem are achieved by other contactors. 

Each subsystem is connected to the global supervisory 
which is designed to dialog with all the subsystem mainly 
using dedicated software called “sequences”. 
 
THE ICCS INTEGRATION STRATEGY 
AND ASSOCIATED SIMULATORS 

The ICCS Integration strategy has been described in 
[2]. One of the main aspects of this strategy is that global 
tests are mainly carried out on a dedicated platform next 
to the LMJ site which is totally representative of the LMJ 
ICCS except the fact that no real equipment is present in 
the PFI building: it is replaced by different kind of 
simulators depending on the interface level you want to 
simulate according to Figure 1.  
 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 1: The different kinds of simulators. 
 

You can find on the Integration Platform three kinds of 
simulators: 
  “SITEX” (EXternal InTerface Simulators) which are 

designed to simulate the high level interfaces 
between the high level supervisory and the 
subsystems supervisory (N2-N1 interface), or 
interfaces between subsystems supervisory (N1-N1 
interface). These interfaces are based on a dedicated 
protocol which is used by all the subsystems. 

  “N0+Eqt Simu.” is an internal simulator (according 
to a subsystem) that simulates the N1-N0 interface; 
this interface is most of the time based on a standard 
protocol. 

 “Eqt Simu”. is an internal simulator (according to a 
subsystem) that simulates the N0-Equipment 
interface. 

 Simulators management tools allow test operators to 
dynamically configure the simulators behaviors. 

Each Subsystem Control system is delivered on the 
Integration Platform and tested in three successive phases: 
 Phase 1: the “stand alone” phase in which the other 

subsystems are simulated by the SITEX 
 Phase 2: the integration phase in which the 

subsystem is connected to the high level supervisory 
and the other subsystems already installed on the 
platform. During this phase each N2-N1 and N1-N1 
interface of the subsystem is tested. 

When enough subsystems have been tested (phase 1 
and phase 2) we proceed to the last phase: 
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THE ADVANCED RADIOGRAPHIC CAPABILITY,  
A MAJOR UPGRADE OF THE COMPUTER CONTROLS FOR THE 

NATIONAL IGNITION FACILITY 
G. Brunton, C. Marshall, L. Lagin, G. Tietbohl, B. Fishler, J. Fisher, B. Horowitz, D. Mathisen, D. 
Maloy, D. McGuigan, M. Paul, P Ludwigsen, L. Kegelmeyer, C. Estes, G. Bowers, J. Matone, K. 

Wilhelmsen, R. S. Roberts, A. Barnes, S. Glenn 
Lawrence Livermore National Laboratory, Livermore, California USA 

Abstract 
The Advanced Radiographic Capability (ARC) 

currently under development for the National Ignition 
Facility (NIF) will provide short (1-50 picoseconds) ultra 
high power (>1 Petawatt) laser pulses used for a variety of 
diagnostic purposes on NIF ranging from a high energy x-
ray pulse source for backlighter imaging to an 
experimental platform for fast-ignition. A single NIF 
Quad (4 beams) is being upgraded to support 
experimentally driven, autonomous operations using 
either ARC or existing NIF pulses. Using its own seed 
oscillator, ARC generates short, wide bandwidth pulses 
that propagate down the existing NIF beamlines for 
amplification before being redirected through large 
aperture gratings that perform chirped pulse compression, 
generating a series of high-intensity pulses within the 
target chamber. This significant effort to integrate the 
ARC adds 70% additional control points to the existing 
NIF Quad and will be deployed in several phases over the 
coming year.  This talk discusses some new unique ARC 
software controls used for short pulse operation on NIF 
and integration techniques being used to expedite 
deployment of this new diagnostic. 

INTRODUCTION 
The National Ignition Facility (NIF) laser system [1] 

provides a scientific center for the study of inertial 
confinement fusion (ICF) and matter at extreme energy 
densities and pressures.  Dynamic x-ray radiography of an 
ICF implosion is a core requirement for analyzing 
performance of an ignition experiment [2]. The NIF is 
currently integrating the Advanced Radiographic 
Capability (ARC) system [3] which is designed to deliver 
short-pulse kilo-Joule laser pulses for X-ray backlighting 
of NIF fusion capsules. The ARC will provide NIF with 
eight Petawatt-class high-intensity beamlines with 
controllable delays that will add the ability to measure 
target fuel compression through multi-frame X-ray image 
acquisitions.  This very large-scale enhancement requires 
many system updates to the existing NIF, including major 
controls development, and all integration must be 
performed while causing minimal disruption to continued 
NIF shot operations. This paper describes on overview of 
the ARC system and the Integrated Computer Control 
System (ICCS) [4] development and integration 
techniques used to deliver this important new laser 

capability. Figure 1  depicts a simulation of the x-ray 
radiography expected from the ARC. 

 
Figure 1: Simulated example of ARC x-ray radiography. 

THE ADVANCED RADIOGRAPHIC 
CAPABILITY 

The ARC is integrated on an existing quad of NIF 
beamlines to facilitate reuse of the existing NIF main 
amplification system.  To protect the NIF main laser optic 
system from the ARC high peak power, short pulse, 
operation the ARC pulses must be stretched prior to 
amplification and subsequently recompressed before 
focusing the pulse on its target.  This stretching and 
recompression is achieved using a series of small (front 
end) and large (target area) aperture gratings.  Figure 2 
below shows the generation and propagation of an ARC 
short pulse through the existing NIF amplifier chain. 

 
Figure 2: ARC short pulse generation and beamline 
propagation. 

Each of the eight ARC pulses can be independently 
aligned to different backlighter targets.  To produce eight 
pulses from a quad of NIF beamlines, each beamline 
contains 2 ARC pulses (beamlets) that are configurable 
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HOW TO SUCCESSFULLY RENOVATE A CONTROLS SYSTEM? - 
LESSONS LEARNED FROM THE RENOVATION OF THE CERN 

INJECTORS’ CONTROLS SOFTWARE 
Grzegorz Kruk, Stephane Deghaye, Olga Kulikova, Valery Lezhebokov,  Marine Pace, Pablo Pera 

Mira, Eric Roux, Jakub Pawel Wozniak, CERN, Geneva, Switzerland

Abstract 

Renovation of the control system of the CERN LHC 
injectors was initiated in 2007 in the scope of the Injector 
Controls Architecture (InCA) project. One of its main 
objectives was to homogenize the controls software 
across CERN accelerators and reuse as much as possible 
the existing modern sub-systems, such as the settings 
management used for the LHC. The project team created 
a platform that would permit coexistence and 
intercommunication between old and new components via 
a dedicated gateway, allowing a progressive replacement 
of the former. Dealing with a heterogeneous environment, 
with many diverse and interconnected modules, 
implemented using different technologies and 
programming languages, the team had to introduce all the 
modifications in the smoothest possible way, without 
causing machine downtime. After a brief description of 
the system architecture, the paper discusses the technical 
and non-technical sides of the renovation process such as 
validation and deployment methodology, operational 
applications and configuration tools characteristics and 
finally users’ involvement and human aspects, outlining 
good decisions, pitfalls and lessons learned over the last 
five years. 

INTRODUCTION 
During the 80s and the 90s the high-level controls 

system used in the CERN Proton Synchrotron (PS) 
complex was based on a 2-tier architecture. Most of the 
Graphical User Interfaces (GUIs) were implemented in 
the C/C++ programming language using the X/Motif 
widget toolkit. The processes running on the front-end 
computers (FECs) were based on a framework called GM 
and communicated with higher layers via a custom RPC 
protocol, both developed in-house. 

While being relatively simple, this solution had many 
drawbacks and limitations, for example lack of a 
subscriptions mechanism, making it necessary to pull data 
from the FECs, weak protection of the latter from the 
increasing number of clients and a very basic settings 
management. 

Toward the end of the 90s, X/Motif was on the way to 
become obsolete and finding developers skilled in this 
technology was increasingly difficult. Work started on a 
new Controls Middleware (CMW) [1] library and on a 
new front-end framework called the Font-End Software 
Architecture (FESA) [2]. At the same time the decision 
was taken to implement the new high-level controls 
system using object-oriented methodology and the Java 

programming language. Work began to port the existing 
X/Motif applications to Java, replacing the legacy 
protocol with CMW in the hardware access layer. 
However, with most of the efforts focused on the LHC, 
no major architectural modifications were made, leaving 
the system with the long-standing issues described 
previously. 

With growing maintenance costs and difficulties in 
introducing new functionality, in autumn 2007 a new 
project called Injectors Controls Architecture (InCA) [3] 
was mandated to homogenize the controls software across 
CERN accelerators.  

INJECTOR CONTROLS ARCHITECTURE 
InCA is a platform integrating specific applications 

developed for the LHC injector accelerators with modules 
implemented for the LHC, as well as new components 
required to fulfil the specific operational needs of the PS 
complex. 

Architecture 
InCA is based on a classical 3-tier architecture (Figure 

1). At the bottom, there are the FECs, dedicated to the 
real-time control of the hardware, managed by three 
different frameworks: FESA, Function Generation 
Controller (FGC) [4], controlling the power converters 
and the legacy GM framework, being progressively 
replaced by FESA.  

 
Figure 1: Main components of the Injectors Controls 
Architecture (InCA). 

In the middle tier there are components providing high-
level services. Among them the LHC Software 
Architecture (LSA) [5], responsible for the settings 
management, the Acquisition Core (AcqCore) responsible 
for the monitoring, processing and redistribution of 
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INTEGRATED MONITORING AND CONTROL SPECIFICATION 
ENVIRONMENT 

C. Subhrojyoti, N. Swami, TRDDC, Pune, India 
Harshal G. Hayatnagarkar, Pune, India

Abstract 
Monitoring and control solutions for large one-off 

systems are typically built in silos using multiple tools 
and technologies. Functionality such as data processing 
logic, alarm handling, UIs, device drivers are 
implemented by manually writing configuration code in 
isolation and their cross dependencies maintained 
manually. The correctness of the created specification is 
checked using manually written test cases. Non-functional 
requirements – such as reliability, performance, 
availability, reusability and so on – are addressed in ad 
hoc manner. This hinders evolution of systems with long 
lifetimes. For ITER [1], we developed an integrated 
specifications environment and a set of tools to generate 
configurations for target execution platforms, along with 
required glue to realize the entire M&C solution. The 
SKA [2] is an opportunity to enhance this framework 
further to include checking for functional and engineering 
properties of the solution based on domain best practices. 
The framework includes three levels: domain-specific, 
problem-specific and target technology-specific. We 
discuss how this approach can address three major facets 
of complexity:  scale, diversity and evolution. 

INTRODUCTION 

The typical life cycle phases of any software 
development project starts with analysis such as stake 
holder needs, system requirements, architecture choices 
followed by detailed design of the target system, its 
implementation, verification and validation, integration 
and testing.  Execution of each of these life cycle phases 
is usually supported by a collection of tools and 
technologies which enable maintaining traceability across 
these phases.  Doors[3], SysML[4] are example which 
provide support during requirements analysis, architecture 
and design of software systems. Although in theory it is 
possible to use SysML all the way up to generating the 
final executable code from the high level design model, in 
practice it is seen that it is not very strong in its adaptation 
to building Monitoring and Control (M&C) solutions for 
real-time systems. This is due to various reasons such as 
difference in paradigm between modeling and 
implementation domain, lack of support for project or 
domain specific needs and above all it is a lot of work to 
model all aspects of M&C using a modeling tool then 
generate code from it. 

Our participation in the ITER project in the design and 
development of their M&C solution and later with SKA 
project for their M&C aspects helped us appreciate the 
need for building methodologies and tools that enhances 

the current state of the art to cater to the needs for 
building M&C solutions for projects like ITER and SKA. 
Our belief is that we can leverage from the existing tools 
and methodologies like SysML and our knowledge from 
the M&C and related domains, to create a complete 
specification model for M&C. This specification model 
can then be instantiated through a specification 
environment to build M&C solutions spanning across 
different physics domains. This paper presents the idea in 
the context of ITER and SKA.  The first section of the 
paper describes the current state of practice highlighting 
the methodologies and tools typically used in a software 
development projects. Second section describes the 
approach taken by ITER to improve upon the existing 
practice. Third section describes how the lessons learnt 
from ITER could be enhanced further so that it can be 
useful for other projects like SKA. 

STANDARD PRACTICE 
The current trend to architecting and designing both 

software and non-software including M&C systems is to 
use techniques from the system engineering methodology. 
The entire process can be understood from the figure 1. 
As per our experience, the identification of the design 
requirements, components along with their functionalities, 
engineering qualities, relationships and dependencies are 
ideally captured and analyzed in the first two steps in the 
life cycle.  For example, the analysis of stakeholder 
objectives and system requirements typically get captured 
as texts supported by tools that allow them to be managed 
for version control and so on. Then the requirements are 
analyzed and elicited further through modeling and meta 
modeling tools such as SysML. These tools allow 
modeling the architecture and design of the system.  
Translating the design into actual realization happens in 
the third and the fourth step. These step is typically a 
manual activity where the design created using the 
modeling tool is typically translated manually to either to 
SCADA specific input format which internally translate 
them to lower level executable or directly into C/C++ 
code. 

Challenges with Existing Practice  
We find the approach of model based development 

useful for building M&C solutions but not without 
caveats. Some of the challenges faced while using the 
standard approach along with the associated tools and 
technologies are mentioned below: 
 The notion of stakeholder objectives and values don’t 

get properly translated into the design and hence 
loose tractability.   
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SIRIUS CONTROL SYSTEM: CONCEPTUAL DESIGN 
B. V. Luvizotto, B. S. Martins, J. P. S. Martins, P. H. Nallin, M. Bacchetti, L. J. M. Carvalho, G. P. 

Zanoni, R. P. Silva, A. R. D. Rodrigues, J. G. R. S. Franco*, Brazilian Synchrotron Light 
Laboratory (LNLS), Campinas, S.P., Brazil

Abstract 
Sirius is a new 3 GeV synchrotron light source currently 

being designed at the Brazilian Synchrotron Light 
Laboratory (LNLS) in Campinas, Brazil. The Control 
System will be heavily distributed and digitally connected 
to all equipments in order to avoid analog signal cables. A 
three-layer control system is being planned. The 
equipment layer uses RS485 serial networks, running at 
10Mbps, with a very light proprietary protocol, in order to 
achieve good performance. The middle layer, 
interconnecting these serial networks, is based on Single 
Board Computers, PCs and commercial switches. 
Operation layer will be composed of PC’s running 
Control System’s client programs. Special topology will 
be used for Fast Orbit Feedback with one 10Gbps switch 
between the beam position monitors electronics and a 
workstation for corrections calculation and orbit 
correctors. At the moment, EPICS is the best candidate to 
manage the Control System. 

INTRODUCTION 
The Sirius Control System will try to avoid the most 

commonly found problems in our previous accelerator, 
the UVX. The lessons learned and the evolution of 
Control Systems, including in this Information 
Technology, electronics, software and connectivity 
equipment, give us the opportunity to design a modern 
system, heavily distributed, compatible with commercial 
equipment and customized with proprietary solutions only 
in restricted areas where high performance is necessary. 
Long analog signal cables will not be employed anymore 
due to the short distance between controllers and 
equipment. When possible the controllers will be inside 
equipment. For the same reason, crates will be used only 
where strictly necessary. The three layers adopted, 
operation, middle and equipment layer, make the system 
naturally compatible with IP protocol, making the use and 
configuration of commercial connectivity equipment, 
such as switches and PC’s easier. Unfortunately, the 
heavy protocol over RS485 industrial serial 
communication restricts the use of commercial 
equipment. To get around this, we decided to design and 
contract local companies to build proprietary hardware 
with a very light communication protocol over RS485. At 
the moment we are integrating most of the parts of the 
system, testing all the solutions proposed and the 
commercial connectivity equipment. 

NETWORK TOPOLOGY 
The Sirius Control System will be composed of three 

layers: operation, middle and equipment. The operation 
layer will be composed of PC’s running client programs, 
database storages, alarm terminals, etc. The network 
topology adopted for the storage ring middle and 
equipment layer will have double star extended 
architecture, with the first star connecting the high 
priority equipment (HPE) and the other one the low 
priority equipment (LPE). In the central point of the HPE 
there is a high performance workstation with four 10Gbps 
channels fiber optics interfaces. Each one of the channels 
will connect a quarter of the storage ring (see Fig. 1).  
 

 

Figure 1: Network Topology. 

This workstation, besides the “in hardware” Fast Orbit 
Feedback under development by the LNLS Diagnostics 
Group [1], will compute the orbit correction. The 
correction results will be sent to orbit correctors in the 
same star way. The LPE star will connect equipment such 
as power supplies (except correctors), Radio Frequency, 
vacuum, temperature, etc. In the center of the LPE star 
there is a switch with four 10Gbps fiber optics interfaces 
that will distribute data to clients and databases in the 
operation layer. Alternative fiber optics connections will 
be implemented, creating a “mesh” and redundant 
network. In each node of the star extended network there 
is a switch with 10Gbps interfaces for upload data, over 
fiber optic, and 1Gbps interfaces for download data, over 
Cat. 6 cables. Below this level there are only three kinds 
of equipment: BPM Crates, Single Board Computers 
(SBC) and switches (see Fig. 2). The BPM Crates are 
responsible for concentrating the data from BPM and will 
be better explained in near future[2]. The switches will be 
used to concentrate other Ethernet equipment. The Single 
Board Computer will be used as a gateway network to 

 

*gfranco@lnls.br 
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DEVELOPMENT STATUS OF THE TPS CONTROL SYSTEM 

Y. S. Cheng, Jenny Chen, C. H. Kuo, C. Y. Wu, P. C. Chiu, C. Y. Liao, K. H. Hu, 

Y. T. Chang, Demi Lee, C. H. Huang, S. Y. Hsu, C.-J. Wang, K. T. Hsu 
National Synchrotron Radiation Research Center, Hsinchu 30076, Taiwan

Abstract 
 The EPICS was chosen as control system framework 

for the new project of 3 GeV synchrotron light source 

(Taiwan Photon Source, TPS). The standard hardware and 

software components had been defined, and the various 

IOCs (Input Output Controller) are gradually 

implemented as various subsystems control platforms. 

The subsystems control interfaces include event based 

timing system, Ethernet based power supply control, 

corrector power supply control, PLC based pulse magnet 

power supply control and machine protection system, 

insertion devices motion control system, various 

diagnostics, and etc.  Development of the infrastructure of 

high level and low level software are on-going. 

Installation and integration test are in proceeding. 

Progress will be summarized in the paper. 

INTRODUCTION 

The TPS [1] is a latest generation of high brightness 

synchrotron light source which is being in construction at 

the National Synchrotron Radiation Research Center 

(NSRRC) in Taiwan. It consists of a 150 MeV electron 

linac, a booster synchrotron, a 3 GeV storage ring, and 

experimental beam lines. Civil construction has started 

from February 2010. The construction works are 

approximately finished in half of 2013. Accelerator 

system installation and system integration will be 

proceeding in later 2013. The control system environment 

should be ready in early 2014 to support subsystem 

integration test and hardware commissioning without 

beam. Commissioning with beam is scheduled in later 

2014. 

Control system for the TPS is based on the EPICS 

framework [2]. The EPICS toolkit provides standard tools 

for display creation, archiving, alarm handling and etc. If 

users have found these tools inadequate, development of 

in-house alternatives is feasible and compatible. The big 

success of EPICS is based on the definition of a standard 

IOC structure together with an extensive library of driver 

software for a wide range of I/O cards. Many users of the 

system report a steep learning curve and the need for 

significant development resources, but this is balanced by 

the large installation base and proven ability of this 

approach. The EPICS toolkits which have various 

functionalities will be employed to monitor and to control 

accelerator system. 

The control system consists of more than a hundred of 

EPICS IOCs. The CompactPCI (cPCI) IOC will be 

equipped with input/output modules to control 

subsystems as standard IOC or the TPS control system. 

The power supply and fan module of the cPCI crate will 

be hot-swapped. Adopting cPCI platform for EPICS IOCs 

provides us a chance to take advantages of local IT 

industry products with better supports and low cost. The 

other kinds of IOCs are also supported by the TPS control 

system, such as BPM IOC, PLC IOC, various soft-IOC 

and etc. Consoles and servers are PCs or blades PC 

running Linux. 

To achieve high availability of the control system, 

emphasis has been put on software engineering and 

relational database for system configurations. Data 

channels in the order of 105 will be serviced by the 

control system. Accessibility of all machine parameters 

through control system in a consistent and easy manner 

contributes to the fast and successful commissioning of 

the machine. High reliability and availability of TPS 

control system with reasonable cost and performance are 

expected. 

CURRENT STATUS 

Major procurement is scheduled in 2011 to 2013. The 

design for the control system environment is already 

frozen in the hardware part. The software environment 

will be completed in 2013. Control related applications 

are started and expected to a preliminary form before 

subsystem ready in early 2014. The definition of TPS 

control system standard has been processed during the 

last couple of years. The development status of the control 

system is summarized in following paragraphs. The 

progress on various issues is summarized in following 

paragraphs. 

Networking 

 Mixed of 1/10 Gbps switched Ethernet will be 

deployed for the TPS control system [3]. The Gigabit 

Ethernet connection will be delivered at edge switches 

installed at control and instruments area (CIA). One CIA 

corresponding to one cell of the storage ring, there are 24 

CIAs in total. The control network backbone will be 10 

Gigabit link to the control system computer room and 

redundancy network installation site in the specific CIA 

#24. Private Ethernet is used for Ethernet based devices 

access which will support fast Ethernet and GbE. 

Adequate isolation and routing topology will balance 

between network security and needed flexibility. The file 

and database servers are connected to the control and 

intranet network, allowing the exchange of data among 

them. Availability, reliability and cyber security, and 

network management are focus in the design phase. 

Equipment Interface Layer 

There are several different kinds of IOC at equipment 

layer to satisfy various functionality requirements, 
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CONTROL SYSTEM ISSUES AND PLANNING FOR eRHIC ∗

K.A. Brown† , P. Chitnis, T. D’Ottavio, J. Jamilkowski,

J. Laster, J. Morris, S. Nemesure, C. Theisen

Collider-Accelerator Department, BNL, Upton, NY

Abstract

The next generation of high-energy nuclear physics ex-

periments involves colliding high-energy electrons with

ions, as well as colliding polarized electrons with polarized

protons and polarized helions (Helium-3 nuclei). The eR-

HIC project proposes to add an electron accelerator to the

RHIC complex. In this paper we discuss the controls sys-

tems issues for eRHIC, the technical challenges, and our

vision of a control system ten years into the future. What

we build over the next ten years will be what is used for the

ten years following the start of operations. This presents

opportunities to take advantage of changes in technologies

but also many challenges in building reliable and stable

controls and integrating those controls with existing RHIC

systems. This also presents an opportunity to leverage on

state of the art innovations and build collaborations both

with industry and other institutions.

INTRODUCTION

The eRHIC project will convert the existing Relativis-

tic Heavy Ion Collider (RHIC) at BNL into an electron-

ion collider. But there is even more to it than that. Since

RHIC is the only polarized proton collider in the world [1],

eRHIC would also become a polarized electron, polarized

proton collider, as well as a polarized electron, polarized

He-3 collider. Figure 1 shows the layout of eRHIC along

with some basic parameters. The project will retain one of

the existing RHIC rings and add an electron accelerator into

the existing RHIC tunnel. The luminosity requirements for

eRHIC are ambitious and in order to reach the luminosity

goals a very intense electron beam must be produced. Since

the beam dynamics in the collisions of these intense beams

will disrupt the electron bunches (e.g., beam-beam forces

will strongly distort the electron beams) after a single colli-

sion, each electron bunch will only collide with the hadron

beams once. With these requirements and to make produc-

ing such beams cost effective, the electrons will be accel-

erated and decelerated using an Energy Recovery LINAC

(ERL) [2].

The physics of eRHIC aims to explore the quark gluon

plasma (QGP), first discovered at RHIC [1]. eRHIC will

allow precision imaging of the QGP, determining the spin,

flavor, and spatial structure of the nucleon. It will also al-

low probing more deeply into the nature of the strong force

and the properties of gluons, the particles that mediate the

strong force.

∗Work performed under Contract Number DE-AC02-98CH10886 with

the auspices of the US Department of Energy.
† kbrown@bnl.gov

Figure 1: The eRHIC layout and basic parameters.

Keeping Pace with Physicists

eRHIC is mostly an idea. We know the physics goals and

how those translate into requirements for the accelerator

systems. We know that there are various solutions that will

work, given the constraints of fitting an electron accelerator

inside the existing RHIC tunnel. Much of what is being

done at the moment is optimizing a design that meets these

requirements within a reasonable cost. That design may

change in some ways, but will basically be well enough

defined for engineers to start thinking about how to build

the various subsystems.

This leaves us, in Controls, with little to do, or so it

would seem. We do know a few things that we can ponder

while we await a final design. We know the basic compo-

nents. We know that eRHIC will be composed of an ERL

with a series of racetrack beamlines, perhaps one for each

energy or perhaps each will be able to take multiple energy

beams. We know there will be many corrector magnets

and more or less how strong they need to be. We have a

good idea how precise controls need to be. So we can con-

sider what interfaces we think we will need for each system

and we know we have to try for inexpensive interfaces that

meet the technical requirements (including reliability and

reproducibility, so we probably don’t go with the cheapest

possible approach).

eRHIC does pose some new challenges. The beam po-

sition monitors (BPMs) will have to measure the positions
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BEAGLEBONE FOR EMBEDDED CONTROL SYSTEM APPLICATIONS*

S. Cleva, L. Pivetta, P. Sigalotti
Elettra - Sincrotrone Trieste S.C.p.A., Trieste, Italy

Abstract
The  control  system  architecture  of  modern

experimental  physics  facilities  needs  to  meet  the
requirements  of  the  ever  increasing  complexity  of  the
econtrolled  devices.  Whenever  feasible,  moving from a
distributed  architecture  based  on  powerful  but  complex
and  expensive  computers  to  an  even  more  pervasive
approach based on simple and cheap embedded systems,
allows shifting the knowledge close to the devices.  The
BeagleBone  computer,  being  capable  of  running  a  full
featured operating system such as GNU/Linux, integrates
effectively into the existing control  systems and allows
executing  complex  control  functions  with  the  required
flexibility.  The  paper  discusses  the  choice  of  the
BeagleBone  as  embedded  platform  and  reports  some
examples of control  applications recently developed for
the Elettra and FERMI light sources.

INTRODUCTION
The Elettra Sincrotrone Trieste research centre manages

two  light  sources:  Elettra,  a  2.4 GeV  third  generation
synchrotron  [1],  and FERMI,  a  1.5 GeV  seeded  Free
Electron Laser  (FEL)  based on a linear  accelerator  [2].
The large number of subsystems that make it possible to
generate  and  deliver  the  photon  beams  to  the  users,
require  an  up-to-date  distributed  control  system
technology.

The  ever  growing  capabilities  of  modern
micro-controllers,  together  with  the  cost  reduction
induced by the competition between manufacturers, make
a  number  of  small,  flexible  and  powerful  Systems  On
Board  (SOB)  commercially  available  at  low  cost.
Available with a wide range of clock frequencies and I/O
capabilities,  SOBs can be effectively used in  a  particle
accelerator control systems as a customizable embedded
platform.

With these considerations in mind, a survey has been
carried out to find the most suitable SOB to be used as the
core for a general purpose embedded platform, or “smart
node”  [3];  the  BeagleBone  [4]  has  been  eventually
selected.

THE SMART NODE
The  “smart  node”  concept  summarizes  a  number  of

features and characteristics that indicate the capability of
the  embedded  platform  to  perform  some  autonomous
actions  in  terms  of  control,  communication  and
diagnostics.  The  concept  is  similar  to  the  one  of  the
Network  Capable  Application  Processor  (NCAP)
described in the IEEE 1451 standard [5], but it has been

focussed and tailored on the requirements and constrains
of  the  Elettra Sincrotrone  Trieste  control  systems.
Valuable capabilities of a smart node are: 

· available functionalities;
· interoperability between smart node subsystems;
· interoperability  between  the  smart  node  and  the

installation environment;
· real-time support.

THE BEAGLEBONE AS A SMART NODE
Desirable characteristics of an embedded platform are:

· wide  set  of  low  level  analog  and  digital  I/O
subsystem (e.g. GPIO, SPI, ADC, …);

· remote communication interfaces;
· multiple communication protocol support;
· high level operating system support;
· software and documentation availability;
· long term commercial availability and support;
· flexibility and modularity;
· competitive purchasing and maintenance costs;
· deterministic (real-time) capabilities.

The  BeagleBone  embedded  platform  fulfils  most  of
these requirements; thanks to the open source approach of
the “Beagle” community,  it has been adopted in a wide
range of different applications.

UNIFIED CONTROLLER 
Using  a  single  embedded  system  platform  for  many

applications is a major added value. The unified controller
concept simplifies the work for maintaining the embedded
systems and allows focusing on the development of the
specific  applications.  This  approach  is  particularly
convenient  in  research  laboratories  like
Elettra Sincrotrone  Trieste  where  the  number  of  units
produced  and  deployed  is  generally  quite  small.  In
addition, the open-source non-proprietary solution allows
to keep in house the know-how required to develop new
applications and effectively maintain the existing ones.

 In  some  cases,  the  advantages  of  standardization
together with the low-cost of the hardware, justifies using
these controllers also for very simple applications where
they may seem “overkilling”. 

CONTROL APPLICATIONS
The characteristics of the BeagleBone, the number and

quality  of  existing  projects  reported  by  the  Beagle
community, and the in house experience confirm that the
distributed  control  can  be  a  target  for  this  embedded
platform.  Control  applications,  ranging  from  low  to______________________________________________

*Work supported in part by the Italian Ministry of University and 
Research under grants FIRB-RBAP045JF2 and FIRB-RBAP06AWK3
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PERSONNEL PROTECTION OF THE CERN SPS NORTH HALL IN FIXED 

TARGET PRIMARY ION MODE 

T. Hakulinen, J. Axensalva, F. Havart, S. Hutchins, L. Jensen, D. Manglunki, P. Ninin, P. Odier, S. 

Reignier, J. Ridewood, L. Soby, C. Theis, F. Valentini, D. Vaxelaire, H. Vincke, CERN, Geneva, 

Switzerland

Abstract 
While CERN's Super Proton Synchrotron (SPS) is able 

to deliver both secondary proton and primary ion beams 

to fixed targets in the North Area, the experimental areas 

(North Hall) are widely accessible during beam. In ion 

mode all normal safety elements involved in producing 

secondary beams are removed, so that an accidental 

extraction of a high-intensity proton beam into the North 

Hall would expose personnel to a radiation hazard. This 

has required an injector reconfiguration restricting 

operation to either ions or protons. However, demands for 

operational flexibility of CERN accelerators have led to a 

need to mix within the same SPS super-cycle both high-

intensity proton cycles for LHC or HiRadMat and ion 

cycles for the North Area. We present an active interlock 

designed to mitigate this hazard: Beam Current 

Transformers are used to measure the beam intensity, and 

if above a set threshold, pulsing of the extraction septa is 

vetoed. The safety function is implemented by means of 

two logically equivalent but diverse and separate interlock 

chains. This interlock is expected to be in place once the 

SPS resumes operation after the first Long Shutdown in 

2014. 

INTRODUCTION 

Demands for operational flexibility in the exploitation 

of accelerators and to facilitate new heavy ion programs 

at CERN have lead to plans for the delivery in the same 

SPS super cycle of ions for the North Area and high 

intensity protons for other targets, such as HiRadMat or 

LHC. When the North area is prepared for ions, the TAX 

absorbers/collimators are set to a position that allows 

transmission of the low intensity ion beams, but the 

possibility cannot be excluded that a filling or timing 

error in the SPS could cause the transmission of an 

intense proton bunch in place of the ions: this would 

present a significant hazard to people working in the 

experimental areas. 

In order to protect against this eventuality, an 

instrumented safety function has been designed to 

measure the beam intensity in the SPS and to inhibit the 

extraction septum magnets (MSE and MST), when the 

beam intensity in the SPS is greater than 2×10
11

 charges. 

The safety system being installed during the Long 

Shutdown 1 has been designed to be diverse, redundant, 

and fail-safe under all fault modes following 

recommendations by the nuclear authorities. The system 

also has an automatic self-test function for confirmation 

of the interlock status before each beam injection. 

SPS OPERATION 

The CERN Super Proton Synchrotron (SPS) accelerates 

protons and various types of heavy ions (Pb, Xe, Ar) of 

different extraction energies and beam intensities [1]. 

Acceleration cycles to the different destinations are 

organized into super cycles, which are programmed in 

advance according to the experiment schedule. SPS will 

in the future be run in two modes: in proton mode, which 

means that only proton cycles are foreseen in the 

machine, and in ion mode, where both proton and ion 

cycles can be present within the same SPS super cycle. 

Normal ion mode operation would involve mixing of four 

types of cycles within one super cycle: 

• Protons to LHC, with fast extraction to TT40 or 

TT60 tunnels. 

• Protons into the TT41 tunnel, with fast extraction 

to TT40. 

• Protons to HiRadMat, with fast extraction to TT60. 

• Ions to North Hall, with slow extraction to TT20. 

As various ion types are possible, the exact beam 

parameters depend on that choice. 

Figure 1 shows a typical future SPS super cycle with both 

proton and heavy ion cycles. 

 

 
 

Figure 1: A typical SPS super cycle during a primary ion 

mode run, comprising an SFTION at 80 GeV/c/charge, a 

HiRadMat at 400 GeV/c and an LHC cycle at 450 GeV/c. 

The blue line represents the magnetic rigidity, the green 

line (red above the 2×10
11

 threshold) the number of 

charges. The threshold level (dotted line) is exaggerated 

for the drawing to be readable. The momentum scale is in 

GeV/c/charge, the time scale is in ms. 

INCIDENT SCENARIO 

The scenario against which the new interlock is 

designed to protect involves an accidental extraction of a 
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AN OPC-UA BASED ARCHITECTURE FOR THE CONTROL OF THE 

ESPRESSO SPECTROGRAPH @ VLT 

R. Cirami, V. Baldini, I. Coretti, S. Cristiani, P. Di Marcantonio, M. Mannetta, P. Santin, INAF - 
Osservatorio Astronomico di Trieste, Trieste, Italy 

F. Zerbi, INAF – Osservatorio Astronomico di Brera, Merate, Italy 

D. Mégevand, Observatoire Astronomique, Université de Genève, Versoix, Switzerland

Abstract 
ESPRESSO is a fiber-fed, cross-dispersed, high-

resolution echelle spectrograph for the ESO Very Large 

Telescope (VLT). The instrument is designed to combine 

incoherently the light coming from up to 4 VLT Unit 

Telescopes. To ensure maximum stability the 

spectrograph is placed in a thermal enclosure and a 

vacuum vessel. Abandoning the VME-based technologies 

previously adopted for the ESO VLT instruments, the 

ESPRESSO control electronics has been developed 

around a new concept based on industrial COTS PLCs. 

This choice ensures a number of benefits like lower costs 

and less space and power consumption requirement. 

Moreover it makes possible to structure the whole control 

electronics in a distributed way using building blocks 

available commercially off-the-shelf and minimizing in 

this way the need for custom solutions. The main adopted 

PLC brand is Beckhoff, whose product lineup satisfies the 

requirements set by the instrument control functions. 

OPC-UA is the chosen communication protocol between 

the PLCs and the instrument control software, which is 

based on the VLT Control Software package. 

INTRODUCTION 

ESPRESSO is a fiber-fed, cross-dispersed echelle 
spectrograph which will be installed in the Coudé 
Combined Laboratory (CCL) of the VLT. In order to 
achieve the maximum stability, the spectrograph will be 
installed in a thermal enclosure and a vacuum vessel.  
ESPRESSO can be operated with one or up to 4 Unit 
Telescopes (UT) of the VLT. The instrument will cover 
the whole visible wavelength range (380-780 nm) and its 
radial velocity precision will reach the 10 cm s-1 level [1]. 

INSTRUMENT SUBSYSTEMS 

The telescope light is conveyed to the CCL via a Coudé 
Train optical system (one for each UT). Inside the CCL, a 
Front-End (F/E) unit combines the light coming from the 
telescope(s) and feeds it into the spectrograph fibers. The 
F/E is composed by and Atmospheric Dispersion 
Corrector (ADC), a focus translational stage and by a 
system that performs the field and pupil stabilization 
(composed in turn by a set of piezo tip-tilt stages for 
performing the corrections, a technical CCD (TCCD) and 
a neutral filter). This F/E structure is repeated four times 
(one for each beam light coming from  a single UT). 
Moreover, the F/E provides a mode selector mounted on a 

rotary stage whose task is to feed the spectrograph with 
the proper fibers coming from the selected telescopes. 

Two fibers feed the spectrograph simultaneously: the 
target fiber and the sky/calibration fiber. 

The ESPRESSO calibration unit is composed by the 
traditional flat-field and spectral calibration sources. 
Moreover, the use of a Laser Frequency Comb (LFC) is 
foreseen as calibration source. The LFC, if available, will 
provide high resolution repeatable calibrations. 

The two-arm (red and blue) echelle spectrograph, 
placed inside a thermal enclosure and a vacuum vessel, 
has a fixed optical layout, with no moving part foreseen in 
order to maximize the stability and repeatability of the 
instrument performances. 

The instrument has two scientific detectors, one for the 
red arm and one for the blue one. 

ESPRESSO is also equipped with an exposure meter 
that measures the flux entering the spectrograph as a 
function of time. 

ESPRESSO CONTROL ARCHITECTURE 

The ESPRESSO control system can be seen as 

composed by two entities: control software and control 

electronics. 

The ESPRESSO control software architecture is 
compliant with the ESO/VLT standards and is based on 
the VLT Control Software package. The Observation 

Software (OS) coordinates an exposure. It receives the 

command sequences to be executed by the Broker for 

Observation Blocks (BOB) and forwards them to the 

involved control software subsystems: the Telescope 

Control Software (TCS), the Detector Control Software 

(DCS) and the Instrument Control Software (ICS). At the 

end of the exposure, OS merges the information coming 

from the different subsystems and archives them. The 

ESPRESSO control software runs in a dedicated 

Instrument Workstation (IWS) located in the VLT 

computer room. A detailed description of the ESPRESSO 

control software can be found in [2]. 

The ESPRESSO Control Electronics is based on 

industrial PLCs. This approach is completely different 

from that of the VLT instruments of first and second 

generation, which are based on VME technology. One of 

the main points in the adoption of PLCs is to have a 

system built, as much as possible, on “Commercial-Off-

The-Shelf” (COTS) components, leaving in this way the 
maintenance of the boards and driver code to the vendor. 

Moreover, the PLC choice grants a number of benefits  
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CONTINUOUS INTEGRATION USING LABVIEW, SVN AND HUDSON 

O. O. Andreassen, A. Tarasenko, CERN, Geneva, Switzerland 

Abstract 
In the accelerator domain there is a need of integrating 

industrial devices and creating control and monitoring 
applications in an easy and yet structured way. The 
LabVIEW-RADE framework provides the method and 
tools to implement these requirements and also provides 
the essential integration of these applications into the 
CERN controls infrastructure. Building and distributing 
these core libraries for multiple platforms, e.g. Windows, 
Linux and OS X, and for different versions of LabVIEW, 
is a time consuming task that consist of repetitive and 
cumbersome work. All libraries have to be tested, 
commissioned and validated. Preparing one package for 
each variation takes almost a week to complete.  

With the introduction of Subversion version control 
(SVN) and Hudson extensive continuous integration 
server (HCI) the process is now fully automated and a 
new distribution for all platforms is available within the 
hour. In this paper we are evaluating the pros and cons of 
using continuous integration, the time it took to get up 
and running and the added benefits such a solution has 
given to our team. We conclude with an evaluation of the 
framework based on the productivity and quality increase 
and finally indicate new areas of improvement and 
extension. 

INTRODUCTION 
Developing, building and distributing software at CERN 
is a mixed and challenging process: on one side, when 
working with operational equipment, it is mandatory to 
carefully plan potential impact on the accelerator 
complex, while on the other side, when working with 
experimental prototypes or test benches, new ideas and 
designs will be tested out all the time and the software has 
to be adapted quickly.  

The LabVIEW Rapid Application Development 
Environment (RADE) [1] came to life to cope with this 
agile environment, giving users the means to quickly 
solve new challenges and at the same time provide 
stability for long-lived or critical applications. We have 
approximately 500+ LabVIEW users at CERN, of which 
~100 uses RADE, all developing in their own unique 
environment. Therefore we had to create a release scheme 
that could be used in the most popular operating systems 
(Linux, Windows and OS X). 
 To ensure that bugs, requirements and other past 
experiences are considered in every new release, unit 
testing is performed on each critical item. This work and 
the associated release process itself where in the past all 
done manually or semi automated through scripts and 
custom tailored tools.  
With the framework growth, a full-featured distribution 

typical would take from a day to a week to complete.  
 

As an example one new RADE release cycle involves: 
• Adding new libraries  
• Running unit tests on the new libraries 
• Validating the outcome of the test 
• Bundle it all in to an installer.  
• Testing the installer on a “clean” target (removing 

potential environmental misconfiguration issues)  
• Rebuild, the application once deemed stable 
• Uploading the release to the repository 
 
This led us to investigate different automation and 

distribution methods such as Continuous Integration (CI), 
source controls and unit testing tools that were compatible 
with LabVIEW. The main challenge was finding a tool 
that could facilitate CI on a graphical application such as 
LabVIEW. 

Trough studies and tests, several highly customizable 
and easy to use tools were identified, however either they 
did not offer any bindings or accessories facilitating 
integration of graphical programming languages, or they 
could not work in a cross platform environment which 
was another requirement for us. 

All methodology, resources, scripts and deployment 
tools already used in the team were inventoried and 
assembled into a fully automated, integrated and low 
maintenance build engine that in less than one hour would 
test, build, document, distribute and deploy all our core 
LabVIEW libraries.  

DEVELOPMENT METHODS 
In order to reduce the testing and deployment time as 
much as possible while keeping the robustness from a 
traditional software project we landed on an agile based 
development style, with a test-driven execution. Through 
agile methods, tasks and projects are split into smaller 
increments that require minimal planning. Every iteration 
involves a small cross-functional team working on all 
disciplines: planning, requirement analysis, design, 
coding, unit testing and acceptance testing. At the end of 
the iteration, the product or result is demonstrated to the 
stakeholders, minimizing risks and giving room for fast 
changes and adaptations [2].  

This methodology described by E. A. Edmonds in 1974 
[1] became known later when a group of software 
developers published what they call the “Manifesto for 
Agile Software Development” [3]. 

CONTINUOUS INTEGRATION 
PRINCIPLES 

CI is a software engineering practice where small or 
isolated changes are immediately tested and reported on 
when they are added to a larger code base. Therefore if a 
defect is introduced in the code base, it can be identified 
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Alessandro Rubini (University of Pavia, Italy)

Juan David González Cobas, Tomasz Włostowski (CERN)

Federico Vaga (GNUDD)

Simone Nellaga (University of Pavia, Italy)

Abstract

ZIO (standing for “The Ultimate I/O” Framework) was

developed for CERN with the specific needs of physics

labs in mind, which are poorly addressed in the mainstream

Linux kernel.

ZIO provides a framework for industrial, high-

bandwidth, high-channel count I/O device drivers (digitiz-

ers, function generators, timing devices like TDCs) with

performance, generality and scalability as design goals.

Among its features, it offers abstractions for

• both input and output channels, and channel sets

• run-time selection of trigger types

• run-time selection of buffer types

• sysfs-based configuration

• char devices for data and metadata

• a socket interface (PF ZIO) as alternative to char de-

vices

In this paper, we discuss the design and implementation

of ZIO, and describe representative cases of driver devel-

opment for typical and exotic applications: drivers for the

FMC (FPGA Mezzanine Card, see [1]) boards developed at

CERN like the FMC ADC 100Msps digitizer, FMC TDC

timestamp counter, and FMC DEL fine delay.

MOTIVATION AND REQUIREMENTS

The initial motivation behind the development of ZIO

arose in 2011, after a careful analysis of Comedi and IIO,

the I/O frameworks existing at that time in the staging area

of the Linux kernel source tree. It was clear that both al-

ternatives were not suitable, generic nor complete enough

for the needs of data acquisition systems like the ones at

CERN or other physics laboratory facilities, where high

performance and diversity of available hardware impose

stringent conditions. For example, block transfers, output,

fine timestamping or mmap/DMA were absent in IIO and

definitely required.

As announced in [2], the design and development of a

Linux kernel framework for I/O better suited to the needs of

physics laboratories was initiated, with these aims in mind:

• digital and analog input and output;

• one-shot and streaming (buffered) data acquisition or

waveform play;

• high resolution (under 1ns) timestamping of data

blocks;

• generic coverage of resolution, sampling rate, data

sizes, calibration, offset and gain parameters;

• pluggable buffer and trigger types;

• low overhead;

• support for DMA;

• bit grouping in digital I/O;

• clean design conforming to Linux kernel practice,

with the intention to integrate in the mainstream ker-

nel.

Development and Release Timeline

Alessandro Rubini and Federico Vaga started ZIO de-

velopment in October 2011, as part of their collabora-

tion with CERN BE/CO/HT section [3], within the Open

Hardware initiative. Its ongoing development can be fol-

lowed in the project page at the Open Hardware Repository,

http://www.ohwr.org/projects/zio.

By May 2012, ZIO was mature enough to make its real-

world debut in the experimental setting of the LNGS neu-

trino speed measurements [4]. At around the same time,

development of the PF ZIO network type was started by

Simone Nellaga [5].

The first official release of ZIO v1.0 appeared in January

2013. Contributions have continued ever since by the three

core developers, adding features, test benches, fixing bugs

and the ongoing development of PF ZIO.

HOW ZIO WORKS

As a Linux kernel I/O framework, ZIO has to provide the

following basic abstractions:

• a view of I/O devices and their features,

• a mechanism to pipe data from user space applications

to the raw hardware and vice versa,

• a model of the data it handles, with associated meta-

data,

• an appropriate interface to user space to access it all

in a uniform way

The following sections explain how ZIO addresses the

above abstractions in its own peculiar ways.

HOW ZIO SEES I/O DEVICES

Devices, Buffers and Triggers

I/O peripheral devices transfer data (dealt with by ZIO

in so-called data blocks, to be described later) through

channels. Input or output actions can happen in response
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* dominique.corruble@synchrotron-soleil.fr 
** MOCRAF workshop: http://www.synchrotron-soleil.fr/Workshops/2013/motioncontrol 

REVOLUTION IN MOTION CONTROL AT SOLEIL:  
HOW TO BALANCE PERFORMANCE AND COST 

D. Corruble*, Y-M. Abiven, F. Ben Zekri, P. Betinelli-Deck, M. Cerato. C. Engblom, R. Millet, 
Synchrotron SOLEIL, Paris, France 

Abstract 
SOLEIL is a third generation Synchrotron radiation 

source located near Paris, France. REVOLUTION 
(REconsider Various contrOLlers for yoUr moTION) is 
the motion controller upgrade project at SOLEIL. It was 
initiated by the first “Motion control in radiation 
facilities” workshop, held in May 2011, that resulted in 
the development of an international community for 
motion control in large research facilities. The next 
meeting will take place during a pre-ICALEPS workshop: 
Motion Control Applications in Large Facilities **.  

As motion control is an essential key element in 
assuring optimal results, while a competitive price is also 
important, the REVOLUTION team selected alternatives 
by following a theoretical and practical methodology: 
advanced market analysis, tests, measurements and 
impact evaluation. Products from two major motion 
control manufacturers are on the short list. They must 
provide the best performance for a small selection of 
demanding applications, and the lowest global cost to 
maintain operational conditions for the majority of 
applications at SOLEIL. The search for the best technical, 
economical and organizational compromise to face our 
challenges is detailed in this paper. 

CONTEXT OF REVOLUTION AT SOLEIL  

Hardware Architecture 
The standardized hardware architecture of the motion 

control system is designed to be modular and flexible. 
The first principle is the separation of control unit and 
power units, and then the use of standard signal between 
units. Motion units are packaged in a 19” rack that 
integrates industrial products. These racks (known as 
Boxes) specified by SOLEIL have the objectives of being 
easy to use, easy to maintain and cost-effective. 

The first rack is the CONTROLBOX which integrates 
the GALIL [1] DMC-2182 8-axis industrial motion 
controller and provides easy to use connectors. 

Three power units are standardized and used according 
to applications and motor technology. DRIVERBOX and 
VACUUMBOX integrate driver boards for four-phase 
stepper motors in air or in vacuum respectively. 
SERVOBOX contains power boards developed by 
SOLEIL, dedicated to brushless and DC motors. 

Furthermore the flexible architecture can be connected 
to other driver technologies in order to control three or 
five-phase stepper motors and ceramic actuators. 

While keeping CONTROLBOX as the only controller, 
and therefore keeping the same software, the range of 

motor technology supported can easily be extended by 
using dedicated external power units which meet SOLEIL 
specifications (industrial signals, connectors and pinouts, 
etc.). See Figure 1. 

 
Figure 1: Standardized hardware architecture. 

Software Architecture 
Motion control features are shared between embedded 

software in motion controllers (called microcode) and 
TANGO [2] software devices distributed on many 
servers. SOLEIL has developed applications embedded in 
the GALIL [1] controller. They provide generic services 
and in some case specific functionalities to some 
particular applications, especially to ensure the safety of 
equipment. See Figure 2. 

A set of motion control Tango device servers dedicated 
to our motion controllers has been developed in C++ by 
SOLEIL’s software control and data acquisition group. 
Binaries can run on Windows or Linux servers. 

 

Figure 2: Microcode and Tango devices. 

Installed Base Of Motion Controllers 
Today this base is wide and quite homogenous. In 

August 2013, 320 operational  CONTROLBOX control 
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DIAGNOSTIC USE CASE EXAMPLES FOR ITER PLANT 
INSTRUMENTATION AND CONTROL 

S. Simrock, L. Abadie, R. Barnsley, L. Bertalot, P. Makijarvi, J.-Y. Journeaux, R. Reichle, 
D. Stepanov, G. Vayakis, I. Yonekawa, A. Wallander, M. Walsh,  

ITER Organization, Route de Vinon sur Verdon, 13115 St. Paul lez Durance, France 
P. Patil, TCS, Pune 411 057, India 

D. Makowski, DMCS, Technical University of Lodz, Poland 
V. Martin, Bertin Technologies, Aix-en-Provence, France 

Abstract 
ITER requires extensive diagnostics to meet the 

requirements for machine operation, protection, plasma 
control and physics studies. The realization of these 
systems is a considerable challenge, not only because of 
the harsh environment and the nuclear requirements but 
also with respect to plant system Instrumentation and 
Control (I&C). All the 45 diagnostics systems will require 
a large number of high performance fast controllers. The 
ITER Organization (IO) has published a set of documents 
to help the design of the I&C, called the Plant Control 
Design Handbook (PCDH) [1]. It defines mandatory rules 
for the system interconnect while providing guidelines 
and catalogues for the choice of the plant system I&C fast 
controllers. Most of the extremely complex ITER 
diagnostics systems are provided by the ITER Domestic 
Agencies (DAs) and their partners. On their demand the 
IO has created several diagnostics use case examples to 
enhance the understanding of diagnostics Plant System 
I&C and the associated deliverables. The use cases come 
complete with documentation and implementation, further 
helping the DAs, their suppliers and diagnostic 
responsible officers to meet the ITER diagnostics 
requirements. In this paper, we present the current status 
and achievements implementation and documentation for 
the ITER diagnostics use case examples. 

PLANT I&C FOR DIAGNOSTICS 
The data acquisition requirements for diagnostics 

measurement systems range from a few ADC channels 
sampled at 100 kS/s to more than 100 channels at 1 GS/s 
as in the case of microwave reflectometry. Visible 
cameras produce megapixel resolution images at frame 
rates up to 1000 fps resulting in data rates of the order of 
2 GB/s per camera. Most of this data needs measurement 
updates every millisecond. The measured data needs to be 
sent for archiving and the real-time, preprocessed data to 
the plasma control system (PCS) within a fraction of a 
millisecond. 

DIAGNOSTICS USE CASE EXAMPLES 
The diagnostics use case examples have been 

developed for various reasons with the objective of 
simplification, cost reduction and standardisation and full 
integration with ITER control system (CODAC) [2-6].  
The main reasons are: 

 Produced on demand of  DAs for plant system I&C 
documentation and implementation examples 

 Provide incentives to follow the PCDH by 
simplifying work from design to commissioning, 
reducing the overall cost 

 Verify that the I&C can be implemented following 
the PCDH standards 

The diagnostic use case examples are not replacing the 
work of the domestic agencies to provide complete 
diagnostics systems with many plant specific functions. 
They rather allow the domestic agencies to focus on these 
plant specific functions and make use of the standard 
system functions and generic application functions. Other 
benefits are: 
 The diagnostics use case examples provide a 

framework in which domestic agencies can 
immediately start deploying their applications  

 Examples for basic functions of many plant systems.  
 Demonstrate the usage of components from fast 

controller catalogue using supporting software. 
 Documentation templates provided 

The result of the diagnostic use case examples is set of 
clearly defined products, covering documentation, 
hardware solutions and software implementation which 
can be directly deployed in the plant system I&C 
development. 

The documentation consists of: 
 System Requirement Specification (SRS)  
 System Design Specification (SDS)  
 System Manufacturing Specification (SMS)  
 System Test Plan/Reports (STP)  
 System Operation / Maintenance Manual (OMM) 
 Diagrams in DB based repository (Enterprise 

Architect) 

The hardware and software consist of: 
 Complete working example systems with the system 

and application functions (generic and specific 
examples) 

 Hardware in fast controller catalogue 
 Software support (Linux Driver and device support) 
 Configuration data  
 Plant I&C data in database 
 Automation 
 Network Interfaces (timing, archiving, real-time) 
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IFMIF EVEDA RFQ LOCAL CONTROL SYSTEM TO POWER TESTS* 

M. Giacchini, M. Montis, L. Antoniazzi, INFN-LNL, Legnaro, Italy 
A. Marqueta, IFMIF/EVEDA, Rokkasho, Japan.

Abstract 
In the IFMIF EVEDA project, normal conducting 

Radio Frequency Quadrupole (RFQ) is used to bunch and 
accelerate a 130 mA steady beam to 5 MeV. RFQ cavity is 
divided into three structures, named super-modules. Each 
super-module is divided into 6 modules for a total of 18 
modules for the overall structure. The final three modules 
have to be tested at high power to test and validate the 
most critical RF components of RFQ cavity and, on the 
other hand, to test performances of the main ancillaries 
that will be used for IFMIF EVEDA project (vacuum 
manifold system, tuning system and control system). The 
choice of the last three modules is due to the fact that they 
will operate in the most demanding conditions in terms of 
power density (100 kW/m) and surface electric field 
(1.8*Ekp). The Experimental Physics and Industrial 
Control System (EPICS) environment [1] provides the 
framework for monitoring any equipment connected to it. 
This paper report the usage of this framework to the RFQ 
power tests at Legnaro National Laboratories [2][3].  

INTRODUCTION 
  The RFQ Local Control System (LCS) Architecture 
approved by the IFMIF-EVEDA Collaboration is 
designed to optimize the reliability, robustness, 
availability, safety and performance minimizing all the 
costs related to it (purchase and maintenance). Following 
this philosophy and the IFMIF-EVEDA Guidelines, we 
proposed to realize a control system network composed 
by two different kinds of hosts: 
 Physical machines for critical control system tasks; 
 Virtual hosts in machines where no particular 

functional task or hardware is required. 
The architecture realizes the 3-layer structure described in 
the Guidelines and each layer defines a proper hosts 
group (equipment directly connected to the apparatus, 
control devices, Human-Machine Interface) while the 
EPICS framework provides the interface between them. 

LCS CORE SYSTEM 
The core server is based on a HP workstation server 

DL380 which hosts various services. 
That server provides capabilities that enable controls 

engineers to deploy customized environments for their 
application perfectly aligned with the “Common Software 
Guidelines”. All the regular EPICS services, like the 
archiving system, are backed up regularly and can be 
moved and cloned easily. A key enabling technology for 
this is the virtualization and the provisioning; this 
approach allows the installation saves floor space, power, 
and cooling per unit of processing capacity. In addition, 
operations, administration, and maintenances can be 

addressed more efficiently and less expensively.  
For having a robust system, server’s disks are setup 

with hardware RAID and use the Logical Volume feature 
to partition it. Today’s Linux servers have reached a level 
of maturity in the enterprise that calls for more file 
systems that are more versatile, configurable and 
manageable. Linux Logical Volume Management (LVM), 
using Physical Volumes and Volume Groups, provides a 
high degree of freedom and flexibility in the developing 
and maintenance steps and lets users optimize the 
resources at any time. In the IFMIF-EVEDA RFQ control 
system architecture, Logical Volumes are used to define 
main server’s partition table and the virtual hard disks 
used to realize virtual hosts. In this way, using LVM 
capabilities, it is possible to manage any resourceful 
saturation in according to the free resources provided by 
the main server, giving the possibility to extend, clone 
and manage comfortably all the servers. Because of the 
role covered by the server, all the unnecessary services 
and ports are switched off following an hardening policies 
to keep safe as much as possible the control system. 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

 
 

 

Figure 1: RFQ LCS Racks for Power Tests. 
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UPGRADE OF J-PARC/MLF GENERAL CONTROL SYSTEM WITH 
EPICS/CSS 

M. Ooi*, K. Sakai, A. Watanabe, A. Akutsu, S. Meigo, H. Takada  
J-PARC Center, Japan Atomic Energy Agency, Tokai-mura, Naka-gun, Ibaraki 319-1195, Japan

Abstract  
The general control system of the Materials and Life 

Science Experimental Facility (MLF), called the MLF-
GCS, comprises programmable logic controllers (PLCs), 
iFix operator interfaces (OPIs), and data servers. It 
controls various systems and equipment, including the 
mercury circulation system and the safety system. The 
present system has worked well; however, scalability and 
upgradability issues exist because of the poor flexibility 
of its operating system (OS) and version incompatibility. 
To overcome the weaknesses inherent in this system, we 
decided to replace it with a more advanced system that 
has high scalability and usability. Consequently, we 
selected Experimental Physics and Industrial Control 
System (EPICS) and Control System Studio (CSS) as our 
framework, along with new OPI software, on which basis 
we built a prototype and investigated its performance. 
Using an OPC server and the EPICS OPC device, we 
confirmed that EPICS was able to communicate with the 
PLCs. Further, using a PostgreSQL-based data server, a 
data storage test on data comprising approximately 7000 
points connecting to the current MLF-GCS devices was 
successfully conducted. In addition, we verified the OPI 
functions of CSS. These successful results motivated us 
to introduce the EPICS/CSS system as a suitably 
advanced MLF-GCS. 

INTRODUCTION 
The Materials and Life Science Experimental Facility 

(MLF) is a Japan Proton Accelerator Research Comparex 
(J-PARC) muon and neutron experimental facility [1]. 
The MLF’s beam operation started in May 2008 with a 
beam power of 4 kW. The beam power subsequently 
increased, with the present beam power being 300 kW 
(May 2013). The MLF is designed for a maximum beam 
power of 1 MW. In the MLF, a 3 GeV proton beam is 
injected into a muon target (graphite) and a neutron target 
(mercury). The generated muon beam is then supplied to 
the muon beam lines. The generated neutrons are slowed 
in hydrogen moderators and then supplied to the neutron 
beam lines. 

The general control system of the MLF (called the 
MLF-GCS) comprises several components for integrated 
control and interlocking, a network, server, timing 
systems, and a personnel protection system (PPS), and is 
employed to safely and efficiently supply a secondary 
beam in the MLF. Figure 1 gives an overview of the 

present monitor and operating (MO) system of the MLF-
GCS [2]. The MLF comprises a number of components 
and systems, such as a target trolley, a mercury 
circulation system, water cooling systems, a gas cooling 
system, a gas disposal system, a moderator cooling 
system (20 Kelvin hydrogen), and a muon target system. 
These MLF instruments have local control panels (LCPs) 
with programmable logic controllers (PLCs). The LCPs 
are connected via an optical network (MELSEC NET/H) 
and operation data are administrated at the MLF-GCS. 
The MLF-GCS is independent of the accelerator control 
system of J-PARC, but they share information on the 
status of beam operation with each other via the EPICS 
IOC.  

 
 

 The operator interface (OPI) and database (DB) server 
used in the MLF-GCS are iFix and iHistorian, 
respectively. During the operation of the MLF, 
approximately 1000 analog data points and 6000 digital 
data points are processed. All of this data are saved to the 
DB every 5 s. The OPI has approximately 130 operation 
screens. This MO system performed its function as 
designed, since the first beam operation to the present 

Figure 1: Outline of the present MO system in the MLF-
GCS. 

 ___________________________________________  
#ohi.motoki@jaea.go.jp
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NEW AUTOMATED CONTROL SYSTEM AT KURCHATOV 

SYNCHROTRON RADIATION SOURCE BASED ON SCADA SYSTEM 

CITECT 

V. Dombrovsky, A. Dorovatovsky, Ye. Fomin, E. Kaportsev, V. Korchuganov, Yu. Krylov, 

K. Moseev, L. Moseiko, N. Moseiko, A. Valentinov (NRC Kurchatov Institute, Moscow, Russia), 

Yu. Efimov (CJSC RTSoft, Moscow, Russia)

Abstract 
The description of new automated control system of 

Kurchatov synchrotron radiation source which is realized 

at the present time is presented in the paper. 

The necessity of automated control system 

modernization is explained by the equipment replacement 

in which we take state of art hardware decisions for 

facility control and increase the processing and 

transmitting data speed are considerably increase and the 

requirements to measurement accuracy are become more 

strict. 

The paper presents the detailed description of all 

control levels (lower, server and upper) of new automated 

control system and integration of SCADA system 

CitectSCADA v.7.2 into facility control system which 

provides the facility control, alarms notify, detailed 

reports preparation, acquisition and storage of historical 

data et al. 

INTRODUCTION 

Kurchatov synchrotron radiation source is the 2
nd

 

generation light source. It consist of LINAC (pre-injector) 

with electron beam energy of 80 MeV, electron booster 

synchrotron SIBERIA-1 with electron beam energy 

450 MeV and main storage ring SIBERIA -2 with 

electron beam energy of 2.5 GeV. The storage ring 

SIBERIA-2 is a main synchrotron radiation light source 

in the hard X-ray  spectrum. The booster synchrotron 

SIBERIA-1 is both booster synchrotron and independent 

synchrotron radiation light source in the vacuum 

ultraviolet and soft X-ray spectrum. 

At the present time we carry out different works to 

upgrade and improve consumer quality of synchrotron 

radiation beams. In particular, new synchrotron radiation 

beam lines and user's experimental stations are 

constructed, new systems are installed, a replacement of 

some execution units and control electronic devices is 

carried out, acquired, stored and analyzed data are 

progressively extend, the requirements to quality of 

synchrotron radiation and electron beams are made more 

stringent and much more. All of that essentially 

complicates the further development of the existing 

control system. In addition, in some case, we will not be 

able to realize some required tasks (for example, we will 

not be able to essentially increase the speed of data 

acquisition and processing). The development and 

implementation of new automated control system using 

state of art hardware decisions and software will be the 

best decision. 

NEW CONTROL SYSTEM 

New automated control system essentially differs from 

previous system. New control system has multilevel 

equipment structure and uses a distributed control system 

instead of centralized used in the previous system. This 

allowed to increase the reliability of the control system, 

reduce the time and hardware resources on any data 

operation (read, write, processing), increase a flexibility 

and improve a performance of new control system. 

All equipment involved into facility control system 

(operator's work stations, servers, crates with single-board 

computers, microcontrollers, oscilloscopes) are connected 

to a local network divided hardware on 3 levels: lower, 

server and upper level (see Fig.1). The organization of 

such a three-level local network allows to restrict access 

to the execution units thereby increasing reliability of the 

accelerator facility.  

 

Lower Level 

At the lower level of new control system acquisition of 

diagnostic data, execution of local and global facility 

technological systems control algorithms are carry out. 

The main part of the equipment used at this level are 

VMEbus standard equipment. The main units performing 

the required algorithms are VME single-board computers 

Emerson MVME5500 based on the PowerPC MPC7457 

processor and the Marvel GT-64260B host bridge with a 

dual PCI interface and memory controller. On single-

board computer real-time operation system LynxOS v.4.2 

and special software are operated. In some cases, we will 

be use the equipment of such companies as National 

Instruments, Tektronix, I-Tech, B&R etc. or an unique 

equipment of our own design. 

There are 8 subsystem at this level. Each subsystem 

controls only a certain part of the accelerator complex.  

The vacuum subsystem controls a power supply of 

vacuum ion pumps. As opposed to other subsystems this 

is stand-alone subsystem and have no connections with 

any external equipment at lower level. All vacuum 

subsystem equipment is connected with the help a 

separate CAN-network only to the vacuum server at the 

next (server) level. 
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CONFIGURATION SYSTEM OF THE NSLS-II BOOSTER CONTROL 

SYSTEM ELECTRONICS 

Pavel Cheblakov, Dmitry Bolkhovityanov, Sergey Karnaev,  

Alexander Makeev, BINP, Novosibirsk, Russia

Abstract 
The National Synchrotron Light Source II is under 

construction at Brookhaven National Laboratory, Upton, 
USA. NSLS-II consists of linac, transport lines, booster 
synchrotron [1] and the storage ring. The main features of 
booster are 1 or 2 Hz cycle and beam energy ramp from 
200 MeV up to 3 GeV in 300 msec. EPICS is chosen as a 
base for the NSLS-II Control System. The booster control 
system covers all parts of the facility such as power 
supplies, timing system, diagnostics, vacuum system and 
many others. Each part includes a set of various electronic 
devices and a lot of parameters which shall be fully 
defined for the control system software. 

This paper considers an approach proposed for defining 
some equipment of the NSLS-II Booster. It provides a 
description of different entities of the facility in a uniform 
way. This information is used to generate configuration 
files for EPICS IOCs. The main goal of this approach is 
to put information in one place and elimination of data 
duplication. Also this approach simplifies configuration 
and modification of the description and makes it clearer 
and easily usable by engineers and operators. 

INTRODUCTION 

NSLS-II Booster magnetic system contains 68 power 
supplies of 6 types. It is controlled [2] by EPICS, which is 
used on booster as well as on all other NSLS-II 
subsystems. For convenience of development, debugging 
and operation all direct control is performed by 6 IOCs, 
one for each type of power supplies (including similar 
ones). All IOCs run on one dedicated Linux server. 
 

Table 1: Amount of PS’ channels 

Each power supply contains analog inputs for control, 
analog outputs for measurement, digital inputs for control 
and digital outputs for status. Table 1 lists channel groups 
for each PS type. Titles have following meaning (in 
EPICS style): ai – analog input, ao – analog output, bi – 
binary input (status), bo – binary output (control), wf – 
waveform (an array of values by regular intervals). 

Power supplies are controlled via special electronic 
hardware bundle: PSC and PSI [3]. These devices were 
developed in BNL specifically for NSLS-II PSs. From 
control system’s point of view they compose a single 
device, separated in space for convenience of use and 
because of electro-technical reasons. So, below we’ll 
consider only PSC, since it implements all devices’ logic 
and interacts with control system software. 

Each PSC contains 2 DAC channels, 18 ADC channels, 
8 binary outputs and 16 binary inputs. So, depending on a 
power supply type, some subset of available channels is 
used. Each PSC channel is patched to a definite PS’s 
channel, depending on PS type. 

Booster employs 44 PSCs, with over 800 channels 
involved. Additionally, some artificial software channels 
are required for system operation; such as PS stability 
monitoring channels, channels with processed data from 
ADCs, etc. So, resulting number of channels is several 
times larger. Obviously, it is hardly possible to describe 
such big set of channels (and keep it up to date!) “by 
hand”. Particular difficulties are caused by changes in 
configuration, e.g. renaming or re-patching of PS to a 
different PSC. 

To solve this task a PyCDB [4] configuration system 
has been used. It was designed specifically to store and 
edit configuration information for control systems of 
various scales. 

DATA MODEL 

PyCDB is a graph database, which allows storing 

configuration data for experimental facilities in optimal 

way. To use it the data model (schema) should be 

described first; this is similar to table structure in 

relational databases. 

Data model describes a set of entities with attributes, 

their links, types of links, directions and multiplicity of 

links. 

A data model designed for NSLS-II Booster magnetic 

subsystem is presented on Fig. 1. 

The Server is a computer which runs IOC. Since each 

computer can run more than one IOC, the relation 

between Server and IOC has multiplicity 1 - 0…n (one-

to-many), and type of relation is Logical, meaning that 

IOC is logically related to (ran on) Server. Then, each 

 

ai ao 

bi bo PSs 

sum 

1k  

wf 

10k  

wf 

10k  

wf 
wf bin all 

bend 10 2 1 16 3 3 39 57 96 

quad 9 2 2 11 2 3 39 39 78 

corr/ 

sext 
3 2 1 1 1 52 312 104 416 

pulsed 

sept. 
5 2 1 10 2 3 24 36 60 

kicker 7 2 1 15 3 6 60 108 168 

dc-

sept. 
5 2 1 7 3 1 8 10 18 

 Total 482 354 836 

MOPPC021 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

70C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Integrating Complex or Diverse Systems



REMOTE CONTROL OF HETEROGENEOUS SENSORS FOR 3D LHC 
COLLIMATOR ALIGNMENT  

C. Charrondière, P. Bestmann, T. Feniet, CERN, Geneva, Switzerland 

Abstract 
Periodically the alignment of LHC collimators needs to 

be verified. Access for personnel is limited due to the 
level of radiation close to the collimators. The required 
measurement precision must be comparable to the other 
equipment in the LHC tunnel, meaning 0.15 mm in a slid-
ing window of 200 m. Hence conventional measurements 
take 4 days for a team of 3 people. This presentation co-
vers the design, development and commissioning of a 
remotely controlled system able to perform the same 
measurements in 1 h with one operator. The system inte-
grates a variety of industrial devices ranging from sensors 
measuring position and inclination to video cameras, all 
linked with a PXI system running LabVIEW. The control 
of the motors is done through a PLC based system. The 
overall performance and user experience are reported. 

INTRODUCTION 
The beam cleaning [1] insertions in points 3 and 7 of 

the LHC [2] will become one of the most radioactive 
zones in the LHC. The “As Low As Reasonable Achieva-
ble” (ALARA) principle is restricting the intervention 
time in these areas to an absolute minimum and conven-
tional alignment methods will clearly exceed the limits. 
The concerned zone is a 500m long straight section of the 
LHC tunnel where 37 collimators and 26 reference mag-
nets will be measured. One of these measurements is the 
control of the alignment of the different components.  

A remotely controlled train in the tunnel does the con-
trol of the elements’ position with the operators outside of 
the tunnel. This train is mounted on the existing monorail 
in the LHC tunnel (Fig. 1). 

 
Figure 1: Drawing Model 

A photogrammetric system was developed to measure 
the relative coordinates of the collimator elements with 

respect to the surrounding reference magnets. This is a 
fast, precise and non-tactile way to measure the sockets of 
the radioactive collimators. This system is limited to a 
relatively small volume and a considerable effort is need-
ed to cover a 500m section of the LHC tunnel. In order to 
cover the whole zone, a stretched wire reference is used. 
More precisely, 5 overlapping and fixed wires are used to 
connect the different acquisition volumes of the camera 
system. The aim is to measure the position of the collima-
tors with respect to the surrounding reference quadrupole 
magnets at the extremities of the wires (Fig. 2). 

To be able to reliably handle the instruments control, 
the online analysis and the communication to the surface, 
a dedicated LabVIEW application, called Multiple 
Alignment Control System (MACS), has been developed 
using a PXI based platform. 

 
Figure 2: Collimator train concept 

LAYOUT AND INSTRUMENTATION 
The train itself is a modular inspection train system 

called Train Inspection Monorail (TIM), developed by the 
EN/HE Group at CERN, in order to make remotely con-
trolled visual inspections and radiation surveys in the 
LHC.  

General Layout 

TIM is composed of 2 basic modules, a traction wagon 
and a battery wagon. Depending on the task, custom sen-
sor wagons can be added. In the case of the survey train 
(BE/ABP-SU) 3 additional modules were added. 

 A sensor wagon carrying measurement equipment. 
 A control wagon carrying the sensors infrastructure. 
 A camera wagon with an auxiliary camera. 

TIM’s network communication was in 2012 based on 
EDGE and will be upgraded to 3G in 2014. These com-
munication protocols are non-deterministic and therefore 
it’s unreliable as a device control medium. Collisions 
sensors are installed on each extremity of the train in or-
der to stop the train automatically when people or obsta-
cles are detected. These sensors, in addition to the emer-
gency stop buttons, are part of the security chain. In case 
of a communication loss or breakage of the security 
chain, the train stops automatically. The TIM displace-
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CENTRALISED DATA ENGINEEERING FOR THE MONITORING AND 
CONTROL OF THE CERN ELECTRICAL NETWORK 

Anargyros Kiourkos, Jean Charles Tournier, Sonia Infante, Manuel Gonzalez-Berges, Matija Zanko, 
Georges Burdet 

CERN, Geneva, Switzerland

Abstract 
The monitoring and control of the CERN electrical 

network consists of a great variety of devices and 
software: it spans from low level acquisition devices to 
high level data concentrators, supervision systems as well 
as power network simulation tools. The main issue faced 
nowadays for the engineering of such a large and 
heterogeneous system, including more than 20,000 
devices and 200,000 tags, is that all devices and software 
have their own data engineering tool while a great part of 
the configuration data has to be shared between two or 
more devices: the same data needs to be entered manually 
to the different tools leading to duplication of effort and 
many inconsistencies. This paper presents a web-based 
application called ENSDM, mainly based on open 
technologies, aiming at centralizing all the data needed to 
engineer the monitoring and control infrastructure into a 
single database from which the configuration of the 
various devices is extracted automatically. Such approach 
allows the user to enter the information only once and 
guarantee the consistency of the data across the entire 
system. The paper also demonstrates the configuration 
workflow of different parts of the system, namely the 
remote terminal units, devices, the global supervision 
system (SCADA) and the power network simulation 
tools. 

PROBLEM DESCRIPTION 
The monitoring and control system for the electrical 

network of CERN (ENS) is based on a three-layer 
architecture which consists of field devices (protection 
relays, IEDs etc.), remote data concentrators (RTUs) and 
centralised SCADA servers.  The majority of the 
equipment in every layer includes some type of software 
based engineering tool which allows the configuration of 
the respective devices and the addition, deletion or 
modification of monitoring parameters.  

This multi-layered structure implies that almost every 
configuration change in one of the layers requires changes 

in all the others. This process is usually manual, making 
engineering of large scale systems like the ENS, tedious 
and prone to data entry errors.  Especially during system 
migrations, upgrades or large scale projects affecting the 
system, the task of maintaining data integrity across all 
layers becomes increasingly difficult, as the volume of 
configuration data and information exchange between the 
different systems increases. 

This has been proved in practise during the Long 
Shutdown 1 at CERN, where extensive data re-
engineering of ENS is required due to the fact that a 
major upgrade of the LHC and the other of CERN’s 
accelerators are underway, including the SCADA of the 
electrical network.  

In the sections that follow the concept of the 
implemented solution is presented followed by the 
architecture of the developed system and an overview of 
the technologies utilised. The main problems encountered 
during development are followed by the initial results, the 
remaining works, future improvements and additions.  

IMPLEMENTED SOLUTION 
The proposed solution (ENSDM) involves the 

centralised data engineering across all layers. Any 
configuration change in any of part of the SCADA system 
is entered through a common homogenised user interface 
or one of the designated entry points. ENSDM is 
responsible for collecting, maintaining and dispatching 
the required configuration information across the different 
domains. Data is stored centrally in a single database 
utilising CERN’s existing database infrastructure. 
Existing interfaces, where available, have been re-used 
and respective new ones have been developed to 
accommodate the required information flow between the 
different systems. Open technologies are used to provide 
flexibility and future proof the development [1]. 
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AN EVENT DRIVEN COMMUNICATION PROTOCOL FOR PROCESS 

CONTROL: PERFORMANCE EVALUATION AND REDUNDANT 

CAPABILITIES 

J. Ortolá Vidal, E. Blanco Viñuela, M. Boccioli, T. Nunes da Rocha 
  CERN, Geneva, Switzerland 

 

Abstract 
The CERN UNified Industrial COntrol System 

framework (UNICOS) with its Continuous Control 

Package (UNICOS CPC) is the CERN standard solution 

for the design and implementation of continuous 

industrial process control applications. The in-house 

designed communication mechanism, based on the Time 

Stamp Push Protocol (TSPP) provides event driven high 

performance data communication between the control and 

supervision layers of a UNICOS-CPC application. In its 

recent implementation of full redundant capabilities for 

both control and supervision layers, the TSPP protocol 

has reached maturity. This paper presents the design of 

the redundancy, the architecture, the current 

implementation as well as a comprehensive evaluation of 

its performance for SIEMENS PLCs in different test 

scenarios.  

INTRODUCTION 

UNICOS is a CERN framework to develop control 

applications as UNICOS-CPC is the framework package 

devoted to industrial process control. It provides 

developers with means to design and develop full control 

applications and operators with ways to interact with all 

items of the process from the most simple to the high 

level objects. In addition UNICOS offers tools to 

diagnose the process and the control system [1]. 

The method to develop process control applications 

proposed by UNICOS-CPC is based on a decomposition 

of the process in a hierarchy of objects. The principles are 

the same as the ISA-88 standard for controlling batch 

processes. These objects are classified according their 

functionality (i.e. Input/Output, Interface, Field and 

Control Objects) and are used as a common language by 

process engineers and programmers to define the 

functional analysis of the process. 

In addition to the method, tools have been produced to 

automate the instantiation of the objects in the supervision 

and process control layers and generate skeletons of the 

Programmable Logic Controller (PLC) programs. 

The UNICOS-CPC package can be deployed to 

different platforms. For the control layer, Siemens and 

Schneider PLCs are supported (Codesys is currently being 

validated), WinCC OA as SCADA at the supervision 

layer and it also includes a full library for local operation 

based on Siemens Touch Panels. 

The communication between the control and 

supervision layer is an in-house development based on an 

event driven mechanism [2]. 

This paper focuses on two aspects of the 

communication between Siemens PLCs and WinCC OA: 

the performance and the development of a mechanism to 

allow redundancy in UNICOS. 

Time Stamp Push Protocol (TSPP) 

The Time Stamp Push Protocol is an event driven 

communication protocol for process control. TSPP was 

created for both, data transfer optimisation from the PLC 

to the data server and time-stamped data at source.  

 

 

 

Figure 1: TSPP organization diagram. 
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A MOVEMENT CONTROL SYSTEM FOR ROMAN POTS AT THE LHC 
Ben Farnham, Sylvain Ravat, Federico Ravotti, Mario Deile, Patrick Fassnacht, Odd Oyvind 
Andreassen, Ivan Atanassov, Joachim Baechler, Brice Copy, Sebastien Franz, Sune Jakobsen, 

Fernando Lucas Rodriguez, Xavier Pons, Ernst Radermacher, Stefano Redaelli, Mathias Dutour, 
CERN, Geneva, Switzerland

 Karlheinz Hiller, DESY, Zeuthen, Germany
Abstract 

This paper describes the movement control system for 
detector positioning based on the Roman Pot design used 
by the ATLAS-ALFA and TOTEM experiments at the 
LHC. A key system requirement is that LHC machine 
protection rules are obeyed: the position is surveyed every 
20ms with an accuracy of 15 m. If the detectors move 
too close to the beam (outside limits set by LHC 
Operators) the LHC interlock system is triggered to dump 
the beam. LHC Operators in the CERN Control Centre 
(CCC) drive the system via an HMI provided by a custom 
built Java application which uses Common Middleware 
(CMW) to interact with lower level components. Low-
level motorization control is executed using National 
Instruments PXI devices. The DIM protocol provides the 
software interface to the PXI layer. A FESA gateway 
server provides a communication bridge between CMW 
and DIM. A cut down laboratory version of the system 
was built to provide a platform for verifying the integrity 
of the full chain, with respect to user and machine 
protection requirements, and validating new functionality 
before deploying to the LHC. The paper contains a 
detailed system description, test bench results and 
foreseen system improvements. 

OVERVIEW 
The Roman Pot movement control system is used at 
CERN by two LHC experiments; ATLAS-ALFA [1] and 
TOTEM [2]. To gather experimental data, ATLAS-ALFA 
and TOTEM must position their detectors close (down to 
~800μm) to the LHC beams. In order to maintain the 
beam vacuum conditions, the detectors are sealed inside a 
movable section of vacuum chamber; this movable 
section is called a Roman Pot. 

SYSTEM REQUIREMENTS AND 
OPERATING CONSTRAINTS 

TOTEM’s 24 detectors are arranged in groups of three: 
A pair of Roman Pots in the vertical axis and a single 
Roman Pot in the horizontal axis as shown in figure 1. 
ATLAS-ALFA’s 8 detectors are arranged in vertical pairs 
only, with no horizontal component. Each pot is moved 
using a step counting motor and position information is 
provided by means of stopper switches (with on/off 
transition points at known, fixed, locations) and an LVDT 
(Linear Variable Differential Transformer). A tensioned 
spring attached to each Roman Pot and compensation 
bellows connected to the beam vacuum provide a simple 
means of pot retraction: When power to the stepper motor 
is cut, these pull the pots back to the safe position. 

 
Figure 1: 2 Vertical and 1 Horizontal Roman Pot on the 
LHC beam pipe. 

The LHC beam collimation system [3] is responsible 
for beam halo cleaning and various aspects of the LHC 
machine protection. Collimation is carried out by moving 
mechanical jaws close to the LHC beams, respecting a 
tight settings hierarchy, to ensure the safe disposal of 
energy from large amplitude beam halo particles. From a 
control perspective, operating TOTEM and ATLAS-
ALFA’s Roman Pots can be broadly considered a subset 
of collimation control [3]; both require moving hardware 
with a high degree of accuracy close to the high energy 
LHC beams, but with more degrees of freedom involved 
in collimation movement. 

 
Movement of the Roman Pots is carried out by the 

LHC operations team (to positions requested by the 
experiment shift crew). Taking this and the similarities 
(control-wise) of collimation and pot movement into 
account it was decided that the Roman Pots movement 
control system should, as far as possible, clone the 
movement control system used by the LHC collimation 
system, providing the dual benefits of reducing risk, by 
reusing a proven stack, and providing a homogenous 
interface to operators and operations software. From the 
viewpoint of the CCC operations software, Roman Pots 
are treated as a special family of collimators. 

 
 Some Roman Pot specific requirements: 
1. In case of power failure the Roman Pots must be 

automatically retracted from the beam. 
2. In the case of conflicting position readouts the 

Roman Pots retract from the beam. 
3. When there is beam in the machine, the Roman 

Pots should be limited to their retracted position 
for all machine modes except for StableBeams. 
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BAKE-OUT MOBILE CONTROLS FOR LARGE VACUUM SYSTEMS 
S. Blanchard, F. Bellorini, P. Gomes, H. Pereira, CERN, Geneva, Switzerland 

L. Kopylov, S. Merker, M. Mikheev, IHEP, Protvino, Russia  
 

Abstract 
Large vacuum systems at CERN (Large Hadron 

Collider - LHC, Low Energy Ion Rings - LEIR...) require 
bake-out to achieve ultra-high vacuum specifications. The 
bake-out cycle is used to decrease the outgassing rate of 
the vacuum vessel and to activate the Non-Evaporable 
Getter (NEG) thin film. Bake-out control is a 
Proportional-Integral-Derivative (PID) regulation with 
complex recipes, interlocks and troubleshooting 
management and remote control. It is based on mobile 
Programmable Logic Controller (PLC) cabinets, fieldbus 
network and Supervisory Control and Data Acquisition 
(SCADA) application. The CERN vacuum installations 
include more than 7 km of baked vessels; using mobile 
cabinets reduces considerably the cost of the control 
system. The cabinets are installed close to the vacuum 
vessels during the time of the bake-out cycle. Mobile 
cabinets can be used in any of the CERN vacuum 
facilities. Remote control is provided through a fieldbus 
network and a SCADA application. 

INTRODUCTION 
Why Do Vacuum Systems Need Bake-out? 

CERN Accelerators have more than 7 km of beam 
vacuum vessels, which operate at room temperature and 
require Ultra-High Vacuum (pressure under 1.10-10 mbar). 
During installation or after a vacuum intervention, the 
vessels require conditioning; this consists of a heating 
cycle (bake-out) over several days, with a dual role: 

 A fast and large outgassing of the vacuum vessels: 
after the bake-out, vacuum vessels must have 
significantly reduced their outgassing rate. 

 A thermal activation of the Non Evaporable Getter 
(NEG): the oxide layer present at the NEG surface 
is dissolved releasing a high pumping speed thin 
film [1]. 

The bake-out control system was first developed in 
2006, for the installation of the LHC and its 
experiments [2]. It has been upgraded in 2013 for the 
vacuum interventions of the Long Shutdown (2013 - 14).  

SPECIFICATIONS 
The specifications were defined in collaboration with 

the vacuum teams in charge of the bake-out operation. 
The main characteristics of the Bake-out controls are: 

 MOBILITY: considering that bake-out cycles are 
non-recurrent, short in duration (4 days in average), 
and take place in very different locations, the local 
control cabinet must be mobile. This reduces 
substantially the global number of required cabinets. 

 THERMAL REGULATION: the control cabinet has 
to regulate a wide variety of heating systems, with 

very different thermal properties. Pre-defined 
recipes shall be available to adjust the temperature 
set-points of the complex thermal cycle required for 
the NEG activation.  

 DIAGNOSTICS AND ERROR MANAGEMENT: 
Bake-out is a critical process. Over-temperature 
may damage components of the accelerator. 
Reliable diagnostics and error management are 
required.   

 LOCAL CONTROL: a touch panel shall be added 
to the cabinet. Operators shall be able to locally set-
up the Bake-out control parameters. 

 REMOTE CONTROL AND LOGGING: the 
Supervisory Control And Data Acquisition 
(SCADA) application for vacuum systems shall 
include remote control and data logging for the 
Bake-out cabinets. 

HARDWARE DESIGN 
The bake-out cabinet is a CERN design based on 

Siemens® Programmable Logical Controllers (PLC) S7-
300 series, comprising a CPU, Input/Output modules, 
Profibus® and Ethernet interfaces (Figure 1). 

  

    
Figure 1: Bake-out mobile cabinet. 

 
In the accelerators tunnel, the bake-out cabinets are 

connected to the master PLC via the Profibus® interface. 
The master PLC is a gateway to the SCADA server. 

In labs or test stands, the bake-out cabinets will be 
connectable directly to the SCADA server, through the 
Ethernet interface (software still to be developed). 

The ON/OFF regulation uses solid state power relays. 
The maximum commutation frequency is limited by the 
PLC software to 5 Hz. 

The bake-out cabinet has 24 “regulation channels”. 
Several heaters can be connected to the same regulation 
channel, up to a maximum of 4 kW; one temperature 
sensor must be provided for each regulation channel. The 
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THE CONTROL SYSTEM OF CERN ACCELERATORS VACUUM 
[ LS1 ACTIVITIES AND NEW DEVELOPMENTS ] 

P. Gomes, F. Antoniotti, F. Bellorini, S. Blanchard, J.P. Boivin,  
J. Gama, G. Girardot, G. Pigny, B. Rio, H. Vestergard 

CERN, Geneva, Switzerland 
L. Kopylov, S. Merker, M. Mikheev ; IHEP, Protvino, Russia 

Abstract 
After 3 years of operation, the LHC entered its first 

Long Shutdown period (LS1), in February 2013 [1]. 
Major consolidation and maintenance works are being 
performed across the whole CERN’s accelerator chain, in 
order to prepare the LHC to restart at higher energy, in 
2015. The injector chain shall resume earlier, in mid-14. 

We report about the on-going vacuum-controls 
projects. Some of them concern the renovation of the 
controls of certain machines; others are associated with 
the consolidations of the vacuum systems of LHC and its 
injectors; and a few are completely new installations. 

Due to the wide age-span of the existing vacuum 
installations, there is a mix of design philosophies and of 
control-equipment generations. The renovations and the 
novel projects offer an opportunity to improve the 
uniformity and efficiency of vacuum controls by: 
reducing the number of equipment versions with similar 
functionality; identifying, naming, labeling, and docu-
menting all pieces of equipment; homogenizing the 
control architectures, while converging to a common 
software framework. 

ARCHITECTURES 
In the 90's, the vacuum controls of the PS-Complex and 

SPS were renovated to an architecture based on CPUs in 
VME crates (Versa Module European), called DSC 
(Device Stub Controller); these were remotely accessible 
via Ethernet on a graphical interface, firstly based on X-
Windows, and later on Java “Working-Sets”. 

The DSC collected data through an RS232/X25 
interface: either directly, from industrial controllers 
equipped with RS232; or from the custom-made front-
ends, through G64 concentrators.  

In the years 2000, the SPS was upgraded to a PLC 
(Programmable Logic Controller)-based architecture with 
Siemens®-S7 series. It was followed by the new LHC and 
by the partial renovation of the PS-Complex. The PLC 
accesses field equipment: directly on a fieldbus 
(Profibus®) or via remote-IO stations (Siemens ET200).  

The Supervisory Control And Data Acquisition 
(SCADA) is built on PVSS® (Siemens WinCC-OA); its 
Data Servers (PVSS-DS) talk with the PLCs via Ethernet. 
Both PLC & SCADA follow the UNICOS framework [2]. 

Table 1: Instrument Count for the PS & AD Renovations 
 VGR/P VGI VPG VPS VPI VPC VVS TOT 
PS 86   117 156  13 372 
AD 72 19 16 100 65 6 15 293 

PS & AD RENOVATIONS 
The Proton Synchrotron (PS) is part of the LHC 

injector chain; the Antiproton Decelerator (AD) produces 
low-energy antiprotons for the study of antimatter. Within 
the CERN accelerator chain, only the PS and AD kept 
their legacy control system until today.  

During LS1, a significant amount of maintenance and 
consolidation will be performed on both PS & AD 
machines, in order to improve their reliability for the next 
20 years. This is an occasion for renovating their vacuum 
control system, by propagating the PLC/PVSS archi-
tecture, bringing the hardware & software to the level of 
the other machines, and thus to enforce standardization.  

The TPG300® controllers, for Pirani/Penning gauges 
(VGR/P), need simply to have their communication card 
replaced from RS232 to Profibus. The old custom control-
lers for Bayard-Alpert gauges (VGI) cannot be upgraded 
and will be replaced by modern Volotek®, already with a 
Profibus interface.  

The old ion-pump (VPI) controllers will be replaced by 
recent ones, accessed over standard remote-IO stations. 
The sublimation-pump (VPS) controllers will be kept, 
connected through newly-designed remote-IO stations. 
That will also be the case for the cryogenic-pumps (VPC).  

In AD, the outdated pumping-group (VPG) controllers 
will be eliminated or replaced by standard models. 
Profibus will be available for the mobile groups, along the 
AD ring. In the PS there will be no renovation of VPG. 

The valve (VVS) controllers will be upgraded, and 
controlled directly from the PLC local-IO.  

The power distribution to the racks will be re-
dimensioned and standardized. The most critical 
components (such as PLC, valve & interlock controllers, 
and some pumping-groups) will be backed-up by UPS at 
AD and by Diesel-generator in PS. 

A power line will be pulled throughout the AD ring, for 
the heaters mounted on the VPI electrical feed-through, to 
prevent humidity and oxidation.  

All cable numbers and connections will be identified, in 
order to revise the electrical documentation; in particular, 
the logic and wiring of the interlocks (for pumps, valves, 
and client systems) will be checked and updated. Once 
the new controls are fully commissioned, the old 
components will be definitely removed and discarded. 

Like for the other machines in the CERN accelerator 
complex, Working-Sets will be replaced by PVSS. New 
SCADA and PLC applications will be developed for the 
specific controls of VPS and VPC.  
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HIGH-DENSITY POWER CONVERTER REAL-TIME CONTROL 
FOR THE MEDAUSTRON SYNCHROTRON 

J. Gutleber, CERN, Geneva, Switzerland 
K. Ambrosch, A. Brett, P. Fraboulet, M. Hager, J. Junuzovic, M. Junuzovic, M. Marchhart, 

C. T. de Matos, R. Moser, H. Pavetits, EBG MedAustron, Wiener Neustadt, Austria 
J. Dedic, M. Mehle, L. Sepetavc, Cosylab, Ljubljana, Slovenia

Abstract 
The MedAustron accelerator is a synchrotron for light-

ion therapy, developed under the guidance of CERN 
within the MedAustron-CERN collaboration. The 
accelerator is installed at the facility site in Wiener 
Neustadt, Austria. Procurement of 7 power converter 
families and development of the control system were 
carried out concurrently. Control is optimized for 
unattended clinical operation. Devising a uniform solution 
for the current regulation of all magnet power converters 
was paramount to meet the ambitious project plan. 
Another challenge was the need to operate with about 
5'000 different beam cycles initially, scale up to tens of 
thousands, achieving pipelined operation with cycle-to-
cycle re-configuration times in the order of 250 msec. The 
system is based on commercial-off-the-shelf hardware at 
front-end level and on the CERN function generator 
design at equipment level. The system is self-contained, 
permitting use of parts and the whole elsewhere. The 
separation of power converter from real-time regulation 
using CERN's generic Converter Regulation Board makes 
this approach an attractive choice for integrating existing 
power converters in new configurations. 

INTRODUCTION 
The particle accelerator for the MedAustron facility has 

been designed and constructed under the guidance of 
CERN [1,2]. It derives from the PIMMS [3] study that 
was carried out at CERN from the mid to the late nineties.  
The accelerator features three ECR ion sources for 
multiple particle species, a linear accelerator consisting of 
RFQ, buncher, IH-tank and debuncher, a synchrotron and 
five beamlines, one of them a proton gantry. In total, 283 
power converters are controlled via current regulation to 
generate magnetic fields in up to 360 magnets. The need 
to permit machine development, research and medical 
operation with an easy to use, yet flexible control system 
and uninterrupted, pipelined cycle-to-cycle modulation 
are the main motivators for the presented scale-out 
architecture realized in cooperation with a contractor. 

NEEDS AND USE CASES 
The control system has to permit operation in four 

modes: in service mode, power converters can be 
configured and freely operated for hardware 
commissioning. Machine physics mode permits operating 
the accelerator with a baseline configuration of setpoints 
and waveforms. Operators can, however, override the 
baseline values and waveforms. Medical physics and 

medical treatment modes restrict operation to released 
settings with additional security checks enabled. 

For service and hardware commissioning, each power 
converter can be given a current value directly via the 
operator panels. Such values are not used during beam 
operation. For machine commissioning, research and 
medical operation, beam-characteristics dependent current 
control values are provided. Configuration values, which 
are bound to specific beam characteristics, can be saved 
using the accelerator control systems feature to capture 
the current state of the accelerator. Such snapshots of 
configuration data can at any time be restored. A beam 
with specific characteristics is generated in an operation 
cycle. Beam characteristics are indicated by a cycle 
identifier broadcast by the main timing system [4] before 
a cycle is started. Masks for individual bit patterns of the 
cycle identifier let the operator assign different current 
control values for different particle types, beam 
intensities, beam sizes, spill durations, energy levels, 
particular ion sources, treatment lines and the gantry 
angle. Theoretically, hundreds of thousands of different 
settings can be provided for each power converter. In 
practice, the majority of power converters of ion source 
branches, LEBT, Linac and MEBT are only particle type 
dependent. About 30 power converters in the synchrotron 
require particle type, energy, spill duration and intensity 
dependent waveforms. Power converters for HEBT and 
beamlines are mainly particle type, energy and gantry 
angle dependent. This simplification reduces the amount 
of individual setpoints and waveforms to about 7 in the 
injector, 500 to 10’000 in the synchrotron, HEBT and 
beam lines. Nevertheless, the requirement to pre-
configure the control system for the next foreseen beam 
cycle while the currently active beam cycle is generated 
leads to performance and safety constraints. Eliminating 
the hysteresis part of magnets in the synchrotron leaves a 
250 msec fall time after the extraction stops from 
maximum extraction main dipole magnet field level to 
zero field level. This time represents therefore a target 
maximum time for reconfiguring power converter 
controllers for the next beam cycle. 

Timing precision is determined by the 2 μsec bunch 
revolution time at injection level. 1 μsec has been chosen, 
since a bunch at most occupies half of the synchrotron. 
For waveform generation, setpoint provision frequency 
has been set to 2 kHz. Since at the time of control system 
design and implementation, power converters were not 
fully specified and were not tendered and acquired, the 
power converter control subsystem permits changing that 
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INTERNAL POST OPERATION CHECK SYSTEM FOR KICKER MAGNET 
CURRENT WAVEFORMS SURVEILLANCE

Nicolas Magnin, Etienne Carlier, Brennan Goddard, Volker Mertens, Jan Uythoven
CERN, Geneva, Switzerland

Abstract
A software framework, called Internal Post Operation 

Check (IPOC), was developed to acquire and analyse 
kicker magnet current waveforms. It was initially aimed 
at performing the surveillance of LHC Beam Dumping
System (LBDS) extraction and dilution kicker current 
waveforms. It was subsequently also deployed on various 
other kicker systems at CERN. It was implemented using 
the Front-End Software Architecture (FESA) framework, 
and uses many CERN control services. It provides a 
common interface to various off-the-shelf digitiser cards, 
allowing a transparent integration of new digitiser types 
into the system. The waveform analysis algorithms are 
provided as external plug-in libraries, leaving their 
specific implementation to the kicker system experts. The 
general architecture of the IPOC system is presented in 
this paper, along with its integration within the control 
environment at CERN. Some application examples are 
provided, including the surveillance of the LBDS kicker 
currents and trigger synchronisation, and a closed-loop 
configuration to guarantee constant switching
characteristics of high voltage thyratron switches.

INTRODUCTION
The first IPOC applications have been developed in 

2008 for the surveillance of the current in the extraction
and dilution kicker magnets (MKD&MKB) of the LBDS
[1]. They were deployed as three independent FESA 
applications, each being able to interface with a unique 
digitiser type (National Instrument PXI-5122 or 
ACQIRIS DC-270), and to execute a unique waveform 
analysis algorithm. Due to the similarity of the three 
applications, code was duplicated and the maintenance 
was difficult. Later a new deployment of an IPOC system 
was requested for the surveillance of the current in the 
injection kicker magnets (MKI) of LHC, and it was
decided to change the architecture of the IPOC system to
make it a more generic, configurable system dedicated to
the acquisition and analysis of analogue signal 
waveforms.

The new system supports various off-the-shelf digitiser 
types and can exchange data with any device that 
interfaces with the CERN Controls Middleware (CMW)
using the Remote Device Access (RDA) protocol [2],
allowing the realisation of complex heterogeneous macro-
systems involving various industrial control sub-systems.

To deploy a new IPOC system one only has to provide 
the analysis algorithms as external library and then to 
configure the system using XML files.

The implementation of the IPOC system is presented in 
this paper, along with application examples.

ARCHITECTURE & IMPLEMENTATION
An IPOC system is composed of a computer running 

the IPOC server application, fitted with one CERN 
Timing Receiver (CTR) card and one or more digitiser
card(s). The overview of the IPOC system is shown in 
Fig. 1.

Figure 1: Block diagram of the IPOC system.

The IPOC server application was implemented using 
the Front-End Software Architecture (FESA) framework 
[3]. It is a composition of two FESA classes: The 
Controller class MkIpocCtrl, and the Channel class 
MkIpocChannel. It is deployed as a single multi-threaded 
process, with one instance of Controller per IPOC 
system, each containing a collection of Channel instances,
one per digitiser channel to acquire and analyse.

FESA Real-Time: The MkIpocCtrl class handles the 
real-time scheduling of the core IPOC functions shown in 
Fig. 1, such as rearming the system, controlling the 
digitisers, executing the analysis modules or pushing the 
result data to the Post-Mortem Data Store [4]. These core
functional blocks are detailed in the following sub-
section.

FESA Server: The MkIpocCtrl and MkIpocChannel
classes provide the CMW interfaces needed to control the 
IPOC system remotely using the IPOC-Explorer Java 
application (screenshot shown in Fig. 5) or the LHC 
Sequencer application. They allow as well accessing the 
configuration of the system to be checked against the 
Machine Critical Settings (MCS) database, or the saving 
of the latest analysis session results by the LHC Logging 
service [5].
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DEVELOPMENTS ON THE SCADA OF CERN ACCELERATORS VACUUM 

F. Antoniotti, S. Blanchard, M. Boccioli, P. Gomes, H. Pereira 

CERN, Geneva, Switzerland 

L. Kopylov, M. Mikheev, S. Merker; IHEP, Protvino, Russia 

Abstract 

During the first 3 years of LHC operation, the priority 

for the SCADA of vacuum controls was to attend to user 

requests, and to improve its ergonomics and efficiency: 

access & presentation of information simplified and 

normalized; coherent functionalities & menus across all 

accelerators; automatic scripts instead of fastidious 

manual actions; enhanced tools for data analysis and for 

maintenance interventions. 

Several decades of cumulative developments, based on 

heterogeneous technologies and architectures, have been 

asking for a homogenization effort. The first LHC Long 

Shutdown (LS1) provides the opportunity to further 

standardize the vacuum controls systems [1], around 

Siemens-S7 PLCs and PVSS SCADA. 

Meanwhile, exchanges with other Groups at CERN and 

outside Institutes have been promoted: to follow the 

global update policy for software libraries; to discuss 

philosophies and development details; and to accomplish 

common products. Furthermore, while preserving the 

current functionalities, a convergence towards the CERN 

UNICOS framework is under preparation. 

INTRODUCTION 

Vacuum Controls Architecture 

For half a century, the architecture of vacuum controls 

in CERN accelerators has been following the availability 

of new technologies, at the time of construction or 

renovation; cumulative developments, from different 

generations, often coexist in the same machine.  

Started in the year 2000 with the renovation in SPS, 

followed by the LHC construction and the partial 

renovation in the PS complex, vacuum controls are being 

upgraded to a PLC-based architecture (Programmable 

Logic Controller) around SiemensTM S7 and a SCADA 

(Supervisory Control And Data Acquisition) built with 

PVSS
®
, now called WinCC

®
-Open Architecture. 

The application software for both PLC and SCADA has 

been developed within the vacuum group, as a custom 

framework [2]; it integrates an increasing number of 

elements from the CERN-wide UNICOS [3] framework.  

Communication between the PLCs and the PVSS Data-

Servers is performed through the Ethernet Technical 

Network (TN), which is restricted to the control & opera-

tion of accelerators and technical infrastructures. Office 

computers, on the General Purpose Network (GPN), may 

have limited access to the TN, for monitoring. 

During the LS1, the homogenization of the vacuum 

control systems will be extended to the rest of the PS 

Complex (PS Ring, AD), and to some experimental areas 

(NA62, nTOF). The new Linac4 is being built in the same 

way; it will later evolve closer to UNICOS. 

Security Chain: Interlocks, Alarms & Warnings 

In case of vacuum degradation, when the pressure 

readings (Penning Gauge-VGP and Ionic pump-VPI) rise 

above given thresholds, an Interlock is sent to the valve 

(VVS) controller; depending on the logic combination, 

the neighboring valves will automatically close. These 

interlocks are also hardwired to other control systems: 

Beam, Cryogenics, RF, Kickers.  

Less critical issues, but nevertheless important to other 

systems, are forwarded from SCADA to the LHC Alarms 

Service (LASER), at the care of the accelerator operators. 

If the attention or intervention of a vacuum expert is 

required, SCADA Warnings are sent by email or SMS, to 

the appropriate list of experts. 

Furthermore, the SCADA provides a wide set of visual 

Warnings, to draw the attention of the on-line operators in 

case of unusual conditions.  

Data Sharing  

The SCADA publishes the process values & status 

through the middleware interfaces CMW [4] and DIP 

[5]; these channels can be used by any CERN control 

system to publish / subscribe data, synchronized with the 

global Accelerators Timing.  

The PVSS historical data is locally stored, and perio-

dically sent to a central repository: the LOGGING-DB. 

Databases & Software Generation 

A set of ORACLE databases (VAC-DB) contains the 

information necessary to automatically generate the 

equipment description for the PLCs and SCADA.  

The information about the geographical distribution of 

all vacuum equipment is imported from Layout-DB [6] 

and Survey-DB.  

A Java application (DB_editor) allows the manual 

entering or modification of any individual attribute. The 

DB_export_tool combines the information from those 

databases to produce the configuration files for both PLC 

(DataBlocks) and PVSS (DataPoints, CMW, DIP, 

Logging, LASER). 

SCADA DEVELOPMENTS 

Several new features, implemented in the first years of 

LHC operation, were already reported [2]:  

• new summary-panels, web-server, & monitoring room; 

• improved security, redefinition of  access rights; 

• user-defined configurations for: email/SMS notifica-

tions, historical trends, device lists; 

• PVSS migrations: graphics from ActiveX to QT. 
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IEPLC FRAMEWORK, AUTOMATED COMMUNICATION IN A

HETEROGENEOUS CONTROL SYSTEM ENVIRONMENT

F. Locci, S. Magnoni, CERN, Geneva, Switzerland

Abstract

In CERN accelerators control system several compo-

nents are essential such as: Programmable Logic Con-

troller (PLC), PCI Extensions for Instrumentation (PXI),

and other micro-controller families. Together with their

weaknesses and their strength points they typically present

custom communication protocols and it is therefore diffi-

cult to federate them into the control system using a single

communication strategy. Furthermore this dependency to

the physical device interfaces and protocols makes most

of the code not reusable and the replacement of old tech-

nology a difficult problem. The purpose of IEPLC ([1]) is

to mitigate the communication issues given by this hetero-

geneity; it proposes a framework to define communication

interfaces in a hardware independent manner. In addition it

automatically generates all the resources needed on master

side (typically represented by a FEC: Front-End Computer)

and slave side (typically represented by the controller) to

implement a common and generic Ethernet communica-

tion. The IEPLC framework is composed of a set of tools,

scripts and a C++ library. The configuration tool allows the

definition of the data to be exchanged and their instantia-

tion on different controllers within the control system. The

scripts generate the resources necessary to the final com-

munication while the library eventually allows the appli-

cation on the master side to send and receive data to/from

the different controllers. This paper describes the different

components of this tool by focusing on its main objectives,

namely: defining standard interconnection ways and clear

communication interface between FECs and controllers;

reducing user developments and configuration time.

CONTEXT

As in all the big plants, CERN accelerator complex re-

quires scalable and sophisticated control systems in order

to maneuver and guarantee the proper functioning of all

the components. To perform data acquisition and actua-

tion over all those equipment a large variety of controller is

adopted. CERN prefers using off-the-shelf controllers so as

to benefit from company support for any issue encountered.

However, there are tasks that standard components cannot

achieve as well as there are tasks for which licenses costs

are prohibitive or not worth the benefit. Finally, depending

on the skills and the background of the user, personal tastes

do matter in this field. Due to all these reasons lot of dif-

ferent components are used at the same time. All of them

have to be integrated in a common structure to cooperate

and federate with all the other devices.

Controller Families
IEPLC was initially developed in order to address the

problem of automatic code generation for communication

purposes for PLC devices. It now supports communica-

tion with different controller families but it is intrinsically

designed keeping PLC as reference controller. Different

brands of PLC have been addressed: Siemens SIMATIC-

S7 and Schneider MODICON controllers with their re-

spective development tools (Step-7 and Unity Pro) while

Beckhoff TwinCAT components will be supported before

end of 2013. IEPLC integrates a second controller fam-

ily, widely used at CERN, mainly for instrumentation or

specific systems: PXI and Compact-RIO from National In-

strument (NI). Finally, much less used at CERN but nev-

ertheless interesting, microcontrollers based on simple mi-

croprocessor for embedded system proves very interesting

when size, flexibility, power-consumption and price are the

main issue. Unlike other hardware, the microcontroller

does not specify any communication protocol but was eas-

ily integrated in IEPLC infrastructure using Modbus/TCP

standard already implemented for Schneider PLCs ([4]).

The Three Tier Control System
CERN’s control system uses industrial components such

as SCADA (Supervisory Control and Data Acquisition) es-

pecially for cryogenic and vacuum systems. The core of

the CERN control infrastructure is however provided by a

custom solution that better fulfills requirements within a

complex accelerators environment (especially for real time

control and timing aspects). As shown in Fig. 1, the control

system splits over three different responsibility tiers which

communicate among them via TCP-IP protocol over Giga-

bit Ethernet connection.

Figure 1: Three-tier control system.
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OPC UNIFIED ARCHITECTURE WITHIN THE CONTROL SYSTEM OF
THE ATLAS EXPERIMENT

Piotr Nikiel, Ben Farnham, Sebastien Franz, Stefan Schlenker, CERN, Geneva, Switzerland
Henk Boterenbrood, NIKHEF, Amsterdam, The Netherlands

Viatcheslav Filimonov, PNPI, Gatchina, Leningrad District, Russia

Abstract
The Detector Control System (DCS) of the ATLAS ex-

periment at the LHC has been using the OPC DA stan-
dard as an interface for controlling various standard and
custom hardware components and their integration into the
SCADA layer. Due to its platform restrictions and expir-
ing long-term support, OPC DA will be replaced by the
succeeding OPC Unified Architecture (UA) standard. OPC
UA offers powerful object-oriented information modelling
capabilities, platform independence, secure communica-
tion and allows server embedding into custom electron-
ics. We present an OPC UA server implementation for
CANopen devices which is used in the ATLAS DCS to
control dedicated IO boards distributed within and outside
the detector. Architecture and server configuration aspects
are detailed and the server performance is evaluated and
compared with the previous OPC DA server. Furthermore,
based on the experience with the first server implementa-
tion, OPC UA is evaluated as standard middleware solution
for future use in the ATLAS DCS and beyond.

OPC DA USE IN THE ATLAS DCS
The ATLAS DCS has been using OPC DA (OPC Data

Access) since initial implementation of the DCS [1]. The
OPC DA protocol has been used to provide:

• communication between the SCADA layer and the
CANopen [2] OPC DA server (which would later on
communicate through CAN bus with numerous (more
than 5000) IO nodes called ELMB (Embedded Local
Monitoring Boards [1]) using the CANopen protocol

• communication between the SCADA layer and var-
ious types of commercially available, off-the-shelf
equipment (e.g. industrial power supplies sold by
WIENER Plein&Baus GmbH, ISEG and CAEN com-
panies)

The OPC DA is approaching obsolescence with dwin-
dling development activity and decreasing level of support.
The fact that OPC DA is based on MS Windows proprietary
technology (i.e. COM/DCOM [3] ) is considered one of
the biggest obstacles in modernisation of the ATLAS DCS.
Furthermore, this reduction in active development on the
OPC-DA stack and OPC-DA toolkits impedes its evolution
to adapt to industry trends such as multi-core processing
etc.

Therefore both its scalability and performance lags be-
hind what could be obtained using the same hardware.

OPC UA IN THE DCS:
MOTIVATION AND APPLICATIONS

Natural update from OPC DA
Many of the unfavourable properties of OPC DA have

been addressed and improved in OPC UA[4]. Therefore a
migration to OPC UA is a natural modernisation path.

Benefits of OPC UA for the DCS
In addition to modernising a system, OPC UA brings

many qualities that the ATLAS DCS middleware will be
able to profit from:

• independence from operating system. OPC UA Ref-
erence Stack (providing lower layers of OPC UA in-
ternally to OPC UA toolkits) is delivered in stan-
dard C. OPC UA toolkits (which de facto provide OPC
UA connectivity in OPC UA servers) are delivered in
many programming languages (standard C++, Java,
.NET, Python and other [5]). Moreover ubiquitous
TCP/IP is communication technology used by OPC
UA, so there’s full portability of OPC UA to any mod-
ern network aware operating system one may think of.

• robust data modelling capabilities – with OPC UA
structured information can be stored in bespoke
datatypes. These structures are created using complex
data types that may involve object-oriented techniques
including type hierarchies and inheritance [6]. More-
over type information is fully exposed to the client and
may be accessed like type instances [6].

• enabling OPC UA connectivity directly to custom
hardware – thanks to dependence only on standard
C and C++, some common cryptography functions
and TCP/IP stack, one can run OPC UA servers on
any (even resource constrained) embedded computer
that has enough memory and TCP/IP connectivity. A
number of successful miniaturised and embedded con-
trollers with OPC UA servers are already on the mar-
ket.

• thanks to PKI (Public Key Infrastructure) support in
OPC UA, one can use state-of-the-art security in OPC
UA based control infrastructure. Potentially a suc-
cessful attack on SCADA system could cause loss of
data and may damage both hardware and reputation.
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OPENING THE FLOOR TO PLCS AND IPCS: CODESYS IN UNICOS 
E. Blanco Viñuela, M. Koutli, T. Petrou, J. Rochez, CERN, Geneva, Switzerland 

 
Abstract 

This paper presents the integration of a third industrial 
programming environment for process control 
applications with the UNICOS (Unified Industrial 
Control System) framework at CERN.  
The UNICOS framework is widely used in many process 
control domains (e.g. Cryogenics, Cooling, Gas Systems, 
Ventilation, Vacuum…) to produce highly structured 
standardized control applications for the two CERN 
approved industrial PLC product families, Siemens and 
Schneider. The CODESYS software suite, developed by 
the 3S (Smart Software Solution), provides an 
independent IEC 61131-3 programming environment for 
industrial controllers [1].  
The complete CODESYS based development includes: 
(1) a dedicated Java™ module plugged in an automatic 
code generation tool, the UAB (UNICOS Application 
Builder), (2) the associated UNICOS baseline library for 
industrial PLCs and IPCs (Industrial PC) CODESYS v3 
compliant, and (3) the Jython-based templates to deploy 
device instances and control logic. The availability of this 
development opens the UNICOS framework to a wider 
community of industrial PLC manufacturers (e.g. 
Beckhoff, ABB, WAGO…) and, as the CODESYS 
control Runtime works in standard Operating Systems 
(Linux, W7…), UNICOS could be deployed to any IPC. 

INTRODUCTION 
The development of the UNICOS (Unified Industrial 

Control System) framework started in 1998 for the 
implementation of the LHC cryogenic control system [2]. 
One of the goals of this framework was to homogenize 
industrial process control applications independently of 
the domain, by sharing a common library and software 
architecture and also by defining common coding rules 
amongst all developers. Having a common structure was 
the base of creating automatic code generation tools.  At 
the control level, the existing implementations are 
devoted to produce all necessary source code for CERN 
standard PLCs: Schneider (PL7/Concept) and Siemens 
(Step 7). 

During the last years PLCs (Programmable Logic 
Controllers) have been largely evolving adopting new 
technological trends. They are not anymore considered as 
isolated single purpose proprietary machines but rather as 
open machines being able to be programmed with high 
level programming languages and to communicate 
through a variety of standard protocols.  

ARC Advisory Group coined a term to differentiate 
PLCs and others machines with more advanced features: 
the so-called PAC (Programmable Automation 
Controllers) though nowadays it is difficult to 
differentiate them.  

In parallel, the IPC (Industrial Personal Computer) has 
emerged in the automation world as a general-purpose 
computer but ready to be deployed in harsh environments 
with components adequately selected (e.g. industrial 
protection, ruggedized aspect, redundant power 
supplies...). These controllers, which are powerful 
machines, are able to run faster and can handle special 
tasks requiring more computing capabilities than a classic 
PLC.  

Therefore the scope of the UNICOS framework has 
been enlarged to deal with this new emerging field where 
IPCs are used to perform process control duties. Hence, 
following a technological survey, CODESYS was 
selected; it complies with the PLCopen XML standard, 
which specifies an XML scheme for IEC 61131-3 
languages and claims to be platform independent. 

THE UNICOS FRAMEWORK 
The UNICOS framework is used at CERN from more 

than ten years for process control applications based on 
PLCs and also for applications dedicated to monitoring 
and supervision [3]. The component of the framework 
specifically dedicated to process control is identified as 
the UNICOS-CPC (Continuous Control Process) [4] 
package. 

It is used to build process control applications from a 
well-defined library of generic objects. Those objects 
model real components of the control system such as 
inputs, outputs or field devices (analog valves, 
heaters….). Table 1 gives a detailed list of all of objects 
with their basic category.  
The UNICOS-CPC package provides the means of 
building process control applications in the two layers of 
a classical process control pyramid: control and 
supervision. The communication between the control 
components of these two layers is also provided by the 
package:  
• The supervision layer is built in a commercial 

SCADA (Supervision Control and Data 
Acquisition). The commercial tool employed here 
is WinCC OA (Open Architecture) by Siemens. 

• The control layer is based on PLCs and it is 
compliant with the two CERN standard industrial 
programming environments: Siemens Step 7 and 
Schneider UNITY and a new one platform 
independent: CODESYS. 

• The communication layer implement an in-house 
event based protocol (TSPP: Time Stamp Push 
Protocol) over both, Siemens S7 and Modbus 
TCP/IP protocols. 
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CONTROL SYTEM HARDWARE UPGRADE 
Guido Janser, Gregor Dzieglewski, Walter Hugentobler, François Kreis 

Paul Scherrer Institute, 5232 Villigen PSI, Switzerland

Abstract 
The Paul Scherrer Institute builds, runs and maintains 

several particle accelerators. The proton accelerator HIPA 
(High Intensity Proton Accelerator), the oldest facility, 
was mostly equipped with CAMAC components until a 
few years ago. In several phases, CAMAC was replaced 
by VME hardware and involved about 60 VME crates 
with 500 cards controlling a few hundred power supplies, 
motors, and digital as well as analog input/output 
channels. To control old analog and new digital power 
supplies with the same new VME components, an 
interface, so called MULTI-IO, had to be developed. In 
addition, several other interfaces like accommodating 
different connectors had to be built. Through a few 
examples, the upgrade of the hardware will be explained. 

ARGUMENTS FOR AN UPGRADE 
 Increasing susceptibility of old hardware 
 Limited lifetime of the components 
 Mixed systems (old, new) - more effort for support 

and spare parts 
 Reduction of system diversity 
 Obsolescence of components 
 No EPICS support for old hardware 

UPGRADE PLANNING 
In a transition phase, both old and new systems have to 

be operated. The HIPA upgrade was completed in a 
period of five years. During the yearly shutdowns a part 
of the control system has been upgraded. Early planning 
of the work is very important: Fabrication, testing, 
firmware development, software development, 
commissioning. To connect the new electronics to the 
existing wiring and its connectors, different interfaces 
must be built. 

SAME VME HW FOR OLD ANALOG AND 
NEW DIGITAL POWER SUPPLIES  

MULTI-IO (Interface for Old Analog PS) 
Features: 

 16 analog out 
 16 analog in 
 48 digital out 
 48 digital in 
 8 Opto transmitter 
 8 Opto receiver 
 FPGA Spartan 3 XC3S1500 
 Soft core MicroBlaze microprocessor 
 IP User Core 

New digital controlled power supplies and old analog 
power supplies are controlled with the same VME cards 
VICB8003 [1] carrier board equipped with PSC-IP2 [2] 
Industry pack and PSCILK-TM [3] Transition board. The 
link over POF (plastic optical fiber) goes directly to the 
digital controlled power supply. In case of analog power 
supplies a MULTI-IO device is in between. The MULTI-
IO interprets the serial signal of the Optolink and provides 
the appropriate DAC setting, ON/OFF and so on. The 
analog voltage representing the magnet current is 
converted by an ADC. The status information of the 
power supply is read by a digital input. Status and current 
information are converted to the serial protocol for the 
Optolink. 

The MULTI-IO (See Fig. 1) is an in-house 
development. It can be used for various applications. At 
PSI it is used mainly for magnet power supplies. It 
consists of a 19 inch chassis (See Fig. 2), a main board, a 
backplane interface board and plugins like DAC, ADC, 
digital in and digital out. There is a galvanic isolation for 
each DAC, ADC, digital in and digital out. For the 
different types of power supplies it is necessary that 
connectors and pin orders can vary. Therefore, a big 
number of differently configured MULTI-IOs are used. 
DAC and ADC  ranges are 0..1 V, 0 .. 10 V, −5 V .. + 5V. 
Digital output can be level or pulse. Firmware: DAC 
ramping, serial to parallel conversion for DAC and ADC, 
digital output pulse length, Optolink protocol encoding 
and decoding and other functions are directly 
implemented as FPGA logic. Data aquisition and 
command interpretation is done by software using the soft 
core MicroBlaze microprocessor. 

 

 
Figure 1: MULTI-IO block schematic. 
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RE-INTEGRATION AND CONSOLIDATION OF THE DETECTOR 

CONTROL SYSTEM FOR THE COMPACT MUON SOLENOID 

ELECTROMAGNETIC CALORIMETER* 

O. Holme, D. Di Calafiori, G. Dissertori, L. Djambazov, W. Lustermann, ETH Zurich, Switzerland 

S. Zelepoukine, ETH Zurich, Switzerland and University of Wisconsin-Madison, U.S.A.

Abstract 
The current shutdown of the Large Hadron Collider 

(LHC), following three successful years of physics data-

taking, provides an opportunity for major upgrades to be 

performed on the Detector Control System (DCS) of the 

Electromagnetic Calorimeter (ECAL) of the Compact 

Muon Solenoid (CMS) experiment. The upgrades involve 

changes to both hardware and software, with particular 

emphasis on taking advantage of more powerful servers 

and updating third-party software to the latest supported 

versions. The considerable increase in available 

processing power enables a reduction from fifteen to three 

or four servers. To host the control system on fewer 

machines and to ensure that previously independent 

software components could run side-by-side without 

incompatibilities, significant changes in the software and 

databases were required. Additional work was undertaken 

to modernise and concentrate I/O interfaces. The 

challenges to prepare and validate the hardware and 

software upgrades are described along with details of the 

experience of migrating to this newly consolidated DCS. 

INTRODUCTION 

The CMS ECAL DCS has been in operation for several 

years and has successfully supported all periods of data 

acquisition from LHC particle collisions since 2009. 

During the intense schedule of activities when LHC is 

running, there has been limited possibility for upgrades 

and modernisation of the system in recent years. The 

current LHC long shutdown (LS1) provides an excellent 

opportunity to upgrade ageing hardware and move away 

from legacy, sometimes unsupported, software versions. 

This will ensure that an optimal system is in place to 

provide efficient control and monitoring of the detector in 

the following years as LHC goes back into operation. 

The LS1 introduces a different set of challenges to 

those during LHC operation. As many other CMS 

systems are also being upgraded simultaneously, there are 

several constraints on the availability of externally 

delivered resources such as electricity and cooling. This 

severely restricts the opportunities for certifying system 

modifications, which motivates the need for extensive 

testing and validation in laboratory conditions prior to 

final deployment. 

CONTROL SYSTEM OVERVIEW 

The CMS ECAL DCS is designed to enable simple and 

reliable operation of the calorimeter, with monitoring to 

ensure that the detector is functioning within acceptable 

operating parameters. The detector powering is provided 

by commercial power supplies from CAEN [1] and 

Wiener [2], which feature low-level, built-in protection 

logic in case of local malfunction. Hardware front-ends 

are deployed to readout the probes that monitor the 

environmental conditions in the detector volume, such as 

temperature and humidity levels. Programmable Logic 

Controllers (PLCs) are used to implement standalone 

safety systems, which are also monitored by the control 

system in order to complement the information about the 

status of the detector. 

The controls software runs on Microsoft Windows and 

is implemented with the SIMATIC WinCC Open 

Architecture (WinCC OA) commercial supervisory 

control software toolkit [3] and the CERN-developed 

JCOP Framework [4]. The interface between the controls 

servers and the hardware is realised through standard 

physical network layers such as CAN, RS-485 and 

Ethernet using vendor specific and industrial protocols 

including S7, Modbus and CANopen. At the software 

layer, Open Platform Communications Data Access (OPC 

DA) servers are widely used to provide a high-level 

abstract interface to the hardware information, reducing 

the complexity of the integration of the hardware data into 

the supervision software layer. 

Full details of the architecture of the CMS ECAL DCS 

have been reported previously [5]. 

MERGING APPLICATIONS 

Major upgrades and improvements are being made to 

the supervision layer and to the software environment. 

One of the most significant changes is the adoption of a 

new generation of Dell Blade servers, which are 

considerably more powerful, allowing the software to run 

on fewer machines. Previously the system ran across 

fifteen computers and the target with the new servers is to 

reduce to three. 

The DCS software was originally designed as several 

standalone components, with each intended to run on a 

separate machine. This limited coupling, between 

applications on different computers, eased the original 

integration of the system. It was not originally envisaged 

to run the independent software components on the same 

machine, so no guidelines were followed to avoid 

incompatibilities between the applications. For instance, 

two particular areas of interference were: the use of non-

unique WinCC OA persistent storage variable names, 

known as data points, and the re-use of interface bus 
 ____________________________________________ 

*Work supported by the Swiss National Science Foundation 
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THE BPM INTEGRATION IN THE TAIWAN PHOTON SOURCE 
           C. H. Kuo, P.C. Chiu, C. Y. Wu, Y. S. Cheng, K. H. Hu, Jenny Chen, Y. T. Chang,         

Demi Lee, S. Y. Hsu, K.T. Hsu 
NSRRC, Hsinchu 30076, Taiwan

Abstract 
TPS (Taiwan Photon Source) is a 3 GeV synchrotron 

light source which is being in construction at NSRRC. 
The TPS BPM is based on MicroTCA platform, is used 
for various request and function reasons.  These functions 
will be discussed. Another purpose is for orbit feedback 
system. The tradition BPM electronic is separated from 
orbit feedback system, is just monitor. In the TPS, the 
orbit feedback system is embedded in the BPM crate with 
FPGA modules. High throughput backplane, data transfer 
and processing support rich function for waveform 
recorder, diagnostic, beam study and transient analysis. 
The implementation result of the BPM system will be 
reported in this conference. 

INTRODUCTION 
The TPS is a state-of-the-art synchrotron radiation 

facility featuring ultra-high photon brightness with 
extremely low emittance [1]. Civil constructions will be 
finished in the end of 2013. Machine commissioning is 
scheduled in 2014. The TPS accelerator complex consists 
of a 150 MeV S-band linac, linac to booster transfer line 
(LTB), 0.15 – 3 GeV booster synchrotron, booster to 
storage ring transfer line (BTS), and 3 GeV storage ring. 
The storage ring has 24 DBA lattices cells with 6-fold 
symmetry configuration. This synchrotron machine 
requires beam position stability less than 1/10 beam size 
therefore the position measurement system is also 
required to achieve one hundred or even tens of 
nanometer resolution. TPS has decided to adopt Libera 
Brilliance+ [2] electronics for the position measurement. 
The new instrumentation has the satisfactory performance 
and diagnostic functionalities as well as provides interface 
for fast orbit feedback application [3]. The vast tests 
including current dependency, filling pattern dependency, 
temperature dependency, and latency estimation, long-
term and short-term stability have been done and 
summarized in this report.  Statistics data will be 
summarized. 

TPS BPM 
The TPS storage ring is divided into 24 cells and there 

are 7 BPMs per cell; the booster ring has six cells where 
each cell is equipped with 10 BPMs. Installation is in 
proceed as shown in Fig. 1. The number of BPM modules 
installed in the BPM platform might vary due to various 
install consideration and future expansion. Therefore, the 
BPM platform is designed to accommodate maximum 4 
BPM modules. There are 76 MicroTCA BPM platforms 
and 228 BPM modules for storage ring and booster 

synchrotron application exclude the spares or the extra 
BPM due to the later design change.  

The conceptual functional block diagram of the BPM 
is shown in Fig. 2. It will be embedded with EPICS 
interface for control, monitor and configuration. The 
timing AMC module would provide functionalities of 
synchronization, trigger, interlock and post-mortem. The 
BPM platform should also accommodate the FPGA 
module for fast feedback application for the future 
expansion. 

 
(a) Storage ring. 

 
 (b) Booster synchrotron 

Figure 1: TPS BPM distribution in the cell. 
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Figure 2: BPM platform functional block diagram. 

The first BPM prototype had been delivered in August 
2011; the rest units had also been delivered in June 2012. 
The delivered units had been performed functionality and 
performance test to ensure compliance with this 
specification in the August 2012.  

BPM Electronics Installation 
The BPM electronics will be sensitive to very small 

environmental parameters changed; many factors will 
affect the measurement. Since the beam splitter is 
sensitive from the ambient environment, thermal isolation 
is essential. The vibration of cable will cause signal 
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Energy, Office of Nuclear Physics, under Contract 
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CONTROL PROGRAMS FOR THE MANTRA PROJECT AT THE ATLAS 
SUPERCONDUCTING ACCELERATOR* 

M. Power, C. Davids, C. Nair, T. Palchan, R. Pardo, C. Peters, K. Teh, R. Vondrasek 
ANL, Argonne, IL 60439, USA

Abstract 
The AMS (Accelerator Mass Spectrometry) project at 

ATLAS (Argonne Tandem Linac Accelerator System) 
complements the MANTRA (Measurement of Actinides 
Neutron TRAnsmutation) experimental campaign. To 
improve the precision and accuracy of AMS 
measurements at ATLAS, a new overall control system 
for AMS measurements needs to be implemented to 
reduce systematic errors arising from changes in 
transmission and ion source operation. The system will 
automatically and rapidly switch between different m/q 
settings, acquire the appropriate data and move on to the 
next setting. In addition to controlling the new multi-
sample changer and laser ablation system, a master 
control program will communicate via the network to 
integrate the ATLAS accelerator control system, FMA 
control computer, and the data acquisition system. 

INTRODUCTION 
The MANTRA (Measurement of Actinides Neutron 

TRAnsmutation) project uses Accelerator Mass 
Spectrometry (AMS) at the ATLAS facility to measure 
neutron capture rates on a wide range of actinides in a 
reactor environment. The project requires the 
measurement of many samples with high precision and 
accuracy.  Laser ablation is used to feed the actinide 
material into the ECR ion source. A multi-sample 
holder/changer is used to allow a quick change between 
multiple samples. [1] 

A recent AMS experiment on 146Sm [2] highlighted the 
need to run ATLAS in an extremely stable mode and 
demonstrated the feasibility to switch rapidly between 
various isotopes by computer control of the machine 
components’ setup. Additional methods have also been 
implemented in order to accomplish setting various 
devices so that the transmission stability and 
characterization is maintained. [3].  

The Master Control Program will coordinate the 
various different systems in order to allow automatic 
configuration changing and recording data of the various 
isotopes. The systems include the ATLAS Control System 
and its various subsystems, the FMA (Fragment Mass 
Analyzer), and the Scarlet Data Acquisition system. All of 
these systems are based upon completely different 
software and different communication methods. 

MASTER CONTROL PROGRAM 
The Master Control Program is a multi-threaded Linux 

TCP/IP socket server. It accepts and sends various 
commands to the multiple systems. Scripts are created to 
coordinate the changing of the beam settings for various 
source samples and m/q settings. Commands within the 
scripts communicate to the various systems to coordinate 
the process of changing samples and beamline settings 
and data acquisition.  Figure 1 shows a sample script used 
by the Master Control Program. 

After any command, or any complex command, the 
server will automatically send the “OK” or 
“OK_COMPLETE” status to the client. At any time, the 
client can poll the server for the status. 

 

Figure 1: Sample Script for the Master Control Program. 

The basic tasks the Master Control Program will 
perform for an experiment’s sample change will include 
the following steps: 

1. Stop data acquisition 
2. Stop beam (close faraday cups) 
3. Change cone sample on source 
4. Load new beamline settings 
5. Wait for response from control system for 

changes complete status 
6. Send new Mass, Energy, and Charge State 

values to FMA 
7. Take energy readings by inserting faraday cup 

and reading the current  
8. Send Mass, Energy, and Charge State settings 

to Data Acquisition system. 
9. Record status for reference 

ATLAS CONTROL SYSTEM 

The real-time software aspects of the control system are 
handled by Vista Control Systems’ software package 
“Vsystem” [4]. Vsystem is a networked and distributed 
control system software that provides distributed database 
access. The package includes a library of callable 
database access routines, several database access utilities, 
and a GUI display process. At ATLAS, Vsystem runs on 
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RAPID SOFTWARE PROTOTYPING INTO LARGE SCALE CONTROL 

SYSTEMS* 

B. Fishler, J. Heebner, A. Conder, G. Brunton, M. Paul, E. Tse, J. Matone, M. Rever, M. Bowers, 
J.M. DiNicola, M. Shaw, S. Cohen, Lawrence Livermore National Laboratory, 7000 East Avenue, 

Livermore, CA 94551 USA

Abstract 
The programmable spatial shaper (PSS) within the 

National Ignition Facility (NIF) reduces energy on 

isolated optic flaws in order to lower the optics 

maintenance costs [1].  This is accomplished by using a  

closed-loop system for determining the optimal liquid-

crystal-based spatial light pattern for beamshaping and 

placement of variable transmission blockers.  A stand-

alone prototype was developed and successfully run in a 

lab environment as well as on a single quad of NIF lasers 

following a temporary hardware reconfiguration required 

to support the test.  Several challenges existed in directly 

integrating the C-based PSS engine written by an 

independent team into the Integrated Computer Control 

System (ICCS) for proof on concept on all 48 NIF laser 

quads.   ICCS is a large-scale data-driven distributed 

control system written primarily in Java using CORBA to 

interact with +60K control points.  The project plan and 

software design needed to specifically address the engine 

interface specification, configuration management, 

reversion plan for the existing 0% transmission blocker 

capability, and a multi-phase integration and 

demonstration schedule.   

INTRODUCTION 

In 2010, the PSS devices were installed within NIF to 
mask optic flaws with programmable black blockers.  
This has allowed NIF to continue operating until an 
opportune time to allow the optics to be replaced and/or 
refinished to eliminate the flaws.  It was recognized that 
this same hardware could be used to correct hot spots in 
the quad beam profiles through arbitrary beamshaping.  
This has the potential to increase peak power by 5%-15% 
due to the final optic intensity/fluence restrictions.  It was 
also recognized that energy could be further increased by 
using the PSS to place variable transmission blockers 
(a.k.a., grey blockers) to mitigate shadow flaws that 
would be lost by using opaque blockers (a.k.a, black 
blockers). 

The responsible scientist for the PSS had developed a 
software prototype for beam shaping and grey blocker 
placement using MatLab on a laptop with dedicated 
camera and PSS hardware.  The prototype was 
successfully demonstrated in a laboratory environment, 
and on a single NIF laser quad.  However, the software 
architecture and hardware interfaces were not compatible 
with ICCS.  There was still considerable risk in the 
prototype since it was not qualified on all 48 NIF quads. 
Several scientific and engineering challenges were 
identified as part of the prototype design and testing that 

needed to be addressed prior to approving the software for 
use during production shots.  Qualifying the prototype 
directly on all 48 quads was not practical as it required 
several hours of hardware reconfiguration and testing, 
required re-cabling of commissioned PSS and camera 
hardware, and could only partially complete the necessary 
testing to assure quality.  Merging the prototype with 
ICCS was highly desirable to avoid a significant 
investment prior to proof of concept. 

DESIGN AND ARCHITECTURE 
REQUIREMENTS 

The primary focus of the software design requirements 

was to allow for semi-autonomous updates to the 

prototype software and to minimize the effort and risks 

for integration into ICCS.  Figure 1 illustrates the agreed 

upon high-level system architecture with the prototype 

software process identified as the engine.  The existing 

stand-alone mode operation using dedicated hardware is 

maintained to allow for rapid updates and testing without 

the required infrastructure and lengthy release process 

required for ICCS.  Within ICCS, all front-end processors 

(FEPs) encapsulate and isolate the hardware 

communication protocol and operating platform from the 

hardware clients.  Interaction with the FEPs is achieved 

using either Java or Ada95 over CORBA.  A C/C++ 

CORBA object request broker (ORB) interface layer was 

unproven on NIF.  Therefore, obtaining images from the 

input sensor package (ISP) camera or updates to the PSS 

LCoS is requested by the engine and supplied by ICCS.  

An approved configuration management controlled 

interface specification identifies the messaging format to 

allow for communication between the two independent 

systems. 

The original prototype software was originally 

developed using MatLAB.  Launching compiled MatLAB 

software from within the Java based control system has 

not been attempted within ICCS and would add risk due 

to this unknown.  Therefore, while the supporting ICCS 

software to run the engine was under development, the 

responsible scientist ported the engine to C/C++ coupled 

with OpenCV image processing libraries.  The timing and 

resource allocation of the parallel development activities 

allowed the porting to remain off the project’s critical 
path. 

The engine is its own standalone executable that is 

launched internally by the ICCS PSS coordinator. Each 

request to start blocker placement and/or shaping results 

in a new engine process that would terminate upon 

completion of its required task or upon failure. Keeping 
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HARDWARE INTERFACE INDEPENDENT SERIAL COMMUNICATION*

P. Kankiya, J. Jamilkowski, L. T. Hoff, BNL, Upton, NY, USA

 Abstract
The  communication  framework  for  the  in-house

controls system in the Collider-Accelerator Department at
BNL  depends  on  a  variety  of  hardware  interfaces  and
protocols including RS232, RS485, GPIB, USB, Ethernet
and CAN. IISC is a client software library which can be
used  to  initiate,  communicate  and  terminate  data
exchange sessions with devices over the network. It acts
as  a  layer  of  abstraction  allowing  a  developer  to
implement  communication  with  these  devices  without
having  to  be  concerned  about  the  particulars  of  the
interfaces  and  protocols  involved.  Details  of
implementation  and  a  performance  analysis  will  be
presented.

INTRODUCTION
A common problem faced when providing equipment

control  infrastructure  for  different  accelerator  branches
such as vacuum, power supply, RF etc. is the diversity in
communication  protocols  which  is  produced  by  the
competing manufacturers. There are multiple factors such
as cost,  functionalities,  and features  involved in buying
electronic equipment’s and it is difficult to set a standard
rule when choosing a device for a specific task. Hence the
controls  engineers  are  usually  presented  with  varied
choices  of  hardware  interfaces.  It  would  be  ideal  if
somehow  there  was  a  way  to  generalize  the  software
development effort involved when bringing each of these
pieces  of  equipment  on-line with a  minimal  code bloat
and duplication.

Overview of Existing Systems
Particle  accelerators  are  fitted  with  power  meters,

motion  controllers,  actuators,  sensors  etc.  The  control
access to these instruments is provided by a logical device
object known as ADO (accelerator device object). ADO is
a  C++  container  type  class  which  provides  a  software
view of a collection of collider control points known as
parameters. It is traditional practice to house the code for
establishing connection with a device via a standard bus
interface system, inside the ADO program. The diversity
in  physical  interfaces  makes  the  ADO  development
process some-what non-uniform.

This  also  means  software  developers,  must  have
detailed know-how of every communication protocol in
use. Although the nature of the communication is uniform
mostly throughout the hardware interface protocols, their
varying methods of implementation add a significant level
of code complexity. 

In absence of the abstraction layer, all bus specific IO
operations  are  implemented  inside  the  ADO  code.  It
makes ADO code more error  prone,  and susceptible to
memory  leakages.  Also  adds  the  overhead  of  shared
resource management. 

There  have  already  been  efforts  in  the  industry  to
standardize  the  hardware  communication  interfaces  by
using message protocols such as SCPI which is a standard
for  syntax  and  commands  to  use  in  controlling
programmable test and measurement devices [1]. Since a
large number of devices follow this command set, it will
add  a  great  amount  of  code  re  usability  if  the  API
sending these operation strings is also standardised. This
helps in automating the process of basic communication
with any kind of device. Later the application ADO can
be customised to add specific intended functionality.

Figure 1: Addition of IISC layer in ADO code.

PROPOSED SOLUTION
In  this  paper  we focus on defining an approach  to a

software  abstraction  layer  called  IISC  which eliminates
the code complexity due to the variety of physical  bus
interfaces. 

The idea behind this solution is to base programming
logic  on  the  interfaces  of  the  high  level  objects  used,
rather than on internal implementation details. IISC is a
tool to provide a steady and homogeneous abstraction on
top  of  accelerator  devices  whose  hardware

 * Work supported by Brookhaven Science Associates, LLC under 
Contract No. DE-AC02-98CH10886 with the U.S. Department of 
Energy.
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A HAZARD DRIVEN APPROACH TO ACCELERATOR SAFETY SYSTEM 
DESIGN – HOW CLS SUCCESSFULLY APPLIED ALARP IN THE DESIGN 

OF SAFETY SYSTEMS * 

E. D. Matias#, Mighty Oaks, Victoria, BC, Canada  
Grant Cubbon, Allen Hodges, Hao Zhang, Canadian Light Source, Saskatoon, SK, Canada  

M. Benmerrouche, Brokhaven National Laboratory, Upton, NY, United States 

 
Abstract 

All large scale particle accelerator facilities end up 
utilising computerised safety systems for the accelerator 
access control and interlock system to supervise lockup 
search sequences and perform other safety functions. 
Increasingly there has been a strong move toward IEC 
61508 based standards in the design of these systems. 
CLS designed and deployed its first IEC 61508 based 
system nearly ten years ago. The challenge has 
increasingly been to manage the complexity of 
requirements and ensure that features being added into 
such systems were truly requirements to achieve safety.  

Over the past few years CLS has moved to a more 
structured Hazard Analysis technique that is tightly 
coupled and traceable through the design and verification 
of its engineered safety systems. This paper presents the 
CLS approach and lessons learned. 

BACKGROUND 
Historically, accelerator safety systems relied on relay 

based interlock systems. As safety-rated Programmable 
Logic Controller (PLC) equipment became available in 
the market, it has been widely used for industrial safety 
systems.  However, until very recently, the use of safety 
rated PLC equipment in accelerator safety systems has 
been rare.  Accelerators built over the past five years have 
started to adopt safety rated PLC equipment primarily 
intended for the process control industry.  CLS was an 
early adopter of such equipment.  Other standards also 
taken into account include [1], [2] and [3]. 

One critical aspect in the application of these 
techniques is the need to perform structure hazard and 
risk analysis.   

SAFETY SYSTEM DEVELOPMENT 
PROCESS  

In the past accelerator facilitates when designing safety 
systems simply scaled up the rigor used in the design of 
their non-safety critical systems and tried to make the 
system as fail safe as possible.  Over the past decade and 

half there has been increasing interest in the community 
in the adoption of broader industrial standards and 
certified equipment, more specifically IEC 61508.  CLS 
was one of several facilities that were early adopters of 
IEC 61508[4].  The process starts with the hazard 
analysis, based on which requirements and specifications 
are generated, and the design and implementation 
naturally follows.  Testing was performed in all stages. 
Respectively, integration and unit testing verify the design 
meets the requirements and the installation is done as the 
design. 

System Boundaries 
Establishing system boundaries is critical in this type of 

environment.  The main control for the CLS facility has in 
excess of 600 control computers working with 50,000 to 
100,000 data points.  Clearly generating system 
boundaries between safety systems, equipment protection 
systems, general control functions developed by the 
facilities and those system that are modified by outside 
researches and users to meet their specific experimental 
needs are important.  

A strong emphasis is places on high system cohesion 
and minimizing inter-system coupling within the design.  
After ten years of evolution of these systems we have 
found it necessary to periodically revisit the boundaries 
and adjust the allocation of requirements based on 
evolving system requirements. 

Care is required to clearly define these boundaries and 
limit the size and scope of the safety functionality.   

This information is captured in a systems boundary 
drawing with the interfaces document and tightly 
controlled. 

Hazard Analysis 
The ACIS development process starts with the Hazard 

and Risk Analysis to identify the hazards and associated 
mitigations required[5]. This document is then used as an 
input to the following development stage. 

The As Low as Reasonably Practicable (ALARP) 
methodology was adopted.  Using a qualitative as 
opposed to quantitative process appears best especially 
given some of the limit custom designed components that 
are used in some of the systems.  Special care has been 
needed in doing the HAZAN to try to identify anticipated 
changes in ensuring that the design does not preclude 
potential future experimental programs. 

 ___________________________________________  

*Research described in this paper was performed at the Canadian Light 
Source, which is funded by the Canadian Foundation for Innovation, 
the Sciences and Research Council of Canada, the National Research 
Council Canada, the Canadian Institute of Health Research, the 
Government of Saskatchewan, Western Economic Diversification 
Canada and the University of Saskatchewan. 
#elder.matias@mightyoaks.com  

MOPPC040 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

142C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Personnel Safety and Machine Protection



MACHINE PROTECTION SYSTEM FOR TRIUMF'S ARIEL FACILITY
D. Dale, D. Bishop, K. Langton, R. Nussbaumer, J. Richards, G. Waters,

TRIUMF, Vancouver, Canada

Abstract
Phase 1 of the Advanced Rare Isotope & Electron Linac 

(ARIEL) facility at TRIUMF is scheduled for completion 
in 2014. It will utilize an electron linear accelerator 
(eLinac) capable of currents up to 10mA and energy up to 
75MeV. The eLinac will provide CW as well as pulsed 
beams with durations as short as 10uS. A Machine 
Protection System (MPS) will protect the accelerator and 
the associated beamline equipment from the nominal 
500kW beam. Hazardous situations require the beam to 
be extinguished at the electron gun within 10uS of 
detection. Beam loss accounting is an additional 
requirement of the MPS. The MPS consists of an FPGA 
based controller module, Beam Loss Monitor VME 
modules developed by JLAB, and EPICS -based controls 
to establish and enforce beam operating modes. This 
paper describes the design, architecture, and 
implementation of the MPS.

ARIEL INTRODUCTION
ARIEL will expand the Rare Isotope Beam (RIB)

program at TRIUMF by providing for three simultaneous 
beams allowing for an increased number of hours 
delivered to users per year. The ARIEL facility will 
consist of five major components. First is the building to 
house two new target stations, their remote handling 
infrastructure, chemistry labs, beam mass separators and 
front end. Part of the new building is a connecting tunnel 
connecting the ARIEL building to the existing Cyclotron 
building, completed September 2013. Second is a 
superconducting 50MeV, 10mA CW linear electron 
accelerator and associated beamlines to deliver the high 
current electron beam to the target stations. The eLinac is 
scheduled to be operational by the fall of 2014. The next 
phase will include high resolution mass separators and ion 
transport beamlines for delivering RIB to the existing 
ISAC-I and ISAC-II facilities from two new ISOL target 
stations. An additional proton beamline will be capable of 
delivering 100uA to the target stations from the cyclotron.

MPS OVERVIEW
The primary objective of the MPS is to protect the 

accelerator equipment from damage related to mis-
steering of the high-power electron beam. A secondary 
objective is to provide a beam loss accounting tool 
capable of enforcing limits on long term loss rates.

Operating modes have been defined based on the matrix 
of Beam Path (a defined start to end point of the beam)
and Beam Properties (actual beam energy and intensity). 
The MPS enforces allowable Operating Modes by 
accepting or denying operating mode change requests 
made by the operator by inspecting the status of insertable 
devices and beam steering elements. Interlocks of critical 
devices (devices that can either intercept beam or mis-
steer beam) are handled by the Control System based on 
the operating mode. The current operating mode is 
communicated to the control system by the MPS. 
The ARIEL MPS initiates beam property changes 
(throttling) or beam trips based on input from critical 
devices and beam loss monitors. Beam loss limits were
separated into three categories based on the allowed 
reaction time of the system:

Category 1:
In the event of a full 500kW or catastrophic beam loss it 
was calculated that the beam must be extinguished within 
10uS to prevent damage. 
Category 2:
In the event that the system can determine that a beam 
loss is imminent due to a device failure or the loss of 
beam is greater than a predetermined level, but has not 
reached the catastrophic level a somewhat arbitrary time 
limit of one second has been chosen before which the 
beam current from the eGun must be throttled.
Category 3:
In the event of a beam loss greater than the allowable 
chronic loss limit, but less than the category 2 limit the
system must issue alarms to the operator.

Each of the responses will escalate as necessary as the 
situation changes. The MPS uses a three prong approach 
depending on the reaction time necessary to prevent 
damage.

MPS ARCHITECTURE
Figure 1 shows the proposed block diagram of the MPS 

system.  Catastrophic beam losses are handled in 
hardware using a direct wired connection between the 
Beam Loss Monitor (BLM) modules and the Fast 
Shutdown Module (FSD). Beam Intensity is controlled 
by the MPS via the macro pulse of the eGun. This is 
accomplished by the use of a signal generator. 
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MACHINE PROTECTION SYSTEM FOR THE SPIRAL2 FACILITY  
C. Berthe, E. Lecorche, M-H. Moscatello, G. Normand, GANIL, Caen, France 

Abstract 
The phase 1 of the SPIRAL2 facility, the extension 

project of the GANIL laboratory, is under construction in 
Caen, France. The accelerator is based on a linear 
solution, mainly composed of a normal conducting RFQ 
and a superconducting linac.  

One of its specificities is to be designed to accelerate 
high power deuteron and heavy ion beams from 40 to 
200kW, and medium intensity heavy ion beams as well to 
a few kW. A Machine Protection System has been studied 
to control and protect the accelerator from thermal 
damages for a very large range of beam intensities and 
powers.  

This paper presents the technical solutions chosen for 
this system which is based on two technical subsystems: 
one dedicated to thermal protection which requires a first 
PLC associated with a fast electronic system and a second 
dedicated to enlarged protection which is based on a 
safety products. 

INTRODUCTION 
The SPIRAL2 facility under construction at Ganil will 

extend the possibilities for experimental nuclear physics 
towards more exotic beams [1]. 

After being pre accelerated by a RFQ, the primary 
stable beams (deuterons, protons, light and heavy ions) 
accelerated by the Linac will range from a few 10 A to 5 
mA in intensities, and from 0,75 A.MeV up to 
14,5A.MeV for heavy ions, 20 A.MeV for deuterons and 
33 MeV for protons in energies. Moreover, beam time 
structure may also vary from continuous beams (88 MHz) 
to chopped beams (1Hz to 1kHz) and single bunch mode 
beams. 

The Machine Protection System 2  has thus to be 
designed to monitor a very large beam power range and 
various types of beam time structures. 

MAIN FUNCTIONS OF THE MACHINE 
PROTECTION SYSTEM 

The main functions of the SPIRAL2 Machine 
Protection System (MPS) are the followings: 

 Protect the beam tubes and insertion devices (slits, 
faraday cups, targets,…) from beam thermal 
damages,  

 Control the operating range of the facility, 
 Control the accelerator device activation due to beam 

losses (beam losses limited to 1W/m for D+ beams),  
 Ensure a reinforced protection of the beam dumps 

and targets, which all have their own protection 
system. 

 Ensure a safety class protection of the safety class 
fast vacuum valves. 

RESPONSE TIMES 
Thermal calculations have been performed in order to: 
 Evaluate the response time necessary in case of 

instantaneous high beam losses, 
 Calculate the thresholds under which permanent 

beam losses are acceptable. 

Response Times for the Thermal Protection  
The response times are calculated according to the 

various material temperature increases due to beam 
losses. Furthermore, the operation temperatures must 
remain much below the fusion temperature, in order not 
to degrade the material characteristics (usually, the 
thermal stress limit is considered [3]). 

A maximum of 50 s response time is calculated for 
aluminum chambers, while a maximum of 35 s response 
time is obtained for stainless steel chambers, for which a 
limit operation temperature of 1000°C is considered [4]. 

Response Times for the Reinforced Protection of 
Beam Dumps and Targets 

The response time is determined by the thermal 
resistance of the target that receives the ion beams. The 
MPS must cut the beam in time to preserve the 
experiment target in case of dysfunction of the thermal 
MPS controls. This time is estimated at about few ms 
taking into account a safety margin. Several cases have 
been considered: 

 a stop of the rotation of the target, 
 an error in sending the beam intensity higher than the 

capacity of the target. In this case the control system 
has to cut the beam intensity within the specified 
time. 

Response Time for the Safety Class Fast Vacuum 
Valve Protection 

The response time is determined by the time of moving 
the valve when the system is triggered. This time depends 
on the type and the size of the valve. Time to set in 
motion the smaller valve (DN40) is 2 ms and the closing 
time is 8 ms. So the reaction time should not exceed 2 ms. 

Response Times to Cut the Beam 
The two actuators which cut the beam are the chopper 

for thermal fast protection cuts and the RFQ for the safety 
class beam cut. The RFQ was chosen for the safety class 
beam cut because it is simpler and safer than the chopper.  

ARCHITECTURE OF THE MACHINE 
PROTECTION SYSTEM 

The SPIRAL2 Machine Protection System is based on 
three technical subsystems, as presented in Fig. 1: 
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DEVELOPMENT OF THE THERMAL BEAM LOSS MONITORS OF THE 
SPIRAL2 CONTROL SYSTEM 

C Haquin, GANIL, Caen, France  
F. Negoita, IFIN-HH, Bucharest, Romania 

Abstract 
The Spiral2 linear accelerator will drive high intensity 
beams, up to 5 mA, to up to 200 kW at linac exit. Such 
beams can seriously damage and activate the machine! To 
prevent from such situation, the Machine Protection 
System (MPS) has been designed. This system is 
connected to diagnostics indicating if the beam remains 
under specific limits. As soon as a diagnostic detects its 
limit is crossed, it informs the MPS which will in turn 
take actions that can lead to a beam cut-off in 
appropriated timing requirements. In this process, the 
Beam Loss Monitors (BLM) are involved in monitoring 
prompt radiation generated by beam particles interactions 
with beam line components and responsible for 
activation, on one side, and thermal effects, on the other 
side. BLM system relies mainly on scintillator detectors, 
NIM electronics and a VME subsystem monitoring the 
heating of the machine. This subsystem, also called 
«Thermal BLM», will be integrated in the Spiral2 EPICS 
environment. For its development, a specific project 
organization has been setup since the development is 
subcontracted to Cosylab. This paper focuses on the 
Thermal BLM aspects and describes this development 
process. 

BLM SYSTEM OVERVIEW 
Requirements 

From functional point of view the main requirement of 
the BLM system is to deliver a “BEAM STOP” signal to 
the machine protection system [1] in case the beam losses 
exceed the established thresholds (activation limits 
calculated correspond to 1 W/m losses for the 40 MeV 
deuteron beam). 

But, from safety point of view, there are tough 
reliability requirements since the part of the BLM system 

responsible for generating the “BEAM STOP 
(Activation)” signal is classified as ”equipment 
contributing to personnel safety” (EPS). Consequently, 
BLM system architecture relies on robust devices, and 
well-tried techniques. 

The Detectors 
Detector design relies on BC430 plastic scintillator 

from Saint-Gobain, which has a good response to all kind 
of radiations and particles like protons, deuterons, heavy 
ions, neutrons, gamma and X radiations emitted in 
nuclear reactions induced by beam losses in structure 
materials of the accelerator. Then, scintillator is viewed 
by a Hamamatsu photomultiplier R329-02 (12 dynodes) 
polarized by a high-voltage power supply. A mu-metal 
shield is used to screen the photomultiplier against static 
magnetic fields present around the dipoles and 
quadrupoles used for beam steering. Finally, the 
discriminator converts the charge collected by the 
photomultiplier anode into a voltage pulse. For picking up 
the signal from noise a voltage comparator with variable 
threshold is used. The circuit delivers TTL logic pulses 
with variable width, depending on the time over 
threshold. The pulses are then converted into NIM pulses 
in order to be sent along a 30-50 m cable with 50 ohm 
characteristic impedance. 

The pulsed logical NIM signals delivered by BLM 
detectors are used, for the activation monitoring, by a 
NIM alarm module specifically developed by IFIN-HH 
(see Fig. 1). This module consists in counters associated 
to each detector and periodically preloaded with a 
threshold. The “BEAM STOP” signal is generated as 
soon as one of the counters reaches zero. 

A total number of 32 detectors will be installed in 
accelerator hall: one detector for each cryomodule (20 
pieces) and 12 distributed along high-energy beam lines. 

 

 
Figure 1: Deployment diagram of the BLM monitor system. 
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CILEX-APOLLON PERSONNEL SAFETY SYSTEM* 

Jean-Luc Veray, Jean-Luc Paillard, Alexandre Bonny, Laboratoire LULI, Ecole 

Polytechnique, route de Saclay, 91128 Palaiseau

Abstract 
Cilex-Apollon is a high intensity laser facility 

delivering at least 5 PW pulses on targets at one shot per 

minute, to study physics such as laser plasma electron or 

ion accelerator and laser plasma X-Ray sources. Under 

construction, Apollon is a four beam laser installation 

with two target areas. Such a facility causes many risks. 

The Personnel Safety System (PSS) ensures to both 

decrease impact of dangers and limit exposure to them. 

Based on a risk analysis, Safety Integrity Level (SIL) 

has been assessed. The PSS is based on four laser risk 

levels corresponding to the different uses of Apollon. 

Independent from the main command-control network the 

distributed system is made of a safety PLC and 

equipment, communicating through a safety network. 

The article presents concepts, the client-server 

architecture (from control screens to sensors), actuators, 

interfaces to the access control system, the 

synchronization and security system [1]. 

RISK ANALYSIS 

According, to the MOSAR method (Risk Analysis 

Systemic Organised Method), the entire laser chain has 

been divided into sub-systems (considering the topology 

and the role of each element) to study interactions with 

each others. 

 

 

Figure 1: sub-divisions of Apollon laser chain. 

 

As shown above, there are eight sub-systems : oscillator, 

amplifier, compressor, experimental chamber 

(experimental room), pump lasers, computers, staff and 

environment. Danger analysis has been conducted for the 

whole life cycle of sub-systems. Then, scenarios of risks 

are listed and ranked according to gravity and frequency 

of occurrence. 

 

Two main dangers have been identified : laser radiation 

and ionizing radiation. A typical scenario of risk is that a 

person hits an optical mirror and causes laser reflections 

which could damage eyes of someone who does not wear 

safety glasses. Skin may also be burnt because of the high 

energy (between 75 and 150 Joules).  

SAFETY INTEGRITY LEVEL 

Apollon’s control-command team assessed the Security 

Integrity Level (SIL) for both laser radiation and ionizing 

radiation dangers. 

An Adapted Reliability 
The Safety Integrity Level (SIL) measures the 

performance required for safety functions. It implies to 

take it into account from sensors to actuators, via the 

safety program, wires and cabling. 

 

SIL has been evaluated according to two norms derived 

from norm CEI 61508 [2] : norm 61511, created in 2003, 

dedicated to industrial processes ; norm 62061, created in 

2005, for security of machines. 

 

This paragraph describes how SIL has been evaluated 

with norm CEI 61511 : 

 a person exposed to a class IV laser beam may suffer 

skin carbonization and severe eye damage. However, 

no lethal effect is possible (also applicable for 

ionizing radiation) ; 

 staff working with lasers needs to be near laser 

beams at least once a day for day to day operation ; 

 thanks to safety glasses, it is possible to avoid danger 

in particular conditions (low energy). Regarding 

ionizing radiation, there is no other solution than 

locking areas ; 

 laser accidents have already occurred in laboratories. 
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CILEX-APOLLON SYNCHRONIZATION AND SECURITY SYSTEM* 

M. Pina, J-L. Paillard, LULI, CNRS, Ecole Polytechnique, CEA, UPMC, Palaiseau, France

Abstract 
Cilex-Apollon is a high intensity laser facility 

delivering at least 5 PW pulses on targets at one shot per 
minute, to study physics such as laser plasma electron or 
ion accelerator and laser plasma X-Ray sources. Under 
construction, Apollon is a four beam laser installation 
with two target areas. Apollon control system is based on 
Tango. The Synchronization and Security System (SSS) is 
an important part of the Apollon control system. The 
article presents the architecture, functionality, interfaces 
to others processes, performances and feedback from a 
first deployment on a demonstrator. 

FUNCTIONS OF THE SSS 
The SSS has two functions. The first one is to deliver 

triggering signals to lasers sources and diagnostics and 
the second one is to ensure machine protection to 
guarantee optical component integrity by avoiding 
damages caused by abnormal operational modes. Fig. 1 
gives the architecture of the SSS. Machine protection 
system is based on a distributed I/O system running a 
Labview real time application and the synchronization 
part is based on a distributed and customized commercial 
system. The SSS also delivers shots to experimental areas 
through programmed sequences. The SSS is also 
interfaced with Tango bus. 

GLOBAL ARCHITECTURE 
 

 

The SSS consists in two distributed systems both using 
a dedicated optic fiber network. The two systems don’t 
communicate to each other but they work together to 
supply triggering channels with integrated security 
functions. Fig. 1 gives the three cases of channels 
encountered on Apollon facility. On the bottom left, the 
first case is a pure synchronization channel which delivers 
a trigger signal for a pulse laser for example. On the 
bottom right is the case of a pure security channel driving 
a beam shutter for example, and in the middle a mixed 
channel both driven by a synchronisation channel and 
validated by a safety output channel. On the right side, we 
find links with others processes such as laser diagnostics 
(to ensure machine security when a beam default is 
detected) and the Personnel Safety System (PSS) [1] of 
Apollon facility. 

Both subsystems are controlling by a front end 
processors running device server applications to 
communicate with Tango bus. 

SYNCHRONIZATION SUBSYSTEM 

Description 
Apollon synchronization system consists in a master 

clock synchronized with an 80 MHz RF signal supplied 
by a photo detector installed in the laser oscillator source. 
This pulsed signal is amplified and filtered before 
injection in the master clock module. Its function is to 
deliver a serial data stream synchronized with the RF 
laser signal, to the delay generators despatched all over 
the facility. The data stream contains time bases made of 
five frequencies for recurrent trigger signals and top 
triggers for sequence of shots. In addition, delay 
generators can generate two other local reference 
frequencies synchronized with the data stream as well. 
This system was supplied by Greenfield Technology 
Company which has customized and optimized 
characteristics of its system to meet Apollon 
requirements.  

Figure 2 gives an overview of the synchronization 
system. Red lines are relative to the dedicated optical 
network, while cyan lines are relatives to Ethernet. The 
system is scalable and can manage up to 256 delay 
generators. Distances between the equipment exceed 
several hundred meters without trouble.  

Figure 1: SSS architecture. 

 ____________________________________________  

*Work supported by CNRS, MESR, CG91, CRiDF, ANR 
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A NEW PSS FOR THE ELBE ACCELERATOR FACILITY 
M. Justus, I. Kösterke, S. Kraft, P. Michel, U. Schramm, HZDR, Dresden, Germany 

S. Lenk, SAAS GmbH*, Bannewitz, Germany

Abstract
The ELBE facility (Electron Linear accelerator with 

high Brightness and low Emittance) is being upgraded 
towards a Center for High Power Radiation Sources in 
conjunction with Terawatt & Petawatt femtosecond 
lasers. The topological facility expansion and an 
increased number of radiation sources made a 
replacement of the former personnel safety system (PSS) 
necessary. The new system based on failsafe PLCs was 
designed to fulfil the requirements of radiation protection 
according to effective law, where it combines both laser 
and radiation safety for the new laser based particle 
sources. Conceptual design and general specification was 
done in-house, while detailed design and installation were 
carried out in close cooperation with an outside firm.  

The article describes architecture, functions and some 
technical features of the new ELBE PSS. Special focus is 
on the implementation of IEC 61508 and the project 
track. The system was integrated in an existing (and 
mostly running) facility and is liable to third party 
approval. Operational experience after one year of run-
time is also given. 

FACILITY OVERVIEW 
ELBE is an electron beam user facility in 24/7 

operation. It has been largely upgraded over the last three 

years [1] and now consists of a 40 MeV 1.6 mA c.w. 
LINAC with the following secondary beam options:  

two infrared FELs (5…280 μm) 
a low current electron irradiation site 
a 17 MeV Bremsstrahlung facility  
redesigned targets for the generation of 0.1…10 
MeV neutrons and 30 keV positrons. 
a new THz facility TELBE [2] 

Upgrades in diagnostics, bunch compression and multi-
user beam options are about to be implemented in the 
near future. The 150 TW laser DRACO [3] for laser – 
electron beam combined experiments (Thomson 
backscattering [4], laser driven electron acceleration) as 
well as purely laser driven particle acceleration is about to 
receive a second power option of 500 TW. In parallel, the 
PW scale laser system PENELOPE [3] is in development. 

RADIATION PROTECTION CONCEPT 
All accelerator and experimental sites are inside caves 

with 2.4 m shielding walls. The linac itself is separated 
from the secondary beam caves (see Fig.1). This concept  
was kept for the laser facilities. The walls are designed to 
protect against radiation caused by beam loss up to the 
diagnostic mode limit (10 μA average current) at any 
beam line location. 

Figure 1: Overview of the ELBE Center for High Power Radiation Sources. 
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EVALUATION OF THE BEAMLINE PERSONNEL SAFETY SYSTEM AT 
ANKA UNDER THE AEGIS OF THE ‘DESIGNATED ARCHITECTURE’ 

APPROACH 
K. Cerff,  D. Jakel, R. Stricker, M.Hagelstein, I.Birkel,  KIT, ANKA, Karlsruhe, Germany 

Abstract 
The Beamline Personnel Safety System (BPSS) at 

synchrotron radiation source (ANKA) started operation in 
2003. The paper describes the safety related design and 
evaluation of serial, parallel and nested radiation safety 
areas, which allows the flexible plug-in of experimental 
setups at ANKA-beamlines.  

It evaluates the resulting requirements for safety sys-
tem hard- and software and the necessary validation pro-
cedure defined by current national and international 
standards, based on probabilistic reliability parameters 
supplied by component libraries of manufacturers and an 
approach known as 'Designated Architectures', defining 
Safety Functions in terms of sensor-logic-actor chains.  

An ANKA-beamline example is presented with special 
regards to (self-) Diagnostic Coverage (DC), which is not 
part of classical Markov process modelling of systems 
safety. 

INTRODUCTION 
The Beamline Personel Safety System  (BPSS) is estab-

lished as a Safety Instrumented System (SIS) to control 
the exclusive access of ionizing radiation or persons to the 
beamline radiation hutches of ANKA.  

When system design started in 2002 the approach to 
use Programmable Logic Controllers (PLC) for safety re-
lated functions and not a hardwired logic was rather new 
in process control. Since then not only the number of AN-
KA–beamlines monitored by the BPSS has increased, but 
also the national and international standards for compo-
nent and system safety have evolved and changed the 
needs to prove BPSS reliability of new ANKA beamlines 
to the certifying authority (regional council) in Germany. 
At the time when the ANKA-BPSS life cycle was desig-
ned, the reliability for components and the overall system 
was defined in terms of safety Categories (Cat 1-4) based 
on the risk analysis given within  the European Standard 
EN 954-1 following the principle of ‘good engineering 
practice’.  

During the last years the development of smart safety 
sensors and actuators went on, more and more they are 
monitored by software diagnostics and not by hardware 
measure. In accordance to existing standards the methods 
to evaluate safety functions were adapted and revised.  

Since the end of 2011 the EN-954-1 has been replaced 
by the ‘harmonized’ standard ISO 13849 1-2 which links 
the Safety Integrity Level (SIL) concept to Performance 
Levels (PL) defining an approach in terms of probabilistic 
failure rates for components and systems.  

As a consequence of the new ‘machinery directive’ [1] 
each  replacement of safety hard- or software on the pre- 

2011 beamlines has to be re-evaluated according to the 
methods suggested by ISO-13849 requesting the migra-
tion of the existing safety documentation to the new stan-
dard. 

SAFETY SYSTEM CONTROL  LAW 
Radiation and personnel access at the same location at 

the same time are excluded fail-safe, with a time invariant 
probability of unknown dangerous risc, equivalent to a 
Performance Level (PL) of ~ 10-8 undetected dangerous 
events per hour over the planned live-time of the ANKA-
BPSS safety system (20 years+). 

System Features 
In terms of process control this will be achieved by     
 at least one upstream radiation shutter which is 

closed and interlocked in front of an accessible 
hutch.  

 downstream access doors or monitored radiation 
shields which are kept closed and interlocked if a 
safe shutter state isn’t reached in a fixed span. 

 an accelerator beamdump which is initialized in case 
of interlock break of shutter or hutch door,  compo-
nent or subsystem failure. 

 the use of a redundant frontend shutter safety con-
troller supervising local beamlines in repair mode, if 
the local beamline safety controller  is  switched off. 

 all the components, subsystems and the whole safety 
system ANKA-BPSS are monitored with Diagnostic 
Coverage (DC) at a level >99%. The controller 
hardware, the software modules and the safe fieldbus 
(Safety-BusP*) [2] are certified according to SIL 4. 

DETERMINISTIC SYSTEM MODEL 
In the first stage of abstraction, the radiation shutter-  

hutch access door  module is  defined as the basic 
building block of the ANKA-BPSS. safety states and 
transitions in Figure 1 illustrates the module of the 
‘exclusive OR’ logic coupled radiation shutter-access 
door mechanism. Several modules are combined to build 
the Discrete Event System (DES) model of the entire 
beamline safety system in Figure2. This, called automa-
ton, is also applicable to model temporary intra-hutch 
radiation shields or plug-in experimental setups re-
questing safety functionality.  

____________ 
*trademark 
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* Work supported in part by the Italian Ministry of

 University and Research under grants  FIRB-RBAP045JF2

and FIRB-RBAP06AWK3.  

RADIATION AND LASER SAFETY SYSTEMS FOR THE FERMI FREE 

ELECTRON LASER* 

F. Giacuzzo, L. Battistello, K. Casarin, M. Lonza, G. Scalamera, A. Vascotto, L. Zambon,      

Elettra - Sincrotrone Trieste S.C.p.A., Trieste, Italy 

G. Marega, Studio di Ingegneria Giorgio Marega, Trieste, Italy

Abstract 
FERMI is a Free Electron Laser (FEL) users facility 

based on a 1.5 GeV electron linac. The personnel safety 

systems allow entering the restricted areas of the facility 

only when safety conditions are fulfilled, and set the 

machine to a safe condition in case any dangerous 

situation is detected. Hazards are associated with 

accelerated electron beams and with an infrared laser used 

for pump-probe experiments. The safety systems are 

based on PLCs providing redundant logic in a fail-safe 

configuration. They make use of a distributed architecture 

based on fieldbus technology and communicate with the 

control system via Ethernet interfaces. The paper 

describes the architecture, the operation modalities and 

the procedures that have been implemented. The 

experience gained in the recent operation is also reported. 

INTRODUCTION 

In the FERMI free electron laser, the electron bunches 

accelerated at energies up to 1.5 GeV, together with a 

tunable UV seed laser beam, are sent into a chain of 

undulators where they generate ultra-short and high peak 

power coherent photon pulses with variable polarization 

in the soft X-ray spectral range. Two distinct undulator 

chains are available, FEL-1 and FEL-2, covering the 

entire spectral range from 4 to 100 nm [1]. 

Two safety systems are in charge of protecting people 

by denying access to dangerous areas and implementing 

the necessary interlocks to switch off the beams in case of 

danger. The first is the system for the protection from 

radiation hazards, also referred as Personnel Safety 

System (PSS); the second, referred as Laser Safety 

System (LSS), protects people from the user laser used 

for pump-probe experiments. 

PERSONNEL SAFETY SYSTEM (PSS) 

From the radiation safety point of view the FERMI 

facility is divided in three main areas: the linac tunnel, the 

undulator hall and the safety hutch. The three areas are 

entirely underground; a schematic representation is shown 

in Fig. 1.  

The main radiation sources are the electron beam and 

the RF accelerating sections due to the high 

electromagnetic field generated inside them. The linac is 

made of several accelerating structures fed by 16 RF 

plants. The Cavity Test Facility (CTF), the photo cathode 

gun and the first two accelerating sections are connected 

to the first three plants (KS, K1 and K2) through a group 

of eight waveguide switches that can be set according to 

12 possible configurations. This allows having for 

example one plant offline for maintenance purposes while 

the other two operate connected to the machine (Fig. 2). 

The waveguide switches are controlled by the PSS. 

As the commissioning of the linac has been 

accomplished when the rest of the machine was still under 

construction, for operating reasons the PSS has been 

divided in two subsystems, each controlled by one PLC. 

The first is in charge of the linac, the other of the 

undulator hall and safety hutch. 

Operation Modalities 

Three machine operation modalities have been defined 

to access both the linac tunnel and the undulator hall: 

Shutdown, Off and On. A key panel placed in the control 

room and connected to the PSS allows defining the 

working modality. 

In the Machine Shutdown modality, radiofrequency 

inside the tunnel is disabled and the following conditions 

must be fulfilled:  

 

 

Figure 1: The three main areas of the FERMI facility. 
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NSLS-II BOOSTER INTERLOCK SYSTEM 
R. Kadyrov#, P. Cheblakov, A. Derbenev, S. Karnaev, V. Mamkin, BINP, Russia 

H. Hseuh, S. Buda, BNL, USA

Abstract
The NSLS-II injector synchrotron (booster) is a full 

energy injector for the 3GeV NSLS-II main ring being 
commissioned in BNL, USA. Together with Linac and 
transport lines it constitutes the NSLS-II injector [1]. 
Being responsible for its design and manufacture, Budker 
Institute of Nuclear Physics (BINP) also designs 
the booster control [2] and diagnostic systems [3]. Among 
others, the systems include an interlock system consisting 
of an equipment protection system (EPS), a vacuum level 
and vacuum chamber temperature monitoring and control 
systems, and a beam diagnostic service system. These 
subsystems are to protect facility elements in case of 
vacuum leakage or chamber overheating and to provide 
subsidiary functions for beam diagnostics. Providing 
beam interlocks, it processes more than 150 signals from 
thermocouples, cold cathode vacuum gauges and ion 
pump controllers.  

Subsystems contain nine 5U 19" chassis with hardware 
of each based on Allen-Bradley CompactLogix 
Programmable Logic Controller. All the interlock-related 
connections are made with dry contacts, whereas system 
status and control is available through EPICS channel 
access. All operator screens are developed with Control 
System Studio toolset. This paper describes the functional 
design, configuration, operation and current status of 
interlock system developed and applied for NSLS-II 
booster. 

INTRODUCTION
As any other research facility, the NSLS-II accelerator 

complex can produce a number of hazards both for 
equipment and personnel. A set of systems of different 
operation control area was developed to eliminate and 
control these hazard sources: a separate interlock system 
controls Linac hazard, the other covers injection transport 
line, booster ring (BR) and extraction transport line. 
The main storage ring (SR) has its own protection system. 
The systems have own control area with a variety of 
hardware and software interconnection points between 
them. 

Personnel protection system (PPS) processes all 
injector interlocks and provides protection for people 
engaged in machine maintenance. PPS mainly provides 
facility access control during operation and is not 
described in this paper. BR and transport lines interlock 
system is within the scope of this paper. Booster 
interlock system includes several subsystems: temperature 
control, vacuum control, power supplies status control, 
and EPS. 
                                                           

# r.a.kadyrov@inp.nsk.su

SYSTEM REQUIREMENTS 
High facility safety requirements impose some strict 

principles of fault-tolerant interlock system design: 
All interlocks received should be hardware based. 
No software signal transmitting media can be trusted, 
so a source must be able to signal the interlock 
condition to the system even in case of main 
operation software stuck or failure. Network can be 
used only for status monitoring (e.g. for operator 
screen), not for subsystems interconnection. 
The system processes safety interlocks from different 
sources: subsystems and end equipment. Interlocks 
come as hardware signals of different type. 
For instance, temperature control processes signals 
coming from thermo relays as binary relay signals, 
whereas signals coming from thermocouples for 
continuous temperature readings are analog. 
Interlock signals processing should be made 
separately from main facility operation code 
execution. A separate logic device is needed to 
process data independently from main operation 
software, so a stuck or failure of the later should not 
prevent interlock logics from being properly 
executed, and the interlock system has to keep 
performing its operation. 
None of interlocks can be disregarded in any way but 
by hardware means. For example, the status signal 
from a faulty subsystem coming as a relay signal can 
be substituted by a wire loop on the connector or 
terminal. So a hardware change is to be done in order 
to continue normal operation, assuming a high level 
of access and deep understanding of interlock cause. 

SUBSYSTEMS
A set of subsystems was developed: temperature and 

vacuum control subsystems, equipment protection system 
and others. 

Temperature Control Subsystem 
There is a 60°C normally closed thermo switch 

mounted at the cooling water output of each magnet 
cooling circuit in the booster ring. There are two 
daisy-chained switches on the each magnet of BD-type. 
Signals from switches are analysed by thermo switch 
control system (TSW). If a magnet is overheated, TSW 
informs EPS about it via the hardware signal. The EPS 
processes it and generates the output signal to the magnet 
power supply. The PS treats this signal as external 
interlock and initiates a shutdown procedure. 
TSW transmits thermo switch status into the network, so 
magnet thermo switch status can be seen from the 
operator panel. 
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ESS BILBAO INTERLOCK SYSTEM APPROACH∗

D. Piso† , M. Eguiraun, I. Arredondo, S. Varnasseri, ESS-Bilbao, Spain

Abstract
This paper describes the approach used at ESS-Bilbao

initiative for the implementation of the Interlock System.
The system is divided into two parts depending on the
required speed for the system response: Slow Interlocks
(>100 msec.) and Fast Interlocks (<100 msec.). Besides,
both interlocks parts are arranged in two layers: Local
Layer and Master Layer. The Slow Interlocks subsystem
is based on PLCs. This solution is being tested in the ESS
Bilbao ECR ion source with positive results and the first
version design is now complete for the LEBT system. For
the Fast Interlocks local layer part, a solution based on NI
cRIO has been designed and tested. In these tests a max-
imum response time of 3.5 usec. was measured for ana-
log acquisition, threshold comparison and signal genera-
tion. For digital signals the maximum time response of a
equivalent process was 500 nsec. These responses are con-
sidered valid for the standard need of the project. Finally,
to extract information from the interlocks system and its
monitoring, the Modbus/EPICS interface is used for Slow
Interlocks, while EPICS output is produced by NI cRIO.
Hence, it is planned to develop a light pyQT solution to
perform this task.

INTRODUCTION
The ESS-Bilbao (ESSB) project is developing a light ion

linear accelerator and neutron source [1]. The accelera-
tor will have the following components: a high current Ion
Source (IS), a Low Energy Beam Transport (LEBT), a Ra-
dio Frequency Quadrupole (RFQ), Medium Energy Beam
Transport (MEBT) and a DTL (Drift Tube Linac). The IS
will produce a proton beam with a maximum current of 60
mA. The LEBT will focus and monitor the particles into
the RFQ, which increases the energy from 75KeV to 3MeV.
The MEBT is in charge of coupling the beam into the DTL
to reach a final energy of 50MeV. The protons will be fed
into a Beryllium neutron production target[2].

The integrated control system at ESSB is divided into
four main subsystems with different functionalities (Fig. 1)
each one having its own almost independent network [3]:

1. Control Network (CN): Locally provides the controls
for different devices. At a higher layer provides oper-
ating, monitoring, alarm and other services.

2. Interlock System (IN): Provides the local protection of
the equipment and stops the beam in those situations
with risk of damage for the machine.

∗ iarredondo@essbilbao.org
†D. Piso is now with ESS AB, Lund (Sweden)
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Figure 1: General control scheme.

3. Timing System (TS): Generates the necessary trig-
gers for different devices operation and synchronizes
events along the machine.

4. Human Safety (HS): Ensures the safety of personnel
in case of machine malfunction.

In terms of hardware, CN is based mainly in PXI chassis
for local control loops. These local controls are integrated
into an EPICS network. The TS of the accelerator will be
designed to be connected to a general timing system in-
frastructure based on White Rabbit. On the other hand,
HS is built with safety PLCs together with local safety sen-
sors (light barriers, emergency buttons,...) reaching the SIL
3/PLe safety performance.

In the case of IN, which is the main scope of this work,
the treatment will be different depending on the type of sig-
nals considered: fast or slow. Slow signals are the ones
which have a time response greater than 100 msecs whitout
causing machine damage, while fast ones are required to
have a response time smaller than 100 msecs. Slow signals
processing is done by means of PLCs. On the other hand,
the processing of fast signals will be done by FPGA based
technology. For local equipment protection systems it will
be performed by means of cRIO chassis. At higher lever,
the specific hardware to process and transmit the signals to
stop the beam is under study. Regarding the fast IN, it will
be explored the possibility of having a redundant system
through the TS by means of the WR Etherbone protocol.

Except the case of HS, the remaining systems are inte-
grated into and EPICS network to provide operation, mon-
itoring and high-level control functionalities. This way,
different software services are implemented. For instance,
CSS BEAST alarm handler [4] and archiving system based
on a NoSQL database using HyperArchiver [5]. Non-
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A SAFETY SYSTEM FOR EXPERIMENTAL MAGNETS BASED ON 

COMPACTRIO 

S. Ravat, X. Pons, L. Deront, A. Kehrli, CERN, Geneva, Switzerland  

Abstract 
This paper describes the development of a new safety 

system for experimental magnets using National 
Instruments CompactRIO devices. The design of the 
custom Magnet Safety System (MSS) for the large LHC 
experimental magnets began in 1998 and it was first 
installed and commissioned in 2002. Some of its 
components like the isolation amplifier or ALTERA 
Reconfigurable Field-Programmable Gate Array (FPGA) 
are not available on the market any longer.  

A review of the system shows that it can be modernized 
and simplified by replacing the Hard-wired Logic Module 
(HLM) by a CompactRIO device. This industrial unit is a 
reconfigurable embedded system containing a processor 
running a real-time operating system (RTOS), FPGA, and 
interchangeable industrial I/O modules.  

A prototype system, called MSS2, has been built and 
successfully tested using a test bench based on PXI crate. 
Two systems are currently being assembled for two 
experimental magnets at CERN, for the COMPASS 
solenoid and for the M1 magnet at the SPS beam line. 
This paper contains a detailed description of MSS2, the 
test bench and results from a first implementation and 
operation with real magnets.  

INTRODUCTION 

The Magnet Safety System (MSS) is a part of the 

Magnet Control Project (MCP) at CERN, which was 

initiated in 1998 with the goal of producing an integrated 

system for controlling, protecting and analyzing data for 

the large magnets in the particle detectors at the Large 

Hadron Collider experiments. Common hardware and 

software are designed to this purpose, with manageable 

maintenance and operation in mind. The system can be 

adapted to both warm and cold magnets. 

The first prototype of the safety system, custom-made 

to specifications, was used to protect the Central Solenoid 

at the first surface tests at KEK in Japan.  

This system introduced two new protection types for cold 

magnets:  

 Superconducting Quench Detector, or SQD,   

 Differential voltage measurement, comparing 

voltages between various parts of the magnet system 

voltages. 

The final version of MSS was installed in all large LHC 

experiments: ATLAS, ALICE, CMS and LHCb. It has 

been running continuously ever since, a time span of 6 

years. 

MSS 

MSS continuously measures safety parameters from 

magnet sensors and collects information from subsystems 

to control the magnet (Fig. 1). 
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Figure 1: Information exchange in MSS.  

Structure 

As shown in Fig.2, the safety system has 3 main 

components: 

 An analog interface ACS containing the safety 

measurement channels, deciding whether a safety 

parameter has been exceeded, thus generating an 

alarm. Detections are made with 3 purpose-built 

signal condition modules: 

o A dual/differential voltage detection module - 

DVM 

o A dual bridge measurement module -DBQD 

o A dual resistive measurement module - DRM  

 A logical decision unit LCS determining the current 

machine status based on received parameters and 

alarms. The main electronic card of this unit is the 

Hard-wired Logic Module based on ALTERA 

FPGA. 

 An application interface API/APC between the logic 

unit and the actual machine which is the magnet with 

services. This interface controls main breakers, 

quench heaters, power converter, etc. 

MOPPC053 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

180C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Personnel Safety and Machine Protection



APPLICATION OF VIRTUALIZATION TO CERN ACCESS AND SAFETY 

SYSTEMS 

T. Hakulinen, J.B. Lopez Costa, P. Ninin, H. Nissen, R. Nunes, CERN, Geneva, Switzerland

Abstract 
Access and safety systems are by nature heterogeneous: 

different kinds of hardware and software, commercial and 

home-grown, are integrated to form a working system. 

This implies many different application services, for 

which separate physical servers are allocated to keep the 

various subsystems isolated. Each such application server 

requires special expertise to install and manage. 

Furthermore, physical hardware is relatively expensive 

and presents a single point of failure to any of the 

subsystems, unless designed to include often complex 

redundancy protocols. We present the Virtual Safety 

System Infrastructure project (VSSI), whose aim is to 

utilize modern virtualization techniques to abstract 

application servers from the actual hardware. The virtual 

servers run on robust and redundant standard hardware, 

where snapshotting and backing up of virtual machines 

can be carried out to maximize availability. Uniform 

maintenance procedures are applicable to all virtual 

machines on the hypervisor level, which helps to 

standardize maintenance tasks. This approach has been 

applied to the servers of CERN PS and LHC access 

systems as well as to CERN Safety Alarm Monitoring 

System (CSAM). 

INTRODUCTION 

Virtualization 

Computer virtualization can be defined as emulating 

existing computer hardware in software in such a way that 

the operating system and applications running inside that 

environment are not aware, at least in principle, that they 

are not being run directly on the hardware platform in 

question. The machine running the virtualization software 

is called the host, the machine being virtualized is called a 

client or guest, and the virtualization software is called a 

virtual machine monitor or a hypervisor. 

Depending on the case, the virtual environment may be 

based on complete software emulation of the guest 

hardware architecture, or the host machine may have 

hardware support for virtualizing itself or another 

(similar) architecture, which normally greatly simplifies 

the hypervisor design and increases performance of the 

virtual environment. The hypervisor implements virtual 

devices (video cards, disk controllers, PCI devices, etc.), 

which are either mapped to the real devices, device 

architecture permitting, or emulated in software by the 

hypervisor. The hypervisor may be able to manage 

several virtual machines simultaneously while 

administering the hardware resources of each. The 

hypervisor itself may run directly on hardware (type 1 or 

native or bare metal), or under another operating system 

as an application (type 2 or hosted). 

The guest operating system itself may be totally 

unaware that it is running on virtualized hardware. 

However, more usual nowadays is that the guest system 

implements already some support on the level of its 

device drivers to optimize performance in the virtual 

environment.  This technique is called paravirtualization. 

Some History 

The idea behind computer virtualization is old. The first 

ideas about a system capable of emulating another were 

already recorded in the late 1950’s. IBM became a major 

proponent of virtual machine technology in their 360, 

370, and 390 series mainframes, the last two of which 

have been in use at CERN. Starting from the Intel 386 

processor, there has been hardware support for 

virtualization on the PC machines. Several virtualization 

products have appeared since late 90s, such as VMware, 

Xen, KVM, Microsoft Hyper-V, etc. 

USE CASE FOR ACCESS AND SAFETY 

SYSTEMS 

Many reasons exist for using virtual machines: The 

original reason for IBM was to simplify OS research and 

design. Today’s data centres use virtual machines mainly 

for purposes of application isolation, load balancing, and 

eventually, saving of energy and money introduced by 

better utilization of hardware resources. However, as far 

as safety and access system servers are concerned, the 

rationale for considering server architecture based on 

virtual machines have to do with management of the 

application servers: 

• Application servers can be created and configured 

off-line without need for the final hardware until 

it’s time to go live. A completely “clean” 

installation of an existing server can be created and 

dropped in with a simple switch-on/off. 

• One single copy of the basic configuration can be 

created and all subsequent servers can be cloned 

from this. The only things to individually configure 

on each server are the network parameters and any 

per-server special software to be installed. It is 

even possible to automate all these tasks if the 

number of servers to be configured is large. 

• Since the application servers are dissociated from 

the physical hardware, in case of hardware failure, 

the application servers can be restarted and brought 

back on-line within minutes, if a physical failover 

host is available and server back-ups are up to date. 

• Being regular files on the host file system (albeit, 

often large), application servers can be easily 

backed up both locally and to a remote location. 
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REVISITING CERN SAFETY SYSTEM MONITORING (SSM) 

T. Hakulinen, P. Ninin, R. Nunes, T. Riesco-Hernandez, CERN, Geneva, Switzerland

Abstract 
CERN Safety System Monitoring (SSM) is a system 

for monitoring state-of-health of the various access and 

personnel safety systems at CERN since more than three 

years. SSM implements monitoring of different operating 

systems, network equipment, storage, and special devices 

like PLCs, front ends, etc. It is based on the monitoring 

framework Zabbix, which supports alert notifications, 

issue escalation, reporting, distributed management, and 

automatic scalability. The emphasis of SSM is on the 

needs of maintenance and system operation, where timely 

and reliable feedback directly from the systems 

themselves is important to quickly pinpoint immediate or 

creeping problems. A new application of SSM is to 

anticipate availability problems through predictive 

trending that allows one to visualize and manage 

upcoming operational issues and infrastructure 

requirements. Work is underway to extend the scope of 

SSM to all access and safety systems managed by the 

access and safety team with upgrades to the monitoring 

methodology as well as to the visualization of results. 

INTRODUCTION 

Safety System Monitoring (SSM) [1] is a framework 

for monitoring the computing infrastructure of CERN 

safety-related systems, such as the access and safety 

systems of LHC, SPS, and PS. The goal of SSM is to 

easily monitor these highly heterogeneous systems, and to 

present the access and safety maintenance teams an 

accurate overall picture of the functioning of the various 

parts of the monitored systems. While the monitoring 

system is primarily aimed at the maintenance teams, some 

elements are still available to access operators and safety 

personnel. 

After some years of experience with the original 

implementation of SSM, improvements were due: A new 

version of the monitoring tool offers easy application of 

visualization and trending as well as better overall 

performance. Any new features are being implemented on 

a new SSM instance while old systems, still monitored on 

the old instance, are being migrated to the new one, the 

two coexisting during an interim period. 

MONITORED SYSTEMS 

The following access and safety systems are the target 

of SSM: 

• LACS (LHC Access Control System) – who enters 

the LHC and when. 

• LASS (LHC Access Safety System) – is it safe for 

beam or access. 

• PACS (PS Access Control System) – who enters the 

PS complex and when. 

• PASS (PS Access Safety System) – is it safe for 

beam or access. 

• SPS PSS – integrated personnel safety system for the 

SPS complex. 

• SUSI (Surveillance des Sites) – who enters CERN 

sites and areas other than the accelerators. 

• CSAM (CERN Safety Alarm Monitoring) – alarms 

for the fire brigade. 

• Sniffer – gas detection and alarm. 

• SIP (Site Information Panels) – display relevant info 

at access points. 

• SSA (Safety System Atlas) – Access and personnel 

safety system for the ATLAS detector. 

CERN access and safety systems typically consist of 

many different kinds of devices, such as Windows and 

Linux servers, operator posts, panel-PCs, PLCs, video 

cameras, interphones, card readers, biometry scanners, 

etc. These devices come from many different vendors, 

and they are nowadays mostly directly network 

connected. Access systems reside mainly in the CERN 

Technical Network (TN) but some devices reside also in 

the General Purpose Network (GPN). The most important 

systems (some of the safety systems) have their own 

private networks. 

It is to manage this complexity in a unified manner that 

the SSM system was conceived: The goal was to build an 

integrated system for monitoring all safety and access 

systems managed by the CERN access and safety teams 

in a coherent and reliable manner. SSM is based on a 

freely available monitoring system Zabbix [2]. The main 

reasons for that choice are the openness and easy 

configurability of Zabbix, its out-of-the-box support for 

both Windows and Linux/Unix systems, SNMP and IPMI 

support, Oracle support, it being free of charge, and the 

fact that the access and safety teams have experience on it 

since some time. 

DESIGN PRINCIPLES 

The general design of the SSM system is based on the 

following basic principles: 

• Clarity: Aim to apply a no-nonsense approach to 

system monitoring to offer the clearest possible 

picture of the state of the various systems to the 

maintenance and operation teams. In practice, use 

global status displays with simple traffic-light-style 

graphics, from which it is possible to dive deeper 

into the details if necessary. 

• Simplicity: Use well-defined interfaces with clear 

functional separation. Use existing systems and 

CERN standard services whenever possible. 

• Reliability: Put in place self-diagnostic checks to tell 

if the displayed information is trustworthy. 
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THE DETECTOR SAFETY SYSTEM OF NA62 EXPERIMENT 
G. Maire, A. Kehrli, S. Ravat, CERN Geneva, Switzerland 

H. Coppier, ESIEE Amiens, France

 
 
Abstract 

The aim of the NA62 experiment is the study of the 
very rare decay  at the CERN SPS. The 
Detector Safety System (DSS) developed at CERN is 
responsible for assuring the protection of the experiment’s 
equipment. DSS requires a high degree of availability and 
reliability. It is composed of a Front-End and a Back-End 
parts, the Front-End being based on a National 
Instruments cRIO system, to which the critical safety part 
is delegated. The cRIO Front-End is capable of running 
autonomously and of automatically taking predefined 
protective actions whenever required. It is supervised and 
configured by the standard CERN PVSS SCADA system. 
This DSS system can easily adapt to evolving 
requirements of the experiment during the construction, 
commissioning and exploitation phases. The NA62 DSS 
is being installed and has been partially commissioned 
during the NA62 Technical Run in autumn 2012, where 
components from almost all the detectors as well as the 
trigger and the data acquisition systems were successfully 
tested. The paper contains a detailed description of this 
innovative and performing solution, and that can be 
considered as a good alternative to the LHC systems 
based on redundant PLCs. 

 

INTRODUCTION 
The NA62 experiment at CERN [1] consists of the 

order of eleven sub-detectors with dedicated services like 
power, cooling, gas supply, environmental monitoring. A 
novel Detector Safety System has been designed to detect 
possible operational problems, take preventive actions, 
and to sense potentially dangerous situations at an early 
stage to bring the concerned systems into a safe state. 

 
The DSS system should be: 
 Reliable, simple, robust, and 100% available. 
 Able to take immediate action to protect equipment. 
 Maintainable over the lifetime of the experiment. 
 Flexible and easily configurable. 
 Supervised via PVSS. 

 
The DSS in the LHC experiments [2] [3] is based on 

two redundant Siemens PLC for the front-end and a PVSS 
SCADA for the  back-end (Fig. 1). The two CPUs 
constantly compare their states and automatically detect 
abnormalities. In the event of a problem, only the “good” 
branch continues to operate. 

 

 
Figure 1: LHC Detector Safety System. 

 
For the NA62 experiment, a new DSS front-end was 

developed using an innovative solution based on cRIO 
components of National Instruments. The supervisor 
remains based on PVSS SCADA in order to easily 
integrate it into the overall architecture of the experiment. 
The cRIO controller [4] fulfills all the requirements 
described previously, offers additional advantages: 

 As it is based on FPGAs there is no need of 
redundancy, and therefore it implies a significant 
cost reduction. 

 The development time is reduced, indeed only the 
safety matrix programming is needed. 

 The process treatment is faster (less than 1ms, i.e. 
around 20ms for the PLC). 

DSS REQUIREMENTS 
 
The NA62 experiment is composed of several sub-

detectors installed underground the CERN SPS north area 
(Fig. 2). For each sub-detector, high and low voltage 
equipment is installed in racks placed very close to the 
sub-detectors. This very sensitive equipment must be 
stopped in case of abnormal conditions, as described 
below. 

 
The NA62 DSS system is required to check: 
 The temperatures of 40 electronic racks installed 

along the experiment  in  TCC8 and  ECN3 (Fig. 2). 
A first level alarm releases an interlock to the 
equipment installed in the rack in order to switch it 
off. If the temperature continues to rise reaching the 
second alarm level, the power of the entire rack will 
be cut (power cut in a rack may cut more than one 
rack). The temperature alarm thresholds are 
configurable from the PVSS supervisor. 

 The vacuum conditions of the NA62 decay volume 
( 500 m3) generating an interlock for the LAV HV 
controllers, if the vacuum conditions are not good 
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DATA MANAGEMENT AND TOOLS FOR THE ACCESS TO THE 
RADIOLOGICAL AREAS AT CERN 

E. Sanchez-Corral, P. Carbonez, A. Dorsival, G. Dumont, K. Foraz, T. Hakulinen, F. Havart,  
M. P. Kepinski, S. Mallon Amerigo, P. Martel, P. Ninin, R. Nunes, F. Valentini, J. Vollaire  

CERN, Geneva, Switzerland 

Abstract 
As part of the refurbishment of the PS accelerator 

complex Personnel Protection System, the Radiation 
Protection (RP) checkpoints and buffer zones, for the 
radiological controls of equipment removed from the 
beam areas, have been incorporated into the design of the 
new access points. Integration of the RP and access 
control equipment has been very challenging due to lack 
of space in many of the zones, and it provides an 
integrated access concept to the primary beam areas. 
Although successfully carried out, our experience from 
the commissioning of the first installed access points 
shows that the integration should also include the 
software tools and procedures. This paper presents an 
inventory of all the tools and data bases currently used (*) 
in order to ensure access to the CERN radiological areas 
according to CERN’s safety and radioprotection 
procedures. We summarize the problems and limitations 
of each tool as well as the whole access process, and 
propose a number of improvements for the different kinds 
of users. The aim is to optimize the access process and the 
operation & maintenance of the related tools by 
rationalizing and better integrating them. 

(*) Access Distribution and Management, Safety 
Information Registration, Works Coordination, Access 
Control, Operational Dosimeter, Traceability of 
Radioactive Equipment, Safety Information Panel. 

INTRODUCTION 
The Personnel Protection System (PPS) is a vital 

component of every accelerator facility. Its role is to 
ensure safe access of personnel to the accelerators and 
safe operation of beams. Further to the PPS several other 
systems are involved in the process of granting physical 
access to CERN accelerators. CERN is also under an 
obligation to follow both internal safety rules [1] and 
those imposed by the Nuclear Authorities of the Host 
States [2] [3] . 

Refurbishment of the Personnel Protection System in 
the PS accelerator complex [4] at CERN has been an 
opportunity to integrate technical features to facilitate and 
enforce procedures for personnel and material controls. 
Integration of the hardware for the different systems in 
the existing infrastructure with significant space 
constraints has been one of the main challenges of the 
project. Another critical aspect was the integration of the 
software associated to the different interfaced tools.   

This experience has motivated to launch a larger scope 
analysis, object of this paper, covering all the phases, 
procedures and tools required to access and exit CERN 
radiation areas. 

ACCESS PROCESS OVERVIEW 
 The following phases and tools can be identified as 

necessary for the access process: 

Zones and Access Criteria Definition 
From a software perspective, the zones are defined by 

the Department Safety Officers and the Access Control 
service, via the Safety Officer Support tool (SOS) and 
stored in the Foundation database, which is CERN’s 
global administrative data repository. An access zone is 
defined in the database by one or more valid locations 
(Patrimony database), one or more access control points 
(Access database), and specific criteria to fulfil in order to 
have access authorisation to the zone, like safety and 
technical training, personal dosimeter, etc. The CERN 
Geographic Information System (GIS) provides a 
geographical view of CERN sites and the possibility to 
geographically locate assets. 

User Identification and Authorisation 
This phase consists of person registration (CERN HR 

identifier), iris biometry enrolment and the distribution of 
person’s access card and personal dosimeter (DIS).  The 
possession of the DIS when entering a zone is ensured by 
the access RFID chip enclosed in the physical support of 
the DIS. For access into the Limited Stay Areas, the user 
must also obtain an operational dosimeter (DMC). The 
above mentioned services are located in the same 
building, and the procedures streamlined in order to make 
the whole process more efficient. Users shall then follow 
the necessary training for each zone for which access is 
needed, and explicitly request access to each zone 
justifying their reasons. This access request is handled by 
CERN’s Electronic Document Handling (EDH) and is 
approved by every person’s supervisor and Zone 
manager. Users have to follow safety courses using 
CERN self-training interface (SIR), or in-class courses. 

Activity Preparation and Follow-up 
 The planning, scheduling and approval of activities in 

the different beam areas is performed using the 
Intervention Management Planning and Coordination 
Tool (IMPACT) [5] . Activities are reviewed and 
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DESIGN, DEVELOPMENT AND IMPLEMENTATION OF A DEPENDABLE 
INTERLOCKING PROTOTYPE FOR THE ITER SUPERCONDUCTING 

MAGNET POWERING SYSTEM 
M. Zaera-Sanz, GSI, Darmstadt, Germany 

J. Búrdalo, I. Romera, R. Schmidt, M. Zerlauth, CERN, Geneva, Switzerland

Abstract 
An interlock system for CERN-LHC superconducting 

magnets is successfully operating since several years. 
Based on the experience with this system, CERN has in 
collaboration with ITER developed a prototype for the 
central magnet interlock system. Its main mission is to 
provide the interlocking between the different subsystems 
for the superconducting magnet system of the ITER 
Tokamak, storing a total energy of more than 50 Giga 
Joules [1]. Upon detection of a quench or other critical 
powering failures, the central interlock system must 
initiate the extraction of the energy to protect the 
superconducting magnets. Depending on the operational 
circumstances, the interlock system must also request to 
trigger the plasma disruption mitigation to protect against 
mechanical forces induced between the magnet coils and 
the plasma. To fulfil this task with the required high level 
of dependability we have implemented an interlock 
system based on redundant PLC technology. In order to 
allow for simple and unique connectivity of all client 
systems involved in the safety critical protection functions 
as well as for common remote diagnostics, a dedicated 
user interface box has been developed. 

 

INTRODUCTION AND REQUIREMENTS 
The TE-MPE (Technology Department-Machine 

Protection and Electrical Integrity group) at CERN is in 
charge of the agreement No 7 to the 2007 cooperation 
agreement (CERN ref. No. K1449/AT) between CERN 
and ITER concerning Magnet and Superconducting 
Technologies and Electrical Engineering, which defines 
the cooperation between CERN and ITER in the fields of 
machine protection and interlock systems [2].  

In the context of the above agreement CERN has 
developed a prototype for the central ITER magnet 
interlock system. Its main mission is to provide 
dependable interlocking between the different subsystems 
for the ITER superconducting (sc) magnet system. 

An energy of more than 50 GJ is stored in the coils of 
the ITER Tokamak: 41 GJ in the toroidal field coils, 4 GJ 
in the poloidal field coils, 4 GJ in the central solenoid 
coils and around 1 GJ in the 89 corrector coils, for 
respective nominal currents of 68 kA in the toroidal 
magnets, 45 kA in the central solenoid, 48 kA in the 
poloidal magnets and 10 kA in the corrector magnets. 

To protect the superconducting magnets, the Quench 
Detection system (QD) measures the voltage drop over 
the different magnet coils through numerous individual 
quench detectors and informs the Central Interlock 

System (CIS) in case of an imminent quench (a typical 
validation time of up to one second is applied to minimise 
spurious triggers). Following the reception of a quench 
signal by the QD, the CIS must initiate with a maximum 
delay of 500 ms the extraction of the energy by requesting 
the opening of the according Fast Discharge Units (FDUs) 
and perform a fast power abort of the corresponding 
power converter(s), and depending on the operational 
state, request to trigger the plasma disruption mitigation 
via the CIS for plasma operation. Figure 1 illustrates the 
systems involved in the execution of the protection 
functions and their dependencies upon each other. 
 

 
Figure 1: Relationships between the CIS for magnet 
powering and the involved equipment systems. 

 
The CIS has to fulfil the following main requirements: 
 Protect the elements in the electrical circuits: In case 

of failure, the necessary steps have to be taken to 
trigger a discharge of the energy stored in the 
magnets. 

 Protect the plasma: The system should not generate 
powering or plasma aborts if this is not strictly 
necessary. Faulty trigger signals leading to fast 
discharges and plasma disruptions must be kept to a 
strict minimum. 

 Provide the evidence: In case of failure, the messages 
should get to the operator. The system must support 
the identification of the initial failure, also in case of 
multiple alarms (one initial failure that causes 
subsequent failures). 
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REFURBISHING OF THE CERN PS COMPLEX PERSONNEL 
PROTECTION SYSTEM 

P. Ninin, D. Chapuis, F. Chapuis, C. Delamare, J.- L. Duran Lopez, S. Di Luca, T. Hakulinen, L. 
Hammouti, J.-F. Juget,  T. Ladzinski, B. Morand, M. Munoz Codoceo, E. Sanchez-Corral Mena, 

F. Schmitt, G. Smith, R. Steerenberg, F. Valentini,  
 CERN, Geneva, Switzerland 

 
Abstract 

In 2010, the refurbishment of the Personnel Protection 
System of the CERN Proton Synchrotron (PS) primary 
beam areas started. This large scale project was motivated 
by the obsolescence of the existing system and the 
objective of rationalizing the personnel protection 
systems across the accelerator complexes at CERN to 
meet the latest recommendations of the regulatory bodies 
of the host states. A new generation of access points 
providing biometric identification, authorization and co-
activity clearance, reinforced passage check, and other 
radioprotection related functionality will allow access to 
the radiological areas. Using a distributed fail-safe PLC 
architecture and a diversely redundant logic chain, the 
cascaded PS Access Safety System guarantees the 
personnel safety in the 17 machine zones of the PS 
complex by acting on the important safety elements of 
each zone and on the adjacent upstream ones.  It covers 
radiological and activated air hazards from circulating 
beams as well as laser and electrical hazards. This paper 
summarizes the functionalities provided, the new 
concepts introduced, and the functional safety 
methodology followed to deal with the renovation of this 
50 year old facility. 

INTRODUCTION 
The Proton Synchrotron (PS) is the backbone of 

CERN’s accelerator complex, accelerating particles to 26 
GeV/c. The PS is part of the Large Hadron Collider 
injection chain. As represented in Figure 1, the PS 
accelerator complex is made of several machines, some of 
which can work independently and have specific 
operation modes.  

The project deals with the design, realization, 
integration, installation, test, commissioning and transfer 
to operation and maintenance of the Personnel Protection 
System of the Proton Synchrotron (PS) complex of 
particle accelerators. The PS Personnel Protection System 
(PS-PPS) is a regulatory requirement and is essential for 
the protection of personnel working in the PS accelerator 
complex mainly against radiation hazards.  

The system interfaces numerous Elements Important 
for Safety (EIS) of the PS machine and will gradually 
replace the existing access system during the CERN 
2013-2014 Long Shutdown. It will be fully operational in 
the spring 2014 when the LHC injectors will be restarted. 

 
Figure 1: CERN Accelerator complex. 

MOTIVATION 
 The present access system, which supervises the 17 

different zones, has followed the evolution of the PS as 
much as possible, but has now reached a point where a 
thorough renovation is necessary to cope with the new 
needs of operation and legislation applicable to this type 
of facility, assimilated to an “Installation Nucléaire de 
Base” (INB) that could be translated to “Primary Nuclear 
Facility”. 

The PS-PPS will protect personnel from radiological 
dangers at all times in the radiation-controlled access 
zones of the PS accelerator complex. Moreover, some 
additional hazards such as those related to the use of 
lasers or unprotected high-voltage equipment are covered 
in specific areas. A Preliminary Risk Assessment of each 
zone has been carried out, leading to the definition of the 
required safety functions and their associated Safety 
Integrity Level that will protect the persons against all the 
identified hazards. 

The PS-PPS will be composed of two complementary 
subsystems, the PS Access Control System (PACS) and 
the PS Access Safety System (PASS). The PACS 
equipment will be installed in all the PS access points and 
in areas around the PS machines and experiments. The 
PACS will ensure a physical barrier and will control 
access by means of automatic or remotely controlled 
security gates for personnel and material.  

 On the other hand, the objective of the PASS is to 
ensure that at any time and in every operation mode of the 
various machines, the PS complex is safe for the machine 
users. In Access mode, all the EIS of the accelerators are 
maintained in a safe state. In Beam mode, any intrusion 
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ACHIEVING A HIGHLY CONFIGURABLE PERSONNEL PROTECTION 
SYSTEM FOR EXPERIMENTAL AREAS 

F. Havart, R. Nunes, D. Chapuis, D. Vaxelaire, CERN, Geneva, Switzerland

Abstract 
The personnel protection system of the secondary beam 
experimental areas at CERN manages the beam and 
access interlocking mechanism. Its aim is to guarantee the 
safety of the experimental area users against the hazards 
of beam radiation and laser light. The highly 
configurable, interconnected, and modular nature of those 
areas requires a very versatile system.  In order to follow 
closely the operational changes and new experimental 
setups and to still keep the required level of safety, the 
system was designed with a set of matrices, which can be 
quickly reconfigured. Through a common paradigm, 
based on industrial hardware components, this 
challenging implementation has been made for both the 
PS and SPS experimental halls, according to the IEC 
61508 standard.  
The current system is based on a set of hypotheses formed 
during 25 years of operation. 
Conscious of the constant increase in complexity and the 
broadening risk spectrum of the present and future 
experiments, we propose a framework intended as a 
practical guide to structure the design of the experimental 
layouts based on risk evaluation, safety function 
prescriptions and field equipment capabilities.  

INTRODUCTION 
Secondary beams physics is supported at CERN since 

the seventies. It has seen several personnel protection 
systems (PPS) along the years, protecting personnel from 
radiation hazard.  

For historical and organizational reasons, PS and SPS 
experimental areas (EA) PPS, despite their common role 
and function, were never identical. Developed by 
different teams, at different times, and for different 
groups of users, they always shared the mission, but 
neither the technology, nor the look and feel.  

In 2003, following the obsolescence of the systems in 
place at the time at both PS and SPS, a decision was taken 
to renew them completely, using a common design and 
uniform concept for the first time [1].  

 
The Safety Instrumented Functions (SIF) implemented 

by the EA PPS should guarantee that: 
• If there are people in a zone, there is no beam. 
• If there is beam in a zone, there are no people. 

 
Safety is, of course, paramount in the implementation, 

but availability is not to be overlooked, as the PPS is 
essential to beam operation. Without an operational PPS, 
no EA physics is possible. 

 
 

PS AND SPS EXPERIMENTAL AREAS 
OPERATION 

The experimental areas are a set of physically 
independent enclosed zones into which one or several 
beams can be injected. Their size and shape can be 
adapted to serve the intended purpose. A group of zones, 
usually located in the same building hall, is called a super 
zone (Figure 1). 

Currently, CERN runs 5 super zones, 2 for PS and 3 for 
SPS. 

Depending on the experimental requirements, the zones 
are equipped with the needed instrumentation, beam lines, 
target if needed, and safety protections. They are operated 
for the required period of time according to the physics 
planning, and then reconfigured for the next experiments. 
Duration of a particular configuration ranges from a few 
days to several weeks. 

 
Figure 1:  CERN SPS experimental areas, showing beam 
lines, super zones, zones imbrication, EIS-M and EIS-A 
positions. 

SYSTEM DESIGN 
To mitigate the radiation hazard and to achieve a high 

degree of personnel protection, the super zone PPS 
interlocks the Element Important for Machine Safety 
(EIS-M), able to stop beams, and the Element Important 
for Access Safety (EIS-A), able to stop access. 

 
The following requirements existed for the overall 

system: 
1. Reconfiguration of EIS-A/EIS-M combination had 

to be possible without any system change, 
software or hardware. 

2. All the control system had to be based on available 
industrial equipment. 
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REAL-TIME SYSTEM SUPERVISION FOR THE
LHC BEAM LOSS MONITORING SYSTEM AT CERN

C. Zamantzas∗, B. Dehning, E. Effinger, J. Emery, S. Jackson, CERN, Geneva, Switzerland

Abstract
The strategy for machine protection and quench pre-

vention of the Large Hadron Collider (LHC) at the Euro-
pean Organisation for Nuclear Research (CERN) is mainly
based on the Beam Loss Monitoring (BLM) system. The
LHC BLM system is one of the most complex and large
instrumentation systems deployed in the LHC. In addition
to protecting the collider, the system also needs to provide
a means of diagnosing machine faults and deliver feedback
of the losses to the control room as well as to several sys-
tems for their setup and analysis. In order to augment the
dependability of the system several layers of supervision
has been implemented internally and externally to the sys-
tem. This paper describes the different methods employed
to achieve the expected availability and system fault detec-
tion.

INTRODUCTION
The strategy for machine protection and quench preven-

tion of the LHC is heavily dependant on the Beam Loss
Monitoring (BLM) system. At each turn, there are several
thousands of data values recorded and processed in order to
decide if the particle beams should be permitted to continue
circulating or their safe extraction is necessary to be trig-
gered. The decision involves a proper analysis of the loss
pattern in time and a comparison with predefined threshold
levels that need to be chosen dynamically depending on the
energy of the circulating beam. The processing of the ac-
quired data is needed to be performed in real-time and thus
requires dedicated hardware to meet the demanding time
and space requirements.

To maximize the reliability of the BLM system and al-
low a feasible implementation, this complexity needed to
be minimized by all means. At the same time, in order to
provide the necessary fail-safety and achieve the expected
availability a large number of additional processes was nec-
essary to be added that generate, collect and monitor the
state of the system in real-time. It becomes obvious that
by recording and relaying such information it can identify
weaknesses or failing components and provide a history to
understand the events that forced an unforeseen beam ex-
traction request. Thus, a subsequent effort has been done to
tap into its resources, extract and provide the most relevant
parts.

FRONT-END CHECKS
The front-end modules (BLECF) were given the main

task of acquiring, digitising and transmitting the analogue

∗ christos.zamantzas@cern.ch

signal provided by the detectors [1]. These modules re-
side in the tunnel, usually in a crate below the magnet un-
der observation. Due to their exposure in ionising radia-
tion, the generation of supervision data is done by dedi-
cated circuits and the collection of the data by an one-time-
programmable FPGA. The collected information is pack-
aged and then transmitted to the back-end part of the sys-
tem where it is checked and actions are initiated if found
necessary [2].

Analogue Circuit Operation
For the monitoring of the continuous operation of the

acquisition two independent techniques are used. The first
consists of a Schmitt trigger circuit, which monitors the in-
tegrator output level that flags an excess of 2.4 V. The sec-
ond survey technique introduces a constant input current of
10 pA and monitors if the recorded acquisitions are above
this level. In specific, the additional current corresponds to
one extra count output form the current-to-frequency con-
verter every 20 s. The output is constantly monitored and
in case of 120 s without a count, an error flag is generated
and transmitted.

Further, due to increasing negative leakage current of
the analogue circuit’s amplifier with the radiation dose, an
active compensation has been added to ensure a constant
10 pA input current. The compensation current is produced
using an 8-bit digital to analogue (DAC) converter with
a 10 GΩ resistor connected to the channel’s input. This
circuit is also monitored and two flags are raised and for-
warded for notification; one flag is raised when the DAC
level exceeds a value of 155 and a second when it reaches
the maximum, i.e. 255.

Low Voltage Power Supplies
To survey the voltage supplies of the BLECF module,

several comparator circuits, i.e. checking the 2.5 V and
±5 V to be inside operational tolerances, are monitored and
the results are transmitted together with the data frame.

The processing electronics will receive those check re-
sults and request the safe extraction of the beams if they
carry information of a fault in a critical location. Specifi-
cally, the processing module (BLETC) will exclude faults
from triggering a beam abort request if at least one of the
following conditions is satisfied: (a) the module has ‘0000’
as Card ID defined in the settings database, i.e. it is de-
fined as not active, or (b) the complete set of 8 channels
in a module’s configuration are set to ‘not connected to the
LHC Beam Interlock System (BIS)’, i.e. none of the chan-
nels is part of the Machine Protection System.
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A NEW SPARK DETECTION SYSTEM FOR THE ELECTROSTATIC 
SEPTA OF THE SPS NORTH (EXPERIMENTAL) AREA  

R. Barlow, B. Balhan, J. Borburgh, E. Carlier, C. Chanavat, T. Fowler, B. Pinget 
CERN, Geneva, Switzerland 

Abstract 
Electrostatic septa (ZS) are used in the extraction of the 

particle beams from the CERN SPS to the North Area 
experimental zone. These septa employ high electric 
fields, generated from a 300 kV power supply, and are 
particularly prone to internal sparking around the cathode 
structure. This sparking degrades the electric field quality, 
consequently affecting the extracted beam, vacuum and 
equipment performance. To mitigate these effects, a 
Spark Detection System (SDS) has been realised, which is 
based on an industrial SIEMENS S7-400 programmable 
logic controller and deported Boolean processor modules 
interfaced through a PROFINET fieldbus. The SDS 
interlock logic uses a moving average spark rate count to 
determine if the ZS performance is acceptable. Below a 
certain spark rate it is probable that the ZS septa tank 
vacuum can recover, thus avoiding transition into a state 
where rapid degradation would occur. Above this level an 
interlock is raised and the high voltage is switched off. 
Additionally, all spark signals acquired by the SDS are 
sent to a front-end computer to allow further analysis such 
as calculation of spark rates and production of statistical 
data. 

INTRODUCTION 
At CERN, the SPS is equipped with a slow extraction 

channel to fixed target beam lines in the North 
experimental area. This channel comprises five wire type 
electrostatic septa (ZS) followed by nine thick 
electromagnetic septa (MS). 

The ZS are composed of a field free region for 
circulating beam, a high field region for extracted beam 
and ion traps for active protection (Fig. 1). 

 

Figure 1: SPS electrostatic septa. 

High electrostatic field is obtained through the 
application of a high voltage on a flat anode/cathode 
construction: the anode electrode, connected to ground, is 
made out of a set of 60/100 μm thin wires.  The cathode 
electrode is powered by a PANTAK -300 kV generator 
(Cockcroft-Walton type) currently operated at -220 kV. 

The ion traps [1] are cleaning electrode devices placed 
in the region containing the circulating beam and 
typically operated around -6.6kV. These ion traps employ 
an electrostatic field to remove the ions produced by the 
beam interactions with the residual gas molecules, in 
order to reduce the high-voltage sparking between the 
anode and the cathode. 

Due to the technology used, both the cathode and the 
ion trap can spark internally causing degradation to their 
electric field, affecting the performance of the equipment 
and the machine [2] through: 

 Electrical stress on high-voltage feed-throughs; 
 Thermal heating of septa wires; 
 Degradation of the vacuum affecting both circulating 

and extracted beams; 
 Increased level of beam losses in the extraction 

channel. 
To alleviate these effects and protect the device, a 

Spark Detection System (SDS) has been developed in 
order to interlock the high-voltage power supplies in case 
of high spark rate. 

SIMULATIONS 
In the initial stage of the SDS design process, 

simulations of the high-voltage circuit between the 
generator, the ion trap power supplies and the septum 
(Fig. 2) were made with PSPICE. 
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Figure 2: Simplified view of ZS powering circuits 
(generator and ion traps). 
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RELIABILITY ANALYSIS OF THE LHC BEAM DUMPING SYSTEM 
TAKING INTO ACCOUNT THE OPERATIONAL EXPERIENCE DURING 

LHC RUN 1 
R. Filippini#, Filippini Consulting, Italy 

E. Carlier, N. Magnin, J. Uythoven, CERN, Geneva, Switzerland 

Abstract 
The LHC beam dumping system operated reliably 

during the Run 1 period of the LHC (2009 – 2013). A 
number of internal failures of the beam dumping system 
occurred that, because of built-in safety features, resulted 
in a safe removal of the particle beams from the machine, 
so called “internal beam dumps”. These failures have 
been appointed to the different failure modes and are 
compared to the predictions made by the reliability model 
established before the start of LHC operation. A 
statistically significant difference between model and 
failure data would identify those beam dumping system 
components that may have unduly impacted on the LHC 
availability and safety or might have been out of the 
scope of the initial model. An updated model of the beam 
dumping system reliability is presented, taking into 
account the experimental data presented and the system 
changes to be made during the LHC shutdown 2013 – 
2014. 

INTRODUCTION 
The LHC Beam Dumping System (LBDS) is the final 

element of the LHC Machine Protection System (MPS) 
[1]. Its function is to dump the beam safely onto the beam 
dump block, at any dump request issued by the MPS or 
self-triggered by the LBDS itself. In the present study, the 
LBDS is partitioned into three functions: actuation, 
control and surveillance. The actuation includes the 
extraction kickers (MKD), the septa magnets (MSD) and 
the dilution kickers (MKB) all with their power 
converters. Control includes the Trigger Synchronization 
and Distribution System (TSDS) and the Beam Energy 
Tracking System (BETS). Surveillance is about 
monitoring of internal processes and component’s state, 
and it also implements internal failsafe mechanisms. The 
LBDS also depends on auxiliary systems such as post-
mortem and diagnostics and the vacuum system, and it 
receives the dump request signal from the Beam 
Interlocking System (BIS). 

The analysis of the expected safety and availability of 
the LBDS was performed in 2003 – 2006 [2]. It returned a 
SIL4 figure of safety and a number of 8 ± 2 internal beam 
dumps per year, for both beams. MKD and MKB systems 
were found to be the most critical components for safety, 
with a contribution of 80% and were at the origin of 82% 
of the false dumps. These results were obtained by 

probabilistic failure models and, at that time, were not 
supported by any operational evidence. LHC operation 
from 2010 to2012 has given a rich record of operational 
data of the LBDS. In total, 139 failure events were 
recorded over that period of which 90 originated in the 
LBDS. Figure 1 shows the time series per month of the 
failure events in the LBDS over the three years. The trend 
is irregular, characterized by peaks. The most evident 
discontinuities are found in correspondence with a 
machine restart, after a technical or Christmas stop. 
Globally, a decreasing failure rate can be observed, which 
means that the LBDS, after an infant mortality period, is 
moving to a steady state situation. 

The study of these failure events made it possible to 
update the reliability models, recalculate and validate the 
failure rates, estimate the availability and the safety, and 
finally draw a list of recommendations to the designers. 
This paper presents a summary of the published results of 
these statistical analyses [3]. 

 

 
Figure 1: Time series of failure events recorded for the 
LBDS in 2010-2012. 

FAILURE ANALYSIS 
All failure events and technical interventions were 

systematically recorded in the LBDS technical and 
operational log books. Their identification was time 
consuming and their interpretation often needed the help 
of system experts. At the conclusion of this phase, data 
were arranged in a datasheet in which every failure event 
was classified with: 1) time stamp, 2) physical location of 
the fault (i.e. function, system, sub-system and 
component), 3) type of intervention, length and the repair 
action, and 4) identifier of the failure mode as clarified in 
the reliability analysis of 2006 [2]. 

 ___________________________________________  

#rob.filippini@tiscali.it 
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OPERATIONAL EXPERIENCE WITH A PLC BASED POSITIONING 
SYSTEM FOR A LHC EXTRACTION PROTECTION ELEMENT

C. Boucly, J. Borburgh, C. Bracco, E. Carlier, N. Magnin, N. Voumard,
CERN, Geneva, Switzerland

Abstract
The LHC Beam Dumping System (LBDS) nominally 

dumps the beam synchronously with the passage of the 
particle free beam abort gap at the beam dump extraction 
kickers. In the case of an asynchronous beam dump, an
absorber element protects the machine aperture. This is a 
single sided collimator (TCDQ), positioned close to the 
beam, which has to follow the beam position and beam 
size during the energy ramp. 

The TCDQ positioning control is implemented within a
SIEMENS S7-300 Programmable Logic Controller 
(PLC). A positioning accuracy better than 30 μm is 
achieved through a PID based servo algorithm. Errors due
to a wrong position of the absorber w.r.t. the beam energy 
and size generates interlock conditions to the LHC 
machine protection system. Additionally, the correct 
position of the TCDQ w.r.t. the beam position in the 
extraction region is cross-checked after each dump by the 
LBDS eXternal Post Operational Check (XPOC). 

This paper presents the experience gained during LHC 
Run 1 and describes improvements that will be applied 
during the LHC shutdown 2013 – 2014.

INTRODUCTION
The LHC beam dumping system includes a single-sided 

mobile collimator installed in front of the 
superconducting magnets Q4 for machine protection in 
case of a beam dump incorrectly synchronised with the 
particle-free abort gap (Fig. 1).

Figure 1: Schematic and functional layout of TCDS 
and TCDQ absorber elements.

The TCDQ is initially positioned at 8 from the
nominal beam orbit. It is moved inwards during the 
energy ramp in order to follow the adiabatic damping of 
the beam emittance. Its positioning system has to move 
synchronously the upstream and downstream corner of 
the jaws, to keep the position relative to the beam stable
and to perform any displacement synchronously with all

other collimators around the machine. The jaw position is 
acquired and analyzed in real-time and a beam dump is 
automatically executed in case of an internal or external 
failure.

The system is supervised from the control room where
operators can move the TCDQ jaw by means of dedicated 
applications. These applications allow to control the 
positioning of the TCDQ jaw either to discrete settings or
through functions (i.e. during the energy ramp). A
sequencer is used to automatically displace the jaw of the 
TCDQ from parking to injection position and to launch
the ramp function.

POSITIONING SYSTEM
Architecture

The TCDQ positioning system consists of two entities:
the Motor Drive and Control (MDC) and the Position 
Readout and Survey (PRS). 

The MDC controls the positioning system and its 
protection logic. The position is acquired by a linear 
potentiometer used as feedback in the positioning 
regulation loops. A set of mechanical switches determines
the operational limits of the jaws. A second set of 
switches is used for the protection of the mechanical 
limits.

The PRS surveys the relative position of the jaw w.r.t. 
interlock limits defined by operational conditions (Fig. 2) 
and managed as Machine Critical Settings (MCS) [1]. The 
upstream and downstream positions of the jaw are 
acquired by Linear Variable Differential Transformer 
(LVDT). The PRS is connected to the LHC Beam 
Interlock System (BIS) in order to dump the beam in case 
of an incorrect position. The PRS monitors also the jaw
temperature.

Figure 2: Interlock logic during a displacement
monitoring.
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OPERATIONAL EXPERIENCE WITH THE LHC SOFTWARE
INTERLOCK SYSTEM

L. Ponce, J. Wenninger, J. Wozniak, CERN, Geneva, Switzerland

Abstract
The Software Interlock System (SIS) is a JAVA software

project developed for the CERN accelerators complex. The
core functionality of SIS is to provide a framework to pro-
gram high level interlocks based on the surveillance of a
large number of accelerator device parameters. The in-
terlock results are exported to trigger beam dumps, inhibit
beam transfers or abort the main magnets powering. Since
its deployment in 2008, the LHC SIS has demonstrated that
it is a reliable solution for complex interlocks involving
multiple or distributed systems and when quick solutions
for un-expected situations is needed. This paper is present-
ing the operational experience with software interlocking
in the LHC machine, reporting on the overall performance
and flexibility of the SIS, mentioning the risks when SW
interlocks are used to patch missing functionality for per-
sonal safety or machine protection.

INTRODUCTION
As the stored energy in the Large Hadron Collider (LHC)

is orders of magnitude above damage level of many ac-
celerator components, safe operation of the accelerator re-
quires highly reliable interlocking of dangerous situations
or equipment failures. The core of the LHC interlock sys-
tem is the Beam Interlocks System (BIS) that is entirely
implemented in hardware and designed to inhibit injection
or dump the beams with extremely high safety and avail-
ability requirements. As a complement of the BIS, the
Software Interlock System (SIS) provides further protec-
tion by surveying and analyzing the state of various key
equipment. Its open architecture allows for fast and easy
configuration of more complex logic which allows to an-
ticipate failure rather than reacting to them. It is in par-
ticular possible to define complex interlocks that correlate
the state of many different systems and that are difficult to
implement as hardware interlocks. The system has been
designed to be highly reliable and the software base pro-
vides the flexibility for an easy reconfiguration of the logic
to respond to the changing needs of the LHC operation.

SIS ARCHITECTURE
The SIS has already been presented in details in [1] and

we will summarize shortly the key features in this paper.
The central concept of SIS are boolean expressions rep-

resented as trees. A root node of each tree is called a ”soft-
ware permit”. The permit usually corresponds to a boolean
signal allowing injection in the LHC or disallowing beam
circulation. The leaves of the trees are channels connected
directly to the equipment status values and the intermediate

nodes represent some logical expressions over those indi-
vidual channels. The values are usually compared to pre-
defined thresholds or ranges that are known as ”good” ref-
erences guaranteeing correct functioning of the accelerator
equipment. The typical tree is calculated periodically, trig-
gered by a repetitive, external event. The outcome of the
calculation (a boolean TRUE or FALSE value) is used as
an input for predefined actions (exports), typically to either
cut or enable the beam.

The SIS has a layered architecture which reflects the two
major tasks of the system: Data Acquisition and Data pro-
cessing, Fig. 1. The first layer deals with data subscrip-
tions providing values used later for the tree calculation.
Those values are stored in an internal buffer. The Calcula-
tion layer holds the definition of the trees and it is activated
upon the tree calculation event, taking already prepared
values from the internal buffer. One main architectural goal
was to make the analysis part as reliable as possible and
thus as independent as possible of the data acquisition part.

Figure 1: Schematic view of the SIS Architecture

The configuration of both layers is typically done in
XML where parts of this configuration can be generated
by a Velocity scripting engine [2]. To allow for easy and
fast configuration, some of the logic like triggering events
or nodes calculation can also be done directly in XML with
the use of Groovy scripting language. Export actions and
more complicated logic for data transformation are usually
stored as Java classes. Extension points allow developers to
provide their own implementation of components by lever-
aging the Spring Framework [3].

SIS is written in Java using modern JEE technologies
like Spring, RMI, JMS, XML, Velocity and Groovy. As
the SIS is a server side application, a Swing GUI was de-
veloped to show the system state to the operators in the con-
trol room. All permit trees are visible and dynamically up-
dated; channel states are expressed with colours and mark-
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DEVELOPMENT OF A MACHINE PROTECTION SYSTEM FOR 
FERMILAB’S ASTA FACILITY* 

A. Warner#, L. Carmichael, R. Neswold, and J. Wu FNAL, Batavia, IL 60510, U.S.A

Abstract 
Fermilab’s Advance Superconducting Test Accelerator 

(ASTA) under development will be capable of delivering 
an electron beam with up to 3000 bunches per macro-
pulse, 5Hz repetition rate and 1.5 GeV beam energy in the 
final phase. The completed machine will be capable of 
sustaining an average beam power of 72 KW at the bunch 
charge of 3.2nC. A robust Machine Protection System 
(MPS) capable of interrupting the beam within a macro-
pulse and that interfaces well with new and existing 
controls system infrastructure is being developed to 
mitigate and analyze faults related to this relatively high 
damage potential. This paper will describe the component 
layers of the MPS system including main actuators such 
as the FPGA-based Laser Pulse Controller, the Beam 
Loss Monitoring system design and the controls and 
related work done to date. 

INTRODUCTION 
The ASTA facility will be capable of testing 3 or more 

ILC-type SRF cryomodules under full ILC beam intensity 
and bunch structure.  In addition, test beamlines and 
downstream beamlines will provide a venue for advanced 
accelerator R&D (AARD).   Figure 1 shows a plan view 
of the facility that is divided into low energy and high 
energy phases. 

 

 
Figure 1: Machine layout. 

The electron beam is produced by a 1.3 GHz RF photo-
injector and then accelerated to ~50 MeV by two 1.3 GHz 
SRF cryomodules, each containing a single 9-cell cavity, 
before being injected into the 1st 8-cavity cryomodule. 
Initial beam commissioning of the cryomodule string will 
take place with a single Tesla type III+ cryomodule [1] 
driven by a 5 MW klystron; considered stage 1 [1].  The 
next stage of commissioning will take place with two 

Tesla type III+ cryomodules and one ILC type IV 
cryomodule.  This cryomodule string will be driven by a 
10 MW multi-beam klystron, with its associated HV 
power supply, modulator, and waveguide distribution 
system. The high energy beamlines downstream of the 
cryomodules will provide transport to an AARD 
experimental area and to the high energy beam dump.  

MPS DESIGN CONCEPT 
The Machine protection System (MPS) is being 

developed in stages that are commensurate with the 
commissioning goals for ASTA. The primary objectives 
from the MPS point of view is to mitigate beam induced 
damage to the machine components and to provide a 
comprehensive over-view of the entire accelerator based 
on the input status of all the relevant subsystems [2]. 
 

 
Figure 2: MPS Overview. 

Figure 2 illustrates the overall MPS design which is 
divided into 3 layers; a sensor layer to collect sub-system 
status, a process layer that utilizes the status to generate 
the permits and an actuator layer to receive the permits 
and inhibit the beam.  The initial stage of this 
development involves the design of the Laser Pulse 
Controller. 

LASER PULSE CONTROL 
The backbone of the ASTA facility is a radio-frequency 

(RF) photo-injector. The electron source is a 1-1/2 cell 
cylindrical-symmetric RF gun with a Cs2Te 
photocathode. The cathode is illuminated by an ultraviolet 
(UV, λ=263 nm) laser pulse produced via frequency 
quadrupling of an amplified infrared (IR, λ=1054 nm) 
pulse [3]. The photocathode drive laser enables the 
generation of a train of bunches repeated at 3 MHz within 
a 1-ms-duration. The 5-MeV electron bunches, exiting the 
RF gun are then accelerated with two superconducting 
radio-frequency (SRF) TESLA-type cavities (CAV1 and 

 ___________________________________________  

*Operated by Fermi Research Alliance, LLC, under Contract No. DE-
AC0207CH11359 with the United States Department of Energy  
#warner@fnal.gov 
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A MONTE CARLO SIMULATION APPROACH TO THE RELIABILITY 
MODELING OF THE BEAM PERMIT SYSTEM OF RELATIVISTIC 

HEAVY ION COLLIDER (RHIC) AT BNL* 

P. Chitnis#, T.G. Robertazzi, Stony Brook University, Stony Brook, NY 11790, U.S.A.  
K.A. Brown, Brookhaven National Laboratory, Upton, NY 11973, U.S.A.

Abstract 
The RHIC Beam Permit System (BPS) monitors the 

health of RHIC subsystems and takes active decisions 
regarding beam-abort and magnet power dump, upon a 
subsystem fault. The reliability of BPS directly impacts 
the RHIC downtime, and hence its availability. This work 
assesses the probability of BPS failures that could lead to 
substantial downtime. A fail-safe condition imparts 
downtime to restart the machine, while a failure to 
respond to an actual fault can cause potential machine 
damage and impose significant downtime. This paper 
illustrates a modular multistate reliability model of the 
BPS, with modules having exponential lifetime 
distributions. The model is based on the Competing Risks 
Theory with Crude Lifetimes, where multiple failure 
modes compete against each other to cause a final failure, 
and simultaneously influence each other. It is also 
dynamic in nature as the number of modules varies based 
on the fault trigger location. The model is implemented as 
a Monte Carlo simulation in Java, and analytically 
validated. The eRHIC BPS will be an extension of RHIC 
BPS. This analysis will facilitate building a knowledge 
base rendering intelligent decision support for eRHIC 
BPS design. 

INTRODUCTION 
The peak energy stored in RHIC (Relativistic Heavy 

Ion Collider at BNL) in the form of beams and magnet 
current is about 72 MJ [1]. BPS is an important element 
of the machine protection system and consistently 
observes the health of RHIC support systems like power 
supplies, cryogenics, beam loss monitors, access controls, 
quench detection, vacuum etc. Upon sensing an anomaly, 
it is responsible for taking action for the safe disposal of 
this energy [2].  

The BPS protects equipment and personnel from 
dangerous fault consequences. The reliability of BPS thus 
directly impacts the reliability of RHIC. Hence, there is 
an inherent need for high reliability of a safety critical 
system like BPS. The aim of this work is to calculate the 
probability of dangerous failures, which can lead to 
significant downtime of the collider. 

RHIC BEAM PERMIT SYSTEM 
The basic unit of BPS is a Permit Module (PM). There 

are 33 PMs located around the ring at equipment 
locations. They are connected by three fiberoptic links 

called the Permit Carrier Link, Blue Carrier Link and 
Yellow Carrier link. These links carry 10 MHz signals 
whose presence allows the beam in the ring. Support 
systems report their status to BPS through “Input 
triggers” called Permit Inputs (PI) and Quench Inputs 
(QI). If any support system PI fails, the permit carrier 
terminates, initiating a beam dump. If QI fails, then the 
blue and yellow carriers also terminate, initiating magnet 
power dump in blue and yellow ring magnets. The carrier 
failure propagates around the ring to inform other PMs 
about the occurrence of a fault.  

Other than PMs, BPS also has 4 Abort Kicker Modules 
(AKM) that see the permit carrier failure and send the 
beam dump signals to Beam Abort System. The magnet 
dump is initiated by terminating the power supply 
interlocks at individual PM location. The table shows the 
variants of the modules in BPS. 

 
Table 1: BPS Modules 

Modules Number 

Permit Module: Master (PM:M) 1 

Permit Module: Slave with Quench detection 
inputs (PM:SQ) 

13 

Permit Module: Slave with No Quench detection 
inputs (PM:SNQ) 

18 

Permit Module: Slave without any support system 
input (PM:S) 

1 

Abort Kicker Module (AKM) 4 

RELIABILITY THEORY 
Reliability [3] is the probability that a system will 

perform a required function under stated conditions for a 
specified period of time. The variable of interest is the 
system lifetime, which depends upon its components’ 
lifetimes. The lifetimes are related to the Hazard 
Rate/Failure Rate, which represents number of failures 
per unit time. The Bathtub curve [4] is generally used to 
model the lifetimes. The intrinsic failure period has a 
constant hazard function, which is used to model lifetimes 
of electronic components [5] that have a relatively longer 
intrinsic failure period. The constant hazard rate period 
has an exponential failure probability distribution 
function and has a peculiar property of being memory- 
less. It implies that a used item that is functioning has the 
same failure distribution as a new item. The effect of 

 _________________________________________  
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QUANTITATIVE FAULT TREE ANALYSIS OF THE BEAM PERMIT 
SYSTEM ELEMENTS OF RELATIVISTIC HEAVY ION COLLIDER (RHIC) 

AT BNL* 

P. Chitnis#, T.G. Robertazzi, Stony Brook University, Stony Brook, NY 11790, U.S.A.  
K.A. Brown, C. Theisen, Brookhaven National Laboratory, Upton, NY 11973, U.S.A.

Abstract 
The RHIC Beam Permit System (BPS) plays a key role 

in safeguarding against the anomalies developing in the 
collider during a run. The BPS collects RHIC subsystem 
statuses to allow the beam entry and its existence in the 
machine. The building blocks of BPS are Permit Module 
(PM) and Abort Kicker Module (AKM), which 
incorporate various electronic boards based on VME 
specification. This paper presents a quantitative Fault Tree 
Analysis (FTA) of the PM and AKM, yielding the failure 
rates of three top failures that are potential enough to 
cause a significant downtime of the machine. The FTA 
helps tracing down the top failure of the module to a 
component level failure (such as an IC or resistor). The 
fault trees are constructed for all module variants and are 
probabilistically evaluated using an analytical solution 
approach. The component failure rates are calculated 
using manufacturer datasheets and MIL-HDBK-217F. 
The apportionment of failure modes for components is 
calculated using FMD-97. The aim of this work is to 
understand the importance of individual components of 
the RHIC BPS regarding its reliable operation, and 
evaluate their impact on the operation of BPS. 

INTRODUCTION 
The Beam Permit System [1] is a centralized safety 

system that inspects the conditions prevailing in RHIC 
support systems, and acts appropriately to bring the 
machine to a safe state. To ensure equipment and 
personnel safety at all the times, it is very important that 
the BPS is highly reliable. The aim of this analysis is to 
calculate the failure rate of adverse failures occurring in 
PM and AKM. The analysis also provides a quantitative 
comparison of basic component failure rates and 
identifies the failure prone components.  

BEAM PERMIT SYSTEM MODULES 
The BPS consists of 37 modules that are dispersed 

around RHIC ring and are broadly divided in two 
categories. The first 33 of them are the PMs and the last 4 
are AKMs. The PMs are connected to each other through 
three 10 MHz carrier links: the permit link, the blue link 
and the yellow link. The permit link passes the beam 
dump signal and the blue & yellow links pass the magnet 
power dump signal. The AKM only connects to the 
permit link. The PM concentrates health inputs from 
various local support systems and has in-built intelligence 
to take decisions regarding safety. The health of the 

connected support systems is reported to other modules 
by maintaining the carrier outputs. The health inputs are 
called Permit Inputs and Quench Inputs. Taken together 
with the carrier inputs from previous PM, any input signal 
failure will cause its carrier output to terminate. The 
carrier failure ultimately reaches the AKMs. The AKMs 
have the permit carrier input, but no health inputs from 
support systems. They however have the carrier output 
and the beam dump output. If AKMs see a carrier failure, 
they wait for the beam abort gap, and then synchronize 
their dump output signal with the gap. If they don’t see 
the gap, the dump signal is sent asynchronously. 

 A support system fault kills the permit input and 
permit link. A magnet quench fault kills the quench input, 
permit link, blue link and yellow link. 

Failure Modes 
The PM and AKM themselves can malfunction which 

can be potentially detrimental to RHIC. Three such 
catastrophic failures are analyzed in this paper. The PM 
can fail in three modes, namely a False Beam Abort (FB), 
a False Quench (FQ) and a Blind (B). 

 FB: An input signal path fails within PM that 
terminates its permit carrier output. 

 FQ: An input signal path fails within PM that 
terminates its permit, blue & yellow carrier outputs. 

 B: PM ignores any input failure and maintains its 
carrier outputs.  

The AKM can fail in three modes, namely a False 
Beam Abort (FB), a Blind (B) and a Dirty Dump (DD). 

 FB: An input signal path fails within AKM that 
terminates its permit carrier output and generates 
beam dump signal. 

 B: AKM sees the carrier failure but cannot generate 
the beam dump signal.  

 DD: AKM cannot synchronize the dump signal with 
the abort gap, and beam is swept across the beam 
dump. 

    Table 1 shows the BPS module variants with their 
allowed modes of failure. 

Modules’ Structure 
Figure 1 shows the general structure of a PM [2]. It 

consists of various boards as shown. The thin arrows are 
the carrier signals, the broad arrows being the permit & 
quench inputs. The F/O-P, F/O-BY are the fiber optic 
cables along with connectors, for permit, blue and yellow 
carriers. The SMRX / SMTX is a single mode fiber optic 
 
 

 _________________________________________ 
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OPEN HARDWARE COLLABORATION: A WAY TO IMPROVE 
EFFICIENCY FOR A TEAM 

YM. Abiven*, P. Betinelli-Deck, J. Bisou, F. Blache, G. Renaud, S. Zhang  
Synchrotron Soleil, Paris, France 

 

Abstract 
SOLEIL is a third generation Synchrotron radiation 
source located near Paris, France. Today, the Storage 
Ring delivers photon beam to 26 beamlines. In order to 
improve the performance of the machine and beamlines, 
new electronics requirements have been identified. Up-to-
date commercial products are preferred but sometimes 
customs hardware designs are essential. At SOLEIL, the 
electronic group comprises a team of eight people in 
charge of the design, implementation and maintenance of 
the control and data acquisition electronics for the 
beamlines and accelerators. A large electronics installed 
base and a small team mean that we have very little time 
left to focus on the development of new hardware 
designs. As an alternative, we focus our development 
around the Open Hardware [1] (OHWR) initiative from 
CERN, dedicated for electronics designers at 
experimental physics facilities to collaborate on hardware 
designs. Starting in 2010, we studied how we could be 
more active on OHWR. After checking a few legal 
aspects about the OHWR and the feasibility of sharing 
source file designs, we now collaborate as an evaluator 
and a contributor. As a contributor, we share some boards 
in the SPI BOARDS PACKAGE project [2] that we have 
developed to face some current challenges at SOLEIL. As 
an evaluator, SOLEIL collaborates with characterizations 
of the TDC core project [3], and plan to evaluate FMC 
carrier. This approach allows us to be more efficient with 
development. We will present our approach, the issues 
that we have to face, and the benefits we obtain. 

 

SOLEIL APPROACH 
For the SOLEIL electronics group, being active on 

OHWR is a new approach to collaborate with other 
institutes, promoting our developments and evaluating 
projects available on OHWR. It is extremely beneficial to 
be able to exchange information on the site with up to 
eleven institutes leading different projects. It is interesting 
to see the number and variety of projects increasing 
quickly with up to 100 projects shared on the site. OHWR 
also has the support of 16 commercial companies who 
develop, produce and/or test open hardware products. It is 
also a good model for industrialization of the products.  
Before taking an active role on OHWR, three years ago 
we checked various aspects, regarding compatibility with 
our electronic CAD licence from Europractice to share 
our designs, and regarding the content of the OHWR 

licence; we were also awaiting feedback from other 
institutes. SOLEIL has now bought a commercial 
Cadence licence which enables us to share our design 
source files under the OHL licence.  

EXPECTATIONS 
SOLEIL is active on OHWR evaluating the TDC core and 
sharing design source files in the SPI Boards Package 
project, see Fig. 1. The next issue for the acquisition 
activity of the electronics group will be the evaluation of 
FMC boards as illustrated below. 

 
Figure 1: Functional diagram of SOLEIL activity on 
OHWR. 

From a technical point of view, SOLEIL expects that 
OHWR will enable it to develop in a collaborative 
manner with design reuse and to improve the products 
developed in house through feedback and peer review 
with other institutes. In term of collaboration, we believe 
that this platform will allow us to promote and share 
projects with the community. Moreover, the presence of 
commercial companies on OHWR encourages 
collaboration with industry, especially to facilitate 
production of hardware for evaluation as well as off-the-
shelf products.   
Finally, in terms of manpower, the strategy to use OHWR 
for our team is to reduce the development cycle, the 
hardware production cycle and keep working with limited 
resources. 

EVALUATION FROM OHWR 
In its technological watch activity, SOLEIL evaluates 

solutions available on the Open Hardware Repository. 
The first project evaluated is the TDC Core. It provides a 
time to digital converter core for XILINX [4] Spartan-6 
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TANGO STEPS TOWARD INDUSTRY* 
Jean-Michel Chaize, Andy Götz - European Synchrotron Radiation Facility, France 

Alexandre Delorme – Gravit innovation, Grenoble, France 

Abstract 
TANGO has proven its excellent reliability by 

controlling several huge scientific installations in a 24*7 
mode. Even if it has originally been built for particle 
accelerators and scientific experiments, it can be used to 
control any equipment from small domestic applications 
to big industrial installations. In the last years the interest 
around TANGO has been growing and several industrial 
partners in Europe propose services for TANGO. The 
TANGO industrialization project aims to increase the 
visibility of the system fostering the economic activity 
around it. It promotes TANGO as an open-source flexible 
solution for controlling equipment as an alternative to 
proprietary SCADA systems. To achieve this goal several 
actions have been started, such as the development of an 
industrial demonstrator, better packaging, integrating 
OPC-UA and improving the communication around 
TANGO. The next step will be the creation of a TANGO 
software Consortium able to engage itself as a legal and 
economical partner for industry. This foundation will be 
funded by industrial partners, scientific institutes and 
grants. The goal is to foster and nurture the growing 
economic eco-system around TANGO. 

A SUCCESS STORY  

Initial Phase 
The initial idea of TANGO started at the European 

Synchrotron Radiation Facility (ESRF) in 1998 when 
ESRF decided to build a new control system based on the 
proven concepts of their former system (TACO),  i.e. the 
Device as an object on the network and the Database as a 
service. The technology choices were updated to 
emerging standards (CORBA, C++, Java, Python). 
Although CORBA was an important cornerstone of the 
TANGO Controls because it was used as the network 
protocol it was hidden from the user so that it could be 
replaced in the future if needed. 

A Growing Collaborative Development 
Around 2001 the new synchrotron in France (SOLEIL) 

decided to adopt TANGO as their control system. 
They joined the ESRF effort to build TANGO. SOLEIL 

commissioned the first synchrotron fully controlled by the 
TANGO control system. In 2002 a workshop on CORBA 
based control systems was held at the ESRF. This showed 
the strong interest in CORBA as a network protocol and 
container for controls. In 2003 ELETTRA, the 
synchrotron in Italy, joined the TANGO community. It 

was followed by ALBA (Spain), PETRA III (Germany), 
and recently MAXIV (Sweden). However, TANGO is not 
confined to the synchrotron community. TANGO has 
been adopted by a number of laser sites (LMJ, CILEX) 
and small university projects   

New Opportunities 
Last year the French aerospace lab Onera decided to 

renew their control systems on one site. The outcome of 
their comparative studies gave a clear advantage to 
TANGO. Therefore in summer 2013 they decided to 
adopt it. 

 In the same period of time, we have seen several new 
sizeable scientific projects in Europe who chose TANGO 
for building their control system, i.e. Extreme Light 
Installation (ELI-NP)[1] project in Romania,  the Italian 
Mars Society and the ERAS project[2]. 

 In addition to that we have been in touch with other 
projects that need to choose a control system framework 
in the year to come.  

OPENING TO INDUSTRIAL WORLD 

More and More Industrial Business 
There is a clear trend in the new scientific projects such 

as Onera or ELI-NP to entrust the development of their 
control system to industrial companies instead of hiring 
control specialists themselves. In this context, a large part 
of the new projects involving TANGO has no internal 
programming resources. Therefore several service and 
support companies are jumping on the TANGO 
framework technology in order to respond to the multiple 
calls for tenders. These companies need to be trained and 
to have access to high quality documentation to develop 
efficiently a TANGO server or TANGO GUI. 
Furthermore, industrial companies are often seeking 
technical support and training. All these requests are not a 
part of the mission of the staff of research institutes like 
the ESRF. 

Therefore we have started to analyse the situation to 
find the best response.  

We identify 3 types of TANGO users 
1. Final users who need to control a set of equipment 

using a solution built on TANGO framework. 
2. Service companies or integrators providing 

consulting, development, services or support to final 
users 

3. Hardware suppliers, providing TANGO ready 
equipment i.e. detectors, sensors, actuators, motor 
controllers, measurement systems, imaging systems 
etc…  ___________________________________________  

*Work supported by Gravit Innovation www.gravit-innovation.org 
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CODAC CORE SYSTEM, THE ITER SOFTWARE DISTRIBUTION FOR 

I&C  

Franck Di Maio, Lana Abadie, Changseung Kim, Kirti Mahajan, Denis Stepanov, Nadine Utzel 

 ITER Organization, Route de Vinon sur Verdon, 13115 St Paul Lez Durance, France 

Abstract 
In order to support the adoption of the ITER standards 

for the Instrumentation & Control (I&C) and to prepare 

for the integration of the plant systems I&C developed by 

many distributed suppliers, the ITER Organization is 

providing the I&C developers with a software distribution 

named CODAC Core System. 

This software has been released as incremental versions 

since 2010, starting from preliminary releases and with 

stable versions since 2012. It includes the operating 

system, the EPICS control framework and the tools 

required to develop and test the software for the 

controllers, central servers and operator terminals.  

Some components have been adopted from the EPICS 

community and adapted to the ITER needs, in 

collaboration with the other users. This is the case for the 

CODAC services for operation, such as operator HMI, 

alarms or archives.  

Other components have been developed specifically for 

the ITER project. This applies to the Self-Description 

Data configuration tools. 

This software has also been used for the production of 

the first I&C applications in Cadarache for the monitoring 

of power stations. 

This paper describes the current version of the software 

as released in 2013 with details on the components and on 

the process for its development, distribution and support. 

INTRODUCTION 

The ITER control system is composed of central 

control services that will be installed at the ITER site in 

Cadarache and of the plant systems controllers that will 

be, for most of them supplied with the plant systems [1] 

[2]. 

For enhancing homogeneity and preparing for the 

integration, the ITER Organization is developing, 

distributing and supporting a software framework based 

on EPICS to be used for the development and tests of the 

control software of the plant systems. The same 

framework is used for configuring the on-site systems 

(servers, operator stations). It is supporting all the 

standards adopted for the ITER controls and aim at 

facilitating their adoption by the partners. The framework 

and the associated tools are packaged into the ITER 

CODAC Core System distribution.  

For the developments and tests at production sites, the 

central servers are replaced by a local computer, named 

Mini-CODAC. The CODAC Core system includes a 

reduced version of the central services to be installed on 

the Mini-CODAC systems. 

The distribution is continuously updated for adding 

new features and for fixing issues detected by users, user 

support and testers. These changes are packaged into 

regular releases issued twice a year since 2010. The 

operating system, Red-Hat Enterprise Linux (RHEL), is 

part of the distribution and can be updated once a year. 

COMPONENTS 

Configuration Toolkit (SDD) 

A dedicated suite of tools, named the SDD toolkit [3], 

has been developed for the project. It allows developing 

the detailed design of the local controls using editors and 

generating the configuration files required for building the 

control software and for configuring the CODAC 

services. 

All the configuration data are stored into a local 

database. Synchronization tools allow exchanging data 

between local and central databases 

The SDD toolkit is mandatory for any development that 

will be delivered to ITER. Verifications are made during 

the local design against ITER conventions and shared 

data (ex: plant breakdown structure).  

The toolkit allows creating and configuring all EPICS 

variables, the interface variables on PLCs and the data 

exchanged for plasma control. Alarms configuration and 

archiving parameters are also part of the configuration. 

The configuration data includes each controller and the 

I/O modules the software is controlling. The signals are 

also defined with their links with  the variables and, when 

required by the software, with the connection to the I/O 

modules. 

The user can edit files for updating list of variables, list 

of signals or EPICS variables declaration but the format is 

imposed by the toolkit and the files shall be parsed and 

the content imported back into the database. 

The latest extensions are for configuring the interface 

of real-time programs with the plasma control network, as 

described below.  

Following the progress of the plant systems design, 

verifications of centrally available data against local 

design will be enhanced. As an example, the list of 

variables that are centrally defined to constitute a system 

interface should be checked against the variable defined 

locally. 

Build Tools 

Using SDD configuration tools, the users develop 

projects that implement the control software whose scope 

can be a complete plant system or parts of one or many 

systems. Such a project is usually a deliverable for a 
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THE CASE OF MTCA.4: MANAGING THE INTRODUCTION OF A NEW 
CRATE STANDARD AT LARGE SCALE FACILITIES AND BEYOND* 

H. Schlarb, T. Walter#, K. Rehlich, F. Ludwig, DESY, Germany 
 

Abstract 
The demands on hardware for control and data 

acquisition at large-scale research organizations have 
increased considerably in recent years. In response, 
modular systems based on the new MTCA.4 standard, 
jointly developed by large Public Research Organizations 
and industrial electronics manufacturers, have pushed the 
boundary of system performance in terms of 
analog/digital data processing performance, remote 
management capabilities, timing stability, signal integrity, 
redundancy and maintainability. Whereas such public-
private collaborations are not entirely new, novel 
instruments are in order to test the acceptance of the 
MTCA.4 standard beyond the physics community, 
identify gaps in the technology portfolio and align 
collaborative R&D programs accordingly. We describe 
the on-going implementation of a time-limited validation 
project as means towards this end, highlight the 
challenges encountered so far and present solutions for a 
sustainable division of labor along the industry value 
chain. 

MTCA AT A GLANCE 
MTCA (also known as μTCA or MicroTCA, an 

abbreviation of Micro Telecommunications Computing 
Architecture) has evolved as a standard in the 
telecommunications industry from ATCA (Advanced 
Telecommunications Computing Architecture), a larger 
predecessor now dominating most of the market for 
telecom switching equipment. MTCA.0 marked the base 
specification for a smaller derivative standard, and 
MTCA.1, MTCA.2 and MTCA.3 added features needed 
to build ruggedized systems especially for the industrial 
and military markets. MTCA.4, mainly championed by 
the physics research community, brought further 
improvements regarding connectivity and signal 
precision. Defining feature of this latest amendment is the 
disentanglement of interfering signal paths made possible 
by the separation of boards, as depicted in Fig. 1 below.  
 

 
Figure 1: Pair of MTCA boards connected via Zone 3. 

MTCA ADVANCEMENTS ON THE 
CURRENT STATE-OF-THE-ART 

The adoption of MTCA marks a departure from parallel 
bus topology, which has been deemed insufficient in the 
light of rapidly increasing demands regarding data 
throughput and low latency links [1]. MTCA offers an 
outstanding digital signal processing performance through 
serial bus topology while maintaining a high analog 
signal integrity through purely differential digital signal 
transmission. System scalability is ensured through a 
large variety of crate sizes and a wide range of board  
form factors, which allow users to start with small test 
systems and then migrate to larger  and more powerful 
installations without changing the underlying technology.  

MTCA was designed and maintained as an open and 
modular standard controlled by the PICMG (PCI 
Industrial Computer Manufacturers Group, a governing 
body of more than 200 organizations), which effectively 
inhibits vendor lock-in and greatly promotes product 
variety. A steadily growing number of research facilities 
and electronics manufacturers base their latest designs on 
MTCA, and a large spectrum of both general purpose and  
specialized boards has become commercially available as 
a result.  

The extensive component redundancy options for 
failsafe operation as well as true hot swap capabilities to 
add or exchange components while the system is 
operational keep down-time to a minimum and further 
help to differentiate MTCA from other emerging 
competitors as well as existing legacy standards. 

MTCA.4 as the latest addition to the evolving MTCA 
standard family adds value through a range of features 
and design measures that: 

 enhance connectivity options through rear-side 
input/output channels in Rear Transfer Modules 
(RTMs), connecting to Advanced Mezzanine Cards 
(AMCs) in the front via Zone 3 connectors 

 improve timing stability through radial clock lines 
for high-speed Analog Digital Converters (ADCs),  

 provide enhanced shelf-management capabilities, 
e.g. to monitor and control power consumption, 
cooling conditions and mixed-vendor component 
compatibility.  

JOINT MTCA.4 PORTFOLIO-BUILDING 
Switching costs have been identified as a major barrier 

inhibiting the implementation of novel, superior standards 
[2]. The limited product variety that constrains every 
emerging standard in its early phases is arguably one of  

*Work supported by  HVF-0016 “MTCA.4 for Industry” 
#thomas.walter@desy.de                
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AUTOMATED VERIFICATION ENVIRONMENT FOR TWINCAT PLC 

PROGRAMS 

A. Beckmann, European XFEL, Hamburg, Germany

Abstract 
The European XFEL will have three undulator systems 

SASE1, SASE2, and SASE3 to produce extremely 

brilliant, ultra-short pulses of x-rays with wavelengths 

down to 0.1 nm. The undulator gap is adjustable in order 

to vary photon beam energy. The corresponding motion 

control is implemented with industrial PCs running 

Beckhoff TwinCAT Programmable Logic Controllers 

(PLCs). So far, the functionality of the PLC programs has 

been verified on system level with the final hardware. 

This is a time-consuming manual task, but may also 

damage the hardware in case of severe program failures. 

To improve the verification process of PLC programs, a 

test environment with simulated hardware has been set 

up. It uses a virtual machine to run the PLC program 

together with a verification program that simulates the 

behaviour of the hardware. Test execution and result 

checking is automated with the help of scripts, which 

communicate with the verification program to stimulate 

the PLC program. Thus, functional verification of PLC 

programs is reduced to running a set of scripts, without 

the need to connect to real hardware and without manual 

effort. 

BACKGROUND 

In automation, PLC programs are used to control 

devices with actuators based on feedback from sensors. 

The PLC runs a loop: first sensor values are applied to the 

program inputs, next the PLC program is executed to 

calculate the output based on the values from the input, 

and finally the program output is applied to the actuators. 

PLCs also provide network access to internal memory and 

variables in order to modify the behaviour of the program 

and to read out state information. The PLC is supported 

by a Numeric Control (NC) to control the positioning of 

movable axes. 

The control of the European XFEL undulator systems is 

implemented using Beckhoff TwinCAT, which offers real-

time PLC/NC on Windows based PCs. The PLC/NC is 

connected to the sensors and actuators of the undulator 

device via an EtherCAT field bus. 

Access from the network side is provided by the 

Automation Device Specification (ADS) protocol. The 

protocol is disclosed to the public, but only the .NET 

library is officially supported by Beckhoff. This basically 

limits the development of software using the ADS 

protocol to the Windows platform. 

PLC PROGRAM VERIFICATION 

The functional verification of the PLC program is an 

important step within the development process in order to 

ensure proper operation. In the past, the program was 

verified in the field by installing it on the device and 

testing manually. The disadvantages are obvious: due to 

the high effort only the functionality of the modified part 

of the program is tested, and failures may lead to severe 

damages of the hardware device. 

To improve the verification process, an automated 

verification environment has been developed. It allows 

running a set of tests using a single script. Each test is 

self-checking, i.e. it decides itself whether a test has 

passed or failed. If all tests are run and they all pass, then 

the functionality of the PLC program is said to be fully 

verified. 

Instead of connecting to a real hardware device, the 

inputs and outputs of the PLC program under verification 

(PUV) are connected to a Simulation PLC, which 

simulates the behaviour of the hardware device. Thus, 

verification can be done in an office environment, and in 

addition, the risk of hardware damages during verification 

is eliminated. 

Verification Environment Architecture 

Testcases are implemented on top of a verification 

environment, as shown in Fig. 1. The environment is built 

from verification components (VC) that abstracts the 

details of communication with the PLC subsystem from 

the testcases. 

 

 

Figure 1: Verification Environment Architecture. 

 

Each VC covers a specific interface of the PUV, which 

is either a software interface or a physical interface. A 

software interface is a set of internal variables, and the 

VC can access them directly via ADS. A physical 

interface is a collection of I/O signals, and the VC can 
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 MANAGING BY OBJECTIVES A RESEARCH INFRASTRUCTURE 

R. Pugliese, F. Billè, D. Favretto, N.Guidi, M. Turcinovich,  
Elettra – Sincrotrone Trieste S.C.p.A, Trieste, Italy 

 
Abstract 

Elettra [1] is a research center operating a research 
infrastrutcure with two light sources: a synchrotron 
radiation facility (Elettra) and a free electron laser 
(FERMI@Elettra). With the mission to promote cultural 
and socio economical growth of Italy and Europe through 
basic and applied research, technical and scientific 
training and technology transfer, few years ago it has 
adopted a balanced matrix organization. This paper 
describes the tools, techniques and practices we used to 
manage this change and the results obtained. We will 
describe the Virtual Unified Office (VUO) [2] based on 
the Project Management Institute [3] standards, that 
todays allow us to manage by objectives the whole 
research infrastructure and in particular, the integrated 
management of initiatives (projects, contracts, operating 
activities, staff commitments, skills, appointment letters 
and of the assessment procedures. We will also describe 
how the VUO integrates the various source of information 
to manage a set of company indicators and a balanced 
scorecard which allow us to execute the strategy.  

INTRODUCTION 
Elettra Sincrotrone Trieste is a multidisciplinary 

international laboratory of excellence, specialized in 
generating high quality synchrotron and free-electron 
laser light and applying it in materials science. Its mission 
is to promote cultural, social and economic growth 
through: 

• Basic and applied research; 
• Technical and scientific training; 
• Transfer of technology and know-how. 

We develop excellence by providing state-of-the-art 
services for high-quality, internationally recognized 
research, thus contributing to enhance the positive impact 
and relevance of science on society.). The main assets of 
the research centre are two advanced light sources, the 
electron storage ring Elettra and the free-electron laser 
(FEL) FERMI, continuously (H24) operated supplying 
light of the selected "colour" and quality to more than 30 
experimental stations. These facilities enable the 
international community of researchers from academy 
and industry to characterize material properties and 
functions with sensitivity down to molecular and atomic 
levels, to pattern and nanofabricate new structures and 
devices, and to develop new processes. Every year 
scientists and engineers from more than 50 different 
countries compete by submitting proposals to access and 
use time on these stations. These are selected by peer-
reviewed by panels of international experts on the basis of 
scientific merit and potential impact, and the winners are 

granted valuable access time as a contribution to their 
research. Few years ago Elettra has been trasformed from 
a functiona to a matrix organisation in order to improve 
effectiveness (figure 1) with 9 groups of people with 
similar competences and 4 (recently 5) project clusters 
each one representing a project portfolio.  

 

Figure 1: Elettra organisation. 

People can be involved in structural activities, projects 
or contracts. The former are required to maintain base 
service and plants while the latter are related to new 
developments or to customer request via the Industrial 
Liaison Office.  

Each group is coordinated by a group coordinator 
whose primary goal is to manage human resources. 

Project Managers manage projects and hence are 
responsible for reaching the project objectives in time and 
in budget using the resources (including people) assigned 
to their projects.   

Structural Activity are a sort of recurring projects 
whose primary objective it to maintain specific services 
or plants. Each structural activity is managed by an 
activity leader.  

Cluster coordinators supervise project portfolios by 
monitoring and supervising progress of projects and 
projects programs. In case of conflicts in resource 
assignment and priorities they act as arbitrators. 

A Strategic Committee contributes to define the 
company strategies and an Executive Committee with the 
participation of all the coordinators contributes to take all 
the executive decisions like allocating budgets, hiring 
people, buying expensive equipment, etc. 

Matrix organisations are quite flexible but are also quite 
complex to be managed. The flexibility is required to be 
able to operate the above mentioned assets with a limited 
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ESS INTEGRATED CONTROL SYSTEM AND THE AGILE 
METHODOLOGY 

Miha Rescic, Leandro Fernandez, ESS, Lund, Sweden 

Abstract 
The stakeholders of the ESS Integrated Control 

System (ICS) reside in four parts of the ESS machine: 
accelerator, target, neutron instruments and conventional 
facilities. ICS plans to meet the stakeholders’ needs early 
in the Construction phase, to accelerate and facilitate the 
Commissioning process by providing and delivering 
required tools earlier. This introduces the risk that 
stakeholders will not have had the full set of information 
required available early enough for the development of 
the interfacing systems (e.g. missing requirements, 
undecided design etc.) In order for ICS to accomplish its 
objectives it is needed to establish a development process 
that allows a quick adaptation to any change in the 
requirements with a minimum impact in the execution of 
the projects. Agile Methodology is well known for its 
ability to adapt quickly to change, as well as for involving 
users in the development process and producing working 
and reliable software from a very early stage in the 
project. The paper will present the plans, the tools, the 
organization of the team and the preliminary results of the 
setup work. 

THE INTEGRATED CONTROLS SYSTEM 
DIVISION 

The Integrated Control System Division (ICS) is 
responsible for control of the whole ESS machine and 
facility: Accelerator, target, neutron scattering, 
instruments and conventional facilities [1].  

ICS Layout 
ICS will provide the necessary controls infrastructure 

based on four components 
1. The control system core. Set of systems and 

tools that make possible for the control system to 
provide data, information and services to 
engineers, physicists and operators.  

2. Control boxes as the hardware interface to 
devices. 

3. Data management and control system 
configuration databases.  

4. Human-machine interfaces, which are software 
tools, control-room screens and engineering 
terminals.  

 
The ESS project is still in a very early stage. This has 

a clear consequence on the process of gathering 
requirements from the stakeholders. Users are very often 
reluctant to provide clear specifications or even to 
commit to deliver them in a short term. ICS is very much 
aware of the fact that requirements, technologies and 
plans might change during the development process as 

long as the projects evolve. ICS needs a working 
methodology capable to give enough flexibility to adapt 
to this changing environment and at the same time to be 
able to produce simplify versions of the final product that 
the stakeholders can evaluate and provide feedback from. 
 

ICS discarded from the very beginning the use of 
methodologies based on Waterfall processes for some of 
the parts of the project, even the V-Model, going into 
more Agile methodologies. An Agile process progresses 
in a series of iterations, where working software is always 
presented at the end of each iteration as a way to obtain 
feedback. 
 

ICS started to use Agile methods and practices early 
in 2013, implementing Scrum in some of its software 
projects. The main objectives were [2]: 

• Improve the communication process between 
ICS and the stakeholders and also to facilitate a 
good communication environment for the 
development team. 

• To adapt quickly and efficiently to changes. 
• To be able to deliver fast. This is a key objective 

as deliver fast a working product is the most 
efficient way to obtain feedback from the 
stakeholders.  

• Transparency. ICS wants the stakeholders to be 
aware of the progress on the different projects, 
so they can easily spot on deviations from the 
requirements. 

• Accuracy on the deliver date. ICS must be able 
to provide all the systems ready for 
commissioning in 2017.  

SCRUM WITHIN ICS 
There are different flavors of Agile methodologies: 

Scrum, Crystal clear, Kanban, Extreme programming, 
Feature Driven Development, etc. Scrum was the one 
selected by ICS for evaluation [3] and it is also the most 
popular of the Agile methodologies. The basics 
characteristics of Scrum are [4]: 

• Self-organizing teams. The team is in charge of 
selecting the tasks that they will work on, and 
assign them.  

• The product progresses in what is called Sprints. 
A sprint is a period of 1-4 weeks; at the end of 
the sprint the team should be able to present 
working software to the stakeholders.  

• Requirements are gathered and collected in what 
is called Product Backlog. The Product Backlog 
consists in a collection of requirements. Such 
requirements are usually redacted in a way that 
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MANAGE THE MAX IV LABORATORY CONTROL SYSTEM AS AN OPEN 

SOURCE PROJECT

Vincent Hardion,  Mirjam Lindberg, Antonio Milan Otero, Darren Paul Spruce, Andreas Persson, 

Julio Lidon-Simon,  Jerzy Jan Jamroz, MAXIV Laboratory, Lund, Sweden

Piotr Pawel Goryl, SOLARIS, Jagiellonian University, Poland

Abstract
Free Open Source Software (FOSS) is now deployed 

and used in most of the big facilities. It brings a lot of 
qualities that can compete with proprietary software like 
robustness, reliability and functionality. Arguably the 
most important quality that marks the DNA of FOSS is 
Transparency. This is the fundamental difference 
compared to its closed competitors and has a direct 
impact on how projects are managed.

As users, reporters, contributors are more than welcome 
the project management has to have a clear strategy to 
promote exchange and to keep a community. The Control 
System teams have the chance to work on the same arena 
as their users and, even better, some of the users have 
programming skills. Unlike a fortress strategy, an open 
strategy may benefit from the situation to enhance the 
user experience.

In this topic we will explain the position of the MaxIV 
KITS team. How “Tango install party” and “coding dojo” 
have been used to promote the contribution to the control 
system software and how our projects are structured in 
terms of process and tools (SARDANA, GIT... ) to make 
them more accessible for in house collaboration as well as 
from other facilities or even subcontractors.

INTRODUCTION

MAX IV Environment
The MAX IV Laboratory was created in 1987 under the 

name Maxlab. It consists today of three existing storage 
rings - MAX I, MAX II and MAX III. A new facility, the 
MAX IV, is being constructed in the north east of Lund, 
Sweden[1].   

The different professions involved in the development 
of the original facility were separated into very few areas 
of expertise. Conversely the scientists and engineers were 
generalists with a wide knowledge in the fields of science, 
vacuum, mechanical engineering, electronics and 
software (among many others). Many Maxlab people 
know or have already developed a piece of software for 
their own needs.

The new MAX IV project will grow both physically 
and humanly and the organisation has been changed to 
follow this escalation. The jobs have been divided into 
several areas of expertise and  the responsibility for each 
area has been assigned to different teams. The software 
development of the future control system is one of these 
areas. 

In cases like this there is always a risk that the new 
division of responsibilities will conflict with the old way 
of getting things done. The time needed to develop a new 
feature may have been less in the previous organisation 

since there is no communication latency when the 
developer is also the user. A dedicated team on the other 
hand has to maintain standards and take care of 
integration and deployment strategies, which brings 
overhead but in the long term will bring tangible benefits 
for the maintenance work. Managing the control system 
software environment like an Open Source project is a 
way to reconcile both user and developer expectations.

The Solaris Case

The MAX-IV Laboratory has tight collaboration with 
the Solaris Project.  The Solaris is the synchrotron 
radiation facility in construction in Krakow, Poland[2]. 
The Solaris machine will be a replica of the smaller 
MAX-IV storage ring and a linear accelerator built of the 
same components as the MAX-IV one.  The concept of 
replicating the hardware makes source code sharing 
significant for both projects. Most of software 
development is done by MAX-IV and the code is being 
provided to the Solaris. The Solaris is participating in 
development, too[3][4].  Open software repositories: GIT 
at the MAX-IV and the SVN (as it is today) at the Solaris 
simplify the cooperation. It is expected that open source 
formula will make commissioning of the both facilities 
more efficient.

FREE OPEN SOURCE SOFTWARE

The model of Free Open Source Software (FOSS) is 
based on transparency and contribution. To stay alive 
projects need to attract users because testing and feedback 
is the first contribution sought by the project’s authors. 
Among the users some developers will contribute directly 
with source code to reproduce a bug or with a patch for 
new features. At this point a virtuous circle is created and 
from a certain critical mass of persons involved in a 
community an ecosystem is formed.

“Not only does this provide an entry point for other 
developers to get involved, but it also means that people 
will take you seriously, and recognise you're capable of 
delivering the goods as time goes on.”[5]

At the beginning a piece of software offers a unique 
feature which makes it the choice of the users. Then the 
user support represented by any documentation, maybe a 
wiki or a mailing list, is essential to keep the users drawn 
to the project. A low learning curve can help to accelerate 
the appropriation of the software by the users.

Keeping the Community & the Users

Here the image matters! To keep the users interested 
and committed they need to be aware about the key 
features, news and updates of the software. Quality is a 
factor to take into account for the image. The users expect 
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TOOLS AND RULES TO ENCOURAGE QUALITY FOR C/C++ SOFTWARE 
Katarina Sigerud, Wojciech Sliwinski, Vito Baggiolini, Jean-Claude Bau, Stephane Deghaye, 

Jeremy Nguyen Xuan, Xavier Piroux, Gennady Sivatskiy, Ilia Yastrebov, CERN, Geneva, 
Switzerland 

 
Abstract 

Inspired by the success of the software improvement 
process for Java projects, in place since several years in 
the CERN accelerator Controls group, it was agreed in 
2011 to apply the same principles to the C/C++ software 
developed in the group, an initiative we call the Software 
Improvement Process for C/C++ software (SIP4C/C++). 
This paper will present the SIP4C/C++ initiative in more 
detail, summarizing our experience and the future plans. 

BACKGROUND 
In view of improving the quality and integrity of the 

products released in operations, the CERN accelerator 
Controls group decided in 2009 to apply a systematic 
approach to quality assurance (QA). The aim was to 
introduce QA activities as an integral part of the 
development cycle and to standardize and unify between 
the projects with regards to deliverables, deployment and 
release procedures. We call this initiative SIP, the 
Software Improvement Process and it was first applied for 
the Java projects in the group [1].  

The C/C++ software in the group is developed by 
several projects in separate sections. Most of the projects 
were already applying some quality assurance techniques 
but there was no common effort in their approaches and 
several aspects of quality assurance were not addressed, 
e.g. static code analysis, unit testing or continuous 
integration. 

Inspired by the success for the Java software, it was 
agreed in 2011 to apply the same principles to the C/C++ 
software developed in the group, an initiative we call the 
Software Improvement Process for C/C++ software 
(SIP4C/C++). 

OBJECTIVES 
The objectives of the SIP4C/C++ initiative are: 1) agree 

on and establish best software quality practices, 2) choose 
tools for quality, and 3) integrate these tools in the 
software development process.  

RESULTS 
After a year we have reached a number of concrete 

results. In the areas of standard quality assurance 
practices like unit testing, static code analysis and 
continuous integration, we have investigated the available 
tools and agreed on a common set of tools. In addition to 
this, we have implemented manifest file generation with 
dependency information and runtime in-process metrics. 
To automate the use of these tools, we have implemented 
a common build tool based on GNU Make, which 

standardizes the way to build, test and release the C/C++ 
binaries, libraries and executables. 

A Common Build Tool 
All software projects participating in the SIP4C/C++ 

initiative have joined forces and agreed to share a 
common software build and release process based on a 
common Makefile. This Makefile, called Make.generic, 
contains a common set of targets used by all projects. 
Besides the fundamental ones, it has targets to run the unit 
tests, to run Valgrind memory profiler, to build the demo 
programs, to generate code documentation, to produce a 
Manifest file as described in the next section, to create a 
SVN tag or branch and to deploy the binaries into the 
binary repository. Make.generic also standardizes certain 
configurations: it defines a set of compilation flags agreed 
on by the SIP4C/C++ members; it enforces a common 
directory structure for both the source code repository and 
for the binary repository; a common naming convention 
and versioning scheme for all released products. 

The Manifest 
In our software development process, we want to 

include certain build-time information into a binary, 
namely its name, version, build time, creator, compiler, 
OS, CPU architecture, etc. We call this information a 
“manifest”, inspired by the Java manifest. The manifest 
must be easy to retrieve at runtime using the CMX API 
(see the chapter related to the runtime metrics). It should 
also be retrievable without having to execute a binary and 
for binaries that cannot be executed e.g. libraries. 
Furthermore, if an executable contains several statically 
linked libraries, the manifest of all those libraries must be 
contained in the resulting executable. This is vital e.g. for 
troubleshooting scenarios, where we need to examine the 
versions of all libraries used to build the resulting 
executable. Before we started using manifests, the only 
information available about a given binary was contained 
in the file name and the file system location where it was 
stored (file name, creation time, uid of the creator). This 
solution was much less robust and powerful, because the 
information got lost if a library was copied to another 
location or linked into an executable. Sample manifest 
information is shown in Figure 1 below. 
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IMPROVING CODE QUALITY OF THE COMPACT MUON SOLENOID 

ELECTROMAGNETIC CALORIMETER CONTROL SOFTWARE TO 

INCREASE SYSTEM MAINTAINABILITY* 

O. Holme, D. Di Calafiori, G. Dissertori, L. Djambazov, W. Lustermann, ETH Zurich, Switzerland 

S. Zelepoukine, ETH Zurich, Switzerland and University of Wisconsin-Madison, U.S.A.

Abstract 
The Detector Control System (DCS) software of the 

Electromagnetic Calorimeter (ECAL) of the Compact 

Muon Solenoid (CMS) experiment at CERN is designed 

primarily to enable safe and efficient operation of the 

detector during Large Hadron Collider (LHC) data-taking 

periods. Through a manual analysis of the code and the 

adoption of ConQAT [1], a software quality assessment 

toolkit, the CMS ECAL DCS team has made significant 

progress in reducing complexity and improving code 

quality, with observable results in terms of a reduction in 

the effort dedicated to software maintenance. This paper 

explains the methodology followed, including the 

motivation to adopt ConQAT, the specific details of how 

this toolkit was used and the outcomes that have been 

achieved. 

INTRODUCTION 

The CMS ECAL DCS monitors all the relevant 

detector environment conditions and handles the control 

and monitoring of the powering systems that feed the 

readout electronics and provide bias voltage to the 

sensing elements of the detector [2]. In addition, the 

control and monitoring of several external applications 

are integrated, such as the CMS ECAL safety and cooling 

systems which rely on Programmable Logic Controllers 

(PLCs). The DCS software layer is implemented with the 

flexible and extensible SIMATIC WinCC Open 

Architecture (WinCC OA) supervisory control software 

[3] from ETM professional control and makes use of the 

JCOP Framework (JCOP FW) [4] that is developed by 

CERN in collaboration with the LHC experiments. 

The software was developed over a period of several 

years with coding contributions from nine people during 

the development phase. In order to distribute the work 

amongst the developers, the software was fragmented into 

a series of sub-applications according to the type of data 

to be handled and the region of the detector for which it 

was designed. Examples of sub-applications include bias 

voltage control, low voltage control, temperature and 

humidity monitoring, cooling monitoring and safety 

system interfacing. Twelve independent components were 

produced and combined to form the complete DCS. 

The common technology basis of WinCC OA and the 

JCOP FW, combined with a small number of 

development guidelines, ensured that the complexity of 

integrating the individual components was kept to a 

minimum. This enabled the system to be delivered on 

time for the start of the LHC physics program in 2009. 

 

MAINTENANCE PHASE 

Following the start of detector operations, the CMS 

ECAL DCS project moved into the maintenance phase. In 

order to support the system with a reduced team of three 

people, a significant consolidation of the software was 

required. A summary of the efforts to consolidate the 

DCS have been reported previously [5]. 

A key part of the consolidation phase was a detailed 

analysis of the existing code base. The results of this 

process indicated that the openness and extensibility of 

WinCC OA enabled developers to implement each 

component using very different fundamental principles, 

creating difficulties for the reduced team to maintain a 

detailed understanding of the complete DCS software 

layer. Additionally, the independent development of 

components led to cases where similar or identical 

functionality was implemented multiple times. 

To reduce the overall code base size, efforts were made 

to homogenise the components and remove redundant 

functionality implementations. Initially it was easy to 

identify areas of code to target and improve, leading 

towards the goal of a cleaner and smaller DCS software 

implementation. Although progress was made, it was not 

possible to quantify the improvements, nor to estimate 

how much more effort was required. 

During this initial phase of code consolidation, 

developers reported seeing similar blocks of code in the 

files that they were working with. These duplicated code 

segments could easily be removed through re-factoring of 

the software, but it was notable that this duplication was 

found by chance and that other duplicates could easily 

have remained hidden. 

In order to obtain a clear snapshot of the current code 

status and to track progress with time, an automatically 

evaluated set of metrics was required. The issue of code 

duplication was one of the main motivations for adopting 

automatic software quality assessment. The ConQAT 

toolkit was selected for its modern, powerful static 

analysis tool that can detect blocks of duplicated code 

known as code clones [6]. An additional benefit was the 

graphical summaries of quality metrics, which enable 

rapid assessment of overall results and the identification 

of problematic areas to target. 

CONQAT CONFIGURATION 

ConQAT is an extensible, open source quality 

assessment toolkit that is delivered with a set of static 

analysis tools for assessing many code quality metrics.  ___________________________________________  

*Work supported by the Swiss National Science Foundation 
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MANAGING A PRODUCT CALLED NIF-PLM  
CURRENT STATE AND PROCESSES* 

D. Dobson, A. Churby, E. Krieger 
Lawrence Livermore National Laboratory, Livermore, CA, USA 

Abstract 
“Product lifecycle management (PLM) is an integrated, 

information driven approach… to all aspects of a products 
life, from its design through manufacture, deployment and 
maintenance-culminating in the product’s removal from 
service and final disposal.” [1] The National Ignition 
Facility (NIF) can be considered one massive product that 
is made up of millions of individual parts and components 
(or products). The ability to manage a product of this size 
consists of controlling the physical definition, status and 
configuration of the sum of all of these products. This is a 
monumental undertaking yet critical to the validity of the 
shot experiment data and the safe operation of the facility. 
NIF is meeting this challenge by utilizing an integrated 
approach to implement a suite of commercial and custom 
enterprise software solutions to address PLM and other 
facility management and configuration requirements. It 
has enabled the passing of needed elements of product 
data into downstream enterprise solutions while at the 
same time controlling change and minimizing data 
replication.  Strategic benefits have been realized using 
this strategy and validated the decision for an integrated 
approach where more than one solution may be required 
to address the entire product lifecycle management 
process.  

This paper describes how this strategy has been 
implemented along with a discussion on the successes 
realized and the on-going challenges. 

INTRODUCTION 
The National Ignition Facility at the Lawrence 

Livermore National Laboratory (LLNL) is a stadium-
sized structure that contains a 192-beam, 1.8-Megajoule, 
500-Terawatt, ultraviolet laser system together with a 10-
meter diameter target chamber with room for multiple 
experimental diagnostics. NIF is the world’s largest and 
most energetic laser experimental system.  NIF’s laser 
beams are designed to compress fusion targets to 
conditions required for thermonuclear burn, liberating 
more energy than required to initiate the fusion reactions.  

The advancement of complex software solutions plays 
a significant role in managing the task of product lifecycle 
management. Using an integrated approach, NIF has 
deployed a framework of commercial and custom 
products that enables the movement of “various aspects of 
the product record into the necessary enterprise 
solutions” [2] to achieve a best-in-class software toolset 
for the diverse and unique challenges facing NIF.  To 

effectively and safely manage the definition, build, 
operation, maintenance and configuration control of all 
components and materials that make up the facility, our 
strategy was to implement  solutions that:  

 Capture and maintain an accurate physical 
description of the system 

 Promote a single source of data to reduce the need for 
replication 

 Effectively track changes and understand their impact 
on surrounding systems 

 Provide visibility into what components are installed 
in a given location at a given time 

 Promote a safe environment 
 Make full use of vendor-supported and industry 
standard interfaces 

While software plays a significant role in supporting 
the task of managing a product through change and 
configuration control, it is important to note that software 
can only supplement a well-defined and followed 
configuration management and change control policy. 

INTEGRATED SOLUTIONS 
This implementation effort was managed and executed 

with emphasis on several key areas: 

 Subject matter experts (SMEs) from all areas were 
utilized 

 Substantial commitment of IT resources 
 Common technology base (Oracle DB, consistent 
mid-tier, Java apps, Windows/Office desktops) 

 Close liaison with customer base 
 Focused on consensus standards such as EIA-
649/GEIA HB-649 [3], industry best practices such 
as CMII [4], and  industry leaders where applicable 

The resultant solution has proven to be very effective in 
meeting the programmatic challenges and adhering to the 
desired strategies as set forth early in the NIF project. A 
detailed description of the functions and interactions of 
three key applications follows.  

Physical Definition of NIF 
NIF utilizes a suite of commercial Computer Aided 

Design (CAD), Analysis, and Data Management software 
applications for the three dimensional virtual definition of 
the facility. The implementation and utilization of this 
suite of applications has aided in making the physical NIF 
a reality.   

The process of capturing a virtual design begins by 
creating a model for each individual component within 
the facility. These individual models are joined to create 

 ___________________________________________  

*This work performed under the auspices of the U.S. Department of 
Energy by Lawrence Livermore National Laboratory under Contract 
DE-AC52-07NA27344. #LLNL-ABS-632634  LLNL-CONF-644275 
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COMMISSIONING THE MEDAUSTRON ACCELERATOR WITH 
PROSHELL 

R. Moser 1, A. Brett1, U. Dorda1, M. Eichinger1, J. Gutleber2, M. Hager1, M. Janulis1, 
 J. Junuzovic1, M. Junuzovic1, M. Marchhart1, H. Pavetits1, C. Torcato de Matos1 

1EBG MedAustron, Wr.Neustadt, Austria 
2CERN, Geneva, Switzerland 

Abstract 
MedAustron is a synchrotron-based centre for light ion 

therapy under construction in Austria. The accelerator and 
its control system entered the on-site commissioning 
phase in January 2013. This contribution presents the 
current status of the accelerator operation and 
commissioning procedure framework called ProShell. It is 
used to model measurement procedures for 
commissioning and operation with Petri-Nets. Beam 
diagnostics device adapters are implemented in C#. To 
illustrate its use for beam commissioning, procedures 
currently in use are presented including their integration 
with existing devices such as ion source, power 
converters, slits, wire scanners and profile grid monitors. 
The beam spectrum procedure measures distribution of 
particle species generated by the ion source. The phase 
space distribution procedure performs an emittance 
measurement in beam transfer lines. The trajectory 
steering procedure measures the beam position in each 
part of the machine and aids in correcting the beam 
positions by integrating MAD-X optics calculations. 
Additional procedures and (beam diagnostic) devices are 
defined, implemented and integrated with ProShell on 
demand as commissioning progresses. 

INTRODUCTION 
MedAustron [1] [2] is an ion therapy and research 

centre presently under construction in Wiener Neustadt, 
Austria. The facility features a synchrotron-based 
accelerator (Figure 1) with up to 5 ion sources for 
protons, carbon ions and possibly other light ions. It will 
provide ion beams with energies up to 800MeV to 5 beam 
lines, one of which is a rotating proton gantry. 

The Procedure Shell Execution Framework (ProShell) 
is a C# application to automate high-level control and 
analysis tasks for commissioning and operation [3]. Each 
task called a procedure implements a standardized 
procedure interface and is deployed as .NET assembly 
(shared objects). Key features of the ProShell are: 
• Allocating resources on behalf of a procedure. 
• Uniform access to system, software and physical 

devices independent of communication protocols 
for monitoring and control purposes. 

• Reception and visualization of device 
measurements. 

• Management of generic procedure lifecycle and 
custom procedure workflow. 

• Parallel execution of multiple procedures. 
• Automatic procedure execution without user 

intervention. 
• Manual procedure execution to step through the 

procedure specific workflow. 
• Provide access to control system services hiding 

implementation specific interfaces and 
communication protocols. 

ARCHITECTURE 
Overview 

ProShell is a framework to dynamically load and 
execute procedures implemented as C# classes. As 
outlined in Figure 2 it provides access to system, software 
and physical devices for monitoring and control purposes. 
These services are accessible from ProShell through 
service-specific Driver objects that are used internally and 
are not directly accessible from the loaded procedures: 

 
Figure 1: MedAustron accelerator layout. 
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ARIEL CONTROL SYSTEM AT TRIUMF – PROJECT UPDATE

R. Nussbaumer, D. Dale, D. Morris, K. Negishi, J. Pon, J. Richards, G. Waters, P. Yogendran,
TRIUMF, Vancouver, Canada

Abstract
The Advanced Rare Isotope & Electron Linac (ARIEL)

facility at TRIUMF, scheduled for Phase 1 completion in
2014, will use a control system based on EPICS. Discrete
subsystems  within  the  accelerator,  beamlines  and
conventional  facilities  have  been  clearly  identified.
Control  system strategies  for  each  identified  subsystem
have been developed, and components have been chosen
to satisfy the unique requirements  of  each  system.  The
ARIEL  control  system  will  encompass  methodology
already  established  in  the  TRIUMF  ISAC  &  ISAC-II
facilities  in  addition  to  adoption  of  a  number  of
technologies  previously unused at  TRIUMF.  The scope
includes interface with other discrete subsystems such as
cryogenics  and power  distribution,  as  well  as  complete
subsystem controls packages.

FACILITY OVERVIEW
The ARIEL facility [1] will be composed initially of a

300KV  Electron  Gun,  three  superconducting   RF
accelerators, and beamline facilities to deliver beam to a
beam dump and to target facilities. Ancillary systems to
support  the  E-Linac  include  RF,  Cryogenics,  Vacuum
systems,  Beam  Optics  systems,  Beam  Diagnostics
systems,  a Machine Protect system, and a Cooling Water
delivery system. Conventional Facilites components, such
as  an  O2  Depletion  monitoring  system  and  Nuclear
Ventialtion will also be supported by the controls group,
although  not  technically  part  of  the  ARIEL  Control
System (ACS)

CONTROL SYSTEM ARCHITECTURE
As a  continuation  of  methods,  policies,  and  systems

developed for the ISAC and other control systems [2] at
TRIUMF, the ARIEL Control  System will  inherit  from
the  predecessor.  New  systems  will  be  put  in  place  to
accommodate  requirements that did not exist for ISAC,
but as much as possible, existing work will be re-used. In
addition to the ISAC Control System as a precedent, the
VECC test stand facility will be used as a proving ground
for some new technologies  and subsystems that  will be
later deployed in the ACS.

Initially,  controls for a 300KV Electron Linac will be
deployed,  with  first  beam  scheduled  for  March  2014.
Subsequently, a full target hall will be instrumented and
controls deployed.

The control system for ARIEL will use, at the top level,
EPICS. The overall architecture of the control system can
be decomposed into several discrete susbsystems that are
defined  along  boundaries  of  accelerator  and  beamline
functions, as well as by the controls technolgies that will

be  used  to  satisfy  the  specific  requirements  of  those
subsystems. 

Some  susbsystems  are  turnkey  packages  provide  by
contracted  vendors.  These  include  an  Air  Liquide
Advanced  Technologies  (ALAT)  cryogenics  system,
Ampegon klystron power supply,  conventional facilities
interfaces,  12KV  power  switchgear,  and  some  minor
cooling water control hardware.

Other  subsystems  include  traditional  beamline optics,
vacuum systems, beam diagnostics, interface to low-level
RF  controllers,  ion  source  hardware,  and  a  Machine
Protect System.

A  combination  of  hardware  platforms  including
Schnieder PLCs, VME-hosted I/O, fieldbus and CPU, and
various network-attached CPUs will be deployed. Devices
to be controlled will use a variety of fieldbuses.

To a significant degree, there is a mapping of PLC or
EPICS device support technologies to the hardware type
that  is  being  controlled.  As  much  as  possible,  the
intention  is  to  map  EPICS  technologies  along  both
hardware-type and geographical boundaries.

SPECIFIC TECHNOLOGIES
While  using  EPICS  as  the  central  controlling  and

supervisory component, there are several system-specific
device support and fieldbus types which will be deployed.
These are a result of systems provided by outside vendors
who  implement  turnkey  systems  with  built-in  control
systems. Primarily, these are PLC based control systems,
and the ACS will  use TRIUMF PLC device support  to
communicate  with  those  PLCs.  Vendors  have  been
cooperative  about  supporting  the  EPICS  interfaces  to
these  PLCs,  and  have  provided  address  mapping  for
process variables of interest to the ACS, and in one case,
augmented their standard PLC control system to include
suppport  for  a  fieldbus  protocol  that  was  specifically
requested by TRIUMF.

The standard for PLCs used in the forerunner control
system  in  ISAC  at  TRIUMF  is  the  Schnieder  Electric
Quantum series and similar PLCs. Historically, these have
used  the  Modbus+  fieldbus  to  connect  PLCs  and  their
associated IO drops. In ACS, the Modicon PLCs will use
newer  technology  CPUs  and  communications  modules
which have ethernet  communication between PLCs and
IO drops. Special loop-oriented topology in this product is
provided to promote redundancy in the communications
channels between PLCs and IO drops.

The standard  operating system for  all  control  system
CPUs will be Linux. For server and desktop hosts running
primarily Intel x86 style CPUs, major Linux distributions
will  be  used.  Future  upgrades  to  newer  versions  is
anticipated and rollouts will be performed as necessary. It
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PETAL CONTROL SYSTEM STATUS REPORT 
C. Present, CEA-CESTA, Le Barp, France 

A. Bauchet, Sopra Group, Mérignac, France

Abstract 
The PETAL laser is a high energy multi-Petawatt laser 

beam being installed in the building of the Laser 
MegaJoule facility at the CEA/CESTA near Bordeaux 
(France). The control system commissioning has started 
with the amplifier section alignment in 2013.  

The presentation gives an overview of the general 
control system architecture, and focuses on the use of the 
TANGO framework in some of the subsystems software.  

INTRODUCTION 
The PETAL project consists in the addition of one 

short-pulse (500 fs to 10 ps) ultra-high-power, high-
energy beam (few kJ compressed energy) to the LMJ 
facility [1]. The Laser MegaJoule facility (LMJ) is 
presently under construction at the CEA/CESTA site near 
Bordeaux (France). LMJ is an up to 240-beam laser 
system designed to study inertial confinement fusion 
(ICF) and physics of extreme energy densities and 
pressures [2]. 

PETAL will offer a combination of a very high 
intensity multi-Petawatt beam, synchronized with the 
nanosecond beams of the LMJ. PETAL will be used for 
High Energy Density Physics and research on Fast 
Ignition. 

PETAL is dedicated to academic research: designed 
and constructed by the CEA/CESTA for the Aquitaine 
Region which receives a financial support from the 
French Ministry of Research and of the European Union. 

 
 
 

 

 
Figure 1: PETAL in the LMJ building. 

 

 
PETAL’S PHASING STAGES 

The PETAL project is divided in 5 phases. The 1st one, 
finished in 2008, concerned the feasibility of key issues 

(front end and compression). The 2nd, finished in 2012, 
was the construction of the amplifier section 
infrastructures. The current 3rd and 4th phases are 
constructing notably the front end, the laser diagnostics, 
the energy bank, the compression stage area, and the 
transport-focusing stage in the target bay.  

 

 
Figure 2: LMJ and PETAL amplifier sections. 

The 5th phase will be the coupling of PETAL and one 
LMJ’s bundle especially the synchronisation subsystems. 

 

PETAL’S CONTROL SYSTEM 
Overview 

PETAL’s control system is distributed on a pyramid of 
4 layers: 

 Facility’s management on the N3 layer provides tools 
for the laser specialists to prepare and post treat the 
shots. 

 Central supervisory control on the N2 layer allows 
PETAL shot director to lead to the shot. 

 Low level supervisory control on the N1 layer 
provides applications for the exploiters to gather 
detailed information of each subsystem. 

 Equipment microcontrollers and PLC’s on the N0 
layer command and control the beam equipments 

 

Subsystem Architecture 
PETAL is divided into 10 major subsystems, 

corresponding to the main functions of the beam’s control 
system. The Shot Sequence Execution controls the states 
of each subsystem to lead to the shot. 

 

104 m 

45 m 

LMJ PETAL 
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DESIGN AND  IMPLEMENTATION ASPECTS OF THE CONTROL 
SYSTEM AT THE FHI FEL 

H. Junkes, W. Schöllkopf, M. Wesemann, FHI, Berlin, Germany 
Ralph Lange, AES, Princeton, New Jersey, USA; HZB, Berlin, Germany

Abstract 
A new mid-infrared FEL has been commissioned at the 

Fritz-Haber-Institut (FHI) in Berlin. It will be used for 
spectroscopic investigations of molecules, clusters, 
nanoparticles and surfaces. The oscillator FEL is operated 
with 15 – 50 MeV electrons from a normal-conducting S-
band linac equipped with a gridded thermionic gun and a 
chicane for controlled bunch compression. Construction 
of the facility building with the accelerator vault began in 
April 2010. First lasing was observed on Februar 15th, 
2012. [1] The EPICS software framework was choosen to 
build the control system for this facility. The industrial 
utility control system is integrated using BACnet/IP. 
Graphical operator and user interfaces are based on the 
Control System Studio package. The EPICS channel 
archiver, an electronic logbook, a web based monitoring 
tool, and a gateway complete the installation. This paper 
presents design and implementation aspects of the control 
system, its capabilities, and lessons learned during local 
and remote commissioning. 

CONTROL SYSTEM 

Cavity Control and Stabilization 
A feedback system for stabilizing the FEL cavity length 

has been installed. The HeNe-laser beam of a commercial 
interferometer (Agilent 10895A, VMEbus) is split in two 
beams (70 % and 30 %). The high-intensity beam passes 
through the FEL's 5.4-m-long cavity chamber, slightly 
angled with respect to the cavity axis, from one side of 
the cavity end mirror to the other side of the out-coupling 
mirror where it is reflected by a retroreflector. The low- 
intensity beam is directed to another retroreflector located 
on the opposite side of the cavity end mirror. 
[2] Furthermore, five out-coupling mirrors with different 
out-coupling hole sizes from 0.75 to 3.5 mm are mounted 
on a precision in-vacuum translation stage allowing to 
choose the hole size that is best suited for a given IR 
wavelength. Roll and pitch of the mirrors can be 
controlled by using in-vacuum pico motors (see Fig. 1). 

The EPICS controls run on a VMEbus CPU (Emerson 
MVME3100) under the RTEMS real time OS.[3] A 
MAXv motion system is used to control the relative 
distance between the two cavity mirrors using motorized 
micrometer drives on the translation. User and operator 
interfaces allow a fine tuning of the cavity. Two 
motorized pin holes with camera view screens on each 
end of the cavity allow to easily define the home 
positions of the roll and pitch of the mirrors with the help 
of an external HeNe alignment laser. Long term 
stabilization is guaranteed by closed loop control using 

EPICS records. This has been demonstrated during early 
commissioning. 

 
Figure 1: Cavity and undulator. 

IR Beam Diagnostic 
For monitoring the wavelength, a vacuum grating 

monochromator (Acton VM-504, RS232-control via SD3 
SpectraDrive Controller) in conjunction with a 
pyroelectric linear array detector (DIAS 128LT[4], see 
Fig. 2) is used.  

The interface to the array is realized with a rtd-
DM6430HR 16bit, 100kHz Analog I/O PC-104 module 
connected to a syslogic NETIPC/6. Debian Linux is used 
on the CPU board booting from CF card. The EPICS 
Input Output Controller (IOC) running on this board 
implements device support for ‘pyroArray’. A waveform 
record holds the profile of the last laser shot. The system 
is set up near the diagnostic chamber. 

 
Figure 2: DIAS 128LT. 

Machine Protection System 
Correct steering of the electron beam all the way to the 

beam dump must be continuously monitored to disable 
further gun triggers in case of a failure. A Struck 3316 16 
channel 250 MSPS 14bit VMEbus digitizer[5] is used to 
compare the signals from BPMs, current-transformer 
toroids, and the Faraday cup of the beam dump with the 
expectation values. If the comparison fails, RF will be 
switched off.  

In our configuration the board takes only power from 
the VMEbus while all communication is routed through a 
Gigabit Ethernet connection (SFP at the front panel). The 
Struck card provides a communication server (XILINX 
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THE FAIR CONTROL SYSTEM – SYSTEM ARCHITECTURE
AND FIRST IMPLEMENTATIONS

Ralf Huhmann∗, Ralph C. Bär, Dietrich Hans Beck, Jutta Fitzek,
Günther Fröhlich, Ludwig Hechler, Udo Krause, Matthias Thieme

GSI Helmholtz Centre for Heavy Ion Research, Darmstadt, Germany

Abstract
The paper presents the architecture of the control system

for the Facility for Antiproton and Ion Research (FAIR)
currently under development. The FAIR control system
comprises the full electronics, hardware, and software to
control, commission, and operate the FAIR accelerator
complex for multiplexed beams. It takes advantage of
collaborations with CERN in using proven framework so-
lutions like FESA, LSA, White Rabbit, etc. The equip-
ment layer consists of equipment interfaces, embedded sys-
tem controllers, and software representations of the equip-
ment (FESA). A dedicated real time network based on
White Rabbit is used to synchronize and trigger actions
on equipment level. The middle layer provides service
functionality both to the equipment layer and the applica-
tion layer through the IP control system network. LSA is
used for settings management. The application layer com-
bines the applications for operators as GUI applications or
command line tools typically written in Java. For valida-
tion of concepts already in 2014 FAIR’s proton injector at
CEA/France and CRYRING at GSI will be commissioned
with reduced functionality of the proposed FAIR control
system stack.

SYSTEM OVERVIEW

Figure 1: FAIR parallel beam operation © P. Schütt, GSI,
Darmstadt.

The Facility for Antiproton and Ion Research (FAIR)
supports operation of multiple beams in parallel (Fig. 1),
i.e. several experiments can be served simultaneously.

∗r.huhmann@gsi.de

Common upstream accelerators are used virtually multi-
plexed by switching between predefined settings. Ap-
prox. 4000 devices are used in the facility, producing heavy
ion and proton beams. Core research areas of the inter-
national accelerator facility are Nuclear Structure, Astro-
physics, Antiproton Physics, High Energy Nuclear Physics,
Atomic and Plasma Physics. The control system must sup-
port the multiplexed operation on all layers (Fig. 2). In
order to trigger synchronized device action and to select
coherent data settings in real time a dedicated Timing Sys-
tem based on a White Rabbit [1] network is used.

Figure 2: FAIR control system overview.

CORE COMPONENTS
Timing System

The timing system spans a Gigabit Ethernet network
which is physically separated from the control system’s IP
network. Beside network infrastructure the timing network
comprises one central timing master (TM) [2] and facility
wide distributed timing receiver nodes (≈2000). The TM is
clock master of absolute time for all timing receivers, clock
and time synchronization are achieved by using White Rab-
bit (WR), which employs Gigabit-Ethernet, IEEE 1588-
2008 (PTP), precise knowledge of the link delay, and Syn-
chronous Ethernet [1, 3]. Today, synchronization in the one
nanosecond range with a jitter in the low picoseconds range
is achieved. Additionally, the TM centrally distributes tim-
ing event messages over the timing network to the timing
receivers. The TM’s interface to the upper layers, including
its schedule of events to send, is modeled as a FESA device
(see below). In particular, the schedule of the timing mas-
ter is pre-supplied by LSA (see below). The timing event
messages dispatched in advance by the TM carry absolute
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THE EPICS-BASED ACCELERATOR CONTROL SYSTEM OF THE

S-DALINAC
∗

C. Burandt† , U. Bonnes, J. Enders, F. Hug, N. Pietralla, T. Schösser

Institut für Kernphysik, TU Darmstadt, 64289 Darmstadt, Germany

M. Konrad, Facility for Rare Isotope Beams (FRIB),

Michigan State University, East Lansing, MI 48824 USA

Abstract

The control system of the Superconducting Darmstadt

Electron Linear Accelerator (S-DALINAC) is currently un-

dergoing a migration to an EPICS-based system. Important

subsystems are operated successfully by EPICS software

since several years. This contribution describes latest de-

velopments as well as the current status of the migration.

INTRODUCTION

The S-DALINAC [1] provides beams with energies be-

tween about 3 MeV and 85 MeV. Superconducting, radio-

frequency (rf) cavities allow the S-DALINAC to operate in

continuous-wave (cw) mode. The design beam current is

20 µA for high energies, but it can also be adjusted down to

the pA region. Figure 1 shows the layout of the accelerator.

There are four experimental sites. Each one allows to per-

fom different kinds of experiments in the field of nuclear

structure physics or nuclear astrophysics.

The accelerator control system was based on VMEbus

computers since the last major upgrade in the late 1990s.

These have been replaced during further developments by

off-the-shelf PC hardware and widely used operating sys-

tems. However the control system software itself remained

custom-made. Now we work on the migration of the con-

trol system to EPICS [2] that is a widely used and well-

proven control-system framework. A large community of

users potentially providing support via mailing lists and

direct communication is quite beneficial. The substantial

amount of freely available software related to the EPICS

framework is also motivating this migration.

MIGRATION STATUS OVERVIEW

The migration became necessary to support an at that

time new low-level rf control system [3]. The EPICS-based

system is in operation since 2010 and proved to be stable.

It is modified easily and fits to different hardware setups.

The low-level rf control system is part of a whole fam-

ily of hardware components developed in-house at the

S-DALINAC. This family comprises hardware of different

types with diverse functionality. The communication inter-

face is always kept identical. A microcontroller equipped

with an integrated Controller Area Network (CAN bus) in-

terface runs the same firmware on all variants. Therefore

∗Supported by DFG through CRC 634.
† burandt@ikp.tu-darmstadt.de

Figure 1: The S-DALINAC is a superconducting electron

LINAC. Two electron sources allow experiments with ei-

ther unpolarized or polarized electrons. The maximum ac-

celeration energy is achieved through double recirculation

of the beam. Thus the LINAC’s accelerating fields are tra-

versed three times.

the integration of further in-house developed device types

could profit from the implementation of the rf control sys-

tem Input Output Controller (IOC).

Today, the in-house developed QM07 multi-purpose

measurement system is controlled by an EPICS IOC as

well. It offers modules for precise current and voltage

measurements as well as for beam-loss detection, read-out

of resistive position sensors, etc. For maximum flexibil-

ity each hardware component of this modular measurement

system is implemented in form of a separate template file.

These template files are combined according to the hard-

ware configuration using macro substitution files. They

also allow to configure automatic conversion of the mea-

sured data.

The thermionic gun is controlled by a dedicated IOC. It

runs on a small industrial PC which is installed inside the

gun cage and therefore is located on high electric potential.

A fiber connects the PC to a network switch. The gun is

equipped with current and voltage power supplies.

The CAN bus attached magnet power supplies are

the most numerous devices needed to operate the

S-DALINAC. A proven EPICS implementation does al-

ready exist for these devices. Still the old non-EPICS con-

trol server is used for this subsystem. This is because op-

erators prefer rotary knobs to adjust magnet settings, and

there is no stable EPICS compatible solution at hand. How-

ever, a prototype with four rotary knobs combined with an

industrial touchscreen PC running on Linux has recently

been deployed to our control room. As soon as it proves to
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THE ANKA CONTROL SYSTEM: ON A PATH TO THE FUTURE 

Nigel John Smale, Edmund Hertle, Erhard Huttel, Wolfgang Mexner, Anke-Susanne Mueller (KIT, 

Karlsruhe), Sebastian Marsching (aquenos GmbH, Baden-Baden), Igor Kriznar (Cosylab, 

Ljubljana)

Abstract 
The machine control system of the synchrotron 

radiation source ANKA at Karlsruhe Institute of 

Technology (KIT) is migrating from dedicated I/O 

microcontroller boards that utilise the LonWorks field bus 

and are visualised with the ACS Corba based control 

system to Ethernet TCP/IP devices with an EPICS server 

layer and visualisation by Control System Studio (CSS). 

This migration is driven by the need to replace ageing 

hardware, and in order to move away from the outdated 

microcontroller's embedded LonWorks bus. 

Approximately 500 physical devices, such as power 

supplies, vacuum pumps etc, will need to be replaced (or 

have their I/O hardware changed) and be integrated to the 

new EPICS/CSS control system. In this paper we report 

on the technology choices and discuss justifications of 

those choices, the progress of migration, and how such a 

task can be achieved in a transparent way with a fully user 

operational machine. We also report on the benefits 

reaped from using EPICS, CSS and BEAST alarming.   

INTRODUCTION 

ANKA is an electron synchrotron radiation light source 

located in Karlsruhe, Germany.  The storage ring is 

generally operated at an energy of 2.5GeV with a typical 

beam current of 200 mA and a life time of 20 hours.  Due 

to the finite lifetime the storage ring is emptied of 

electrons twice per day (8:00 and 18:00) and refilled.  The 

refilling process involves a two stage accumulation 

process.  The first stage uses a microtron as a pre-

accelerator and a 53-505 MeV 1Hz ramped booster.  The 

second stage is the accumulation of a nominal 200 mA of 

stored current, which is then ramped from 505 MeV to 2.5 

GeV.  The machine is then left unattended until the next 

injection time, which leads to two important demands on 

the control system, namely, robust and sensitive alarm 

notification in the case of reduced machine performance 

and a very intuitive GUI machine interface supporting 

pictorial machine representation; intuitive as a single 

operator will only attend to the machine for 

approximately 10 hours per 2 months due to shifts.  The 

original ANKA control system, Advanced Control System 

(ACS), which was installed in 2003 [1], did not have 

these functionalities when first commissioned.  This, 

coupled with the fact that the ACS ANKA specific 

hardware was becoming increasingly difficult to maintain, 

leading to more control system failures, a decision was 

made to make a complete upgrade of both control system 

and hardware.  The migration to an upgraded control 

system, which in this case also means new interface 

hardware, is made ever more challenging due to the 

ANKA requirement of machine operation of around 220 

working days of the ~250 working days a year available.  

Therefore, migration has to be done piece wise, taking 

care at every stage that the installation of new hardware 

and GUI panels are totally non-intrusive to the operators 

and machine operation.   

CONCEPT 

The overriding motivation is to increase mean-time-

between failures due to the control system by introducing: 

alarming, post-mortem capabilities, comprehensive 

diagnostic tools and visualisation of performance data 

displayed in an automated way. To achieve this in this 

case means: replacement of ACS hardware interfaces and 

storage ring field bus, removal of ACS device servers 

running on Windows XP machines, replacement of Java 

based GUI panels, and where required replacement of 

complete hardware units e.g. power supplies.   

DESIGN APPROACH 

In addition to the challenges mentioned in the 

introduction, as an existing facility the hardware of the 

ANKA machine was already defined and is in daily 

operation, where many dependencies have to be 

considered. Keeping the concept described above in mind, 

a bottom-up approach was taken.   

 

First the existing control system hardware layer was 

logically broken down into four parts: 

 

1) Supervisory control and data acquisition 

(SCADA).  This can be considered to have a slow 

data rate of ~1-10 Hz data readout.  This is used for 

general hardware configuration and monitoring 

data for the operator.   

2) Fast Data Acquisition (FDAQ) and control.  An 

example would be the 10 kHz ramping of the 

power supplies mentioned in the introduction. In 

the ACS system this is achieved with local ADC 

boards called ZEUS [1]. 

3) The field bus, originally LonWorks. 

4) Archiving, originally MSSQL. 
 

Secondly, parts of the machine were grouped together that 

could be considered a "fully contained upgrade". This 

means that these components had no or minimal control-

system dependencies to or from components outside this 

cluster and could be completely installed within one 

shutdown, which usually is in the order of two weeks.  An 

example would be the timing distribution that originally 

consisted of a group of several signal generator devices 

which was moved to an EVent Generator  (EVG) from 

Micro-Research Finland [2]. 
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SKA MONITORING AND CONTROL PROGRESS STATUS 
Y. Gupta, Y. Wadadekar, NCRA-TIFR, Pune, India 

J.C. Guzman, CSIRO ATNF, Epping, Australia 
S. Vrcic, DRAO, Penticton, British Columbia, Canada 

D. Barbosa, GRIT, Aveiro, Portugal 
T. Coiffard, GTD, Barcelona, Spain 

R. Smareglia, INAF-OAT, Trieste, Italy 
V. Mohile, PSL, Pune, India 

A. Bridger, UK Astronomy And Technology Centre, United Kingdom 
L. Van den Heever, SKA South Africa, Cape Town, South Africa 

S. Natarajan, S.R. Chaudhuri, TRDDC, Pune, India 

Abstract 
The Monitoring and Control system for the Square 

Kilometer Array (SKA) radio telescope is now moving 
from the conceptual design to the system requirements 
and design phase, with the formation of a consortium 
geared towards delivering the Telescope Manager (TM) 
work package. Recent program decisions regarding 
hosting of the telescope across two sites, Australia and 
South Africa, have brought in new challenges from the 
TM design perspective. These include strategy to leverage 
the individual capabilities of autonomous telescopes, and 
also integrating the existing precursor telescopes 
Australian Square Kilometre Array Pathfinder (ASKAP) 
and MeerKat with heterogeneous technologies and 
approaches into the SKA. A key design goal from the 
viewpoint of minimizing development and lifecycle costs 
is to have a uniform architectural approach across the 
telescopes, and to maximize standardization of software 
and instrumentation across the systems, despite potential 
variations in system hardware and procurement 
arrangements among the participating countries. This 
paper discusses some of these challenges, and their 
mitigation approaches that the consortium intends to work 
upon, along with an update on the current status and 
progress on the overall TM work. 

INTRODUCTION 
As per the latest baseline design [1] published by the SKA 
Office, the phase one or the pre-construction phase of the 
SKA telescopes will comprise of three telescopes SKA1-
mid, SKA1-Survey and SKA1-Low in addition to the 
already built precursor telescopes for SKA which are 
ASKAP and MeerKat hosted in Australia and South 
Africa respectively. The new telescopes will be built 
across Australia and South Africa. For the construction of 
SKA phase 1 the different building blocks of the 
telescopes have been identified and structured in the form 
of a Work Breakdown Structure (WBS). Telescope 
Manager (TM) has been identified as one of the level 
three elements of the SKA WBS. For the design and 
construction of the various level three elements the SKA 
organization published an RfP to all the interested 
countries and research organizations to own the 

responsibility for the development. In that respect the 
SKA TM consortium has been formed with various 
participating countries. The first section of the paper 
provides a brief background on the consortium. Section 
two talks about the main challenges behind the TM work. 
Section three talks about design mitigation approaches 
based on some of the thinking that has already gone into 
it, following which we conclude with the summary 
section.  

TM CONSORTIUM BACKGROUND 
The participating countries in TM consortium are India, 

South Africa, United Kingdom, Italy, Portugal, Australia 
and Canada. The consortium is being led by National 
Centre for Radio Astrophysics (NCRA) from India which 
has significant background in the area of radio Astronomy 
and astrophysics. NCRA build the Giant Meter-wave 
radio Telescope (GMRT) which has been operational 
since the 2002. Out of the participating countries, the 
team from Australia and South Africa were already 
involved in the development of the SKA precursor 
telescopes ASKAP and MeerKat and hence possess 
significant background on the TM problem for SKA. The 
research organizations UK Astronomy And Technology 
Centre, Istituto Nazionale di Astrofisica (INAF) and 
National Research Council – Herzberg (NRC-HIA) from 
UK, Italy and Canada respectively are world leading 
organization on astronomy, whereas the organization 
Instituto de Telecomunicações (GRIT) from Portugal 
brings its strong expertise in the field of 
Telecommunication. The TM consortium also has 
members from Industries with strong background on the 
execution of similar scientific projects Tata Research 
Development and Design Center (TRDDC), a research 
organization within TCS and GTD GmbH, with the 
possibility of other industries joining. 

A year before the consortium was formed SKA office 
invited NCRA to create a concept design of the TM 
problem. NCRA in turn collaborated with various 
organizations from within India including private 
companies such as TCS (TRDDC), Persistent Systems 
Ltd (PSL) and Embedded Computing Machines (ECM) to 
come with a concept design for the SKA TM problem. 
Subsequently a CoDR was held in India with invited 
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THE CONTROL ARCHITECTURE OF LARGE SCIENTIFIC FACILITIES: 
ITER AND LHC LESSONS FOR IFMIF 

Alvaro Marqueta, Juan Knaster, Koichi Nishiyama, IFMIF/EVEDA Project Team, Rokkasho, Japan 
Angel Ibarra, CIEMAT, Madrid, Spain 

Antonio Vergara-Fernandez, Anders Wallander, ITER Organization, St.Paul lez Durance, France 
Markus Zerlauth, CERN, Geneva, Switzerland 

 
Abstract 

The development of an intense source of neutrons with 
the spectrum of deuterium-tritium (DT) fusion reactions is 
indispensable to qualify suitable materials for the blanket 
of the nuclear vessel in fusion power plants. An overlap of 
different layers will absorb the 14 MeV of fusion neutrons 
that will be converted to thermal energy and generate 
tritium to feed the DT reactions. IFMIF will reproduce 
those irradiation conditions with two parallel 40 MeV 
deuteron linacs, each at 125 mA continuous wave (CW) 
beam current, colliding on a 25 mm thick liquid Li screen 
flowing at 15 m/s. A neutron flux of 1018 m-2s-1 with a 
broad peak energy at 14 MeV will be generated in the 
forward direction through Li(d,xn) nuclear reactions 
irradiating 500 cm3 volume capable to house around 1000 
small specimens. An availability of the facility above 
70% is expected to maximize the irradiation time. The 
design of the control architecture of a large scientific 
facility is dependent on the particularities of the processes 
in place or the volume of data generated; but it is also 
closely tied to project management issues. The LHC and 
ITER are two complex facilities with ~106 process 
variables and with different control systems strategies: 
from the modular approach of CODAC, to the more 
integrated implementation of CERNs Technical Network. 
This paper analyses both solutions, and extracts 
conclusions that shall be applied to the future control 
architecture of IFMIF. 

IFMIF 
A fusion relevant neutron source is a more than three 

decades long pending step for the successful development 
of fusion energy. In DEMO, like in future fusion power 
plants, the deuterium-tritium nuclear fusion reactions will 
generate neutron fluxes in the order of 1018 m-2s-1 with an 
energy of 14.1 MeV. Its blanket, a complex combination 
of layers of different materials aiming to maximize the 
conversion of neutrons into thermal energy and breeding 
tritium, will be exposed to intense degradation of 
materials due to the neutrons bombardment [1]. 

IFMIF, the International Fusion Materials Irradiation 
Facility, will generate a neutron flux with a broad peak at 
14 MeV thanks to two parallel deuteron accelerators 
colliding on a liquid Li screen with a footprint of 200 mm 
x 50 mm. The energy of the beam (40 MeV) and the 

current of the parallel accelerators (2 x 125 mA) have 
been tuned to maximize the neutron flux and achieve 
irradiation conditions comparable to the plasma facing 
components of a fusion reactor [2] (see Fig. 1). IFMIF, 
with its 2 x 5 MW average power deuteron accelerators, 
will drive accelerators technology to unexplored regions. 

 

 Figure 1: Schematic of IFMIF. 

World fusion roadmaps demand not only the success of 
ITER to control DT reactions under magnetic 
confinement, but also available materials capable to 
withstand the unprecedented exposure to neutrons. 
Qualifying suitable materials at equivalent irradiation 
conditions as in a fusion reactor is an indispensable step 
that, concurrently with the understanding of the materials 
behaviour, will lead, in hand with computations 
techniques, to the development of new materials capable 
of making the operation of a nuclear fusion power plant 
viable. IFMIF, presently in its Engineering Validation and 
Engineering Design Activities (EVEDA) phase is 
overcoming its main technological challenges with the 
construction of prototypes of the accelerator, target and 
test facilities [3] and the preparation of an IFMIF 
Intermediate Engineering Design Report (IIEDR) [4]. 
Cost and schedule estimation, based on the experience 
gained with the prototypes construction, has been 
carefully prepared. 

IFMIF is a large and complex scientific facility 
comparable to ITER or LHC; in particular regarding 
relevant parameters of its control system like I/O signals, 
number of variables or volume of data. 
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STATUS OF THE RIKEN RI BEAM FACTORY CONTROL SYSTEM 

M. Komiyama*, A. Uchiyama, N. Fukunishi, M. Wakasugi,  
RIKEN Nishina Center, Wako, Saitama, Japan 

M. Hamanaka, M. Nishimura, SHI Accelerator Service, Ltd., Shinagawa, Tokyo, Japan

Abstract 
RIKEN Radioactive Isotope Beam Factory (RIBF) is a 

cyclotron-based heavy-ion accelerator facility for 
producing unstable nuclei and studying their properties. 
The Superconducting Ring Cyclotron is the final stage 
accelerator of RIBF and its first beam extraction was 
achieved in 2006. Afterward, several updates have been 
performed. We will here present recent upgrades to the 
RIBF control system. These are related to two large-scale 
experimental instruments, now under construction, that 
will enable new types of experiments. One of these 
projects is an isochronous storage ring. It aims at precise 
mass measurements of short-lived nuclei. The other 
project is construction of a new beam transport line 
dedicated to more effective generation of seaweed 
mutation induced by energetic heavy ions. To control 
these instruments, the experimental physics and industrial 
control system-based RIBF control system is now being 
upgraded. Each device used in the new experimental 
instrumentation is controlled by the same kind of 
controllers as those already in use, such as programmable 
logic controllers. Additionally, we have introduced the 
new Control System Studio (CSS) as the operator 
interface. We plan to use the CSS not only for the new 
projects but also for stepwise usability improvements to 
the existing RIBF control system. 

INTRODUCTION 
Figure 1 shows a bird’s eye view of RIKEN 

Radioactive Isotope Beam Factory (RIBF), which is a 
cyclotron-based in-flight facility. RIBF consists of two 
heavy-ion linacs (RILAC [1], RILAC2 [2]) and five 
heavy-ion cyclotrons, including the world’s first 
superconducting ring cyclotron (SRC). RIBF accelerators 

can supply radioactive isotope (RI) beams at energies 
hundreds of MeV/nucleon over the entire range of atomic 
masses [3]. Since the last Icalepcs in 2011, we have 
continued upgrading the control system of the RIBF 
accelerators. We have developed an in-house data 
archiving system and started using it. We have also 
replaced some outdated controllers and dozens of servers 
with a new server system that uses virtualization 
technology [4]. Here, we will concentrate on recent 
development of the RIBF control system to manage two 
large-scale experimental instruments. 

RARE-RI RING PROJECT AND ITS 
CONTROL SYSTEM 

Overview of the Rare-RI Ring 
A major research activity at RIBF is exploring 

unknown fields of short-lived nuclei by using intense RI 
beams. Nuclear mass is one of the most important 
quantities, and for extremely neutron-rich nuclei far from 
the -stability line it is important to determine the 
pathway of r-process nucleosynthesis. We have succeeded 
in producing some r-process nuclei at RIBF [5]; however, 
due to low production rates of such nuclei (~1 event/day) 
and their short lifetimes (less than 50 ms), low yields 
prevent us from precisely determining the mass of nuclei 
by conventional techniques. To overcome this problem, 
isochronous mass spectroscopy using a conceptually new 
storage ring, the “rare-RI ring”, has been proposed. The 
construction of the rare-RI ring as a large-scale 
experimental instrument of RIBF [6] was started in the 
middle of fiscal year 2012.  

 
Figure 1: Bird’s eye view of RIBF. 

* misaki@riken.jp 
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DESIGN AND IMPLEMENTATION OF SESAME’S BOOSTER RING

CONTROL SYSTEM

A. Ismail, I. Saleh, Z. Alhaque, SESAME, Allan, Jordan

P. Betinelli, Synchrotron SOLEIL, Saint Aubin, France

M. Heron, Diamond Light Source, Oxfordshire, UK

Abstract

SESAME is a synchrotron light source located in Al-

lan, Jordan. It is currently under construction. It consists

of a 22MeV Microtron, an 800MeV Booster Synchrotron,

and a 2.5 GeV Storage Ring. The Microtron functions as

a pre-injector. SESAME succeeded in commissioning the

Microtron in October 2012. The Booster is expected to be

commissioned early 2014, the Storage Ring by the end of

2015, and the first beam line in 2016. This paper presents

progress made in design and development of the Booster

ring’s control systems. EPICS is used to build the control

systems at SESAME. CSS is used to build the control sys-

tem’s graphical user interfaces. PLCs and one VME are

used for custom control of analog and digital signals. A

distributed version control system is used to track develop-

ment of the control systems. Documentation at SESAME

consists of a set of design notes, standards, and templates.

An isolated machine network is used for communication.

Future work includes design and development of PLC and

VME alternatives.

OVERVIEW

SESAME’s Booster (Fig. 1) is an 800MeV synchrotron

that spans 36m in circumference and consists of six cells

spread evenly across the ring. Each cell consists of a FODO

arrangement followed by a straight section. The Booster is

currently under construction. It reuses the main parts of the

old BESSY I injector. This paper presents the design and

implementation of the Booster’s control system, which is

divided into seven subsystems: Vacuum, power, RF, diag-

nostics, timing, cooling, and safety.

Each control subsystem consists of one or more clients,

servers, and controllers. Implementation uses the Experi-

mental Physics and Industrial Control System (EPICS) [1].

Clients are implemented using Control System Studio

(CSS). Servers are implemented as EPICS Input/Output

Controllers (IOC). Custom controllers are implemented us-

ing Siemens S7 Programmable Logic Controller (PLC) and

VME crates. Fig. 2 shows the topology of the control net-

work used at SESAME.

The client for each subsystem is divided into three parts:

• Tabular form: Shows a summary of the most impor-

tant parameters for all the devices in the subsystem in

tabular form on a single window.

• Graphical form: Shows a summary of the most im-

portant parameters for all devices in the subsystem on

a drawing of the Booster ring along with the relative

positions of the devices.

• Advanced form: Shows a detailed view of the param-

eters for each of the devices in the subsystem on a

separate window.

Git version Control System (VCS) [2] is used to track

development and documentation. All development and ad-

ministration platforms use Scientific Linux 6.4 [3]. An iso-

lated network, called the machine network, is used for com-

munication between clients, servers, and controllers.

DESIGN AND IMPLEMENTATION

Vacuum

The vacuum subsystem for the Booster consists of seven

ion pumps, eight vacuum gauges, three valves, one ion

pump controller, two ion pump splitters, two vacuum gauge

controllers, and one PLC.

Ion pumps are connected to a single ion pump controller

via two ion pump splitters. Vacuum gauges are connected

to two vacuum gauge controllers where each controller is

in charge of four gauges. Gate valves are connected to the

PLC.

A single Moxa server is used to connect all controllers

to the EPICS network. RS232 is used to connect the Moxa

server to each of the controllers.

A single server running on a Linux-x86 platform is used

to control all vacuum subsystem devices. Table 1 shows a

summary of the devices used in the vacuum subsystem.

Table 1: Vacuum Subsystem Devices

Device Quantity Manufacturer

Gauge Controller 2 MKS

Pirani Gauge 4 MKS

Cold-Cathode Gauge 4 MKS

Ion Pump Controller 1 Varian

Ion Pump Splitter 2 Varian

Ion pump 7 Varian

Valve 3 VAT

PLC 1 Siemens

Power Supplies

The power supply subsystem for the Booster consists of

DC power supplies and pulsed power supplies.

DC power supplies consist of one power supply for

the bending magnets, one power supply for the focusing

MOPPC104 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

322C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Project Status Reports



STATUS REPORT OF RAON CONTROL SYSTEM
∗

S. Ryu, J.H. Lee, S. Choi, D. Jeon

Rare Isotope Science Project, IBS, 305-811, Daejeon, South Korea

Abstract

The RAON [1] is a new heavy ion accelerator under

construction in South Korea, which is to produce a vari-

ety of stable ion and rare isotope beams to support vari-

ous researches for the basic science and applied research

applications. To produce the isotopes to fulfill the re-

quirements we have planed the several modes of opera-

tion scheme which require fine-tuned synchronous con-

trols, asynchronous controls, or both among the accelerator

complexes. The basic idea and development progress of the

control system as well as the future plan are presented.

THE RAON

The RAON consists of both the 400 kW In-flight Frag-

mentation (IF) facility and the 70 kW Isotope Separator

On-Line (ISOL) facility. The IF accelerator system is de-

signed to produce stable ion beams with maximum energy

up to 200 MeV/u for uranium (600 MeV for proton). The

ISOL accelerator system delivers rare isotope beams with

maximum energy of 18.5 MeV/u. The two different sys-

tems should be operated both independently and concur-

rently with respect to the user requirements, which is the

unique feature of RAON accelerator system.

REQUIREMENTS

The RAON accelerator designed to have three linear ac-

celerators and two ion source generators is required to pro-

vide continuous and pulsed beam depending on the exper-

iment. The frequency used in the acceleration is the sub-

harmonics of 325 MHz and the master frequency is deter-

mined to be 81.25 MHz, 1/4 of it. The designed bunch

length is 10-15 psecs. Most of machine operation should

be controlled in these conditions automatically.

The control system should integrate all different subsys-

tems such as RF system, beam diagnostics, power supply

(PS), vacuum control, beam line control, and machine pro-

tection. The control system should monitor the important

PV for the subsystems every 1-10 Hz and support the rou-

tines to control in a loop time of several Hz.

Approximately less than 50 µsecs of mitigation time is

necessary for machine protection.

The control system should provide manual control of

beam line elements such as dipole and quadrapole magnets

and power supply. For the beam phase matching, the low

level RF and beam diagnostics should be integrated using

the fast devices mostly of the BPM systems and feedback

to the low level RF manually.

∗Work supported by the Rare Isotope Science Project funded by Min-

istry of Science, ICT and Future Planning (MSIP) and National Research

Foundation (NRF) of KOREA.

All hardware systems should be integrated in EPICS

framework and support 1-10 Hz of data collection from

BPMs, PS, and I/O controllers.

ARCHITECTURE
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Figure 1: Overall architecture of the RAON control system.

The architecture of the RAON control system is designed

to fulfill the requirements. The architecture as depicted in

Fig. 1 is tightly integrated with the EPICS. The control sys-

tem uses two network grids, one is to support the timing

system and the other is to support EPICS channel access.

The control unit, the key component for the control system,

is bonded to the both network grids. The EPICS channel

access network is linked to the database, high level appli-

cation system and EPICS control interface for users.

THE CONTROL UNIT
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Figure 2: The control unit and its connection with other

subsystems.

Figure 2 shows the structure of the control unit. The

base platform for the control unit is VME architecture. The

control unit consists of a single board computer (SBC) in
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RF-GENERATORS CONTROL TOOLS FOR KURCHATOV 
SYNCHROTRON RADIATION SOURCE 

Y. Krylov, Y. Fomin, E. Kaportsev, K. Moseev, N. Moseiko, A. Vernov, NRC Kurchatov Institute, 
Moscow, Russia 

Y. Efimov, D. Konyakhin, RTSoft, Moscow, Russia.

Abstract 
Now the technology equipment of the Kurchatov 

Synchrotron Radiation Source (KSRS) is upgraded. At the 
same time, new equipment and software solutions for the 
control system are implemented. The KSRS main ring is 
the electron synchrotron with two 181 MHz RF-
generators, their control system provides measurement of 
parameters of generation, regulation of tuning elements in 
wave guides and resonators, output of alarm messages. At 
the execution level the VME standard equipment is used. 
Server level is supported by Citect SCADA and the SQL 
historian server. The operator level of control system is 
implemented as a PC local network. It allowed to expand 
number of measuring channels, to increase speed of 
processing and data transfers, to have on demand 
historical data with the big frequency of inquiry, and also 
to improve the accuracy of measurements. In article the 
control system structure by KSRS RF-generators, 
including the description of all levels of control is 
provided. Examples of implementation of the operator 
interface are given. 

RUNNING CYCLE OF KSRS 
KSRS is the complex of electron synchrotrons 

specialized as a source of synchrotron radiation. The 
running cycle of KSRS includes the injection of electrons 
from the linear accelerator with energy 80 MeV to the 
booster storage ring SIBERIA-1, the accumulation of a 
electron current up to 400 mA and, then, electron energy 
ramping up to 450 MeV with the subsequent extraction of 
electrons in the main storage ring SIBERIA-2, and 
accumulation there up to 300 mA, and at last the energy 
ramping up to 2.5 GeV. [1] 

The composition of RF-system of the KSRS main ring 
includes two generators of 181 MHz connected by wave 
guides with three resonators. Total acceleration voltage of 
resonators changes from 200 kV to 1.8 MV within 100 
seconds of the ramping of energy of an electron beam 
from 450 MeV to 2.5 GeV. RF-generators support a 
stability of acceleration voltage for compensating of 
energy losses of the electron beam during long session 
(sometimes more than one day) on users of synchrotron 
radiation. [2] 

The main objectives of control system are: 
 Display of a status of RF-generators in real time. 
 Control of tune mechanisms of RF–generators and 

resonators. 
 Viewing of archive trends for the selected period. 
 Informing to the operator about a violation of 

technological process. 

 Guiding of log of alarm messages. 
 Data security from illegal access. 

RF-GENERATORS CONTROL SYSTEM 
KSRS control system (CS) [3] is the multilayer and 

multiprocessor design consisting of three levels: 
executive, server and operator. All equipment is 
connected by two local area networks: public and 
technological (see Fig. 1). 

 

- CAN
- Ethernet, Cu line
- Ethernet, optic line

VME

SCADA SERVER

OPERATOR
LEVEL

Public LAN
SWU1 SWU2

SWD1 SWD2

SWD3
Technological LAN

ССxxEXECUTIVE
LEVEL

CAN

SWU4
SWU3

VME

SWD4

ССxx

VME

ССxx

To RF-generators equipment

DB SERVER

SERVER LEVEL

 

Figure 1: Structure of RF-generators CS. 

Executive Level 
The executive level of CS is based on bus-modular 

equipment in the VME standard and controlling 
equipment with the embedded processors, running under 
operating systems like LynxOS. The main module 
executing required algorithms is the processor Emerson 
MVME55006-0163. At this level should be gathered a 
diagnostic information and executed a control algorithms 
by technological systems. This equipment is connected to 
servers by standard communication lines of Ethernet in a 
local area technological network. 

Sources of CS's input signals are the sensors measuring 
currents and voltage in modules of preamplifiers, RF-
generators and resonators, and the mechanisms defining 
the tuning elements position. Receivers of CS's output 
signals - an equipment of automation (electric drives, 

Proceedings of ICALEPCS2013, San Francisco, CA, USA MOPPC107

Project Status Reports

ISBN 978-3-95450-139-7

329 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



STATUS OF THE NSLS-II BOOSTER CONTROL SYSTEM 
S. Karnaev, P. Cheblakov, A. Derbenev, R. Kadyrov, S. Serednyakov, E. Simonov, BINP, Russia, 

M. Davidsaver, J. De Long, BNL, USA

Abstract 
Third generation light source NSLS-II [1] is built at 

Brookhaven National Laboratory, USA. Budker Institute 
of Nuclear Physics (BINP) supplies a full energy 3 GeV 
injector synchrotron (booster) [2] for the main ring.  

The booster control system is an integral part of the 
NSLS-II control system and includes IBM servers and 
VME3100 controllers connected via Gigabit Ethernet. 
Front-end electronics for vacuum control and interlocks 
are Allen-Bradley programmable logic controllers and I/O 
devices. A timing system is based on use of Micro-
Research Finland Oy products: EVR 230RF and PMC 
EVR [3]. Power supplies control use BNL developed 
electronics. Software for the booster control is based on 
EPICS. High Level Applications are developed in Control 
System Studio and python. This paper describes the final 
design and status of the booster control system. The 
functional block diagrams are presented. 

INTRODUCTION 
The booster control system provides full control [4] and 

monitoring [5] of power supplies operation, timing [6], 
beam diagnostics tools, vacuum monitoring, and 
interlocks.  

The booster synchrotron is planned to operate with an 
acceleration cycle frequency of 1 or 2 Hz. Also, a double 
injection (stacking) in 100 ms is supposed to receive a 
lager charge of injected beam current in 1 Hz operation 
mode. The time of the beam acceleration is about 300 ms. 
The beam energy should be increased from 200 MeV up 
to 3 GeV in this time. An accuracy of matching of 
bending magnets and quadrupoles should be about 10-3 
during the beam ramping. With a help of the BNL-
developed set of PSC-PSI [7] the control system provides 
10 kHz rate of PSs control and monitoring with relative 
accuracy better than 10-4.  

The beam diagnostics is a part of the control system 
and includes the close beam orbit measurements which 
are provided by use of Beam Position Monitor receivers 
(BPMs) developed in BNL [8], BINP-developed Tune 
Measurement System [9], optical beam observation using 
Synchrotron Radiation, and destructive beam flags [10]. 
All devices are connected to the computers via Gigabit 
Ethernet and are available through the EPICS. Beam 
current is observed with two Bergozz devices: DCCT for 
the beam current measurement and FCT for the beam 
bunch-filling observation. 

The timing of the booster cycle and all devices is 
provided by the sequence of events coming from the main 
EVG. These events are locked to the main ring RF. The 
events come to the input of the EVRs which provide 
delayed triggers for the booster devices.   

The vacuum system is controlled with a help of 
VARIAN dual pump controllers and MKS vacuum gage 
controllers connected to the computer via RS232. Digital 
part (binary signals) of the vacuum controls is 
implemented with a help of Allen-Bradley industrial 
electronics which provide control of gate valves, interlock 
signals, and temperature measurements of the booster 
vacuum chamber. 

The booster control software is based on EPICS [11]. 
Software is basically divided into three parts: (1) 
firmware running in device controllers, (2) EPICS 
Input/Output Controllers (IOCs) running in IBM servers 
and VME controllers, and (3) high level applications 
running in IBM servers and Operator Consoles located in 
the Control Room.  

Not only input/output, but a lot of functions for data 
processing are implemented in IOCs: checking of 
uploading ramp waveforms [12], calculation of different 
parameters (beam energy, beta functions, etc.), 
calculation of scalar values taken from waveforms, etc. 

High level applications are a set of Graphical User 
Interface (GUI) software and scripts that are intended for 
the booster operation control and monitoring: ramp 
control, visualisation of parameters, live and archived 
data browsing and comparison, save/restoring of the 
booster operation sets, work with power supplies and 
other devices.  

EQUIPMENT DESCRIPTION 
The equipment of the booster control system can be 

divided into two parts: (1) computers and controllers with 
operation system in which EPICS IOCs run, (2) front-end 
electronics for input/output of signals and controllers for 
data processing. 

A simplified block diagram of the booster control 
system equipment is presented in Fig. 1. 

The “computer” part of equipment consists of: 
 Six servers IBM System x3250 M3 are distributed on 

a functional basis: (1) one server for PSs control, (2) 
one server for interlock system and for different 
auxiliary software IOCs, (3,4) two servers for BPMs 
control and for orbit measurements, (5) one server 
for beam instrumentation control, (6) one server for 
tune measurement system.  

 Four MVME3100 VME crate controllers: (1,2) two 
controllers are intended for BPM receivers timing 
control, they includes timing electronics, (3,4) two – 
for injection/extraction measuring electronics control 
including timing electronics also. 

 One CT11 cPCI crate controller for communication 
with two cPCI digitizers: for FCT and DCCT. 
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STATUS OF THE MAX IV LABORATORY CONTROL SYSTEM 
Julio Lidón-Simón, Vincent Hardion, Andreas Persson, Mirjam Lindberg, Antonio Milan Otero, 

Jerzy Jamroz, Darren Spruce, MAX IV Laboratory, Lund, Sweden 

 
Abstract 

The MAX IV Laboratory is a new synchrotron light 
source being built in Lund, south Sweden. The whole 
accelerator complex consists of a 3GeV 250m long full 
energy linac, two Storage Rings of 1.5GeV and 3GeV and 
a Short Pulse Facility for pump and probe experiments 
with bunches around 100fs long. First x-rays for the users 
are expected to be delivered in 2015 for the SPF and 2016 
for the Storage Rings. This paper describes the progress in 
the design of the control system for the accelerator and 
the different solutions adopted for data acquisition, 
synchronisation, networking, safety and other aspects 
related to the control system. 

INTRODUCTION 
While the construction of the buildings for the two 

Storage Rings is still ongoing, installation of equipment in 
the Linac building has already started. Linac 
commissioning is scheduled to start in March 2014 while 
the 3GeV and 1.5GeV Storage Rings will start 
commissioning in July 2015 and October 2015 
respectively.  

Table 1: Parameters of Storage Rings 

 1.5GeV Ring 3GeV Ring 

Circumference 96m 528m 

Straight sections 12 20 

Injection  Full energy 
top-up 

Full energy 
top-up 

Max Stored current 500mA 500mA 

Revolution 
frequency 

3.123MHz 0.568MHz 

Hor. Emittance 6nm*rad 0.326nm*rad 

Min. RF 99.931MHz 99.931MHz 

THE FACILITY 
The accelerator complex consists of 3 main 

components (see Fig.1): a 250m long Linac that 
accelerates electrons generated in the gun area up to 
3.4GeV and two Storage Rings, one low emittance 528m 
circumference 3GeV main Storage Ring and another 
smaller 96m circumference 1.5GeV Storage Ring 
targeting the UV and IR synchrotron radiation 
community. At the end of the Linac, after a bunch 
compressor, a Short Pulse Facility will host beamlines 

aiming to carry out time-resolved X-ray diffraction 
studies with pulse lengths below 100fs. 

 

Figure 1: MAX IV Laboratory facility layout. 

At the beginning of the Linac, in the gun area, two guns 
will be used as drivers: 

- A photocathode gun that, driven by a Ti-Sapphire 
laser locked to a 80MHz oscillator will be used to 
drive the SPF. 

- A thermionic RF gun, followed by a chopper 
system will serve as injector for the rings. See [1] 
for more details. 

ARCHITECTURE 
The control system is based on a 3-tiers architecture. 

The hard real time tasks are guaranteed by the controllers 
and specific hardware at the field bus level. Ethernet is 
used extensively as a field bus. The TANGO[2] 
framework represents the second tier, the primary control 
system. Most equipment comes with TCP/IP capabilities 
avoiding in most cases the use of intermediate general 
purpose controllers.  

The network for the accelerators is independent from 
the office network and beamlines networks. 

A central server room hosts the hardware where virtual 
machines will run the TANGO device servers for the 
different control system tasks. 

The SARDANA[3]  distribution has been selected for 
the client layer. It allows interacting with the control 
system through both Graphical User Interfaces based on 
Taurus or an IPython-based Command Line Interface. The 
physicists will have the possibility to interact with 
MATLAB[4] too thanks to a TANGO binding. 

The standard services of TANGO running on 
MYSQL[5] will be used for archiving and alarm purposes.  
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THE CONTROL SYSTEM FOR THE CO2 COOLING PLANTS FOR 

PHYSICS EXPERIMENTS 

L.Zwalinski
*
, J.Daguin

*#
, J.Godlewski

*
, J.Noite

*
, M.Ostrega

*
, S.Pavis

*
, P.Petagna

*
, P.Tropea

*
, 

B.Verlaat
*†

, 
*
CERN CH-1211 Geneva 23, Switzerland  

†
NIKHEF Amsterdam, NL 1098 XG 105, Netherlands

Abstract 
CO2 cooling has become interesting technology for 

current and future tracking particle detectors. A key 

advantage of using CO2 as refrigerant is the high heat 

transfer capabilities allowing a significant material budget 

saving, which is a critical element in state of the art 

detector technologies. Several CO2 cooling stations, with 

cooling power ranging from 100W to several kW, have 

been developed at CERN to support detector testing for 

future LHC detector upgrades. Currently, two CO2 

cooling plants for the ATLAS Pixel Insertable B-Layer 

and the Phase I Upgrade CMS Pixel detector are under 

construction. This paper describes the control system 

design and implementation using the UNICOS framework 

for the PLCs and SCADA. The control philosophy, safety 

and interlocking standard, user interfaces and additional 

features are presented. CO2 cooling is characterized by 

high operation stability and accurate evaporation 

temperature control over large distances. Implemented 

split range PID controllers with dynamically calculated 

limiters, multi-level interlocking and new software tools 

like CO2 online p-H diagram, jointly enable the cooling to 

fulfil the key requirements of reliable system. 

INTRODUCTION  

Detectors and Their Cooling Systems 
The high energy physics experiments constructed for 

the Large Hadron Collider at CERN (LHC), sitting 100m 

underground, include high precision semiconductor 

tracking detectors. Silicon sensors of such detectors, as 

well as their read-out electronics, need light weight and 

radiation-hard cooling systems in order to minimize the 

possible interference with the recorded particle tracks. To 

limit the radiation damage, the targeted temperature of the 

silicon sensors is between -10
0
C to -40

0
C both in 

operation and stand-by conditions. CO2 evaporative 

cooling has been selected as the key technology for the 

two largest CERN Experiments and their next future 

tracker: the ATLAS Pixel Insertable B-Layer (IBL) [1] 

and the CMS Pixel detector Phase I Upgrade [2]. The 

main benefits of CO2 with respect to the currently used 

Fluorocarbons are favourable thermo-physical properties 

allowing to apply very small diameter tubing, as well as 

the reduced operation cost and environmental impact [3].  

The CO2 cooling systems developed for the ATLAS and 

CMS detectors use a concept called the 2 Phase 

Accumulator Controlled Loop (2PACL) [4], already 

successfully implemented in the LHCb Experiment at 

CERN. The 2PACL is a 2-phase pumped loop where the 

detector evaporation temperature is indirectly controlled 

by the accumulator pressure. The accumulator is a vessel 

filled with a mixture of liquid and vapour CO2, on the 

return line from the detector, whose internal pressure is 

regulated by cooling and heating action. Cold liquid CO2 

is pumped to the detector where it expands to the desired 

pressure set point and becomes two-phase coolant 

removing detector’s heat.  Returning mixture of vapour 

and liquid CO2 is condensed by means of a primary 

chiller before being pumped again in closed loop, see 

Figure 1. 

Figure 1:   The 2PACL scheme. 

As the number of the installed CO2 cooling systems is 

bound to increase, it is necessary to develop a control 

system standard which covers three system layers: 

software, hardware and safety. 

CONTROLS 

Controls Architecture 

Each cooling unit is equipped with about 330 I/Os. The 

CO2 instrumentation is distributed over 100 m distance 

which separates the radiation protected cavern, where the 

control system cabinets are placed, with the experimental 

cavern, where part of the instrumentation sits. Industrial 

ETHERNET IP field network connects independent 

system elements. They are equipped with WAGO and 

FESTO ETHERNET IP couplers together with one 

Schneider Premium Programmable Logic Controller 

(PLC) running about 16 control loops and 360 alarms and 

interlocks. To cope with the high reliability standard 

required by the experiments, CO2 cooling system often 

features a redundant design. In the case of ATLAS IBL, 

two CO2 units and one Vacuum system, each equipped 

with a single PLC are combined to ensure a 24/7 

operation. 

The user interface is based on a SCADA (Supervisory 

Control And Data Acquisition), based on Siemens WinCC 

Chiller Liquid circulat ion
Cold t ransfer line

2-Phase Accum ulator 
Cont rolled Loop

Pum ped liquid system , 
cooled externally

Pump

Compressor

Cooling plant
Detector

Accumulator
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OVERVIEW OF LINAC4 BEAM INSTRUMENTATION SOFTWARE 
L. K. Jensen, M. Andersen, A. Guerrero, B. Kolad, M. Ludwig, U. Raich, F. Roncarolo 

 Geneva, Switzerland 
 
Abstract 

This paper presents an overview of results from the 
recent Linac4 commissioning with H- beam at CERN. It 
covers beam instrumentation systems acquiring beam 
intensity, position, transverse and longitudinal profile 
and transverse emittance [1]. 

INTRODUCTION 
As a first step in CERN’s upgrade of its 

injector chain for the LHC, a 160 MeV H- Linac 
(Linac4) will be built, injecting protons into the PS 
Booster (Figure 1) after an electron-stripping system 
made of foils. 

 
Figure 1: Overview of the Linac4 project from the H- 
source up the PSB injection transfer-line. 

The low energy part consisting of the source 
itself, a Radio-Frequency Quadrupole (RFQ) [2] and a 
chopper line needed special care. A 3 MeV test stand 
was therefore set up with a dedicated measurement 
bench (Figure 2) allowing characterising the beam. The 
installation of several beam instrumentation systems [3] 
did not only serve for operational users but also for 
BE/BI to verify the correct functioning of systems being 
developed for use in other operational facilities after 
long-shutdown 1 (LS1). 

 

 
Figure 2: Schematic showing the measurement bench. 

The BI Group is making serious efforts to standardise 
electronics and software basing them on known and 
supported technology at CERN. The Linac4 project is 
no exception to the rule; in several of the systems 
presented in this paper a CERN developed multi-
channel ADC module is used to acquire the analogue 
signals for wire-grids and wire-scanners allowing 
reusing low-level electronics and access libraries. In 
several cases, Siemens PLCs are used to control 
movement (IN/OUT and stepping motors) and here also 

a general standardisation using the FESA to iePLC [4] 
protocol is employed. 

BEAM INTENSITY MONITORS 
INCLUDING WATCH-DOG 

To measure the beam intensity in Linac4 and its 
transfer-lines at low energy, five beam current 
transformers (BCTs) are employed. For Linac4 as in 
most transfer-lines at CERN, a digital acquisition 
module called the “TRIC” is employed [5]. Rather than 
a simple ADC module with subsequent software 
integration, the on-board FPGA implements several 
integration gates for beam and calibration signal as well 
as DC offsets through user-defined time windows. 
Calibrated values for the beam intensity are provided by 
the BCTTRIC FESA class whose software is designed 
to work in a sequence of actions: 
1. Preparation of the hardware acquisition module by 

setting up integration parameters 
2. An external timing trigger starts the ADC sampling 

to be synchronous to the beginning of the beam 
pulse 

3. The data acquired are extracted from the TRIC 
module after the beam has passed and performs 
post-processing of the data, producing intensity 
normalised as number of charges and current 

 
A Java-based Expert GUI program was developed to 
facilitate the setting-up allowing experienced beam 
commissioning specialists to choose appropriate 
acquisition intervals, while at the same time observing 
the acquired intensity data (see Figure 3 below for an 
example showing results with the actual Linac4 beam 
pulse). 
 

 
Figure 3: Java GUI allowing direct observation of beam 
intensity signals and the integration gates. The 
horizontal scale is in ns while the vertical scale is in 
mA. 

In Linac4 as is the case in Linac2, BCTs are used for a 
software-based intensity watch-dog whose specification 

EMITTANCE 
METER SLIT

EMITTANCE METER WIRE GRIDS
BENDING 
MAGNET SPECTROMETER GRID
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CURRENT STATUS AND PERSPECTIVES OF THE SWISSFEL INJECTOR  
TEST FACILITY CONTROL SYSTEM 

P. Chevtsov*, D. Armstrong, M. Dach**, E. Divall, M. Heiniger, C. Higgs, M. Janousch, G. Janser, 
G. Jud, B. Kalantari, R. Kapeller, T. Korhonen, R. Krempaska, M. Laznovsky, A. Mezger,  

V. Ovinnikov, W. Portmann, D. Vermeulen, Paul Scherrer Institute, 5232 Villigen, Switzerland 

Abstract 
The Free Electron Laser (SwissFEL) Injector Test Facility 
at the Paul Scherrer Institute has been in operation for 
more than three years. The Injector Test Facility machine 
is a valuable development and validation platform for all 
major SwissFEL subsystems including controls. Based on 
the experience gained from the Test Facility operations 
support, the paper presents current and some perspective 
controls solutions focusing on the future SwissFEL 
project. 

INTRODUCTION 
SwissFEL is a linac driven free electron laser, which 

will be built at the Paul Scherrer Institute (PSI), 
Switzerland in the next few years [1]. The machine will 
generate high-brightness photon beams covering 0.1–7 
nm wavelengths. To minimize the SwissFEL length and, 
as a result, its final costs, the project aims to use the 
lowest electron beam energy compatible with 1 A 
operation, which is very challenging and requires the 
development and implementation of advanced 
technological solutions for generating, compressing, and 
transporting high quality electron bunches.  

The SwissFEL Injector Test Facility (SITF) is a highly 
flexible 250 MeV linear electron accelerator that has been 
in operations at PSI for more than three years [2]. The 
facility consists of a laser driven RF gun, which is 
followed by an S-band booster section, a bunch 
compression area and a diagnostics section featuring an 
RF deflector and a series of FODO cells for the beam 
emittance control. 

In order to facilitate a very rapid deployment of control 
applications needed by the SITF project, its control and 
data acquisition system was initially based on the Swiss 
Light Source (SLS) concept [3]. At the same time, a lot of 
effort was put on new developments, which significantly 
expand the possibilities of the existing control system and 
form a strong basis for dealing with current and future 
PSI projects including the SwissFEL. 

CONTROL SYSTEM OVERVIEW 
The SITF control system is based on EPICS [4]. 

    The basic element of the computer network is a C class  
subnet. Since the number of needed network ports is too 
high to fit into one subnet, the connections of different 
subnets are handled by EPICS Channel Access (CA) 
gateways, dedicated computers running special software 
to minimize network data traffic. Unfortunately, the 

existing CA gateway implementation suffers from two 
major problems. It crashes unexpectedly from time to 
time without any error log information. It also introduces 
a few seconds delay when transferring megabyte data 
arrays from CA servers to client applications, which are 
on different network segments. It is obvious that in this 
state the CA gateway can’t be used for the SwissFEL 
project and must be either improved or rewritten from 
scratch. The PSI controls team is currently working on 
new CA gateway software. Its pilot version was recently 
tested at the SITF. Test results are very promising. At the 
same time, class B subnets are under consideration for the 
future SwissFEL controls network topology. 

The controls equipment connects to the control system 
mainly via VME crates, which follow the VME64x 
standard. About 50 VME crates are installed in the 
facility.  

The basic type of the VME CPU (IOC) is a single 
board computer MVME-5100. It is a reliable solution for 
most controls applications. At the same time, its limited 
computational and memory resources make it difficult, 
for example, to perform fast data acquisition and 
advanced data processing directly on board.  
    A crucial role in SITF applications belongs to the 
timing and event distribution system, providing triggering 
mechanisms and supporting a synchronous and reliable 
transmission of all machine critical data. The system is 
based on Micro-Research Finland global event 
distribution products [5], the latest generation of which 
supports real-time data transfer parallel to the event 
distribution. The required timing information for users is 
provided by VME and PCI event receiver cards. The 
system is fully integrated into EPICS, which makes all its 
functions easily accessible.  
     We note that the SITF machine nominal rate is 10 Hz 
but some its subsystems (i.e. lasers) require triggering at 
100 Hz. That is why the event generator sequencer is 
programmed at 100 Hz, which immediately makes the 
SITF timing system ready for the future SwissFEL 
project. We also note that SITF timing system capabilities 
have enabled us to realize a beam-synchronous data 
acquisition system for on-demand pulse-to-pulse 
correlated studies of the machine behaviour.   

The majority of general purpose ADC, DAC, and DIO 
control signals are handled by Hytec Industry Pack 
(IPAC) modules sitting on VME carrier boards. EPICS 
device drivers for this hardware are mostly written at PSI. 
The IPAC solution works very well for moderate signal 
frequencies (up to few hundred kHz) and covers a 
significant amount of controls projects including 
numerous laser and beam diagnostics applications. 

 ___________________________________________  
* pavel.chevtsov@psi.ch 
** now at Dach Consulting GmbH 
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EVOLUTION OF CONTROL SYSTEM STANDARDS ON THE DIAMOND 
SYNCHROTRON LIGHT SOURCE 

M. T. Heron, T. Cobb, R. Mercado, N. Rees, I. Uzun, K. Wilkinson, Diamond Light Source, 
Oxfordshire, UK.   

Abstract  
Control system standards for the Diamond synchrotron 

light source were initially developed in 2003. They were 
largely based on Linux, EPICS and VME and were 
applied fairly consistently across the three accelerators 
and first twenty photon beamlines. With funding for 
further photon beamlines in 2011 the opportunity was 
taken to redefine the standards to be largely based on 
Linux, EPICS, PC’s and Ethernet. The developments 
associated with this will be presented, together with 
solutions being developed for requirements that fall 
outside the standards. 

INTRODUCTION
Diamond Light Source [1] is a third-generation 3 GeV 

synchrotron light source based on a 24-cell double-bend 
achromatic lattice of 561m circumference.  The photon 
output is optimised for high brightness from undulators 
and high flux from multi-pole wigglers. The accelerators 
and first phase of seven photon beamline were 
constructed from 2002 to 2007; a second phase of fifteen 
photon beamlines from 2006 to 2012; and a third phase of 
ten photon beamlines was approved in 2011 with 
construction due to finish in 2017-8.  

Established control systems standard have been applied 
consistently across the accelerators and phases 1 and 2 of 
photon beamlines. This gives inherent advantages in the 
sharing of knowledge, reuse of software components and 
minimises hardware variants. Since the start of the 
operation of Diamond, in 2007, software of these 
operational control systems has been systematically up 
lifted to enable a relatively recent set of software 
components and tools to be used.  

With approval of the third phase of photon beamlines, 
and after nearly ten years of deploying the original control 
systems standards, it was considered timely to define new 
standards for control system hardware and software. 

RECAP ON THE ORGINAL DIAMOND 
CONTROL SYSTEM 

The Diamond Control System [2] uses the EPICS 
toolkit [3] and provides a high degree of integration of the 
underlying technical systems. On the accelerators this 
includes all power converters, most diagnostics, vacuum 
systems, the machine protection system, insertion devices, 
RF amplifiers, girder alignment, front-ends and personnel 
safety system. For each of the photon beamlines, 
experiment stations and instruments this includes all 
optical elements (motion), machine protection system, 

vacuums, diagnostics, personnel safety system and 
detectors. 

In the original Diamond control system, equipment is 
largely interfaced through a range of generic VME I/O 
based on VME IP carriers, IP modules, transition cards 
and plant interface modules, see Fig. 1. For motion 
control, the OMS VME58 is used for straightforward 
applications on the accelerators, whereas for the photon 
beamlines for synchronous control of multiple axes, the 
Delta Tau PMAC controller is largely used. 
Programmable Logic Controllers (PLCs) from Omron are 
used for interlocking and control, e.g. for vacuum valves, 
whilst for high-end process control applications, such as 
the Linac, the RF cavities and the cryo-plant controls, the 
Siemens S7 series of PLCs are used.   

Client side tools use the standard EPICS tools for 
display panels (EDM), archiving (Channel Archiver), 
alarm management (ALH) and restoring system state 
(BURT and Save\Restore). In addition, where client side 
processing is required, tools have been developed based 
on Python and QT.  Matlab, Matlab Middle Layer [4] and 
Accelerator Toolbox [4] and associated tools are used for 
physics based optimisation of the accelerators. For station 
scientists and visiting users Diamond has standardised on 
a combination of EPICS and GDA [5] for experiment 
control and data acquisition. EPICS provides the low-
level interface to the hardware and user interface 
functionality for engineering type operations, whilst GDA 
provides the science-based interface for the station 
scientists and visiting users.  The exceptions to this are 
where commercial instrumentation forms the basis of the 
experimental station. Client side tools are largely 
unchanged in the developments being reported here. 

CORE SOFTWARE AND OPERATING 
SYSTEM EVOLUTION  

Core Software Components 
The initial machine control system was predominantly 

deployed with EPICS 3.13.9, (3.14 for the Libera BPMs 
and soft IOCs) as this was the stable version of EPICS in 
2003 and so provided a stable platform for in-house work 
and for external suppliers delivering turn-key systems. 
The beamline control systems which started in 
development in 2005 adopted EPICS version 3.14.8.2. 
During the period 2008 to 2011, the accelerator and 
beamline control systems were upgraded to 3.14.11. The 
difference in processes between 3.13 and 3.14 and 
environment meant that code changes were required for 
the accelerator control systems and so required 
considerable testing. The majority of control systems are 
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DEVELOPMENT OF EPICS ACCELERATOR
CONTROL SYSTEM FOR THE IAC 44 MeV LINAC

Anthony Andrews1,2∗,Y. Kim1,2,3, C. Eckman1,2, P. Buaphad1,2

C. O’Neill2, B. Berls2, K. Folkman2, J. Ralph2, and M. Khandaker1

1Department of Physics, Idaho State University, Pocatello, ID 83209, USA
2Idaho Accelerator Center, Idaho State University, Pocatello, ID 83201, USA

3Thomas Jefferson National Accelerator Facility, Newport News, VA 23606, USA

Abstract
The Idaho Accelerator Center (IAC) of Idaho State Uni-

versity (ISU) has been operating nine low energy acceler-
ators [1]. Since fall 2012, the ISU Advanced Accelerator
and Ultrafast Beam Lab (AAUL) group has been working
to develop a new EPICS system to control 51 magnet power
supplies and 2 GigE CCD cameras for the IAC 44 MeV L-
band linac. Its original control system was fully analog,
which had several limitations in reproducibility and stabil-
ity during the accelerator operation. This paper provides
details of the groups team effort and accomplishments in
developing a new EPICS system to control Prosilica GigE
CCD cameras and several magnet power supplies includ-
ing Lambda EMS, Lambda TCR, and TDK-Lambda ZUP
power supplies [2–5]. In addition, other useful tools such
as the save and restore function used for this linac operation
are described.

INTRODUCTION
To improve the reproducibility and stability of the

44 MeV linac, the control system has been upgraded with
EPICS. Unlike the previous analog control system, EPICS
provides a means to retrieve high quality pictures from
GigE CCD cameras, current readout of magnet power sup-
plies from the control room, stable current control that is
not affected by humidity or temperature variations, and a
save/restore function to restore operational conditions of
the linac. As shown in Fig. 1, the control system for
the 44 MeV has three different types of magnet power
supplies: TDK-Lambda ZUP, Lambda EMS, and Lambda
TCR power supplies. There are 32 TDK-Lambda ZUP
power supplies, 15 Lambda EMS power supplies with
embedded IEEE 488 controllers, 3 Lambda EMS power
supplies with external RSTL controllers, and 1 Lambda
TCR power supply with the external RSTL controller1.
All Lambda EMS and Lambda TCR magnet power sup-
plies were connected to a shared MOXA terminal server
with RS485-RS232 conversion interfaces, and the TDK-
Lambda ZUP magnet power supplies were connected to
the second MOXA terminal server with RS485 interfaces
[6]. Then, the terminal servers and Prosilica GC1290
GigE CCD cameras were connected to the EPICS server

∗Mail: andranth@isu.edu
1The EPICS system for these power supplies is detailed in references

[7–9]

Figure 1: Experimental setup of EPICS server and hard-
ware for the 44 MeV linac.

via an isolated network using Ethernet cables and a 3Com
network switching hub. After that, a means to commu-
nicate with the power supplies and cameras was devel-
oped by using three EPICS modules (ASYN, StreamDe-
vice, and areaDetector) supplied with the synApps pack-
age [8]. Then, device support applications were manually
programmed for the power supplies and the module areaD-
etector was used to control one of the CCD cameras. Fi-
nally, the current of the power supplies and various param-
eters of the CCD camera were controlled by manipulating
process variables (PVs) using MEDM Operator Interface
(OPI) panels.

DEVICE SUPPORT APPLICATIONS
To control the magnet power supplies and CCD cameras,

the first step was to download and install the correct soft-
ware to communicate with them. Then, in the case of the
power supplies, the second step was making device sup-
port applications which contain the files required to create
PVs. The device communication was accomplished by in-
stalling the synApps software package including areaDe-
tector, ASYN, and StreamDevice.2

2For more information on ASYN and StreamDevice, see reference [9]
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COMMISSIONING STATUS OF NSLS-II VACUUM CONTROL SYSTEM  
H. Xu , H. Hseuh, S. Leng, D. T. Zigrosser, Photon Science Directorate, BNL, Upton, NY 11973, #

U.S.A. 

Abstract 
The National Synchrotron Light Source II (NSLS-II) is 

a state-of-the-art 3 GeV third generation light source 
currently under integrated testing and commissioning at 
Brookhaven National Laboratory. The vacuum systems 
are monitored by vacuum gauges and ion pump current. 
The gate valves are controlled by programmable logic 
controllers (PLC) using voting scheme. EPICS 
application codes provide the high level monitoring and 
control through the input-output controllers. This paper 
will discuss the commissioning status of the various 
aspects of vacuum control system. 

INTRODUCTION 
The NSLS-II accelerator complex comprises a 200 

MeV linac, linac-to-booster transport line (LTB), a 3 GeV 
booster ring (BR), booster-to-storage ring transport line 
(BTS), and the 3 GeV storage ring (SR). There are also 
front end and beam line vacuum systems which are not 
included in this paper. 

NSLS-II VACUUM COMPONENTS 
Major components used in NSLS-II vacuum system are 

listed in Table 1.  
Table 1: Major Vacuum Components in NSLS-II 

 IP CCG TCG GV TSP RGA FV 

Linac 23 6 6 6 - - - 

LTB 13 6 4 4 - - - 

BR 78 17 9 9 - 4 - 

BTS 15 8 5 5 - - 1 

SR 225 120 60 60 225 38 - 

 
These components are controlled by corresponding 

controllers installed in mezzanine racks, which are listed 
in Table 2. 

Table 2: Vacuum Controllers in NSLS-II 

 IPC VGC PLC TSPC RGAC FVC 

Linac 12 3 1 - - - 

LTB 7 3 1 - - - 

BR 40 9 4 - 2 - 

BTS 8 4 1 - - 1 

SR 120 60 30 225 38 - 

NSLS-II VACUUM CONTROL SYSTEM 
NSLS-II vacuum control system interfaces with gauges 

controllers (VGC), ion pump controllers (IPC), Titanium 
pump controllers (TSPC), chamber and absorber 
temperature readouts, cooling water flow sensors, gate 
valve (GV) limit switches, fast valve (FV) sensors and 
controllers (FVC) to monitor and control the vacuum 
components listed in Table 1.  

NSLS-II vacuum control system is a subsystem of 
NSLS-II control system and follows the architecture 
adopted by NSLS-II control system. The core of the 
Experimental Physics and Industrial Control System 
(EPICS) [1] has been chosen as the basis for the NSLS-II 
control system.  

Based on EPICS, the vacuum control system has three 
layers: operator interfaces (OPI), input output controllers 
(IOC) and device controllers. Figure 1 shows the 
architecture of NSLS-II vacuum control system.  

Operator Interface  
The operator interface provides access and control to 

NSLS-II vacuum control system. The overall screen gives 
entry to each subsystem of NSLS-II accelerator complex. 
The details of each controlled item are provided in the 
subsystem screens. A vacuum monitoring screen has been 
developed to provide a full and accurate understanding of 
NSLS-II vacuum system.  

The EPICS toolkit provides a suite of applications for 
the OPI. NSLS-II uses Control System Studio (CSS) [2] 
as the main operator application.  

The CSS is an Eclipse-based collection of tools to 
monitor and operate large scale control systems, such as 
the ones widely used in the accelerator community. It’s an 
excellent platform for EPICS control system and provides 
many tools, such as Best OPI Yet (BOY), Best Ever 
Alarm System Toolkit (BEAST), data browser, etc. BOY 
is an operator interface development and runtime 
environment. BEAST will be used as a replacement of 
ALH (Alarm Handler). Data browser is a trending tool 
and provides easy way to view, retrieve archived data. All 
data communication between OPIs and IOCs is 
accomplished through the EPICS Channel Access (CA) 
protocol over Ethernet. 

Channel Archiver [3] is used as the data logging system 
to log all important parameters, such as pressure readings, 
RTD temperature readings, GV status, and so on. 

Integrated Relational Model of Installed Systems 
(IRMIS) [4] will be used to describe all components and 
wiring data. Data can be further served up to web pages 
through a Common Gateway Interface (CGI) server.  

 
 

 ___________________________________________  

#hxu@bnl.gov 
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EPICS INTERFACE AND CONTROL OF NSLS-II RESIDUAL GAS 
ANALYZER SYSTEM 

H. Xu , H. Hseuh, K. Wilson, D. T. Zigrosser, Photon Science Directorate#

 BNL, Upton, NY 11973, U.S.A.,
 M. J. Ferreira, Vacuum Science and Engineering Department, SLAC, Menlo Park, CA 95025, U.S.A. 

Abstract 
Residual Gas Analyzers (RGAs) have been widely used 

in accelerator vacuum systems for monitoring and 
vacuum diagnostics. The National Synchrotron Light 
Source II (NSLS-II) vacuum system adopts Hiden RC-
100 RGA which supports remote electronics, thus 
allowing real-time diagnostics with beam operation as 
well as data archiving and off-line analysis. This paper 
describes the interface and operation of these RGAs with 
the EPICS based control system. 

INTRODUCTION 
The NSLS-II under construction at Brookhaven 

National Laboratory is designed to provide an average 
vacuum pressure of < 1x10-9 Torr across the storage ring 
and front ends during operation. Quadrupole-type RGAs 
are installed to measure the partial pressure of residual 
gas species at selected locations in the booster ring, 
storage ring, front ends, and user beamlines. Their use 
will help to identify sources of residual gases, including 
photoelectron stimulated-desorbed gas from chamber 
walls, absorbers, air leaks, cooling water leaks, 
hydrocarbon contamination, gases back-streamed from 
the beamlines, and other contaminants. The partial 
pressure can be measured down to 10-13 Torr range using 
the electron multiplier option. [1] 

NSLS-II RGA SYSTEM 
The NSLS-II RGA system comprises the RGA heads 

distributed around NSLS-II accelerator complex, the RF 
boxes, the RGA controllers and the interconnecting 
cables.  

Hiden RC-100 RGA  
RGAs used on NSLS-II are Hiden RC-100 RGA [2], 

which contains an RC Interface Unit (IU), a Radio 
Frequency (RF) box, and a Probe.  

The IU is a 2U rack-mountable unit containing the 
control computer, communications interfaces, mains 
power supply and the electronics which supply the 
voltages and control signals to the RF box and Probe. The 
RF box contains signal-conditioning electronics, an RF 
power supply for the quadrupole mass filter and wiring to 
connect the RC Interface-generated signals and voltages 
to the Probe. The Probe comprises a quadrupole type 
mass filter on which is mounted an electron-impact ion 
source, which creates ions from neutral particles, and a 
detector to measure the mass-resolved ion current.  

NSLS-II RGA Installation and Distribution 
The remote electronics units of RGAs are located at the 

vacuum control racks in the NSLS-II mezzanine, to allow 
easy access for online analysis and maintenance. These 
units are connected to the RF Head using a multi-
conductor and high voltage cable with customized length 
of up to 45 meters. The RF Head is attached to the Probe, 
which is mounted on vacuum chambers. The RF box is ~ 
50 cm off the mid plane thus minimizing the radiation 
dosage from the copious synchrotron radiation. Figure 1 
show one RGA installed in a cell in tunnel and the 
corresponding control unit in mezzanine vacuum 
rack.Many conference series have adopted the same 
standards for electronic publication and have joined the 
Joint Accelerator Conference Website (JACoW) 
collaboration [1] for the publication of their proceedings. 
This document describes the common requirements for 
the submission of papers to these conferences. Please 
consult individual conference information for page limits, 
method of electronic submission, etc. It is not intended 
that this should be a tutorial in word processing; the aim 
is to explain the particular requirements for electronic 
publication at these conference series. 

 
Figure 1: Installation of RGA in storage ring cell. 

Due to the high cost, RGAs are installed at selective 
vacuum sections during the initial phase of NSLS-II 
operation. The number of RGAs for booster ring, storage 
ring and front ends for day-1 is listed in Table1. 

Table 1: Numbers of RGAs for BR, SR, FE 

Booster Ring (BR) 2 

Storage Ring (SR) 38 

Front End (FE) 6  ___________________________________________  

#hxu@bnl.gov 
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EXTENDING WINCC OA FOR USE AS ACCELERATOR CONTROL 
SYSTEM CORE 

M. Marchhart, A. Brett, M. Hager, M. Janulis, R. Moser, H. Pavetits, C. Torcato De Matos 
EBG MedAustron, Wr.Neustadt, Austria 

J. Gutleber, CERN, Geneva, Switzerland 
J. Dedic, Cosylab, Ljubljana, Slowenia 

Abstract 
The accelerator control system for the MedAustron 

light-ion medical particle accelerator has been designed 
under the guidance of CERN in the scope of an EBG 
MedAustron/CERN collaboration agreement. The core is 
based on the SIMATIC WinCC OA SCADA tool. Its 
open API and modular architecture permitted CERN & 
MedAustron to extend the product with features that go 
beyond traditional supervisory control and that are vital 
for directly operating a particle accelerator. Several 
extensions have been introduced to make WinCC OA fit 
for accelerator control: (1) Near real-time data 
visualization, (2) external application launch and 
monitoring, (3) accelerator settings snapshot and 
consistent restore, (4) generic panel navigation supporting 
role based permission handling, (5) native integration 
with interactive 3D engineering visualization, (6) 
integration with National Instruments based front-end 
controllers. The major drawback identified is the lack of 
support of callbacks from C++ extensions. This prevents 
asynchronous functions, multithreaded implementations 
and soft real-time behaviour. We are therefore striving to 
search for support in the user community to trigger the 
implementation of this function. 

INTRODUCTION 
MedAustron [1] [2] is an ion therapy and research 

centre in Wr. Neustadt, Austria, presently starting injector 
beam-commissioning. The facility features a synchrotron-
based accelerator (Figure 1) with up to 5 ion sources for 
protons, carbon ions and possibly other light ions. It will 

provide ion beams with energies up to 800MeV to 5 beam 
lines, one of which is a rotating proton gantry. 
MedAustron chose the commercial SCADA tool 
SIMATIC WinCC OA from ETM professional control as 
core operating system for controlling the particle 
accelerator [3]. The tool has been designed following an 
open, distributed system architecture to accommodate 
traditional supervisory control and data acquisition tasks. 
It offers the possibility to extend the system for tasks that 
go beyond those traditional tasks. 

CONTROL SYSTEM 
The MedAustron control system is based on a 4-tier 

architecture: 
 Presentation Tier (Tier 1) contains all user 

interfaces for visualization and control: (1) WinCC 
OA based generic user interfaces, (2) LabView 
based expert panels and (3) procedures. 

 Processing Tier (Tier 2) contains basic control 
system services such as the WinCC OA as the 
main operating system, publisher subscriber 
services and logging services. 

 Equipment Tier (Tier 3) provides front-end 
applications primarily implemented in LabView 
that provide a unified interface to the upper tiers. 

 Frontend Tier (Tier 4) contains all devices that 
perform local real-time control of specific 
subsystems. 

 
Figure 1: MedAustron accelerator layout. 
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OPTIMIZING EPICS FOR MULTI-CORE ARCHITECTURES*

Ralph Lange, Helmholtz-Zentrum Berlin / BESSY II, 12489 Berlin, Germany
Franck Di Maio, ITER Organization, St. Paul lez Durance, France

Abstract
EPICS is a widely used software framework for real-

time  controls  in  large  facilities,  accelerators  and
telescopes.  Its  multithreaded  IOC  (Input  Output
Controller)  Core  software  has  been  developed  on
traditional single-core CPUs. The ITER project will use
modern  multi-core  CPUs,  running  the  RHEL  Linux
operating  system  in  its  MRG-R  real-time  variant.  An
analysis  of  the  thread  handling  in  IOC  Core  shows
different options for improving the performance and real-
time behavior,  which  are  discussed  and  evaluated.  The
implementation  is  split  between  improvements  inside
EPICS Base, which have been merged back into the main
distribution, and a support module that makes full use of
these  new  features.  This  paper  describes  design  and
implementation aspects,  and  presents  results  as  well  as
lessons learned.

INTRODUCTION
The ITER project hardware platform for fast controllers

(FC) will  rely on modern industrial PCs with fast multi-
core Intel CPUs, running the MRG-R real-time version of
the Red Hat Enterprise Linux operating system. External
vendors preparing fast  controls for their subsystems are
concerned  about  the  real-time  properties  of  their  fast
control loops running inside or outside the EPICS IOC on
the FC, when the IOC is running on the same machine.

Thread  handling  within  the  EPICS  IOC  has  been
designed with single-core processors  in mind. Allowing
to  fine-tune the  system  by dedicating  specific  cores  or
core  sets  to  either  specific  threads  of  the  IOC  or  the
external  control  loop  requires  extensions  of  the  EPICS
Base software and addition of multi-core and OS specific
functions using those extensions.

We describe the thread handling inside the EPICS IOC,
identify areas  for  optimization,  present design  and
implementation  of  the  MultiCore  Utilities  package  and
the  changes  to  EPICS  Base,  show  first  results,  and
highlight ways for further improvement.

THREAD HANDLING IN EPICS

IOC Threads
From the very beginning of the EPICS project [1], its

IOC application has been multithreaded. Fig. 1 shows the
threads  running  on  an  EPICS  3.15  IOC,  without  any
sequencer  state  machines  or  Channel  Access  (CA)
communication being active.

Figure 1: Threads on an empty IOC.

These threads belong to different functional groups.

Scan  Threads. Periodical  scanning  of  records  is
performed by  one thread  for  each  defined  scan  period,
that keeps a list of the records that have their SCAN field
set to that period. Whenever a scan thread wakes up, it
processes the records in its list, then sleeps until it is due
for the next period.  The scan  once thread handles one-
time processing of records, working off a FIFO queue of
records instead of a list.

The assigned thread priorities range between 60 and 70,
with  scan  threads  for  smaller  periods  being  assigned
higher priorities, so that in a real-time environment faster
scan threads will preempt the slower ones.

Callback  Threads. Three  general  purpose  callback
threads  handle  the  processing  of  I/O  triggered  records.
Like  the  scan  once  thread  they  work  off  queues,  and
interrupt handlers request processing of records by an API
call that pushes the request on the appropriate queue.

These threads are mapped to the three available record
priorities, and are assigned the priorities 59 (LOW, below
scan threads),  64 (MEDIUM, in the middle of the scan
thread range), and 71 (HIGH, above scan threads).

Channel  Access  Threads. An  IOC  without  external
Channel Access clients runs five CA threads. The CAS-
UDP  thread  (priority  16)  handles  incoming  naming
requests. The CAS-beacon thread (priority 17) sends UDP
alive messages to clients. The CAS-TCP thread (priority
18) listens for incoming TCP connections, and spawns off
the  individual  communication  threads.  The  dbCaLink
thread  (priority  50)  handles  the  CA  client-side
connections that originate from links in the local database.
The CAC-event thread (priority 51) handles the local CA_______________________________

*Work supported in part by German Bundesministerium für Bildung und
Forschung and Land Berlin.
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!CHAOS: THE "CONTROL SERVER" FRAMEWORK FOR CONTROLS

L. Catani, INFN-Roma Tor Vergata, Roma, Italy
F. Antonucci, C. Bisegni, A. Capozzi, G. Di Pirro, L.G. Foggetta, F. Iesu,
N. Licheri, M. Mara, G. Mazzitelli, A. Stecchi, INFN-LNF, Frascati, Italy

Abstract
We report on the progress of !CHAOS [1], a framework

for the development of control and data acquisition ser-
vices for particle accelerators and large experimental ap-
paratuses. !CHAOS introduces to the world of controls a
new approach for designing and implementing communi-
cations and data distribution among control system’s com-
ponents and for providing the middle-layer services for a
control system. Based on software technologies developed
for high-performance Internet services !CHAOS offers, by
using a centralized highly-scalable cloud-like design, all
the services needed for controlling and managing a large in-
frastructure. It includes a number of peculiar features such
as high abstraction of services, devices and data, easy and
modular customization, extensive data caching for enhanc-
ing performances, integration of all services in a common
framework. Since the !CHAOS conceptual design was pre-
sented two years ago the INFN group have been working
on the implementations of services and components of the
software framework. Most of them have been completed
and tested for evaluating performance and reliability. Some
services are already installed and operational in experimen-
tal facilities at LNF.

abstraction
boundary

live-data
(DOC) MD Server

DAQ
(KVDB)

commands
alarms

Figure 1: The !CHAOS "control server" model.

INTRODUCTION
One of the pillars of the !CHAOS framework is the high

abstraction of services, devices and data such to obtain

a high scalability of the system and an extreme flexibil-
ity in terms of its possible applications (see Fig. 1). Al-
though particle accelerators and large experimental appa-
ratuses have been always considered as the primary target,
since the very beginning of the project we looked for other
uses of !CHAOS with special attention to Cyber Physical
Systems and, more in general, solutions for monitoring and
managing devices and sensors over Local or Wide Area
Networks that we already presented to some potential com-
munities of users.

Recently, the Italian Ministry of Education, University
and Research has approved a two-years project aimed at
the development of a prototype of cloud-like monitoring
services for multidisciplinary applications based on the
!CHAOS framework.

At the same time the !CHAOS Group is continuing the
development of framework’s components, including an up-
date of the design of the DAQ service, and the deployment
of !CHAOS-based solutions at control systems of LNF’s
accelerators.

PROGRESS OF !CHAOS FRAMEWORK
Front-end

The refinement of the Control Unit design has brought to
the definition of a CU as a "container" for a device’s front-
end controls. Beside the standard methods: INIT, START,
STOP and DEINIT, CU’s specialization is provided by the
device’s dataset, the actions implemented for it (e.g. com-
mands and control loop) and the drivers for I/O components
(see Fig. 2).

At startup (INIT) the CU receives from the Meta Data
Server (MDS) the dataset of the accelerator’s device
(equipment, diagnostic, sub-systems, etc.) assigned to that
unit and the related actions. The default action, i.e. RUN,
implements the accelerator’s device control loop; other ac-
tions implement, as usual, commands for modifying the
working state of the device or for executing more complex
procedures.

At START the CU begins looping on the active actions
with only the RUN action tagged as active. When a new
command is received, the CU appends it to the priority
queue that is managed according to the commands’ prop-
erties. If the action currently running is either killable or
stackable, as RUN is, a new command from the priority
queue can be moved to the actions loop and executed in-
stead of the previous one or in sequence with it.

Simple actions are managed by handlers associated to
dataset’s variables using C++ accessors to execute set or
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REAL-TIME PROCESS CONTROL ON MULTI-CORE PROCESSORS 

M. Ishii#, T. Furukawa, T. Matsumoto 
JASRI/SPring-8, Hyogo, Japan

Abstract 
Real-time control is essential for a low level RF and 

timing system to have beam stability in an accelerator 
operation, however, it is difficult to optimize priority 
control of multiple processes with real-time (RT) and 
time-sharing (TS) classes on a single-core processor. For 
example, it is not possible to log into the operating system 
if a real-time class process occupies the resource of 
a single-core processor. Recently, multi-core processors 
have been utilized for equipment control. We studied the 
process control for multiple processes running on multi-
core processors. After several investigations, we 
confirmed that a stable operating system could run under 
a heavy load on multi-core processors. It is possible to 
achieve a real-time control response of the order of 
milliseconds in a fast control system such as an event 
synchronized data acquisition system. Additionally, we 
measured the response performance between client and 
server processes using the MADOCA II framework, the 
next-generation MADOCA. In this paper, we present 
details of the tunings required for real-time process 
control on multi-core processors and measurement results 
of MADOCA II. 

INTRODUCTION 
The control systems for SPring-8 and SACLA adopt 

the MADOCA framework [1]. These equipment controls 
introduce the VMEbus system based on the IA 
architecture Solaris 10. VME single-core CPU boards, 
such as the SANRITZ SVA041, are in use. In the 
MADOCA framework, a basic software scheme on a 
VME CPU board consists of an equipment control 
process, some processes to write polling data in memory, 
and a server process to send data from the memory to a 
database. Additionally, several fast feedback processes 
run in fast and complex control systems such as the LLRF 
system, undulator control system, and event synchronized 
data acquisition system. Recent control systems have a 
tendency to increase the number of processes running on 
a host. 

Conventionally, programs are developed with wait-to-
release CPU resources by using sleep() or the timeout 
function of select(). The Solaris system clock frequency 
can be set up to 1000 Hz with high resolution. To satisfy a 
control interval of less than 1 millisecond, it is an easy 
solution to install a busy-wait process. However a busy-
wait should not be used if it is necessary to avoid 100% 
CPU occupation on a single-core processor. If a real-time 
process enters an infinite loop on a single-core processor, 
it becomes impossible to log into the operating system. It 

is difficult to optimize priority control of multiple 
processes with real-time and time-sharing classes on a 
single-core processor.  

Recently, a VME multi-core CPU board has come into 
use for equipment control. We studied the process control 
of multiple processes running on multi-core processors. 

OPERATION VERIFICATION OF MULTI-
CORE PROCESSORS 

We studied two models of VME multi-core CPU board: 
a XVB601 (GE Intelligent Platforms), featuring the Intel 
Core i7-620UE 1.06 GHz, and a VP717 (Concurrent 
Technologies), featuring the Intel Core i7-620LE 2.0 
GHz. Both have dual-core processors with low power 
consumption, and support Intel Hyper-Threading 
Technology. These VME CPU boards allow four 
processors to appear to the host operating system, and the 
maximum value of CPU utilization per processor is 25%. 
We investigated CPU sharing and process states under 
high workloads on Solaris 10. The high workload test 
program was a simple infinite loop: while (1). If this 
process runs on a single-core processor, the operating 
system hangs. We used this test program for the operation 
verification of multi-core processors. 

Scheduling Class 
By default, Solaris uses a time-sharing (TS) scheduling 

class, however, it also offers a real-time (RT) scheduling 
class. The RT scheduling class uses system priorities in a 
different range from the Fair Sharing Scheduler (FSS). 
Therefore, the FSS can coexist with the RT scheduling 
class within the same processor. TS class processes are 
controlled by the FSS. We studied the following cases. 
• When a TS test program runs on four processors, the 

process is running on any processor. The process is 
not allocated a specific one. The CPU utilization of a 
process reaches 25%.  

• When four TS test programs run on four processors, 
these processes are running on any processor among 
the four. A process is not allocated to a specific one. 
One among the four processes is placed in the run 
queue. When five TS test programs run on four 
processors, two of the five processes are placed in 
the run queue. The CPU utilization of a process is 
20%. In this situation, it is possible to log into the 
operating system.  

• When three RT test programs run on four processors, 
these processes are running on any processor among 
the four. A process is not allocated to a specific one. 
The CPU utilization of a process reaches 25%. In 
this situation, it is possible to log into the operating 
system. When four RT test programs run, the 
operating system hangs. 
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MADOCA II INTERFACE FOR LabVIEW

Y. Furukawa, T. Fujita, M. Ishii, T. Matsumoto
SPring-8/JASRI, Kouto, Sayo-cho Hyogo, 679-5198, Japan.

Abstract
LabVIEW  is  widely  used  for  experimental  station

control in SPring-8. LabVIEW is also partially used for
accelerator control, while most software for the SPring-8
accelerator  and  beamline  control  are  built  on  Message
And Database Oriented Control Architecture (MADOCA)
control framework. As synchrotron radiation experiments
advance,  there  is  a  requirement  for complex  data
exchange between the MADOCA and LabVIEW control
systems which has not been realized. We have developed
a  next-generation  MADOCA  called  MADOCA  II,  as
reported  in  this  ICALEPCS (T.Matsumoto  et.  al.).  We
ported  the MADOCA II framework to Windows and we
developed a MADOCA II interface for LabVIEW. Using
the  interface,  variable  length  data  can  be  exchanged
between  MADOCA  and  LabVIEW-based  applications.
As a first application, we developed a readout system for
an  electron  beam position  monitor  with  NI's  PCI-5922
digitizers.  A  client  application sends  a  message  to  a
remote LabVIEW based digitizer readout  application via
the  MADOCA  II  middle-ware  and  the  readout  system
sends back waveform data to the client. We plan to apply
the  interface  to  various  accelerator  and  synchrotron
radiation experiment controls. 

INTRODUCTION
The  Message  And  Database  Oriented  Control

Architecture  (MADOCA)  [1]  was  developed  for  the
SPring-8 storage ring and beamline control system and it
has extended its coverage area to the injector and booster
synchrotron [2] of  the SPring-8, SACLA[3] accelerator,
etc. MADOCA has also been applied to the experimental
station controls in SACLA[4]. 

MADOCA was designed as a client/server model to be
applied  to  a  distributed control  system such as  a  large-
scale accelerator. MADOCA client programs issue simple
text-based messages to remote I/O controlling computers
and receive result messages. 

With advances in accelerator  technology  and
experiments,  there  are many demands which  cannot  be
handled by  the  MADOCA  control  system  such  as
variable-length data transfer and Windows-based control
systems.

MADOCA II,  as  reported  at this  conference  [5],  has
been developed to solve the above problems. MADOCA
II  has  many  advantages  such  as 1)  MADOCA  II  can
handle variable-length  data  such  as  images  and
waveforms, and 2) MADOCA II can run in the Windows
environment.

LabVIEW is a powerful tool for developing control and
data  acquisition  programs  in Windows.  To  integrate  a
LabVIEW-based  program  into  a MADOCA–II-based

control system,  a MADOCA II–LabVIEW interface was
developed.

As the first application of the MADOCA II–LabVIEW
interface, we built  a  waveform readout system based on
the  NI's  PCI-5922  digitizer  for  the  SPring-8  beam
position monitors(BPMs).

MADOCA II – LABVIEW INTERFACE

 The  MADOCA  II  protocol  uses  ZeroMQ  [6]  and
MessagePack [7]. The MADOCA II client program packs
a text-based message formatted as “S/V/O/C” and related
information into a packed binary using the MessagePack
library.  Then  the  program  issues  it  to  the “message
server”  (MS) which is a messaging middle-ware  of  the
MADOCA II framework, using the ZeroMQ library.

The parts  of  the  message  format  are  as  follows: “S”
denotes  the  program,  and  the  framework  automatically
defines  it.  “V” denotes  the action of  command;  mainly
“put”  or  “get”  is  used,  and  supplementary “ask”  and
“show”  are  also used.  “O”  is  an  “object  name”  which
identifies  the target of the message, and “C” is an action
parameter.

Server  programs  which  control  devices register  an
object list to the MS running on the same computer.  The
MSs exchange their  contained object  lists.  The  MS
decides  the destination  of  a  message  using the “O”
(object) part  of the message. and issues the message to
one of the server  program or another  MS running on  a
remote computer. 

The MADOCA II–LabVIEW interface is written using
LabVIEW-zmq  binding  [8]  and  MessagePack  for
LabVIEW  [9] as  shown in  Fig. 1.  The  MADOCA II–
LabVIEW  interface  communicates  with  MS  via
LabVIEW-zmq  binding.  MADOCA  II–LabVIEW
receives  a  message  from the  MS and unpacks it  using
MessagePack for LabVIEW.

An application block in  Fig. 1 receives  an  unpacked
message  from  the  MADOCA  II–LabVIEW  interface,
interprets  it,  executes  it and  sends back  the execution
result  to  the  interface.  Then the  interface  packs results
using  MessagePack  for  LabVIEW  and  sends  the result
message to the MS using LabVIEW-zmq binding.

In the initialization phase, the MADOCA II–LabVIEW
interface  sends  an object  list,  which  is described  in  a
configuration  file,  to  the  MS,  so  the  MS  can  transfer
messages from clients to the interface.
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A NEWMESSAGE-BASED DATA ACQUISITION SYSTEM FOR

ACCELERATOR CONTROL

A. Yamashita∗, M. Kago, JASRI/SPring8, Hyogo, Japan

Abstract

In SPring-8, we are constructing MADOCA II, the

next generation accelerator control framework. It will

be installed in the spring of 2014. We describe the part

of the data acquisition system of MADOCAII. The old

MADOCA data acquisition system was built on the bases

of ONC-RPC for communication between embedded pro-

cesses and data collector. We designed the new data ac-

quisition system with the long experience on MADOCA.

We employ ZeroMQmessages packed by MessagePack for

communication. We obtained a high aperformance, highly

reliable, well scalable and flexible data acquisition system.

In this paper, we will discuss requirements, design, imple-

mentation and the result of the long run test of MADOCA

II data acquisition system.

INTRODUCTION

The data logging system for the SPring-8 accelerator

complex has been operating as a part of MADOCA [1] sys-

tem. It collects all the data without selection and stores

them in the database perpetually and uniformly. It has been

serving the development and stable operation of accelera-

tors for 16 years.

In MADOCA data logging system, collector processes

periodically request to distributed embedded computers to

collect groups of data by synchronous ONC-RPC [2] pro-

tocol at fixed cycles. Its group of signals strategy reduced

number of commands to issue and made data acquisition

fast. But it requires many efforts to manage the signals.

Also it sacrifices flexibility over the data acquisition tim-

ing.

On the other hand, we also developed another My-

DAQ [3] [4] system for casual or temporary data acqui-

sition. Data acquisition processes running on embedded

computers push BSD socket stream into a server at ran-

dom time. Its one stream per one signal strategy made data

management simple while the system has no scalability at

all.

The new MADOCA II system has been developed

for next generation accelerator. For new MADOCA II,

we need a data acquisition system which has a super-

MADOCA scale and MyDAQ’s simplicity and flexibility.

Also, the next generation accelerators require a control

system to collect high density and complex data. The new

data acquisition system has to handle them with high relia-

bility.

We define the functions of the new data acquisition sys-

tem. It collects data from data source and writes them to

∗ aki@spring8.or.jp

various data consumers. The data consumers are database

and data subscribers.

DESIGN GOALS

We set the following design goals of new generation

MADOCA II data acquisition system.

• Easy to manage. Almost zero configuration is the

goal. Only the data source knows metadata, data about

signals. The metadata are packed with data. Thus,

other components need no configuration files to see

metadata.

• Data format. The data acquisition system should ac-

cept any format of data and relays to the data con-

sumer.

• Scalability. The system should be horizontally scaled

out. If the density of data acquisition gets higher, we

can handle them by adding servers. And there should

be no limit to the number of servers.

• Preserve the naming scheme of the current

MADOCA system. The MADOCA system uses

the human readable signal naming scheme like

“sr mag ps b /current adc”, it means current ADC

values of storage ring’s bending magnet power

supply. That naming scheme is well matched to key

value data store. The data acquisition system should

be built on that naming scheme.

• The system should run on major OS, Windows and

Unix like OS. And data source can be written in major

modern languages.

• Flexibility in data structure. The old MADOCA sup-

ported float and integer data type only . In addition

to the datatypes, the new system should handle data

structure like array, maps and their combinations.

• Flexibility of data acquisition timing. Every signal

data should be acquired at arbitrary timing.

• It should be reliable. Every component should be re-

dundant. No single point of failure should be in the

system.

• Two types of data consumers. One is database type,

that stores data in database and application reads data

from databases at any time. Number of databases

should not limit to one. One can add the other

database with little efforts. Another type is published

and subscribe. User application subscribes to the

server and waits data until it published. It enables

event driven programming style.

According to above requirements we design data acquisi-

tion system.
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EXPERIENCE OF VIRTUAL MACHINES IN J-PARC MR CONTROL 
N. Kamikubota#, S. Yamada, K.C. Sato and N. Yamamoto, J-PARC, KEK & JAEA, Ibaraki, Japan  
 T. Iitsuka, S. Motohashi, D. Takahashi and S. Yoshida, Kanto Information Service, Ibaraki, Japan 

H. Nemoto, ACMOS Inc., Ibaraki, Japan

Abstract 
In the J-PARC Main Ring, we have used the virtual 

technology extensively in our accelerator control. In 2011, 
we developed a virtual-IOC, an In/Out Controller running 
on a virtual machine. Several virtual IOC’s were 
introduced in the accelerator operation. In 2012, we 
ported control services (dhcp, ldap, rdb, achiver, etc.) into 
virtual machines. Implementation details and experiences 
are reported.  

INTRODUCTION 
Recently, the virtualization technology has been 

developed and spread remarkably. In the past, we needed 
technical skills and an appropriate budget to use it. Now 
non-expert can use the technology. Recent Linux and 
Windows versions include a virtual machine monitor: in 
the case of Linux, KVM (Kernel-based Virtual Monitor), 
was merged into Linux kernel after 2.6.20. This is 
because broad users have needed backward-compatibility 
of 32-bit systems using modern 64-bit PC platform.  

When we introduce the virtualization technology, 
structure changes take place in a server computer system. 
Before 2010 without the technology, in order to simplify 
server maintenance, one server computer handles one 
service. As a result, we have many pieces of low/middle-
spec computers (Figure 1, left). Blade-type server systems 
had been available in the commercial market, and utilized 
for such server systems. Recent years with the technology, 
a few high-spec computers are used as host machines. 
One host handles many virtual machines. However each 
virtual machine handles one service, just as is before, to 
keep simple maintenance ability  (Figure 1, right).  

 

 
Figure 1: Structure changes in a server computer system. 
 

In the virtual environment, we can: (a) move a virtual 
machine from a host to another, and (b) change hardware 
spec of a virtual machine easily. These features enable 
flexible re-arrangement of virtual machines over host 

machines. In addition, one can expect cost reduction in 
total.  

PAST STUDIES IN J-PARC MR 
The J-PARC Main Ring (hereafter MR) is a high-power 

proton synchrotron with beam-energy 30GeV. The 
control system has been developed using the EPICS 
(Experimental Physics and Industrial Control System) 
toolkit [1]. The control system has been used for the beam 
operation of MR since 2008 [2]. 

In the control system, more than 100 IOC’s (In/Out 
Controller) are used [3]. Most of them are: (a) VME-bus 
computers, a traditional platform in this field, and (b) 
PLC-based controllers with EPICS embedded [4].  

Around 2010, we carried out feasibility studies on 
virtualization technologies such as VMware and XEN. 
We developed a virtual-IOC (hereafter “vioc”), an IOC 
running on a virtual machine. In 2011, part of VME-bus 
IOC’s with no real I./O (so-called soft IOC), or those for 
networked devices, were shifted to vioc’s. The detail 
descriptions are given in [5]. In 2013, about 30 vioc’s are 
introduced.  

The success of vioc encouraged us to extend the virtual 
environment more in our control. In 2012, we ported 
control services, such as dhcp, ldap, rdb, channel achivers, 
etc., into multiple virtual machines. They have been used 
in MR operation since then.  

VIRTUALIZATION EXPERIENCES 
Virtual Machines Configurations 

In the J-PARC MR control system, we have adopted 
Scientific Linux (hereafter SL) as the main OS (Operating 
System). In 2008, we started with SL4. During the 
summer of 2012, we upgraded the main OS to SL6, which 
has native support of KVM. Thus, we decided to use 
KVM as a default virtual monitor. 

In 2013, we have two groups of virtual machines: one 
for control services, and another for vioc servers. Both 
groups use SL6.0 as a host OS. Each group consists of 
three host computers. The host is a high-spec blade-type 
computer (IBM Blade HS22, Xeon E5504 (4core 2cpu) 
2GHz) with 20 GB of memory. In each group, we 
distribute virtual machines to keep a good load balance 
between three hosts. When we have a host trouble, we 
stop the host and keep to operate the group using other 
two hosts. When we need more CPU power and/or 
memory allocation in the future, we will add more host 
computer(s) to the group.  

The configuration for the control services group is 
shown in Figure 2. Eight server computers are virtualized, 
and summarized into three host machines. Typical 
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EVALUATING LIVE MIGRATION PERFORMANCE 
OF A KVM-BASED EPICS 

Lei Hu, Jiajie Li, Libin Ding, Xu Jun, YaLi Liu, Institute of High Energy Physics, Beijing, China 
Dapeng Jin, Jian Zhuang, Institute of High Energy Physics, Beijing; China 

State Key laboratory of Particle Detection and Electronics of China, Beijing* 
 
Abstract 

In this paper we present some results about live 
migration performance evaluation of a KVM-Based 
EPICS on PC.About PC,we care about the performance of 
storage,network and CPU.EPICS is a control system. we 
make a demo control system for evaluation, and it is 
lightweight. For time measurement, we set a monitor PV, 
and the PV can automatics change its value at regular 
time intervals.Data Browser can display the values of 
'live' PVs and can measure the time. In the end, we get the 
evaluation value of live migration time using Data 
Browser. 
Keyword: EPICS,  CSS,  KVM 

INTRODUCTION 
The virtualization is one of the hottest topics in 

nowadays distributed computation as they are one of the 
key elements in cloud computing. The aim is to improve 
the efficiency of resource utilization, to reduce the energy 
consumption,  to increase the availability of applications 
etc. One of the most efficient techniques of virtualization 
is Live Migration. Based on this technique, one 
application can migrate from one machine to another with 
a minimal transfer time  (about some ms) [1], [2]. In order 
to reach these facilities, it is offered a software layer 
called Hypervisor. 

When discussing virtualization, there are two main 
components: the host (the phycsical machine) and the 
guest (the virtual machine). The software layer that 
separates them is the hypervisor. There are two major 
hypervisor types:The Type-1 Hypervisor is a thin 
software layer that is installed over the hardware compo-
nents and provides services for the running virtual 
machines.The second type is mostly used for 
paravirtualization or software virtualization. The type 2 
hypervisor runs virtual machines as processes over a full-
featured operating system.  

 Kernel-based Virtual Machine (KVM)[3] is the default 
vir-tualization technology starting with version 6 of Red 
Hat Enterprise Linux. Supported by Red Hat, along with 
the 2.6.20 Linux Kernel version.The main reason is that 
KVM is an open source project, hence it is free to 
integrate it in any other software environment. However, 
the fact that it is free does not mean that performance is 
an issue, since recent tests show that it is at least as good 
as the more experienced technology. 

Even if KVM is considered a Type-2 hypervisor, it has 
an interesting trait: it works only over hardware with 
support for virtualization, thus delivering performance 
similar to type-1 hypervisors. As it looks on figure 1. 
Migration describes the process of moving a guest from 
one host to another. In a live migration, the guest 
continues to run on the source host while its memory 
pages are transferred, in order, to the destination host. The 
time it takes to complete such a migration depends on 
network bandwidth and latency. If the network is 
experiencing heavy use or low bandwidth, the migration 
will take much longer.  

 
Figure 1: KVM hypervisor. 

EPICS(Experimental Physics and Industrial Control 
System)[4] is a set of Open Source software tools, 
libraries and applications developed collaboratively and 
used worldwide to create distributed soft real-time control 
systems for scientific instruments such as a particle 
accelerators, telescopes and other large scientific 
experiments. 

In this paper we present some results about live 
migration performance evaluation of a KVM-Based 
EPICS on PC. we make a demo control system and it is 
lightweight. For time measurement, we set a monitor for 
PV, and the PV can automatics change its value at regular 
time intervals.In the end, we get the evaluation value of 
live migration time using Data Browser. 

RELATED WORKS 
We use DesktopsPC(Personal computer) to finish the 

whole experimental works. The table 1 lists some import 
parts of computer. For OS(Operating System), we choose 
SL(Scientific Linux), The base SL distribution is 
basically Enterprise Linux(From RedHat Enterprise ). 
Hardwares for experimence are depicted in Table 1. 

Table 1: The Tech Specs of DesktopsPC 
Processor Intel(R) Core(TM)2 Duo CPU     E7500  @ 2.93GHz 
Operating System Scientific Linux release 6.2 (Carbon), 64bit 
Memory 4GB DDR3 SDRAM at 1333MHZ 
Hard Drive 500GB 3.5" SATA 3Gb/s with 8MB DataBurst Cache 

 
* E-Mail: hul@ihep.ac.cn, lijj@ihep.ac.cn, 
xujun@ihep.ac.cn,liuyali@ihep.ac.cn,jindp@ihep.ac.cn, 
zhuangj@Ihep.ac.cn 
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PERFORMANCE IMPROVEMENT OF KSTAR NETWORKS FOR LONG 
DISTANCE COLLABORATIONS 

 
Jinseop Parka, Sangil Leea, Sangwon Yuna, Taegu Leea, Ali Kashif Bashira, Dosub Leea, Buseung Chob 

aNational Fusion Research Institute (NFRI), Daejeon 305-333, Korea 
bKorea Institute of Science and Technology Information (KISTI), Daejeon 305-806, Korea 

Abstract 
KSTAR (Korea Superconducting Tokamak Advanced 

Research) has completed its 6th campaign. Every year, it 
produces enormous amount of data that need to be 
forwarded to international collaborators shot by shot for 
run-time analysis. Analysis of one shot helps in deciding 
parameters for next shot. Many shots are conducted in a 
day, therefore, this communication need to be very 
efficient. Moreover, amount of KSTAR data and number 
of international collaborators are increasing every year. In 
presence of big data and various collaborators exists in all 
over the world, communicating at run-time will be a 
challenge. To meet this challenge, we need efficient ways 
of communications to transfer data. Therefore, in this 
paper, we will optimize paths among internal and external 
networks of KSTAR for efficient communication. We 
will also discuss transmission solutions for environment 
construction and evaluate performance for long distance 
collaborations. 

INTRODUCTION 
The researchers participate in the experiment to analyse 

the experimental data and to be applied with parameters 
for next shot based on analysed data during the 
experiment. The researchers need to connect to the 
storage of experimental data in KSTAR or need to 
connect to the near storage of experimental data which 
were moved from KSTAR in order to analyse data from 
the outside. The first way requires more time to load 
experimental data which is in KSTAR for analysis from 
the researchers who are long distance. The second way 
require less time to load experimental data for analysis 
from the researchers who are long distance than first way 
because experimental data is nearby long distance from 
KSTAR. In order to be able to do the second way, 
bandwidth is very important to transfer experimental data 
from internal storage to external storage. In this paper, we 
conducted benchmark for bandwidth in consideration of 
the second way. We used solution programs of iperf and 
bbcp for the evaluation and analysis of networks 
performance. We got results after evaluation and analysis 
of networks performance and conducted experiment in 
order to share ways in order to get better performance 
based on this results with related managers of KREONET 
(Korea Research Environment Open NETwork) [1] and 
GLORIAD-KR(Global Ring Network for Advanced 
Application Development-KoRea) [2] and NFRI 
(National Fusion Research Institute). 

TEST AND TRANSMISSION SOLUTION 
The traceroute [3] which was a program to check path 

of networks was used to find the optimal path. The iperf 
[4] program was used to check bandwidth of TCP and 
UDP. The bbcp [5] program was used to check bandwidth 
when we transfer file data from local to remote. Because 
reading and writing performance is important between 
disk and memory, we used the dd [6] program to measure 
each server between local and remote areas. We used the 
tracepath in order to measure configuration of MTU and 
Jumbo Frame of networks routers. 

PERFORMANCE ANALYSIS AND 
EVALUATION 

Configuration 
Table 1: Servers Information 

Server Type Information 

dtn01 

CPU Quad-Core 2 2.3 GHz 
MEM 24 GB 
DISK Luster 
LAN  10 Gbps 

ps 

CPU Xeon 2 GHz 
MEM 4 GB 
DISK Read   2.5 GB/s, Write 115 MB/s 
LAN  10 Gbps 

nfri-s1 

CPU Xeon 2.93 GHz 
MEM 8 GB 
DISK Read    3.5 GB/s, Write 76.9 MB/s 
LAN  1 Gbps 

kstar-s1 

CPU Quad-Core 2 2.6 GHz 
MEM 4 GB 
DISK Read    2.6 GB/s , Write 68.3 MB/s 
LAN  1 Gbps 

kstar-s2 

CPU Xeon 2.67GHz 
MEM 16GB 
DISK Read   3.2 GB/s, Write 121 MB/s 
LAN  1 Gbps 

 
Figure 1: Configuration of networks. 

We tested in this configuration of above Fig. 1 but we 
couldn’t be able to get assigned resources of networks in 
order to transfer data in KREONET and GLORIAD-KR. 
We just use normal networks of research. 
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IEC-61850 INDUSTRIAL COMMUNICATION STANDARDS UNDER TEST 
F. Tilaro, B. Copy, M. Gonzalez-Berges, CERN, Geneva, Switzerland 

Abstract 
IEC-61850, as part of the International Electro-

technical Commission's (IEC) Technical Committee 57 
(TC57), defines an international and standardized 
methodology to design electric power automation 
substations. It specifies a common way of communicating 
and integrating heterogeneous systems based on 
multivendor Intelligent Electronic Devices (IEDs); these 
devices play a fundamental role in the control architecture 
of these electric power systems. IEDs are connected to 
Ethernet network and according to IEC-61850 their 
abstract data models have been mapped to the following 
communication protocols: MMS (Manufacturing Message 
Specification), GOOSE (Generic Object-Oriented 
Substation Event), SV (Sampled Values), and possible in 
the future Web Services. All of these protocols can run 
over TCP/IP networks, so they can be easily deployed and 
integrated with Enterprise Resource Planning (ERP) 
network; if this continuous integration on one hand 
provides economical and functional benefits for the 
companies, on the other hand it exposes the industrial 
infrastructure to the external existing cyber-attacks; so it 
is necessary to face with the changing threats and 
vulnerabilities of the entire cyber world. Within the 
OpenLab collaboration between CERN and Siemens, a 
test-bench has been developed specifically to evaluate the 
robustness of industrial equipment [1] (TRoIE). This paper 
describes the design and the implementation of the testing 
framework and in particular of that part used to evaluate 
the robustness of the IEC-61850 [2] previously mentioned 
protocols implementations. 

INTRODUCTION 
Smart grids are electrical power systems that are more 

efficient, more resilient, more advanced - hence “smarter” 
- than old, electromechanical power grids. Unlike the 
latter, smart grids use digitized information and 
communication technology to drive the industrial process 
operations on the base of consumers’ needs; they are also 
capable of integrating diverse energy resources and 
emerging technologies. As Smart Grid technology 
progresses, the information technology (IT) and 
telecommunications infrastructures have gained more and 
more importance at ensuring the reliability and security of 
the entire electric system. Therefore, the security of IT 
systems plays a fundamental role in the evolution of any 
safe power smart-grid. As pointed out by several 
historical events like the North America blackout in 2003 
[3], cyber security must address not only deliberate 
attacks, but also inadvertent compromising of the 

information infrastructure due to user errors, possible 
equipment failures, and even natural disasters. Any 
vulnerability might allow an attacker to penetrate any 
network boundary, gain access to the control software, 
and alter the industrial process data to destabilize the grid 
in unpredictable ways. 

At the lower level of a typical power system 
architecture, two main parts can be detected: the power 
system infrastructure, which represents all the physical 
equipment and industrial field devices, and its control 
infrastructure which is responsible to automate and 
control the former. This means that the latter does not 
only retrieve and monitor the information from electrical 
equipment, but also takes actions to control the physical 
process. Furthermore, we are observing a growing trend 
of replacing proprietary industrial control networks (like 
PROFIBUS or Modbus) with open and standardized 
TCP/IP based Ethernet networks. This solution allows an 
easier and cost-effective integration of all industrial 
control system levels, but at the same time it exposes the 
entire infrastructure to internal and external cyber-attacks. 
This requires a proper design in order to face not only the 
typical functional aspects of an industrial power system, 
but also the growing number of cyber-security threats [4]; 
this actually represents the proof that hackers are more 
and more getting interest in exploiting common industrial 
control systems vulnerabilities by developing new viruses, 
worms and malicious applications.  

The next chapters offer a brief description of the cyber 
security model used to drive the testing activities at 
CERN, based on the international ISA-99 [5] standards; 
nevertheless the entire pattern focuses on evaluating the 
security robustness of IEC-61850 protocols 
implementations. 

OVERVIEW OF RECENT SECURITY 
STANDARDS AND OUR GOAL 

Among the latest activities which have been carried out 
with the objective of regulating and standardizing security 
aspects in smart-grid systems, we could mention: 
 The North America Electric Reliability Corporation 

(NERC) reliability standards define the requirements 
for planning an operation on the base of risk-analysis 
results. In particular the NERC [6] Critical 
Infrastructure Protection (CIP) Cyber Security 
Standards CIP-002 through CIP-009 [NERC, North 
American Reliability Corporation, Standards, Critical 
Infrastructure Protection] provides a list of guidelines 
to identify and protect critical cyber asses to support the 
reliability of the Bulk Electric System.  

Proceedings of ICALEPCS2013, San Francisco, CA, USA MOPPC137

Software Technology Evolution

ISBN 978-3-95450-139-7

397 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



CONTINUOUS INTEGRATION FOR AUTOMATED CODE GENERATION

TOOLS

I. Prieto Barreiro, W. Booth, B. Copy. CERN, Geneva, Switzerland

Abstract

The UNICOS (UNified Industrial COntrol System) [1]

framework was created back in 1998 as a solution to build

industry like control systems. The Continuous Process

Control package (CPC) [2] is a UNICOS component that

provides a methodology and a set of tools to design and

implement industrial control applications. UAB (UNICOS

Application Builder) [3] is the software factory used to de-

velop UNICOS-CPC applications. The constant evolution

of the CPC component brought the necessity of creating a

new tool to validate the generated applications and to ver-

ify that the modifications introduced in the software tools

do not create any undesirable effect on the existing control

applications. The uab-maven-plugin is a plug-in for the

Apache Maven build manager that can be used to trigger

the generation of CPC applications and verify the consis-

tency of the generated code. This plug-in can be integrated

in continuous integration tools - like Hudson or Jenkins - to

create jobs for constant monitoring of changes in the UAB

framework that will trigger a new generation of all the ap-

plications located in the source code management.

INTRODUCTION

UNICOS (UNified Industrial COntrol System) is a

CERN (European Organization for Nuclear Research)

framework designed to develop industrial control system

applications. It provides a methodology, several object li-

braries and a set of tools to generate the control code for

these applications. The framework provides several com-

ponents used in different projects, such as CPC (Continu-

ous Process Control), CIET (Cryogenics Instrumentation

Expert Tool), QPS (Quench Protection System) and SUR-

VEY (Control system for aligning the LHC magnets) [4].

These components target very different development plat-

forms like Industrial PLCs (Programmable Logic Con-

trollers), FESA (Front-End Software Architecture) front-

end computers or SCADA (Supervisory Control And Data

Acquisition) packages.

UAB (UNICOS Application Builder) is a modular soft-

ware tool developed using Java and Jython programming

languages and designed to generate either the control code

or the configuration files for the different UNICOS applica-

tions. Like the UNICOS framework itself, UAB is made up

of several components (CPC, CIET, SURVEY, ...) to allow

the generation of the different types of applications. Each

UAB component consists of one or more software mod-

ules (Figure 1). The UAB software modules are classified

in three main categories: core, generation plug-ins and re-

sources packages [2].

Figure 1: UAB architecture overview.

This software modularity brings several benefits with re-

spect to the continuous improvement of the software:

• The modules can be reused by other modules improv-

ing the software quality by avoiding code duplication

and reducing the maintenance effort.

• Each module can be implemented by different teams

with different knowledge domains (e.g. Software En-

gineers, Control Engineers, etc.).

• Each module can have an independent life-cycle.

AUTOMATED GENERATION TOOLS

UAB provides a set of wizards with a user-friendly inter-

face that are helpful during the creation, configuration and

development of the control applications (Figure 2).

Figure 2: Wizard panel to generate code for Step 7.

Proceedings of ICALEPCS2013, San Francisco, CA, USA MOPPC138

Software Technology Evolution

ISBN 978-3-95450-139-7

401 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



A FRAMEWORK FOR OFF-LINE VERIFICATION OF BEAM 
INSTRUMENTATION SYSTEMS AT CERN 

S. Jackson, C. Zamantzas, C. Roderick, CERN, Geneva, Switzerland 

Abstract 
Many beam instrumentation systems require checks 

to confirm their beam readiness, detect any deterioration 
in performance and to identify physical problems or 
anomalies. Such tests have already been developed for 
several LHC instruments using the LHC sequencer [1], 
but the scope of this framework doesn't extend to all 
systems; notably absent in the pre-LHC injector chain. 
Furthermore, the operator-centric nature of the LHC 
sequencer means that sequencer tasks aren't accessible 
by hardware and software experts who are required to 
execute similar tests on a regular basis. As a 
consequence, ad-hoc solutions involving code sharing 
and in extreme cases code duplication have evolved to 
satisfy the various use-cases. In terms of long term 
maintenance, this is undesirable due to the often short-
term nature of developers at CERN alongside the 
importance of the uninterrupted stability of CERN's 
accelerators. This paper will outline the first results of 
an investigation into the existing analysis software, and 
provide proposals for the future of such software. 

INTRODUCTION 
Large quantities of data were produced by LHC's 

various instrumentation systems during the machine's 
more than three years of operation.  Much of this data 
was logged and made available for offline observation 
via rudimentary data extraction tools such as the Timber 
web interface, but early in the LHC's operation it 
became clear that detailed analysis of this data would be 
necessary to detect equipment deterioration and data 
quality issues.  It soon became apparent that examining 
the huge quantities of raw data manually was 
impossible, and ad-hoc analysis software began 
appearing within the BI (Beam Instrumentation) group. 

With no standard framework or tools in place, this 
analysis software was created on a case-by-case basis, 
with most of the analysis tools being written by CERN 
students.  Many of the students have since left CERN, 
leaving a legacy of undocumented, yet vital scripts 
which will be required to be operational when the LHC 
restarts.  During the LHC shut-down, a project has been 
set up to analyse the contents of these scripts and to 
propose a framework into which the scripts can be 
managed.  The scope of this framework should also be 
flexible enough to allow analysis scripts to be made for 
other LHC instrumentation systems as well as for 
instrumentation systems in the LHC injector chain. 

This paper will detail the results of an investigation of 
the current analysis software which has been running 
prior to the LHC shut-down.  It will highlight the 
strengths and weaknesses of the current software and 

conclude with some recommendations for the migration 
of existing and future analysis software. 

ANALYSIS DATA SOURCES 
Most of the existing software is driven by data 

extracted from the LHC measurement database.  Direct 
access to this Oracle database is forbidden, and all data 
extraction must be performed via a Java API supplied 
by the database team.  This allows the imposition of 
'fair-use' policies and limits the possibility of runaway 
clients taking down the database, but it also restricts 
which languages can be used in the analysis. 

The data analysed by the current software is generally 
machine triggered data. There are however other 
sources of data generated by Java applications written 
for equipment experts’ use when analysing the state of 
their equipment.  These so called 'expert applications' 
read data from instrumentation on-demand and often 
create raw data files for immediate or later analysis. 
One such application, for the readout of BLM (Beam 
Loss Measurement) modulation tests, not only creates 
these files when an expert presses a button in the GUI 
(Graphical User Interface), but the analysis code is 
written in such a way that the readout-and-dump-to-file 
functionality can also be triggered by the LHC 
sequencer.  In this case, a set of data files is generated 
by the sequencer before each LHC fill – files which 
then form another data source for analysis.  

CHOICE OF ANALYSIS LANGUAGE 

The three officially sanctioned development 
languages in CERN's Beams department are C, C++ and 
Java.  C and C++ are used for most of the accelerators' 
real-time software, and Java can be found 
predominantly in the GUIs and middle tiers.  Given that 
the API of the main data source (the measurement 
database) is in Java, it would seem natural that Java 
would be used in the analysis software as well.  
However, analysts decided against the use of Java or 
C++ for the following reasons: 

 The steep learning curve for object-oriented 
languages such as Java and C++ (many analysts 
didn’t come from a computing background). 

 Although the scripts were well designed regarding 
their purpose and function, little or no software 
design was made before the analysis scripts where 
written.  An edit and run scripting language was 
preferred as it allowed rapid prototyping whereas 
the design, implement, compile, deploy and run 
approach of Java applications is very heavy when 
you are making frequent changes. 
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HIGH-AVAILABILITY MONITORING AND BIG DATA: USING JAVA 
CLUSTERING AND CACHING TECHNOLOGIES TO MEET COMPLEX 

MONITORING SCENARIOS 

M. Bräger, M. Brightwell, E. Koufakis, R. Martini, A. Suwalska, CERN, Geneva, Switzerland

Abstract 
Monitoring and control applications face ever more 

demanding requirements: as both data sets and data rates 
continue to increase, non-functional requirements such as 
performance, availability and maintainability become 
more important. C2MON (CERN Control and Monitoring 
Platform) is a monitoring platform developed at CERN 
over the past few years. Making use of modern Java cach-
ing and clustering technologies, the platform supports 
multiple deployment architectures, from a simple 3-tier 
system to highly complex clustered solutions. In this pa-
per we consider various monitoring scenarios and how the 
C2MON deployment strategy can be adapted to meet 
them. 

INTRODUCTION 
The world of Monitoring and Control software is vast, 

stretching from the advanced systems installed in today's 
modern factories and scientific installations, all the way to 
the software monitoring a small IT cluster or your home 
IP-enabled fridge. Within this diversity, many of the core 
functionalities remain the same, namely that of gathering, 
storing and displaying data and processing related alarms 
("monitoring"), and taking appropriate actions - either 
manually or automatically - based on this information 
("control"). The functional differences will often lie in the 
drivers for connecting to the specific hardware and the 
algorithms behind complicated control processes. That 
said, major differences may appear in the non-functional 
requirements, and this appears to be often overlooked. Of 
course, all users would hope for the software to be relia-
ble! But when you start looking at availability, maintaina-
bility, adaptability or performance, major differences 
soon appear, depending on the monitoring service you are 
trying to run. For instance, in terms of maintainability, a 
software upgrade that puts your fridge temporarily offline 
is of little importance whereas the inability to introduce a 
critical patch at runtime may be a major downside of a 
24/7 monitoring service. Similarly for adaptability, if your 
monitoring system doesn’t have a predictably steady data 
flow, it must bust be designed to respond to a sudden ava-
lanche of data without significantly degrading perfor-
mance. 

With these special requirements in mind, the C2MON 
was created in 2009 to design and implement a common 
monitoring and control platform [1]. Providing the core 
functionalities of a monitoring system, this software aims 
to be extendable and adaptable to a wide variety of moni-
toring requirements, both functional and non-functional. 
In this paper we focus on the non-functional requirements 
mentioned above, and how the C2MON architecture was 

designed to meet these. In particular, we illustrate how the 
integration of modern Java caching and clustering solu-
tions allowed sufficient modularity in the deployment 
strategies, for most of the requirement scenarios to be 
met. In this case the overused term of "leveraging" is in 
fact appropriate, since the C2MON architecture builds on 
3rd party products to provide a much more comprehen-
sive software suite. 

The paper is organized as follows: in the first section 
we review Java caching and clustering technologies and 
how they have evolved over the past few years. The sec-
ond section gives a brief overview of the C2MON design, 
referring to other publications. The heart of the paper is in 
section 3, where we illustrate C2MON deployment archi-
tectures through a number of different monitoring scenar-
ios.  

REALIZING CACHING AND CLUSTER-
ING ON JAVA ENTERPRISE TECHNOL-

OGIES 
A major aim of the C2MON project was to provide a 

clustered server layer that was able to consume data up-
dates in a load-balanced manner. This setup allows a bet-
ter handling of data avalanches and a higher protection 
against network or hardware failures. Another big ad-
vantage of a clustered setup is the possibility of applying 
patches or functional upgrades transparently to the system 
without creating any service downtime. This can be 
achieved through rolling updates, which means that the 
servers are stopped and restarted one after the other. It 
also allows quick rollbacks in case of unforeseen prob-
lems. When realizing such a distributed setup, a key de-
sign issue is how the cache operates across the different 
nodes. The cache is usually placed between the applica-
tion and the database, and a distributed design must con-
sider how distributed updates and reads will affect the 
consistency of the data and overall performance of the 
system.  

Review of Latest Evolution in Java Cache Tech-
nologies 

One of the biggest constraints in Java is that the in-
crease of allocated heap memory is tightly coupled to the 
time that the garbage collector running in all Java applica-
tions needs to collect unused objects. During its clean-up 
phase all other threads are paused by the Java Virtual Ma-
chine (JVM) and this can lead to unpredictable applica-
tion response times. Even though in theory a 64bit Java 
virtual machine is open to allocate all available memory, 
it is not recommended to use more than four GB of gar-
bage-collected heap. The main issue is not the object de-
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GROOVY AS DOMAIN-SPECIFIC LANGUAGE 
IN THE SOFTWARE INTERLOCK SYSTEM 

J. Wozniak, M. Polnik, G. Kruk, CERN, Geneva, Switzerland 

 
Abstract 

After over 7 years in operation the Software Interlock 
System (SIS) has become an indispensable and mission-
critical controls tool covering many operational areas 
from general machine protection to diagnostics. The 
growing number of running instances as much as the size 
of existing configurations have increased both the 
complexity and maintenance cost of running the SIS 
infrastructure. In response to those issues, new ways of 
configuring the system have been investigated aiming at 
simplifying the configuration process by making it faster, 
more user friendly and understandable for wider 
audiences and domain experts alike. As one of the 
possible choices the Groovy scripting language has been 
considered as being particularly well suited for writing a 
custom Domain-Specific Language (DSL) due to its built-
in language features like native syntax constructs, 
command chain expressions, hierarchical structures with 
builders, closures or Abstract Syntax Tree (AST) 
transformations. This document explains best practices 
and lessons learned while introducing an accelerator 
physics domain oriented DSL language for the 
configuration of the Software Interlock System developed 
by the Data & Application Section at CERN. 

 

THE SIS PROJECT 
The Software Interlock System (SIS) is part of the 

overall Machine Protection systems’ group of 
applications. It helps protect the machine by surveying 
the state of a set of devices. At each evaluation, it 
performs a number of checks (conditions) and dumps or 
inhibits the beam production if an abnormal situation is 
discovered. The basic checks, called Individual Software 
Interlock Channels (ISICs), usually compare the reading 
from a device with a predefined threshold or range of 
values (like temperature < 50 deg. Celsius). Several 
ISICs with some logical or geographical relationship can 
be grouped into a so-called Logical Software Interlock 
Channels (LSICs). The state of an LSIC corresponds to 
the result of a logical operation applied on the state of all 
of its dependent ISICs. The logical operation may be any 
combination of AND, OR and NOT operators. The state 
of each LSIC is either TRUE or FALSE. All the ISICs 
and LSICs together with a root node, called Permit, form 
the structure of a logical tree. The evaluation of the tree is 
fired by a predefined periodic event, and the outcome is 
used to act on external systems. SIS was designed to 
protect the machines against repetitive faulty conditions 
thus limiting damage caused by radiation or other harmful 

states, thus extending the equipment lifetime and making 
the machine diagnostics much easier. The interested 
reader can refer to [1] for more information about the SIS 
itself.  

 

 DOMAIN-SPECIFIC LANGUAGES 
A DSL is a type of computer language or specification 

language used in a domain (banking, physics, medicine, 
controls, etc.) to solve or describe a particular domain 
problem or area of interest. Using DSLs instead of 
general-purpose languages allows a particular type of 
problem or solution to be expressed in terms closer to the 
language used by the end users of the system that are not 
necessarily computer scientists or programmers [2].  

 

MOTIVATION 
The growing number of SIS instances as well as the 

complexity of each configuration has induced an 
increased cost of maintenance. The original choice of 
XML for the configuration of SIS had to be extended by 
other techniques in order to overcome its limitations. 
Being originally designed as a document description 
language, XML is not well suited to accommodate 
conditional logic. The definition of a Boolean condition, 
although still possible in XML, makes the document 
verbose and difficult to read. For that reason SIS allows 
to define complex conditions as Java classes or Groovy 
scripts. Typical language constructs like file includes, 
variables, loops or if/else statements were also allowed in 
the SIS configuration files, as the configuration usually 
consists of a repetitive number of similar conditions 
multiplied by the number of devices of a given class (like 
power-converters). These features were implemented 
using the Velocity template language that was used to 
pre-process and generate the final XML files. In 
summary, the current typical configuration of a SIS 
instance is a mixture of Velocity statements, XML tags, 
Groovy scripts and references to Java classes. This 
mixture of languages makes it difficult to read, 
understand and maintain the configuration of an SIS 
instance. Furthermore, the configuration file is a static 
entity that gets processed in runtime postponing error 
detection to the very last moment, at system startup. A 
comparable DSL [4] solution could possibly improve this 
situation by using a compiled language with IDE facilities 
like support for syntax highlighting and code completion. 
A well-designed DSL could unify all the previously 
mentioned requirements within a unique language having 
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PLUGIN-BASED ANALYSIS FRAMEWORK FOR LHC  
POST-MORTEM ANALYSIS 

R. Gorbonosov, G. Kruk, M. Zerlauth, V. Baggiolini, CERN, Geneva, Switzerland 
 

Abstract 
 

Plugin-based software architectures [1] are extensible, 
enforce modularity and allow several teams to work in 
parallel. But they have certain technical and 
organizational challenges, which we discuss in this paper. 

We gained our experience when developing the Post-
Mortem Analysis (PMA) system, which is a mission-
critical system for the Large Hadron Collider (LHC). We 
used a plugin-based architecture with a general-purpose 
analysis engine, for which physicists and equipment 
experts code plugins containing the analysis algorithms. 
We have over 45 analysis plugins developed by a dozen 
of domain experts.  

This paper focuses on the design challenges we faced 
in order to mitigate the risks of executing third-party 
code: assurance that even a badly written plugin doesn't 
perturb the work of the overall application; plugin 
execution control which allows to detect plugin 
misbehaviour and react; robust communication 
mechanism between plugins, diagnostics facilitation in 
case of plugin failure; testing of the plugins before 
integration into the application, etc. 

 
INTRODUCTION 

 

The Post-Mortem Analysis (PMA) is a mission-
critical system for safe operation of the Large Hadron 
Collider (LHC). Its main goal is to perform an exhaustive 
analysis of the behaviour and state of the key LHC 
components (power converters, quench protection 
systems, interlock systems, collimators, beam-loss 
monitors, kickers and many others) in the event of a 
beam dump and decide if it is safe to continue operation. 
Detailed domain knowledge about the aforementioned 
components is necessary to perform the analysis. Because 
there is no single team possessing sufficient expertise 
about all the LHC components, we decided to delegate 
the coding of analysis algorithms to domain experts. In 
other words, domain experts write software components 
(“plugins”) with analysis algorithms, and the core PMA 
team provides the general-purpose analysis engine to 
execute these plugins.  
 
Requirements and Constraints 
 

A plugin-based architecture enforces design and 
implementation decisions that both mitigate the risks of 
executing third-party code and simplify the 
implementation of plugins. In the case of the PMA this is 
absolutely vital since domain experts providing the 
analysis plugins are not professional programmers, and 
are therefore prone to make programming mistakes.  

Another requirement which affected the design and 
implementation of the PMA is that to yield the overall 

result the plugins need to be executed in the right order 
and they need to communicate with each other, e.g. a 
subsequent plugin needs to be able to consume the output 
of previous plugins. 
 
Workflow 

 

The PMA workflow is shown in Fig. 1. Each box 
represents an analysis plugin. Typically (but not 
necessarily) the leftmost plugins focus on a single domain 
(power converters, collimators, etc.). The main purpose 
of these plugins is to filter out all the normal data since 
such data is not interesting for problem detection. The 
plugins in the middle represent cross-domain analysis. 
These plugins consume the results of single-domain 
analysis and perform data correlation in order to find 
discrepancies. At the right there are one or several 
plugins producing overall result(s) of the analysis. 

 
 
 
 
 
 
 
 
 
 
 

Figure 1: PMA workflow. 
 
PROBLEMS, RISKS AND SOLUTIONS 

 

This section describes problems and risks we faced as 
well as design and implementation solutions we have put 
in place to deal with those problems and risks. All the 
decisions are guided by 2 main principles: 
1. lack of domain experts programming experience 

should not compromise overall system stability and 
reliability 

2. implementation of analysis plugins should be made as 
simple as possible, domain experts should be able to 
focus on their business-logic only 
 

Plugins Execution 
 

As described above, the PM analysis plugins are 
executed in a well-defined sequence where each plugin 
waits for the relevant data to be ready before starting the 
execution.  

A simplistic approach to implement this behaviour 
could be to simply link together the plugins using the 
observer (or any other notification) pattern. In this design, 
analysis plugins execute in a pretty autonomous manner. 
They notify each other once they produce data and each 
plugin decides itself when it has all the required data to 
start execution (Fig. 2a). Although this approach seems 

… 
… 
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single 
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domain 
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result 

MOPPC143 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

416C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Software Technology Evolution



MASS-ACCESSIBLE CONTROLS DATA FOR WEB CONSUMERS

B. Copy, R. Niesler, F. Tilaro, M. Labrenz, CERN, Geneva, Switzerland

Abstract
The  past  few  years  in  computing  have  seen  the

emergence of smart  mobile devices,  sporting multi-core
embedded  processors,  powerful  graphical  processing
units,  and  pervasive  high-speed  wireless  network
connections (supported by WIFI or EDGE/UMTS). The
relatively  limited  capacity  of  these  devices,  when
compared  to  desktop  computers,  requires  relying  on
dedicated embedded operating systems (such as Android,
or  iOS),  while  their  diverse  form factors  (from mobile
phone screens to large tablet screens) require the adoption
of programming techniques and technologies that are both
resource-efficient and standards-based for better platform
independence. We will consider the available options for
hybrid  desktop/mobile  web  development  today,  from
native  software  development  kits  (Android,  iOS)  to
platform-independent  solutions  (mobile  Google  Web
toolkit,  JQuery  mobile,  Apache  Cordova,  Opensocial).
Through the authors' successive attempts at implementing
a range of solutions for  LHC-related data broadcasting,
from data acquisition systems and LHC middleware such
as DIP and CMW, on to the World Wide Web, we will
investigate what are the valid choices to make and what
pitfalls to avoid in today’s web development landscape.

CONTROLS DATA ON THE INTERNET
Modern  accelerator  complexes  such  as  CERN  have

been  relying  for  many  decades  on  industrial  control
systems. These off-the-shelf industrial components such
as Programmable Logic Controllers (PLCs) have proven
to  be  a  cost-efficient  and  standard  way  to  implement
critical processes such as CERN's LHC Cryogenics, the
Quench  Protection  System  or  CERN  Experiments  gas
control systems (ATLAS, ALICE, CMS, LHCb, Cloud). 

The dissemination of data issued from such business-
critical  systems  is  to  this  date  certainly  problematic  :
While  certain  critical  infrastructure  owners  have  no
qualms about exposing their own equipment directly in
the Internet, without any form of protection from even the
most trivial network-based malicious users [1], even state-
of-the-art  robust  computer  servers  must  nowadays  be
placed under layers of protections and procedures before
they  can  be  safely  exposed  on  the  Internet.  One  very
typical problem is the lack of resilience of these critical
industrial  process  control  equipments  when  faced  with
network  traffic  patterns  :  while  such patterns  would be
harmless for a typical network device such as a router, a
desktop computer or even a printer, a PLC on the other
hand  may  refuse  more  than  5  concurrent  network
connections,  or  decide to delay certain parts of process
control in order to honour complicated network requests.
Another  important  aspect  is  that,  no matter  how robust
these critical equipments are,  being able to disrupt their

operation  remotely  through  simple  denial-of-service
attacks,  is  simply  unacceptable  for  operation-minded
assets such as CERN's LHC. 

On  the  other  hand  of  the  spectrum,  Web  servers
deployed  in  an  era  of  social  media  and  bandwidth-
demanding mobile Internet  access must be able to cope
with sudden and significant bursts of interest, if only for
limited periods of time. Cloud infrastructures such as the
Amazon  Elastic  Computing  cloud  or  Cloudstack  can
nowadays roll out tens or hundreds of virtual servers in a
matter of minutes, exposing high throughput NoSQL in-
memory  databases  and  scalable  web services  to  satisfy
millions of individual visitors. 

We will now expose emerging solutions that have been
employed  at  CERN to  bridge  the  gap  between  critical
industrial  control  systems  employed  at  CERN  and
massive numbers of world wide web originating visitors,
without  any  compromise  in  the  matter  of  operational
availability  and  critical  process  integrity.  We will  first
examine  what  makes  today's  industrial  controls  data
unsuitable for mass-distribution and how to address this
shortcoming.  We  will  then  consider  what  makes  web-
based  data  relevant  in  today's  cloud  and  mobile  IT
market.  We  will  conclude  by  inspecting  in  detail  an
implementation  of  these  solutions,  as  applied  to  the
CERN LHC infrastructure as a whole.

DEVELOPING FOR MASS-ACCESS
A critical process controller equipment such as a PLC

is  designed  to  operate  in  a  sheltered  environment  :
moderate and predictable network traffic to and from the
equipment, a small number of concurrent network-based
accesses (less than a dozen), stable processing cycle times
in order to perform control with near real-time precision
are all essential parameters to ensure a reliable behaviour
from the controller's part. 

Many such controllers are in operation inside the LHC
complex. Monitoring their activity and gathering the data
they  expose  requires  the  usage  of  industrial  protocols,
from  OLE  for  Process  Control  (OPC)  to  the  CERN
Common Middleware (CMW) protocol,  through STEP7
for SIEMENS PLCs or Modbus for Schneider equipment.
Such  protocols  have  also  been  designed  for  sheltered
environments  and  peer-to-peer  connections.  Connecting
more  than  a  dozen  consumers  to  these  data  sources  is
sometimes simply impossible,  and most of the time too
risky,  without opening the door to operational  mistakes
and even malicious usages.

CERN for instance has made the choice of deploying a
secure  Technical  Network,  which  acts  as  a  sheltered
production  environment.  Inside  this  CERN  Technical
Network, trusted sets of equipments have been identified
to regroup network-capable devices that can speak to each
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MATLAB OBJECTS FOR EPICS CHANNEL ACCESS

J. Chrin, Paul Scherrer Institut, 5232 Villigen PSI, Switzerland

Abstract
With the substantial dependence on MATLAB for appli-

cation development at the SwissFEL Injector Test Facility
(SITF), the requirement for a robust and more extensive
EPICS (Experimental Physics and Industrial Controls Sys-
tem) Channel Access (CA) interface became increasingly
imperative. To this effect, a new MATLAB Executable
(MEX) file has been developed around an in-house C++
CA interface library (CAFE), which serves to expose com-
prehensive control system functionality to within the MAT-
LAB framework. Immediate benefits include support for
all MATLAB data types, a richer set of synchronous and
asynchronous methods, a further physics oriented abstrac-
tion layer that uses CA synchronous groups, and compila-
tion on 64-bit architectures. An account of the MOCHA
(MATLAB Objects for CHannel Access) interface is pre-
sented.

MOTIVATION
MATLAB [1] is an established fourth-generation pro-

gramming language and numerical computing environment
that provides matrix operations, algorithm procedures, data
plotting tools and a Graphical User Interface (GUI) frame-
work, as well as support for Object Oriented Programming
(OOP). Its use for the control and operation of particle ac-
celerators has surged in recent times (Fig. 1), initiating spe-
cial focus within the accelerator community [2]. It is also
the principal choice of physics application developers at
the SwissFEL Injector Test Facility (SITF) [3]. While a
critique of MATLAB is not intended here, it is acknowl-
edged that the conciseness of the code adds to its ability to
program rapidly and effectively. This is particularly en-
ticing during the SITF commissioning phases [4] where
novel applications may be quickly developed and put to
the test. The consequential increase in the usage of MAT-
LAB, coupled with the need to perform a number of essen-
tial measurements, however, inevitably led to a reappraisal
of the MATLAB interface to the underlying Experimental
Physics and Industrial Controls System (EPICS) [5] and its
communication protocol, Channel Access (CA) [6]. The
need for a stable and more extensive interface to that pro-
vided by the initially adopted MATLAB Channel Access
(MCA) package [7, 8], became apparent. The following
lists a number of necessary prerequisites.

• Support for all MATLAB data types.

• Incorporation of CA synchronous groups into MAT-
LAB objects for specific operations such as machine
snapshots and the acquisition of orbit data.

• Improved CA reconnection management to ensure
stability and robustness in every eventuality.

• Compilation on 64-bit Linux architectures.

In the meantime and per contra, a new C++ CA inter-
face library, CAFE [9], has recently been developed in-
house that provided the required underlying functionality.
Since CAFE further sought to act as a CA host library to
scripting and domain-specific languages, the development
of bindings to MATLAB presented itself as a natural exten-
sion. To achieve this necessitated gaining knowledge and
experience in the use of the MATLAB C Application Pro-
gramming Interface (API). A dynamically loadable MAT-
LAB Executable (MEX) file could then be constructed that
would allow CAFE routines to be called from within the
MATLAB framework, in the same manner as MATLAB
built-in functions.

The following recapitulates CAFE’s functionality before
describing how the new MOCHA (MATLAB Objects for
CHannel Access) MEX-file is created. The MOCHA syn-
tax is then presented and MATLAB’s Object Oriented Pro-
gramming (OOP) capability is briefly exemplified with a
specialized MOCHA aware MATLAB class.

Figure 1: Approximate number of ICALEPCS papers cit-
ing EPICS together with a given language. The figure is
indicative of trends only.

THE CAFE IMPLEMENTATION
CAFE is a C++ library that offers a multifaceted inter-

face to the native C-based CA API. It provides remote ac-
cess to EPICS Process Variables (PVs), which encapsulate
the EPICS channel controls data, residing in the Input Out-
put Contoller (IOC) or other devices hosting a CA server.
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NOT DEAD YET: RECENT ENHANCEMENTS AND
FUTURE PLANS FOR EPICS VERSION 3*

A.N. Johnson#, J.B. Anderson, ANL, Argonne, IL 60439, USA
M. Davidsaver, BNL, Upton, NY 11973, USA

R. Lange, HZB, 12489 Berlin, Germany

Abstract
The  EPICS  Version  4  development  effort  [1]  is  not

planning to replace the current Version 3 IOC Database or
its use of the Channel Access network protocol in the near
future.  Interoperability  is  a  key  aim  of  the  V4
development,  which  is  building  upon  the  older  IOC
implementation.  EPICS  V3  continues  to  gain  new
features  and  functionality  on  its  Version  3.15
development branch, while the Version 3.14 stable branch
has  been  accumulating  minor  tweaks,  bug  fixes,  and
support  for  new  and  updated  operating  systems.  This
paper  describes  the  main  enhancements  provided  by
recent  and  upcoming  releases  of  EPICS  Version  3  for
control system applications.

BACKGROUND
The first EPICS (Experimental  Physics  and Industrial

Control  System)  toolkit  was  developed  at  Los  Alamos
(LANL)  and  Argonne  (ANL)  National  Laboratories  [2]
and made available for other organizations to use in the
1990s. Up until 2004 other users of the software had to
sign  a license  agreement  with LANL to obtain a  copy,
even though many people had by then made significant
contributions  to  the  code-base.  Today  most  EPICS
components  can be freely downloaded via the  Internet,
and the  core  software  is  maintained by the  community
and distributed under an open source license [3].

This paper concentrates on the core EPICS software, a
package referred to as EPICS Base,  which contains the
Input Output Controller (IOC) implementation and its 29
standard  record  types,  the  Channel  Access  (CA) server
and client libraries with a set of command-line CA client
programs,  the EPICS build system, and various support
libraries.

Version Control Branches
The  EPICS  Base  source  code  is  managed  using  the

Bazaar version control system [4] to record and publish
the code history of the two main branches. New features
and  other  major  developments  are  added  on  the  3.15
developer branch, while most commits to the 3.14 stable
are  bug fixes  and  changes  needed  to  build  for  new or
upgraded operating system versions.

EPICS Version 4 modules have been developed against
the 3.14 branch of Base to date, but will be switching to
the 3.15 branch after the release of version 4.3.0 in order

to take advantage of several new features that only appear
in Base 3.15.

RECENT DEVELOPMENT
Both branches of Base are now rebuilt after every code

commit using a Jenkins Continuous Integration [5] server
at the APS to compile the code for several different target
operating systems. This allows the developers to quickly
discover problems with building their latest  changes on
architectures  that  they may not  normally build or  even
have access to. Any build failure is immediately sent out
by email to the core developers’ mailing list, and the out-
put from the build process is publicly accessible [6] from
the Jenkins server. The build for the 3.15 branch also runs
the built-in self-test programs on the build host, providing
additional confidence in the state of that code at all times.

Release History
Table 1 below lists the versions of EPICS Base that are

planned or have been released in the last two years.

Table 1: Recent and Planned Base Versions.

Version Release Date Description

3.14.12.1 2011-04-26 Stable, bug fixes

3.14.12.2 2011-12-12 Stable, bug fixes

3.15.0.1 2012-08-01 Developer, major updates

3.14.12.3 2012-12-17 Stable, bug fixes

3.14.12.4 Unreleased Stable, bug fixes

3.15.0.2 Unreleased Developer, new features

3.14 BRANCH
Version 3.14.12.1 fixed a significant bug in the array

handling code of the CA server that was introduced with
the dynamic array support. A few other bugs were also
fixed, largely related to builds for Windows and RTEMS,
and the build configuration files for three new VxWorks
targets were added.

Version 3.14.12.2 fixed many minor bugs, and updated
the build configuration for Apple iOS targets to be able to
build universal binaries on new versions of iOS. The IOC
now performs sanity checks at start-up to ensure that the
menu definitions loaded meet its required standards.

Version  3.14.12.3 fixed  several  minor  bugs  and  in-
creased  the  stack  space  allocated  to  threads  on  both
Windows and Posix targets. CALC expressions may now

______________________________________________

*Work supported by U.S. Department of Energy, Office of Science, 
under Contract No. DE-AC02-06CH11357.
#Andrew Johnson <anj@aps.anl.gov>
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A MESSAGING-BASED DATA ACCESS LAYER FOR CLIENT 
APPLICATIONS* 

James Patrick#, Fermilab, Batavia, IL 60510, U.S.A.

Abstract 
The Fermilab Accelerator Control System [1] has 

recently integrated use of a publish/subscribe 
infrastructure as a means of communication between Java 
client applications and data acquisition middleware. This 
supersedes a previous implementation based on Java 
Remote Method Invocation (RMI). The RMI 
implementation had issues with network firewalls, 
misbehaving client applications affecting the middleware, 
portability to other platforms, and lack of authentication. 
The new system uses the RabbitMQ implementation of 
the AMQP messaging protocol and broker architecture. 
This decouples the client and middleware, is more 
portable to other languages, and has proven to be much 
more reliable. A Java client library provides for single 
synchronous operations as well as periodic data 
subscriptions. This new system is now used by the 
synoptic display manager application as well as a number 
of new custom applications. 

FERMILAB CONTROL SYSTEM 
The Fermilab accelerator control system, generally 

referred to as ACNET, is a unified system controlling all 
accelerators in the complex. This includes the primary 
accelerator chain delivering beam to physics experiments, 
and well as test facilities for future accelerators based on 
superconducting RF cavities. It is a three tiered system 
with front-end, central service, and application layers. 
Front-end computers directly communicate with hardware 
over a wide variety of field buses. Console applications 
provide the human interface to the system. Central service 
computers provide general services such as a database, 
alarms, application management, and front-end support. 
Communication between the front-end and central layers 
is carried out using a connectionless protocol also named 
ACNET over UDP. Data from front-ends is then 
delivered by the central layer to applications by either a 
shared memory protocol for C-language applications that 
run within a console, or the Java Remote Method 
Invocation (RMI) protocol for Java language applications.  

 

 

 

Figure 1. Architecture of the Fermilab Control System. 

 
A goal of the control system is to allow applications to 

be run from anywhere by a properly authenticated user. 
The ACNET communication protocol is not suitable for 
use outside of the control system network.  See Fig. 1. 

The Java RMI implementation had several significant 
issues. The central layer Data Acquisition Engines 
(DAEs) deliver data to clients by a callback mechanism. 
The port and network interface used could vary so it was 
challenging to develop firewall rules for systems outside 
the core network. The system did not have a proper load 
balancing mechanism to distribute data acquisition jobs 
among the DAEs. There was no failover mechanism if a 
DAE stopped functioning. And there was no way to 
authenticate users running application programs on non-
control system computers. 

To address these issues, a system was developed 

between the application and DAE simplifying firewall 
issues and requiring authentication for connections. Also 
a prototype implementation was done using the ZeroC 

was decided to try the publish/subscribe messaging 
paradigm, and use a system that supported clients in 
multiple languages unlike the Java Messaging Service 
(JMS). 

AMQP AND RABBITMQ 
The AMQP (Advanced Message Queuing Protocol) is a 

standard that defines a publish/subscribe messaging 
system based on a central broker architecture. Producers 
send messages and consumers receive them. Messages are 
sent to exchanges  defined in the broker and routed to 
queues  based on an associated key or topic. The 

standard defines several possible strategies for the 
message routing. Consumers bind to a queue and may 
then receive messages from that queue.   

The advantage of this architecture is that producers and 

computer host, they just need to know the message 
routing key or topic. The infrastructure also supports 
recovery of broken connections if a broker is restarted. 
Firewalls need only pass traffic for a single port for the 
few broker machines. It also supports clusters of brokers 
with load balancing and failover.  

A disadvantage of this architecture is the additional 
latency incurred in going through the broker for all data 
transfers. The applications that use the system do not 
perform time critical control operations so this is not a 
problem. Another issue has been the evolution of the 

 ___________________________________________  

*Fermilab is operated by the Fermi Research Alliance under contract to 
the US Department of Energy  
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CHANNEL ACCESS IN ERLANG  
Dennis J. Nicklaus. Fermilab, Batavia, IL 60510, USA

Abstract 
We have developed an Erlang language implementation 

of the Channel Access protocol.  Included are low-level 
functions for encoding and decoding Channel Access 
protocol network packets as well as higher level functions 
for monitoring or setting EPICS process variables.  This 
provides access to EPICS process variables for the 
Fermilab Acnet control system via our Erlang-based 
front-end architecture without having to interface to 
C/C++ programs and libraries.  Erlang is a functional 
programming language originally developed for real-time 
telecommunications applications.  Its network 
programming features and list management functions 
make it particularly well-suited for the task of managing 
multiple Channel Access circuits and PV monitors. 

INTRODUCTION 
The Fermilab main accelerator chain, and most other 

on-site beamlines such as NML/ASTA are controlled with 
the Fermilab Acnet control system.  The transport 
protocol used by this system is also called Acnet.  
However, we have occasionally had the need to integrate 
sub-systems which use the EPICS control system, such as 
for individual instrumentation packages, and we envision 
the possibility of doing this more in the future to 
accommodate collaborators who have developed in 
EPICS. Furthermore, for the NO A neutrino experiment, 
the detector control system is a mix of EPICS and Acnet. 

EPICS uses the Channel Access (CA) protocol [1], 
primarily a TCP/IP socket based protocol, but including 
some UDP parts, such as for PV search beacons 

We recently introduced ACSys/FE [2], a new Acnet 
front-end framework, written in the Erlang programming 
language.  This front-end framework supports a variety of 
network-based device drivers, and we needed it to also 
support the EPICS CA protocol. 

DEVELOPMENT 
There are C-language libraries implementing the CA 

protocol, and these have been widely used. ACSys/FE has 
a standard mechanism to incorporate C/C++ code by 
communicating with a C++ -based executable using 
Erlang’s standard interface to external C/C++ code.  Our 
first implementation which enabled reading and setting 
EPICS PVs through Acnet used this standard C-language 
CA library.  While this was functional, the extra step of 
converting from Erlang to C introduces inefficiencies and 
makes it more difficult to make everything from the C 
side available in the Erlang device drivers.  In addition, 
using the C libraries also makes moving the front-end 
across other platforms slightly more troublesome.  The 
CA C code is quite portable, but can require recompiling 
when moving to slightly different platforms, whereas 
compiled Erlang byte code is fully portable without 

recompiling on the target. For the above reasons, we 
implemented the CA protocol in pure Erlang, with no C 
code involved, and starting from the raw protocol 
documentation. 

It should be noted that we only implement CA client 
functionality in Erlang since we have not yet needed to 
make our own CA server (IOC). 

BACKGROUND 
Channel Access 

The CA protocol uses a combination of UDP and TCP 
network protocols.  UDP is used for beacons, such as the 
search command which queries the network for the server 
hosting a particular PV, or for CA servers to announce 
that they are up.  A TCP socket is established between the 
client and a particular server for commands directly to 
that server. CA uses the term “virtual circuit” to describe 
the one TCP connection that is made between a client and 
server for all the PVs from that server.  All CA messages 
have a 16 byte header followed by a variable-sized 
payload.  The first 16 bits of the packet header is a 
command indicator and the second 16 bits of the header 
indicates the payload size. 

Repetitive CA readings are through monitors. Monitors 
are set up as a channel to the IOC server and the IOC 
sends updated readings over this channel as they become 
available. 

Erlang Features 
Erlang provides high level functions for network 

programming such as open and send for UDP and 
connect, send, and close for TCP.  We’ve found that 
network programming with Erlang is much easier than in 
C because more of the details are hidden from the casual 
programmer. 

A key feature of Erlang is its innate support of multiple 
processes and message passing between them.  A 
common process implementation is the server loop, where 
the process is in an infinite recursive loop, always waiting 
on an incoming message, responding to that message, 
then calling itself to return to waiting on the next 
message.  The server loop may have a state variable 
which is passed along with each recursive call of itself, 
possibly with modification as a result of the message 
response.  This usage is so common in Erlang that the 
language has a standard gen_server behaviour which 
makes it easier for a programmer to implement it. 

IMPLEMENTATION 
Our Erlang implementation of CA is built around four 

levels of these server loops: the device driver, a manager 
of virtual circuits, the virtual circuit server, and a small 
loop for handling the TCP socket. 
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ACCELERATOR LATTICE AND MODEL SERVICES* 

P. Chu#, MSU, East Lansing, MI 48824, USA 
H. Lv, F. Guo, C. Wang, Z. Zhao, IHEP, Beijing, China 

G. Shen, BNL, Upton, NY 11973, USA

Abstract 
Physics model based beam tuning applications are 

essential for complex accelerators. Traditionally, such 
applications acquire lattice data directly from a persistent 
data source and then carry out model computation within 
the applications.  However, this approach often suffers 
from poor performance and modelling tool limitation.   A 
better architecture is to offload heavy database query and 
model computation from the application instances.  A 
database has been designed for hosting lattice and physics 
modelling data while a set of web based services then 
provide lattice and model data for the beam tuning 
applications to consume.  Preliminary lattice and model 
services are based on standard J2EE Glassfish platform 
with MySQL database as backend data storage.  Such 
lattice and model services can greatly improve the 
performance and reliability of physics applications. 

INTRODUCTION 
Most beam tuning applications are based on beam 

simulations; therefore, it is essential for these applications 
to get the simulation data.  It is straightforward to embed 
beam simulation operation within the applications while 
during prototyping stage.  However, online beam 
simulation typically requires heavy computing and other 
supporting utilities such as lattice settings from database 
and real-time data from control systems.  As the program 
development progressed with more features, its 
complexity level can be dramatically increased.  On the 
other hand, the same model simulation result may be 
applied to multiple application instances or even across 
different applications.  

To simplify the application codes and to increase data 
reusability, Service-Oriented Architecture (SOA) is 
introduced.  With lattice and model services providing 
needed data as opposed to the application carrying out the 
computation, applications as clients can consume the data 
and perform their functionalities more efficiently.  
Furthermore, lattice and model services shield clients 
from various data sources such as multiple databases or 
other services.  An existing model server example is 
AIDA [1] implemented at SLAC which uses CORBA 
(Common Object Request Broker Architecture) 
technology.   

Additionally, standardized data structure provides the 
possibility of modelling tool independent Application 
Programming Interface (API) for applications, i.e. an 
application can easily switch among various modelling 

tools without changing its code.  The architecture for 
accelerator model service can also be extended to 
beamline instrumentation modelling for an integrated 
start-to-end simulation platform. 

APPLICATION ARCHITECTURE 
Typical applications are either desktop-based or web-

based.  The application architecture should be compatible 
to both types of applications.  As shown in Fig.1, the 
application architecture diagram is composed by three 
parts: database, business layer, and client applications.  
The database is a general data storage container for lattice 
and model related data; the business layer provides 
computing power for beam simulation or any other 
needed computation; and the client applications provide 
user interface with minimal computation. 

 

Figure 1: Lattice and Model Service architecture diagram. 

Database 
A MySQL based database was designed to hold lattice 

and model data for most accelerators [2].  This database is 
part of the standardization effort to accommodate various 
modeling tools, as well as API between database and data 
services.  The technology for mapping Java objects to 
relational database is through Java Persistence API (JPA).  
This lattice and model database is part of overall 
accelerator database collaboration [3]. 

Business Layer 
The business layer in the application architecture 

contains the business logic, interface between the service 
and the database, the interface between the service and 
client applications, and a running engine to provide either 
on-demand or periodic updating data services.    Also, any 

 ___________________________________________  
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NSLS II MIDDLELAYER SERVICES* 

Guobao Shen#, Yong Hu, Marty Kraimer, Shroff Kunal, BNL, Upton, NY 11973, USA  
Dejan Dezman, Cosylab, Ljubljana, Slovenia

Abstract 
A service-oriented architecture has been designed. It 

will be used for commissioning and daily operation of the 
NSLS II project. Middle layer services are being 
developed, and some have been deployed into NSLS II 
control network to support our beam commissioning. The 
services are primarily based on 2 technologies: web-
service/RESTful and EPICS V4. The services provide 
functions to take machine status snapshot, convert magnet 
setting between different unit systems, and provide lattice 
information and simulation results. This paper presents 
the latest status of services, and our future development 
plan. 

INTRODUCTION 
Beginning with the early stage of NSLS II (National 

Synchrotron Light Source II) project [1], a middle layer 
service based architecture has been designed to support 
high level applications ranging from physics applications 
to control room beam operation. With this architecture, 
we are able to replace the more traditional monolithic 
high level application approach. This allows a narrow 
client API. With the narrow API, existing applications 
developed in different language under different 
architecture have been ported to our platform with 
minimum effort. 

Some services already [2, 3] provide solid to support 
for high level physics application [4] development. Some 
are already deployed in our control network support beam 
commissioning and physics study.  

This paper is arranged as below: 1) A description of the 
system architecture; 2) MASAR (MAchine Snapshot, 
Archiving, and Retrieve) service; 3) learning experience 
from NSLS II machine commissioning; 4) MUNICONV 
(Multiple UNIt CONVersion); 5) Lattice/Model service; 
and 6) summary and conclusion.  

SYSTEM ARCHITECTURE 
As described above, middle layer service has been 

developing to support high-level application from beam 
commissioning to beam operation. Like most modern 
control systems for large scale experimental facilities, the 
control system of NSLS II project is 3-tier based 
architecture as shown as Fig. 1. 

The 3-tier consists of 1) distributed front-end layer, 2) 
middle service layer, and 3) application layer 
respectively. A description of these 3 tiers was discussed 
in [3], and the 2nd layer has been updated and revised 

during our development by introducing a HTTP/REST 
protocol. 

 

Figure 1: System architecture. 

MASAR SERVICE 
MASAR service takes a machine snapshot with pre-

configuration, archives a snapshot, and retrieves data back 
for post analysis, and/or to restore machine to a particular 
state. The architecture is illustrated in Fig. 2. 

 

Figure 2: MASAR service. 

 Service Implementation 
As shown in Fig.2, MASAR service uses SQLite [5] as 

the RDB (Relational Database) to store configuration and 
snapshot data. Access to SQLite is via a Python based API 
library called PYMASAY.  

MASAR takes a machine snapshot using a pre-defined 
configuration. Each configuration is a collection of 
EPICS PV (Process Variable) names, Each configuration 
is saved into the RDB. 

MASAR supports all scalar and waveform PV types 
e.g. float, double, string, and enum. Each configuration 
could be a mix of any of the types.  

 ___________________________________________  
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VIRTUAL ACCELERATOR AT NSLS II PROJECT* 
Guobao Shen#, Lingyun Yang, Yongjun Li, BNL, Upton, NY 11973, USA

Abstract 
A virtual accelerator has been developed at NSLS II to  

support tools development from physics study and beam 
commissioning to beam operation. The physics results are 
provided using TRACY-II simulat ion code thru EPICS 
process variables, which was pioneered orig inally at  
Diamond Light Source. The latest virtual accelerator 
supports all major accelerator components including 
magnets (Dipole, Quadrupole, Sextuple, correctors, and 
so on), RF cavity, insertion device, and other diagnostics 
devices (BPM for example), and works properly for both 
linear machine and synchrotron ring. Two error 
mechanis ms are implemented, which are random error for 
each magnet setting, and systematic error to simulate 
misalignment. Meanwhile, it  also provides sort of online 
model functions including serving beta function, and 
close orbit data. In NSLS II, there are 5 virtual 
accelerators deployed, and 3 of them are running 
simultaneously. Those virtual accelerators have been 
effectively supporting the tools development such as 
physics applications, and middle layer services. This  
paper presents the latest status of virtual accelerator, and  
our plan for its future development and deployment. 

INTRODUCTION 
For a large-scale accelerator complex, a  high level  

physics application is crit ical to tune and operate machine 
effectively. To support high-level physics application 
development, a virtual accelerator is important to support 
physics application development, especially at early stage 
of each facility. Various virtual accelerators have been 
development over past years [1, 2]. At NSLS II project, a  
virtual accelerator, which has been named as J.M.S server,  
has been development from its early stage [3] with  
continuing the work done at Diamond Light Source. This  
J.M.S. server has been using by various sub-systems from 
our injector to storage ring [4], p lays a solid ground to 
support software development, from our middle layer 
service to high level physics application and even 
operation panel, and enables a testing of applications 
through EPICS control system.  

The NSLS II control system is developed using EPICS  
framework. To simulate the channel access, based on the 
work at [2], an EPICS device support has been improved 
to support all major accelerator components, which  
include bending, quadrupole, sextupole, corrector 
(horizontal and vertical), insertion device, RF, and  
diagnostic device such as BPM. Underneath, it used to 
using TRACY-II [5] library originally, and has been 
updated to TRACY-III at NSLS II as shown in Fig 1. 

 

Figure 1: J.M.S. server architecture. 

The EPICS processing database is generated 
automatically thru an  applicat ion, which is developed 
with PyQt. This application enables to update a lattice 
used by J.M.S. server to latest version. 

This paper is organized as below. An automatic EPICS  
database generating application is presented; following by  
is the improvement of J.M.S. server, which focuses on 
improvement on supporting of bending magnets and 
insertion device. After that, the usage of J.M.S. server at  
NSLS II pro ject is summarized and its performance is  
analysed. Finally, a summary is given. 

EPICS DATABASE GENERATING 
For an EPICS based J.M.S. server, it is usually time-

consuming to generate an EPICS run-time database, 
especially for a large facility like NSLS II. However, it is  
important to keep lattice used by J.M.S. server updated.  

At NSLS II project, a graphic interface is developed 
with PyQt. This application consists of 2 parts, which are 
lattice analysis part and database generating part 
respectively. The lattice analysis part takes a lattice in  
either plain text  format, or TRACY-III fo rmat. User could  
use it to convert a text  lattice into a TRACY-III lattice, or 
modify an existing lattice to satisfy requirement. 

 Once a TRACY-III lattice is obtained, user can load in  
the lattice by clicking “Read Lattice” button as shown in 
Fig 2.  

This generator generates EPICS records for each device  
like magnet, and global records for Tune, Orbit, S 
position, and TWISS (xy,  xy,  xy, and  xy). The record  
name fo llows NSLS II naming conversion, and user has 
flexib ility to change name pattern for global records 
currently. 

When generating a database, user has flexibility  
whether to add random error by checking/unchecking 
“include noise” rad io button. Details could be found in  
next section. 

Since a user may want to generate many instances 
using same or different lattice, an instance number is  
provided, which allows user to specify the instance 
number. 

________________________________________ 
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APPLICATIONS OF TRANSPARENT PROXY SERVERS IN CONTROL 
SYSTEMS* 

B. Frak, T. D’Ottavio, M. Harvey, J.  Jamilkowski, J. Morris, Brookhaven National Laboratory, 
Upton, U.S.A.

Abstract 
Proxy servers (Proxies) have been a staple of the World 

Wide Web infrastructure since its humble beginning. 
They provide a number of valuable functional services 
like access control, caching or logging. Historically, 
control systems have had little need for full-fledged 
proxied systems, as direct, unimpeded resource access is 
almost always preferable. This still holds true today, 
however unbound direct asset access can lead to 
performance issues, especially on older, underpowered 
systems. This paper describes an implementation of a 
fully transparent proxy server used to moderate 
asynchronous data flow between selected front-end 
computers (FECs) and their clients as well as 
infrastructure changes required to accommodate this new 
platform. Finally it ventures into the future by examining 
additional untapped benefits of proxy control systems like 
runtime read-write modifications. 

INTRODUCTION 
In a perfect world proxies are not only unnecessary, but 

are usually frowned upon, as they introduce additional 
complexity to already complicated systems. The majority 
of the proxy-based systems require some level of 
additional configuration – usually in the top most client 
layer. Additionally, in ideal conditions performance issues 
are non-existent, so any latency or throughput benefits 
provided by caching proxies are also rendered irrelevant. 
However we do not live in a perfect world and often 
proxies are the only cost effective way to accommodate 
growing and/or aging accelerator infrastructure.  

The idea to implement a truly transparent proxy-server 
framework in the Collider Accelerator Department has 
been kicked around for quite a while. The concept would 
usually come up while trying to tackle performance issues 
of one or more struggling front-end computers, which had 
been over-utilized and thus were unable to handle 
requested loads. Prior to the development of the 
transparent proxy system, the solution to these problems 
usually involved utilizing custom middleware servers, 
which throttled back the backend side utilization by 
putting themselves between the clients and the front-end 
computers. This is still an acceptable solution, however 
it’s not as flexible as its transparent counterpart, as it does 
require additional, persistent modifications in the client 
layer. For some applications, these changes can be trivial, 
for others they require a more substantial time investment. 
In neither case it is automatic or transparent. 

Reflective Server (RS) has been designed to circumvent 
this issue. It features all the benefits of a classic 
middleware proxy without introducing additional 
configuration entropy to the system. 

IMPLEMENTATION 
Reflective Server is built on top of the existing Java 

Accelerator Device Object (ADO [1]) framework. Its core 
contains one or more self-configuring, faux device 
objects, which inherit all the external, system visible 
features of a true, reflected instance. In essence, this 
process creates one twin image of each real ADO, which 
resides on another host (usually a FEC). The similarities 
are only skin-deep, as the faux instance is just a thin shell 
masquerading as the real device object. It knows nothing 
about the business logic of the real instance, however it 
does know how to forward requests and data to and from 
its real counterpart. It, similarly to its twin, resides in a 
container that handles all the client-server 
communications. The standardized ADO communication 
RPC [2] vocabulary is also identical, which means that 
from a client perspective, real and faux systems are 
indistinguishable. Figure 1 shows both direct and indirect 
client access pattern. The clients are completely identical, 
and neither one can tell whether or not they are accessing 
the data via a proxy or directly. 

 

Figure 1: Direct and indirect access pattern.  

Transparency 
The above-mentioned transparency is achieved by 

modifying the name server records on as needed basis. 
The Reflective Server when bootstrapping device objects 
modifies their entries in the master Controls Name Server 
(CNS) to reflect their new “location”. This record 
includes a host name as well as RPC program and version 
numbers required for all client server communication. 
These records remain unchanged for the duration of proxy 

 ____________________________________________  
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APPLICATIONS OF MODERN PROGRAMMING TECHNIQUES IN 
EXISTING CONTROL SYSTEM SOFTWARE*  

B. Frak, T. D’Ottavio, W. Fu, L. Hoff, S. Nemesure,  
Brookhaven National Laboratory, Upton, U.S.A.

Abstract 
The Accelerator Device Object (ADO) specification 

and its original implementation are almost 20 years old. In 
those last two decades ADO development methodology 
has changed very little, which is a testament to its robust 
design [1], however during this time frame we've seen 
introduction of many new technologies and ideas, many 
of which come with applicable and tangible benefits to 
control system software. This paper describes how some 
of these concepts like convention over configuration, 
aspect oriented programming (AOP) paradigm, which 
coupled with powerful techniques like bytecode 
generation and manipulation tools can greatly simplify 
both server and client side development by allowing 
developers to concentrate on the core implementation 
details without polluting their code with: 1) 
synchronization blocks 2) supplementary validation 3) 
asynchronous communication calls or 4) redundant 
bootstrapping. In addition to streamlining existing 
fundamental development methods we introduce 
additional concepts, many of which are found outside of 
the majority of the controls systems. These include 1) 
ACID transactions 2) client and servers-side dependency 
injection and 3) declarative event handling. 

INTRODUCTION 
Java ADO framework was created to supplement 

existing C++ RAD based development environment. Its 
main objective is to simplify the Accelerator Device 
Object development without sacrificing any of the 
existing functionality. Java ADO codebase is streamlined 
and stripped from redundant calls in the user layer. At the 
same time it’s more transparent than its C++ counterpart, 
which hides some of its complexity behind its domain 
specific language. 

The framework is geared towards Java developers who 
have at least basic understanding of Collider Accelerator 
development infrastructure, but are not necessarily 
experienced RAD developers. On the other hand a 
proficient ADO designer will benefit from a much faster 
development cycles. The framework is well documented 
with its own set of wiki pages and numerous examples in 
our code repository. 

Containers running Java ADOs are expected to run in a 
middleware layer between the front-end computers and 
the client space. They are a natural fit in systems, which 
run thin clients and need a persistent business logic 
backend, but they can also be used as drop-in 
replacements in place of existing ADO managers. 

CONCEPTS AND TECHNIQUES 
 Java ADO design leverages several concepts and 

technologies to achieve the aforementioned objectives. 
Three of them discussed in this section have been around 
for a number of years and have been tried and tested in 
both academic and commercial settings.  

Convention over Configuration 
This fairly obvious, but at the same time very powerful 

software paradigm simply seeks to cut down on the inherit 
code complexity without sacrificing any flexibility by 
removing any exceptional and uncommon states from the 
initial design matrix [2]. The conventions have been 
carefully selected based on historical usage. Once set, 
they are for all intents and purposes immutable since new 
defaults could negatively impact existing applications. 
Java ADO framework attempts to conform to this 
standard in the following ways: 
• It does not use any external configuration files. All 

required and optional configuration is weaved in the 
device object code as Java annotations. 

• ADO parameters features are extracted from these 
annotations. Any missing information is inferred 
from the Java field context, which defines the 
parameter. This information includes, but is not 
limited to: data types, parameter and property names, 
category type and features. Code snipped, which 
illustrates this behavior is shown in Fig. 1. Note that 
both parameters end up with the same feature set – 
the top one has its name, type, count and category 
resolved at runtime from both the field context and 
the associated annotation, while the bottom 
declaration has its features explicitly declared.  

• Default runtime behavior associated with a device 
object’s state change automatically triggers a number 
of predetermined actions – some of them are 
mandatory and cannot be overridden, while others, 
which inherit their behavior from the base 
configuration, can. For example asynchronous 
notification falls into the latter category. By default 
all assignments, which change a value of an ADO 
property generate a system wide notification to all 
clients subscribing to this property. This behavior is 
an accepted default, but it can be overridden in three 
different ways (Fig. 2.) 

 ____________________________________________  
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STATUS OF THE NATIONAL IGNITION FACILITY (NIF) INTEGRATED 

COMPUTER CONTROL AND INFORMATION SYSTEMS* 

L. Lagin, G. Bowers, G. Brunton, A. Casey, A. Churby, M. Christensen, R. Demaret, D. Dobson, J. Fisher, B. 

Fishler, P. Folta, T. Frazier, M. Hutton, D. Larson, A. P. Ludwigsen, J. Nelson, C. Marshall, M. Miller, V. 

Miller-Kamm, R. Reed, S. Reisdorf, D. Speck, G. Tietbohl, S. Townsend, LLNL, Livermore, CA 95377, 

U.S.A.

Abstract 

The National Ignition Facility (NIF) is operated by the 

Integrated Computer Control System in an object-

oriented, CORBA-based system distributed among over 

1800 front-end processors, embedded controllers and 

supervisory servers. At present, NIF operates 24x7 and 

conducts a variety of fusion, high energy density and 

basic science experiments. During the past year, the 

control system was expanded to include a variety of new 

diagnostic systems, and programmable laser beam 

shaping and parallel shot automation for more efficient 

shot operations. The system is also currently being 

expanded with an Advanced Radiographic Capability, 

which will provide short (<10 picoseconds) ultra-high 

power (>1 Petawatt) laser pulses that will be used for a 

variety of diagnostic and experimental capabilities. 

Additional tools have been developed to support 

experimental planning, experimental setup, facility 

configuration and post shot analysis, using open-source 

software, commercial workflow tools, database and 

messaging technologies. This talk discusses the current 

status of the control and information systems to support a 

wide variety of experiments being conducted on NIF 

including ignition experiments. 

NIF OVERVIEW 
The National Ignition Facility (NIF) is the world’s 

largest laser system.  The NIF laser consists of 192 laser 

beams which are housed in a ten story building the size of 

three football fields at the Lawrence Livermore National 

Laboratory (LLNL).  NIF can deliver up to 1.8 million 

Joules and 500 Terawatts of ultraviolet laser light on to 

mm-sized targets centered in the ten-meter-diameter 

target chamber.  Experiments using NIF’s 192 laser 

beams are making significant contributions to national 

security, fusion energy, and basic science (Fig. 1).  

During the last several years,  a detailed set of 

experiments were performed as part of the National 

Ignition Campaign (NIC)— with an overall strategy for 

making a credible attempt for achieving fusion ignition, 

where more energy is created than consumed by the 

thermonuclear reaction, creating conditions similar to the 

core of a star [1]. While ignition has not as yet been 

achieved, steady process is still being made towards this 

goal.  In addition to ignition experiments, a vast array of 

experiments devoted to stockpile stewardship and basic 

science have also been performed since NIF became 

operational in 2009.  Since project completion, over 1,200 

experiments have performed, all using the computer 

control and information systems described in this paper. 

 

 
 
Figure 1:  LLNL’s National Ignition Facility is a stadium-

sized facility housing the world’s largest laser. 

CONTROL SYSTEM OVERVIEW 
NIF is operated by the Integrated Computer Control 

System (ICCS), which uses a scalable software 

architecture running approximately 4 Million lines of 

code on more than 1,800 front end processors, embedded 

controllers and supervisory servers.   ICCS operates laser 

and industrial controls hardware containing 66,000 

control and monitor points to ensure that all of NIF's laser 

beams arrive at the target within a 30 picoseconds of each 

other and are aligned to an accuracy of less than 50 

microns, while assuring that a host of diagnostic 

instruments record data in a few billionths of a second.  

NIF’s automated control subsystems are built from a 

common object-oriented software framework that deploys 

the software across the computer network and achieves 

interoperation between different languages and target 

architectures. Twenty-four hours a day, ICCS derives 

hardware settings from laser physics models, supervises 

shot setup and countdown; oversees machine interlocks to 

protect hardware, data, and personnel; provides operators 

with graphical interfaces for status and control; performs 

automatic beam alignment and wavefront correction; 

controls power conditioning and electro-optic switch 

subsystems; configures target diagnostics for recording 

X-ray, optical and nuclear phenomena; assesses shot 

outcome and archives shot data; and monitors the health 

of all subsystems and components.  Automated control of 

NIF’s 192 beams are overseen by 14 operator stations 

from a centralized control room, providing  24x7 nearly 
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THE LASER MEGAJOULE FACILITY 
CONTROL SYSTEM STATUS REPORT 

J.P. Arnoul CEA/CESTA, Le Barp, 33114, France 
 J. Nicoloso CEA/DIF, Bruyères le Châtel, 91297, Arpajon, France 

Abstract 
The French Commissariat à l’Énergie Atomique et aux 

Energies Alternatives (CEA) is currently building the 
Laser Megajoule (LMJ), a 176-beam laser facility, at the 
CEA Laboratory CESTA near Bordeaux [1], [2], [3], [4]. 
It is designed to deliver about 1.4 MJ of energy to targets 
for high energy density physics experiments, including 
fusion experiments. The assembly of the first 
amplification lines is almost achieved and functional tests 
are planned for next year.  

The first part of the presentation is a photo album of the 
progress of the assembly of the bundles in the four laser 
bay, and in the target bay.  

Then, we will focus on the general software integration 
strategy. Sub-systems controls software applications are 
first independently commissioned with each contractor on 
its own site and then assembled with others on the LMJ 
software integration platform, before at last being 
installed on the LMJ hardware platform to drive the first 
bundles.  

The LMJ commissioning strategy is then to have 
several steps towards full energy by successively 
commissioning each bundle from a secondary control 
room inside the LMJ building, and at the same time, using 
the commissioned bundles for shots and fusion 
experiments from the main control room. 

THE LMJ FACILITY  

Main Characteristics 
 
The LMJ facility is a high power laser facility 

dedicated to study high density plasma physics. For the 
French government it is one of the most important tools 
of the Simulation Program, that forms the basis of the 
safety and reliability of French nuclear weapons. 

Like its American equivalent NIF, the Laser Megajoule, 
(LMJ) has been designed to achieve inertial confinement 
fusion (ICF) through indirect drive with ignition of a 
central hotspot. LMJ is the “sister facility” of NIF, but 
will be fully operational a few years later.  

The most studied fusion reaction is that between 
deuterium (D) and tritium (T), where two hydrogen 
isotopes fuse to form a helium nucleus and emit a very 
high energy neutron. So how we do that? We fill a 1 mm 
spherical capsule of glass with a fuel of DT and then we 
focus hundreds of laser beams onto it.  

The laser will generates a burst into the target of about 
1.4 MJ of energy during few nanoseconds.  

When focusing the laser beams on the target we have to 
meet the requirements of a very precise shape for the laser 
pulses and very precise timing and pointing conditions. If 

these conditions are respected, the fuel in the target is 
heated and compressed so that fusion reactions are 
initiated and can propagate in the medium. 
 
Laser Bays 

 
The LMJ facility is designed with 22 bundles of 8 

beams in 4 laser bays (3 bays with 5 bundles, and one 
with 7 bundles). All these bundles are already assembled 
in the laser bays, but have to be equipped with optical 
Line Replaceable Unit's before their commissioning. 

Today, only one bundle is completely equipped with all 
its optical LRU’s. 

 
The first bundle activation will be achieved in 3 steps: 
 Activation of the Amplifying Section where the first 

automatic alignment loop was successfully achieved 
in April by the alignment software contractor 

 Activation of the Transport Section where the bundle 
is split in two quads that are switched to the 
Frequency Conversion and Focusing system (FCF 
equipment), one at the top and the other one at the 
bottom of the target chamber. The contractor is 
currently finalizing the Transport Mirrors alignment 
test  

 The integration and activation of the major target 
alignment equipment’s, like target positioner and 
chamber centre reference, is finished, and final tests 
are planned for next December 

 
The power conditioning modules were also installed in 

their dedicated rooms, and are now under test on resistive 
loads, before connection to the amplifier flashes 
 
Target Bay 
 

Concerning the switchyard, we have already installed 
the 4 times 6 mirrors TM1 to TM6 of the upper Transport 
Section quad. Those of the lower quad are currently under 
installation. 

 
Concerning the Frequency Conversion & Focusing 

System (SCF equipment’s), the first quad is under on line 
tests and the second will be in December. The LMJ 
chamber nose assemblies include several components: 
unconverted light absorbers, vacuum window, debris 
Shields and 3ω calorimeter. 

The first 10 upper chamber nose assemblies are already 
installed and equipped with their vacuum valve. 

Proceedings of ICALEPCS2013, San Francisco, CA, USA TUCOAAB02

Project Status Reports

ISBN 978-3-95450-139-7

487 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



APPROACHING THE FINAL DESIGN OF THE ITER CONTROL SYSTEM 
A. Wallander, L. Abadie, B. Bauvir, F. Di Maio, B. Evrard, J. Fernandez Hernando, 

C. Fernandez Robles, J-M. Fourneron, J-Y. Journeaux, G. Liu, C. Kim, K. Mahajan, P. Makijarvi, 
S. Pande, M. Park, V. Patel, P. Petitpas, N. Pons, A. Simelio, S. Simrock, D. Stepanov, N. Utzel, 

A. Vergara, A. Winter, I. Yonekawa 
ITER Organization, Route de Vinon sur Verdon, 13115 Saint Paul lez Durance, France 

 
Abstract 
The control system of ITER (CODAC) is subject to a 
final design review early 2014, with a second final design 
review covering high-level applications scheduled for 
2015. The system architecture has been established and 
all of the plant systems required for first plasma have 
been identified. Interfaces are being detailed, which is a 
key activity to prepare for integration. A build to print 
design of the network infrastructure, covering the full site, 
is in place and installation is expected to start early in 
2015. The common software deployed in the local plant 
systems as well as the central system, called CODAC 
Core System and based on EPICS, has reached maturity 
and provides most of the required functionality. It is 
currently used by 58 organizations throughout the world 
involved in the development of plant systems and ITER 
controls. The first plant systems are expected to arrive on 
site in 2015 starting a five-year integration phase to 
prepare for first plasma operation. In this paper, we report 
on the progress made on the ITER control system over the 
last two years and outline the plans and strategies 
allowing integration of the hundreds of plant systems 
procured in-kind from the seven ITER members. 

INTRODUCTION 
The ITER project aims to demonstrate the feasibility of 

commercial production of fusion energy and is an 
international project with seven members (China, Europe, 
India, Japan, Korea, Russia and USA). The ITER 
agreement defines all of the systems to be provided in-
kind through so called procurement arrangements by the 
members. The central organization, ITER Organization or 
IO, located at the construction site in southern France is 
responsible for the specification, integration and operation 
of the ITER device. With this setup the main challenge 
for the project is to integrate all of the systems supplied 
by the various members. 

The ITER control system is segregated in three vertical 
tiers; conventional control, machine protection [1] and 
nuclear and personal safety, and two horizontal layers; the 
central control system and the local plant control systems. 
In this paper we will concentrate on the conventional part. 
IO is responsible for supplying the central system, but 
also for the integration of the local plant control systems 
supplied by the members.  

To mitigate risks during integration, a major effort has 
been invested to provide standards and guidelines in a 
comprehensive document suite called the Plant Control 

Design Handbook. The latest version, comprising 31 
documents and more than one thousand pages, was issued 
in early 2013 and is publicly available at [2].  

The control system framework, called CODAC Core 
System [3,4,5,6] which is deployed on both the local and 
central control systems, has been developed further. This 
framework, based on EPICS, is freely distributed to the 
members with two releases per year, the latest one being 
v4.1 released in July 2013. User support is provided 
through a helpdesk. A four day training course and 
workshop has been run every month or two and more than 
100 developers from all ITER members have been 
trained. 

As a further measure to mitigate the risks during 
integration, IO provides a set of hardware devices free of 
charge to all plant system developers. This hardware is 
called the Instrumentation and Controls (I&C) Integration 
Kit and it includes computer and network interfaces 
running the CODAC Core System. The kit provides the 
interface between the local and central systems. The 
hardware is returned to the ITER site with the delivery of 
the plant system.  

Proof of concept has been established in a number of 
use cases: power monitoring on ITER construction site, 
flywheel generator control at Frascati Tokamak Upgrade, 
real-time plasma density control at KSTAR Tokamak, etc.  

The architecture of ITER control system has been 
presented elsewhere [7]. In summary it is a classical 
distributed hierarchical system with three levels, 
described by a control breakdown structure (CBS), where 
central supervision is CTRL, subsystems supervision are 
CBS1 and local plant control systems are CBS2. 
Communication is implemented by five Ethernet based 
networks dedicated for different purposes such as high 
throughput streaming and low latency real time. 

FIRST PLASMA 
The first major milestone in the ITER project is the 

achievement of “first plasma”. In order to focus and 
prioritize the work we have identified the plant systems 
required for this. Figure 1 illustrates the first plasma 
configuration with 13 subsystems and 89 local plant 
control systems delivered through 54 procurement 
arrangements from all ITER members. This corresponds 
to roughly half of the planned final system.  

The subsystems can be characterized in four different 
groups depending on control system functionality and 
architecture.  
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THE MEDAUSTRON ACCELERATOR CONTROL SYSTEM: 
DESIGN, INSTALLATION AND COMMISSIONING 

J. Gutleber, CERN, Geneva, Switzerland 
R. Moser, EBG MedAustron, Wiener Neustadt, Austria

Abstract 
MedAustron is a light-ion accelerator cancer treatment 

facility built on the green field in Austria. The accelerator 
and its control systems have been developed under the 
guidance of CERN within the MedAustron – CERN 
collaboration. Civil engineering was completed in 
October 2012 and accelerator installation has started in 
December 2012. Accelerator control deployment started 
in January 2013. This contribution gives an overview of 
the accelerator control system project. It reports on the 
status of commissioning including ion sources, low-
energy beam transfer and injector. The major challenges 
so far have been the readiness of the externally supplied 
IT infrastructure and the need to commission the control 
system before installation of frontend devices. The 
control system has been released for accelerator 
commissioning within time and budget. 

ACCELERATOR OVERVIEW 
The heart of the facility is a synchrotron, designed and 

developed under the guidance of CERN, aiming at very 
stable beam intensity to deliver prescribed dose using 
quasi-continuous spot scanning with variable energy 
ranges from 60 to 800 MeV/u for protons, carbon and 
future ion beams. The machine has been designed in the 
scope of the Proton Ion Medical Machine Study (PIMMS) 
at CERN from 1996 to 1999 [1]. The facility has been 
built on the green field in Wiener Neustadt, Austria in less 
than 1.5 years. From inception to completion, including 
setting up the development environment, production of 
hardware and software, procurement and building up an 
engineering team at CERN, five years have passed. 
Accelerator infrastructure installation has started in late 
autumn 2012. One ion source was commissioned by 
March 2013, the first power converters were released for 
remote operation in May 2013. At this time testing of the 
full scale accelerator control system could start. As 
installation continues, accelerator partitions are 
commissioned with the operational control system, Fig. 1. 

 

Figure 1: Layout of the MedAustron accelerator.. 

ACCELERATOR CONTROL SYSTEM 
The accelerator control system has been architected and 

designed at CERN [2], partially integrating lessons learned  
from the CNAO project [3], CERN accelerators as well as 
adapting design patterns and technologies developed for 
the CMS experiment [4]. The system controls ~250 power 
converters for ~300 magnets, 3 ECR ion sources each one 
consisting of about 30 devices, 561 vacuum devices 
(valves, pumps and gauges), 5 beam stoppers,  4 injector 
RF amplifiers and 1 low-level RF system, 1 distributed 
set of 12 synchrotron RF amplifiers and 1 synchrotron 
low-level RF system and ~100 beam diagnostics devices. 

All static definition of beamline elements and controls 
devices, characteristics of magnets, dynamically 
calculated front-end device settings, software, network 
and application configuration and definition of logical 
partitions are managed using a repository management 
system (RMS) database application, which is an evolution 
of the CNAO RMS. Accelerator operation is based on 
cycle-to-cycle modulation, each cycle corresponding to a 
defined set of beam characteristics shown in Table 1. 

Table 1: Beam Characteristics for a Cycle 

Characteristic Description 

Ion p, C etc. up to 7 species in total 

Energy 0 - 900 MeV in steps of 0.1 MeV 

Dimension 1 to 10 mm in x and y independently 

Intensity 100%, 50%, 20%, 10% 

Spill 16 defined spill durations from 0.1 to 
120 sec including open ended 

Source Up to 7 sources branches supported 

Beamline Up to 15 target irradiation rooms and 
intermediate beam dumps supported 

Rotator/Gantry 0-210 mapped to a gantry angle 

 
Device settings for several thousands of different cycles 

are programmatically generated using a cycle-builder 
application. It relies on element geometry information, 
MAD-X properties of beamline elements, front-end 
device information and an XML accelerator model. 
Calculation is fast, taking several seconds for thousands 
of cycles. Import to and export from RMS taking about 
three hours each is currently the dominating factor when 
creating new configuration baselines. Settings and 
software are stored on a Web server from which frontend 
controllers (FEC) autonomously pick the data. Switching 
between configurations, including restart of all FECs and 
downloading all data takes less than 10 minutes. 
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A SMALL BUT EFFICIENT COLLABORATION FOR THE SPIRAL2 
CONTROL SYSTEM DEVELOPMENT

E. Lecorche, C. Berthe, F. Bucaille, P. Gillette, C. Haquin, E. Lemaitre, J-M. Loyant, G. Normand, 
C-H. Patard, L. Philippe, J.F. Roze, D. Touchard, A. Trudel, Ganil, Caen, France 

 F. Gougnaud, J-F. Gournay, J-F. Denis, Y. Lussignol, A. Roger, R. Touzery,  
CEA- IRFU, Saclay, France 

C. Maazouzi, P. Graehling, J. Hosselet, CNRS-IPHC, Strasbourg, France 

Abstract
The Spiral2 radioactive ion beam facility is built at 

Ganil (Caen) within international collaborations, as the 
commissioning of the first phase of the project is planned 
mid of 2014. Collaborative work also concerns the control 
system development shared by three laboratories: Ganil 
has to coordinate the control and automated systems work 
packages, CEA/IRFU is in charge of the “injector” 
(sources and low energy beam lines) and the LLRF, 
CNRS/IPHC provides the emittancemeters and a beam 
diagnostics platform. Sharing the Epics based technology, 
this collaboration, although being handled with a few 
people, nevertheless requires an appropriate and tight 
organization to reach the objectives given by the project. 
This contribution describes how, started in 2006, the 
collaboration for controls has been managed both from 
the technological point of view and the organizational 
one, taking into account not only the previous experience, 
technical background or skill of each partner, but also 
their existing working practices and “cultural” 
approaches. A first feedback comes from successful beam 
tests carried out at Saclay and Grenoble; a next challenge 
is the migration to operation, Ganil having to run Spiral2 
as the other members are moving to new projects. 

THE SPIRAL2 PROJECT 
Overview 

Approved in May 2005, the Spiral2 project is a 
radioactive ion beam facility under construction at Ganil 
(Caen) and is planned within two phases.  

Figure 1: The Spiral2 accelerator phase. 

The first phase is an accelerator complex consisting of 
a RFQ (0.75 MeV/A energy output) for pre acceleration 
followed by a superconducting Linac (running at 88.0525 

MHz) to reach the objectives recalled in the following 
table [1]. This first part of the new facility also includes 
two new experimental halls: the Super Separator 
Spectrometer (S3) and Neutrons for Science (NFS) ones. 

Table 1: Beam Specifications  
Beam P+ D+ Ions Ions 
Q/A 1 1/2 1/3 1/6 

Max. I (mA) 5 5 1 1 
Max E (MeV/A) 33 20 14.5 8 

Beam power (kW)  165  200  44  48 

Then a second step will be the rare ion production 
phase to get beams able therefore to be either sent to the 
new DESIR experimental area or the existing Ganil post 
acceleration CIME cyclotron and then the current 
experimental switchyard. 

Accelerator Schedule with Controls Incidences  
The planning objective is to have the accelerator 

installed and tested so that the first experiments could 
start with NFS and S3 in 2014-2015, as the expected 
building turnover is planned by mid 2014, having 
nevertheless started the process installation this year as 
soon as the first rooms become available. 

Quite early along the project, to anticipate the 
commissioning phase, it was decided to test the first part 
of the machine, the so-called “injector” part consisting of 
the ions (q/a>1/3), deuterons ECR sources with their 
associated low energy beam transfer lines (LEBT).  So 
the ions source and the LEBT1 line were mounted and 
tested at LPSC/Grenoble while the deuterons source and 
LEBT2 line was in parallel set at IRFU/Saclay from 2009 
to 2012. Besides the beam production tests by themselves, 
this also offered the opportunity to test the first 
components of the control system within an operational 
environment, although not being the definitive 
architecture. 

A specific phase during the commissioning will be the 
use of an Injector Test Bench (“BTI”) platform consisting 
of many beam diagnostics. This platform will be installed 
temporarily to qualify the beam at the RFQ output before 
being able to send it into the Linac ; a dedicated control 
environment has also to be provided for its operation. 

CONTROL SYSTEM CHOICES 
When the Spiral2 preliminary phase design was studied 

in 2001, Epics was one of the technical options 
envisioned for the control system. Then several 
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THE MANTID PROJECT: NOTES FROM AN INTERNATIONAL 
SOFTWARE COLLABORATION* 

N. Draper, Tessella,  Abingdon Science Park, UK

INTRODUCTION 
The analysis challenges faced by large scale neutron 

scattering and muon spin resonance (μSR) facilities 
continue to grow, with increasing user demand and ever 
increasing data volumes.  One of the single most 
important barriers between experiment and publication is 
the complex and time consuming effort needed to reduce 
and analyse their data. 

The Manipulation and Analysis of Instrument Data 
(MANTID) project [1] is a large international 
collaboration between ISIS, STFC (UK) and the 
Spallation Neutron Source (SNS), DOE (USA) to co-
develop a high performance computing framework for the 
analysis of neutron scattering and muon spin resonance 
data. The MANTID software is cross platform and open 
source so it is free and available to all visiting scientists of 
the facilities. 

PROJECT HISTORY 
The MANTID project was started at the ISIS facility in 

2007 with the goal of implementing a new framework for 
data analysis and visualisation for all neutron scattering 
and μSR experiments. Previous software projects at ISIS 
had generally concentrated on the needs of a few of the 
beamlines with the result that wider acceptance has been 
limited.  Mantid is the first software project at ISIS to be 
fully funded and have a core of full time developers 
solely working on Mantid.  The project began as a joint 
collaboration between the ISIS facility and the specialist 
scientific software consultancy Tessella providing the 
project management and a core of experienced software 
developers.   

In 2010 the project was joined by the SNS at Oak 
Ridge National Laboratory, significantly increasing the 
development team, while adding the additional needs of 
that facility. 

Currently several of the remaining large neutron 
facilities and those planned to be built are evaluating the 
framework with a view to joining the collaboration. 

AN OVERVIEW OF THE 
ARCHITECTURAL DESIGN 

 At the heart of the Mantid system is the Mantid 
framework where all of the data and analysis code 
resides.  The centralisation of all of our code in a 
framework that is independent of any visualization greatly 

eases the task of introducing new user interfaces and 
maintaining multiple user interfaces as each is only 
concerned with the presentation of data to users, all data 
manipulations are done using the framework.  So far we 
have built two primary user interfaces: a visualization and 
analysis tool called MantidPlot that has been built as an 
extension to the open source project QtiPlot [2], a Python 
interface that provides us a command line and scripting 
interface. 

Figure 1: High level design of the MANTID project. 

The framework itself is built around two main 
concepts: algorithms that can manipulate data and 
workspaces that hold the data.  The rest of the framework 
provides useful services to those two main concepts.  
While there are many algorithms and workspace types 
already built for the framework Mantid provides a plug in 
system to greatly ease the task of adding new algorithms 
or workspaces should a user require a manipulation that 
we have not provided. 

Data input and output are provided using specialized 
algorithms.  We support a wide range of facility specific 
and NEXUS formats [3], with the framework dynamically 
selecting the best file loading algorithm to match the file 
format.  We also support live data loading and analysis by 
direct connection to the instrument data acquisition 
electronics. 

PROJECT ORGANISATION 
The organisation of any project, particularly 

collaborations working with a distributed team, is vital to 
its success.  In this case some of the key elements of this 
project were the need for clear direction and oversight 
within the project, together with the need to develop a 
suitable solution for the many thousands of scientists that 
visit these facilities every year.  With this number of end 
users across all of the scientific techniques the facilities 
support it is not possible to interact with them directly.  To 
ensure we have a broad coverage of all of the issues and 
needs of the beamlines a scientific steering committee has 
been established at each facility with at least one key 
scientist from each group of beamlines.  The committees 

 ___________________________________________  

* Work at ORNL was sponsored by the Scientific User Facilities 
Division, Office of Basic Energy Services, US Department of Energy. 
Work at the ISIS facility was funded by the Science and Technology 
Facilities Council (STFC).   
Development for ILL instruments was funded by NMI3 (WP6). 
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UTILIZING ATLASSIAN JIRA FOR LARGE-SCALE SOFTWARE 
DEVELOPMENT MANAGEMENT* 

J. Fisher, D. Koning, A.P. Ludwigsen, LLNL, Livermore, CA 94550, U.S.A.

Abstract 
Used actively by the National Ignition Facility (NIF) 

[1] since 2004, the JIRA issue tracking system from 
Atlassian is now used for 63 different projects. NIF 
software developers and customers have created over 
80,000 requests (issues) for new features and bug fixes. 
The largest NIF software project in JIRA is the Integrated 
Computer Control system (ICCS), with nearly 40,000 
issues. In this paper, we’ll discuss how JIRA has been 
customized to meet our software development process 
[2]. The ICCS software team developed a custom 
workflow in JIRA for tracking code reviews, recording 
both developer and quality control team test results, and 
managing product releases. JIRA’s advanced 
customization capability has proven to be useful in 
tracking key metrics about ICCS development effort (e.g. 
developer workload). ICCS developers store software in a 
configuration management tool called AccuRev, and 
document all software changes in each JIRA issue. 
Specialized tools developed by the NIF Configuration 
Management (CM) team analyse each software product 
release, insuring that each software product release 
contains only the expected changes. 

JIRA HISTORY 
JIRA is an issue tracking system developed by 

Atlassian Corporation starting in 2002. It is most 
commonly used for software bug tracking, but thanks to 
its advanced customization features, is highly suitable for 
other types of ticketing systems  (work orders, help desks, 
etc.), and project management. 

NIF ICCS began using JIRA in 2006 for tracking 
software development. Prior to that, a locally developed 
tracking system was used. While sufficient during the 
early development of ICCS, limitations in functionality 
and development resources encouraged migration to a 
more advanced toolset. Fortunately, JIRA provided a 
number of data migration tools, so data was easily 
transferred. The ICCS team has successfully maintained a 
complete history of product software modifications since 
its origin. 

Today the NIF employs JIRA for tracking many 
software development projects including the ICCS and 
also for other needs such as IT work orders, and high 
level requirements.  

SOFTWARE DEVELOPMENT TRACKING 
JIRA provides a mature, powerful toolset for local 

customizations to meet specific project needs. This 

includes custom fields, issue types, workflows, 
notifications, and user entry screens. 

NIF originally adopted a custom software development 
workflow modelled on good industry practices. It 
included distinct phases for software development and 
quality control. In spring 2013, the workflow was 
modified to be more agile, allowing for the testing of 
software changes during earlier phases of software 
development.  

All software changes require a JIRA issue. This 
includes not just bug fixes, but enhancements and new 
features. In fact, documentation in JIRA issues is used as 
a basis for all end-user release documentation. In 
addition, database changes (in particular configuration 
data), code reviews, and design reviews are tracked with 
JIRA. 

When a JIRA issue is first entered into the system, the 
reporter specifies the software project and the issue type 
(Enhancement, Change, or Problem). From here, the 
initial set of JIRA fields is entered, as listed in Table 1. 

 
Table 1: JIRA Fields Used by Reporter 

Field Name Description 

Summary A one-line description of the request 

Priority Urgent, Important, Normal, or Low. Urgent 
issues may be handled as patch releases 

Component The product within the project, chosen from 
a project-specific list 

Category Software, Operational Data, Infrastructure, 
Documentation.  

Description A freeform text field describing the request 

Affects 
Versions 

What software version this request relates to 

Environment Where the issue manifests (main facility, side 
lab, etc.) 

Origin Design Review, Coding, Developer Unit 
Test, Operations, Offline Tests, etc. 

Reporter Who requested the change (auto filled) 

Recommend-
ation 

If a particular fix is needed, it can be 
specified here 

Locos # A ticket reference to the NIF Operations 
Problem Log system (not JIRA-based) 

Wrap-around A flag indicating that this was a data change 
that originated in the production 
environment. 

 
 ___________________________________________  

*This work performed under the auspices of the U.S. Department of 
Energy by Lawrence Livermore National Laboratory under Contract 
DE-AC52-07NA27344. #LLNL-ABS-632634, #LLNL-CONF-644176
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EVALUATION OF ISSUE TRACKING AND PROJECT MANAGEMENT 
TOOLS FOR USE ACROSS ALL CSIRO RADIO TELESCOPE 

FACILITIES 

J.C. Guzman, CSIRO Astronomy and Space Science, Epping, Australia

Abstract 
CSIRO's radio astronomy observatories are collectively 

known as the Australia Telescope National Facility, or 
ATNF. The ATNF is operated and managed by CSIRO 
Astronomy and Space Science, a division of CSIRO, 
Australia's national science agency. The facilities include 
the 64-metre dish at Parkes, the Australia Telescope 
Compact Array (ATCA) located in Narrabri, the Mopra 
22-metre dish near Coonabarabran and the ASKAP 
telescope located in Western Australia and in early stages 
of commissioning. In early 2013 a new group named 
Software and Computing has been formed. This group, 
part of the ATNF Operations Program is responsible for 
the software development and maintenance for all ATNF 
facilities, from monitoring and control systems to science 
data processing and archiving. The new group brings all 
the expertise in software development, data processing, 
High-Performance Computing (HPC) and data archiving 
under one umbrella. One of the first tasks of the new 
group is to start "standardizing" the way software 
development is done across all radio telescopes. This 
paper presents the results of the evaluation of several 
issue tracking and project management tools, including 
Redmine and JIRA to be used as a common software 
development management tool across all ATNF facilities. 
This paper also describes how these tools can potentially 
be used for non-software type of applications such as 
fault reporting and tracking system. 

MOTIVATION 
The current ATNF Fault Report System has been in use 

since 1998 for the Parkes telescope and since 2001 for the 
Compact Array and Mopra. A single developer currently 
spending approximately 5 to 10 days per year maintains 
the system. The software is relatively simple providing 
basic fault tracking functionality and search capabilities. 
The client side is entirely via Web and accessed via ATNF 
website. The system supports multiple telescopes (or 
sites) and several categories (but no support for sub-
categories).  Despite its simplicity, the current system has 
many limitations raised by several users. These issues, 
and the need to support the new ASKAP telescope, 
triggered a review of the current system and evaluation of 
off-the-shelf alternatives. An internal draft report [1] was 
released in early September 2013 to the Operations 
management and users for consultation. An updated 
version of this report is currently in progress. 

The ATNF also maintains two other project 
management tools (for historical reasons) used by 
different groups across the division: 

• Trac [2] used by the Computing Infrastructure 
team to track UNIX system administration tasks. 
There are also several software projects for Parkes, 
ATCA and Mopra in Trac supporting internal and 
external users. 

• Redmine [3] is used mainly by the ASKAP project, 
including the ASKAP software development 
project, system engineering and commissioning, 
and hardware development. There is also a 
Redmine instance supporting Science projects for 
internal and external users. 

Since the merge of the two software development 
teams into a single group earlier in 2013, it is evident that 
using a single issue-tracking system to track all software 
maintenance and development tasks for all ATNF 
telescope systems is paramount. Homogenising processes 
and tools brings several benefits to the organisation, 
including easier maintenance costs of the tools, better 
management (assignment) of tasks across many projects 
and individuals located at different sites (distributed 
geographically), more visibility of the tasks to be 
completed and better management of software releases. 

This paper describes the results of the analysis and 
evaluation of off-the-shelf issue-tracking tools that can be 
used as a Fault Report System (or Support System) and a 
software development management tool. 

REQUIREMENTS 
The Fault Tracking and Reporting System requirements 

captured in [1] are very similar to what is provided by a 
Helpdesk or Support tracking system. There are 
additional requirements to support software development 
and maintenance activities. A list of requirements for an 
issue-tracking tool that can be used as a Fault Tracking 
and Reporting system and as a software development and 
maintenance system are listed below. An issue can be a 
bug, system fault, task, and general or feature request. 
• Track Issues, including creating issues by an internal 

or external user, assign issues to an individual or a 
group, add comments or work logs by internal or 
external users via provided UI (optionally via email), 
add attachments, link related issues, change issue 
states (open, in progress, etc.), change issue’s 
priority 

• Email notification 
• Support for watchers 
• Support for multiple telescopes (projects) 
• Custom categories and sub-categories 
• Custom fields 
• Custom workflows 
• Administration of user and groups 
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A RATIONAL APPROACH TO CONTROL SYSTEM DEVELOPMENT 

PROJECTS THAT INCORPORATES RISK MANAGEMENT* 

E. Matias#, Mighty Oaks, 27 Bernside Road West, Victoria, BC, Canada 

 

Abstract 
Over the past year the Canadian Light Source has 

migrated towards a project management approach based on 

the Project Management Institute (PMI) guidelines as well 

as adopting an Enterprise Risk Management (ERM) 

program. Though these are broader organisational 

initiatives they do impact how controls systems and data 
acquisition software activities and planned, executed and 

integrated into larger scale projects. Synchrotron beamline 

development and accelerator upgrade projects have their 

own special considerations that require adaptation of these 

more standard management techniques. Our ERM 

processes integrate in two ways: (1) in helping to identify 

and prioritising those projects that we should be 

undertaking and (2) in helping identify risks that are 

internal to the project. These broader programs are 

resulting in us revising and improving processes we have 

in place for control and data acquisition system 

development and maintenance. This paper examines the 
approach we have adopted, our preliminary experience and 

our plans going forward. 

BACKGROUND 

Increasingly in many research organisations there are 

two emerging trends that are impacting how projects in 

general and control system projects in particular are 
managed.  The first is the adoption of PMI standards for 

project management.  Though the underlying concepts are 

not new the PMI approach simply provides a standard 

nomenclature and approach for how projects are tracted 

and analyse the status of the project.  The second trend is 

the focus on enterprise risk management and for some 

organisations compliance with ISO 31000.  These two 

trends should not be approached in isolation but can build 

on each other in a symbiotic way. 

This paper touches on both (1) the current state of affairs 

within CLS with the adoption of a ERM and a project 

management office and (2) going beyond the current state 
of CLS the authors views of what is necessary to 

effectively delivery projects in a synchrotron research 

environment. 

Given the nature of the thinking process around risks 
having a project team or entire organisation focused on 

reviewing risks can also help team members focus beyond 

their specific work areas and take a broader organisation 

wide view. 

 

COMMON TERMINOLOGY 

Before going further it this discussion it is necessary to 

define some critical terms: 

Harm – 1. ERM - Damage to the Organisation; 2. 

Projects – Even that limits the ability of the project to be 

delivered; 3. Safety - Physical injury or damage to the 

health of people either directory or indirectly as the 

result of damage to property or the environment. 

Hazard – The potential source of Harm. 

Knightian Uncertainty – Risk that is immeasurable 

where do the nature of the risk there can be no scientific 

basis on which to form any calculable probability. 

Risk – The combination of the probability of occurrence 
of harm and the severity of harm. 

FUNDAMENTAL CONCEPTS 

When looking at risk it is important to consider the two 

aspects of risk: the likelihood (or expected frequency) that 

the risk will occur and the consequence or harm that the 

risk poses.  This is important in helping to prioritise the risk 
and therefore in prioritising the mitigation actions that will 

be needed.  This is commonly represented in a heat table 

where likelihood is plotted on one axis and consequence on 

the other, usually with some colour coding it is possible to 

clearly illustrate where the highest risks are located. 

THREE AREAS OF RISK MANAGEMENT 

There are three areas of risk management that one needs 
to consider when it comes to control system project.  These 

are: 

a) Safety Risk, 

b) Enterprise Risk and 

c) Project Risk. 

 

As shown in Figure 1 an individual risk may in fact fall 

into just one, two or all three areas.  Organisationally this 

can pose challenges since in many cases the key 

stakeholders, relative importance and desired mitigation 

may be different in the three areas.  

 

 _________________________________________  

*Research described in this paper was performed at the Canadian Light 

Source, which is funded by the Canadian Foundation for Innovation, 

the Sciences and Research Council of Canada, the National Research 

Council Canada, the Canadian Institute of Health Research, the 

Government of Saskatchewan, Western Economic Diversification 

Canada and the University of Saskatchewan. 

#elder.matias@mightyoaks.com  
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USING PRINCE2 AND ITIL PRACTICES FOR COMPUTING PROJECT 
AND SERVICE MANAGEMENT IN A SCIENTIFIC INSTALLATION 

D. Fernández-Carreiras, G. Cuni, J. Klora [on leave], M. Martin, O. Matilla, A. Nardella, A. Pérez, 
V. Prat [on leave], D. Salvat , ALBA-CELLS, Barcelona, Spain 

Abstract 
Alba is a third generation synchrotron located near 

Barcelona in Spain. It was commissioned in 2011 and 
2012 when the first official experiment was carried out. 
Since 2013, Alba has been delivering X-ray beams to 
scientists in its seven beamlines. 

While conscientious project management has been a 
key factor in delivering the right infrastructure on time 
and within budget during Alba construction phase, a 
thorough management of operations is now needed to 
ensure provided services actually meet user expectations 
with rational resource usage. Supported by the 
implementation of “ad hoc” information management 
systems, methodologies such as PRINCE2[1] for project 
management or ITIL[2] for service management provide a 
strategic and systematic approach to roles, responsibilities 
and the management of expectations in terms of benefits, 
quality, risks, timing and resources. As a result, the 
communication between scientists and support groups 
have improved with faster time to respond, higher quality 
and increased user satisfaction. This paper describes the 
use of these processes and tools in a scientific installation 
such as Alba synchrotron. It also evaluates the 
achievements and pitfalls of such implementation, as well 
as proposals to move forward. 

PRINCE2 AS THE METHODOLOGY FOR 
PROJECT MANAGEMENT 

A synchrotron and in general any scientific installation 
require managing projects. During the installation phase, 
a complex master schedule coordinates the different parts 
of the installation, e. g. civil engineering and construction, 
general services, accelerator components, control system 
electronics, beamline components, experimental stations, 
alignment, etc. Any of these parts may contain several 
calls for tenders involving many suppliers with particular 
time constraints, each of them needing a dedicated 
management. A project is “temporary organization that is 
created for the purpose of delivering one or more 
business products according to an agreed business case” 
(PRINCE2). The whole installation is itself a project, 
although in most cases, for management purposes, the 
project granularity is chosen differently, and different 
projects come up coordinated from the master schedule.  
When the installation is completed and the facility is in 
operation, the number of projects decreases. However, in 
an operational facility, there is a continuous flow of 
projects derived from new requirements, improvement of 
existing components or in general requests for change.  

PRINCE2 methodology for project management was 
developed by the Office of Government and Commerce 

(OGC) in the United Kingdom. It has been chosen and 
tailored to the needs of our organization taking advantage 
of its focus on processes and the detailed definitions of 
roles, responsibilities, and project documentation. 

When starting a project, we first create a Mandate, 
with the name and purpose of the project, to assess its 
utility and feasibility and eventually proceed with the 
Pre-Project phase. At this stage, we define the Project 
Board, the governing body of the project, formed by an 
Executive, the ultimate project responsible and decision 
maker, balancing the needs of the business, users and 
providers, a Senior User, representing users’ interest and 
in charge of resolving user requirements and priority 
conflicts, a Senior Supplier, accountable for project 
viability, resource availability, design methods and 
quality of delivered products, and the Project Manager, 
running the project on a day to day basis, assuming team 
coordination as well as a large amount of hands on work 
in our case, and producing all of the project 
documentation. In the Pre-Project stage, the Project 
Manager produces a Project Brief including preliminary 
versions of the business case (project reasons, 
stakeholders, benefits, constraints, assumptions and risks), 
product description (composition, quality expectations 
and acceptance criteria) and project approach (strategic 
options and recommendation). 

Once the Project Board approves the Project Brief, the 
project enters the Initiation Stage, where the Project 
Manager develops the Project Initiation Document 
(PID), a baseline set of project objectives, including a 
refined Project Brief, management strategies for quality, 
risk and communication, project stages, components, 
schedule, time and costs. 

If the Project Board approves the PID, the project can 
then proceed to the Delivery Stages. Each Delivery Stage 
is monitored through regular Highlight Reports 
summarizing the project status, completed tasks vs. 
objectives, planned tasks for the future period, tolerance 
status for the scope, time and cost of the project, changes, 
issues and risks, or controlled via Exception Reports, 
explaining why the project deviates from its current 
objective tolerances, what the implications are, options, 
recommendations and lessons. Any change in the project 
that is out of agreed tolerances in the scope, schedule, 
resources or any aspect of the project, shall be accepted 
by the Project Board through the approval of the 
Exception Report. At the end of each delivery stage, 
including the final one, the Project Manager produces an 
End of Stage Report or a Project Closure Report if the 
current stage is the final one. Those reports include an 
executive summary of the project status, a list of key 
achievements, a comparison of achievements against 
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A CONTROL SYSTEM FOR THE ESRF SYNCHROTRON RADIATION 
THERAPY CLINICAL TRIALS  

C. Nemoz, G. Berruyer, T. Brochard, Hervé Gonzalez, Ricardo Hino, M. Renier and P. Berkvens, 
ESRF, Grenoble, France 

H. Elleaume, INSERM, Grenoble, France 
J.F. Adam, UJF, Grenoble, France

Abstract 
 

The bio-medical beamline of the European Synchrotron 
Radiation Facility (ESRF) located in Grenoble, France, 
has recently started the Phase I-II Stereotactic 
Synchrotron Radiation Therapy (SSRT) clinical trials 
targeting brain tumours. This very first SSRT protocol 
consists in a combined therapy where monochromatic X-
rays are delivered to the tumour pre-loaded with high Z 
element. The challenges of this technique are the accurate 
positioning of the target tumour with respect to the beam 
and the precision of the dose delivery whilst fully 
assuring the patient safety. The positioning system used 
for previous angiography clinical trials has been adapted 
to this new modality. 3-D imaging is performed for 
positioning purpose to fit to the treatment planning. The 
control system of this experiment is described from the 
hardware and software point of view with emphasis on 
the constraints imposed by the Patient Safety System 
(PASS). 
 

INTRODUCTION 
The ESRF ID17 beamline is dedicated to investigate 

the medical applications of x-rays produced by an 
electron synchrotron. A 1st clinical trial took place during 
period 2000-2003 and was dedicated to coronary 
angiography [1].  The technical success of the trials has 
shown that it was possible to treat a patient with very 
good patient safety and patient comfort conditions.  The 
medical interest was then oriented to exploit the special 
properties of synchrotron x-rays to radio-therapy. 
Nowadays the gold standards to treat deep cerebral 
tumours are based upon MV accelerators producing a 
quasi-uniform photons spectrum coupled with 
chemotherapy. It was proposed by the medical community 
to adapt the existing ID17 imaging system to Stereotactic 
Synchrotron Radiation Therapy [2],[3],[4]. 

 

SSRT PRINCIPLE 
SSRT consists in loading the brain tumour with a high 

atomic number element, such as iodinated contrast media 
and irradiating it with the monochromatic x-rays beam 
tuned at an optimal energy in stereotactic conditions (the 
patient is rotated in the beam). The high-Z element 
selectively accumulates in the tumour tissue through the 
locally impaired blood brain barrier. The highly 

conformal irradiation geometry and the increase in the 
photoelectric cross sections produce a localized dose 
enhancement restricted to the tumour. This leads to 
improved dose distributions when compared to 
conventional high energy treatment. The patient is sitting 
on a positioning device (PPS) developed for the coronary 
angiography trials [5] as shown on Fig. 1.  

 

Figure 1: SSRT principle. 

The patient can rotate in the horizontal plane and the 
positioning adjustment is made by X, Y axis located 
above the rotation plate. The whole platform can move 
vertically in such a way the photon beam sweeps the 
patient. The dimension of the photon beam at the patient 
level is 150x2mm2. A set of 10 Cerobend collimators are 
aligned upstream of the patient in such a way conformal 
irradiation is possible. For each collimator, the lateral Y 
position and an angular position defines an irradiation 
“port”, according to a pre calculated conventional 
treatment planning. 36 switches located under the rotating 
platform permits to ensure that the angle is correctly set in 
correspondence with the Y position. 
 

CONTROL SYSTEM 
To achieve a patient treatment at a synchrotron the 

control system must be robust and user friendly. 
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MIGRATING TO AN EPICS BASED INSTRUMENT CONTROL SYSTEM 
AT THE ISIS SPALLATION NEUTRON SOURCE 

M. J. Clarke, F. A. Akeroyd, K. Baker, G. Howells, D. Keymer, K. J. Knowles,  
C. Moreton-Smith, ISIS, STFC Rutherford Appleton Laboratory, Oxon, UK  

Kevin Woods, Tessella, Abingdon, Oxon, UK

Abstract 

The beamline instruments at the ISIS spallation neutron 
source [1] have been running successfully for many years 
using an in-house developed control system. The advent 
of new instruments and the desire for more complex 
experiments has led to a project being created to 
determine how best to meet these challenges. Though it 
would be possible to enhance the existing system, 
migrating to an EPICS-based [2] system offers many 
advantages in terms of flexibility, software reuse and the 
potential for collaboration. While EPICS is well 
established for accelerator and synchrotron beamline 
control, is it not currently widely used for neutron 
instruments, but this is changing. The new control system 
is being initially developed to run in parallel with the 
existing system, a first version being scheduled for testing 
on two newly constructed instruments starting summer 
2013. In this paper, we will discuss the design and 
implementation of the new control system, including how 
our existing National Instruments LabVIEW controlled 
equipment was integrated, and issues that we encountered 
during the migration process. 

BACKGROUND 
The ISIS spallation neutron source has been providing 

world-class science since the mid-1980s and currently has 
over thirty beamline instruments producing world-leading 
research. The software and hardware used to control these 
beamline instruments plays a significant part in the 
productivity of ISIS. 

The original instrument control system was run on the 
OpenVMS [3] platform using in-house developed 
software. Around the year 2000, the control system 
started to move away from using the OpenVMS platform 
to using PCs running Microsoft Windows NT [4] partly 
because of concerns over the longevity of OpenVMS and 
partly because software vendors were starting to give 
priority to Windows. As part of this move, it was 
necessary to replace the existing control system software. 
Since vendors were increasingly supplying LabVIEW 
controlled equipment, LabVIEW was chosen to form the 
basis of the new system. The current control system has 
evolved from this and now consists of LabVIEW drivers 
for equipment control alongside in-house developed 
software for scripting, neutron data collection and 
experiment management, etc. 

The more recently constructed beamline instruments 
are capable of performing significantly more complex 

experiments than older instruments and, as a result, are 
starting to push beyond the boundaries for which the 
existing control system was designed. With this in mind, 
and with the prospect of even more complex instruments 
being built in the future, it was necessary to address the 
future direction of the instrument control system. 

THE EXISTING CONTROL SYSTEM 
The existing control system runs on a Windows 7 x64 

Virtual Machine (VM). The key advantage of using a VM 
is that it adds a layer of abstraction between the hardware 
and the operating system; this means that the VM can 
easily be transferred to another host PC if there is a 
hardware issue. 

Drivers for beamline equipment are written using 
LabVIEW. LabVIEW makes it relatively easy to create a 
driver with a built-in Graphical User Interface (GUI) 
known as a Virtual Instrument (VI). The vast majority of 
VIs used at ISIS are written in-house. 

The neutron data is accumulated in the Data 
Acquisition Electronics (DAE); the DAE is controlled 
using an in-house developed service called the Instrument 
Control Program (ICP) which is written in C++/Microsoft 
ATL. 

The control system is managed by SECI which is 
essentially a configuration and windows manager. SECI is 
responsible for loading and managing the VIs, providing 
an instrument status summary and logging beamline data. 
As SECI is the main GUI of the system, it also shows a 
summary of the critical data from the other parts of the 
system. The layout of the existing control system is 
illustrated in Fig. 1. 

 

Figure 1: The layout of the existing control system. 

Virtual Machine 

Equipment 

LabVIEW VIs 

DAE 

ICP 

Scripting SECI 
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ANSTO, AUSTRALIAN SYNCHROTRON, METADATA CATALOGUES 
AND THE AUSTRALIAN NATIONAL DATA SERVICE* 
N. Hauser, S. Wimalaratne, ANSTO, Lucas Heights, NSW 2234. Australia 
U. Felzmann, Australian Synchrotron, Melbourne, VIC 3168 Australia

Abstract 
ANSTO and the Australian Synchrotron host 

experiments for domestic and international science 
community over a wide range of scientific disciplines. 
Data citation, management and discovery are important to 
the facilities and the scientists that use them. Gone are the 
days when raw data is written to a removable media and 
subsequently lost or locked away in a desk to collect dust.   

The metadata catalogue Tardis is being used by both 
ANSTO and the Australian Synchrotron. Metadata is 
harvested from the neutron beam and X-ray instruments 
raw experimental files and catalogued in databases that 
are local to the facilities. The data is accessible via a web 
portal. Data policies are applied to embargo data prior to 
placing data in the public domain. Public domain data is 
published to the Australian Research Data Commons 
using the OAI-PMH standard. The Commons is run by 
the Australian National Data Service (ANDS), who was 
the project sponsor. The Commons is a web robot friendly 
site.  

ANDS also sponsors digital object identifiers (DOI) for 
deposited datasets, which allows raw data to now be a 
first class research output, allowing scientists that collect 
data to gain recognition in the same way as those who 
publish journal articles. Raw data is increasingly required 
by journals to allow for more rigorous referring of 
publications. Data is being discovered, cited, reused and 
collaborations initiated through the Commons. 

INTRODUCTION 
ANSTO and the Australian Synchrotron collect data 

from neutron and X-ray scattering instruments. The data 
produced is in several files formats, some of which are 
not friendly to web robots. Catalogues of these files were 
made, accessible over http, that can be searched and 
retrieved either using a web interface, or by a search 
engine web robot. The high level use case of the metadata 
catalogues is to provide a researcher with a structured 
search through scientific datasets.  

Placing indexed datasets on the web with a digital 
object identifier (DOI) can be thought of as the publishing 
of raw data, which elevates that data to a “first class 
research output” [1]. Whilst the data itself is not peer 
reviewed, it is data used to create a peer reviewed 
publication. Making raw data available allows the 
analysis of data to be verified by a third party, assuming a 
journal editor or another researcher has need to do so.  

Citing Raw Data 
Publicly accessible and catalogued research datasets, 

combined with a digital object identifier (DOI), allow 

researchers who publish work that uses these datasets to 
cite those who created the dataset.  This opens up new 
opportunities in these sample based sciences for 
experimental scientists to increase their citation index. 
Rather than citing journal publications only, the raw data 
used to create publication can be cited.  

 
 3 use cases around raw data: 
 As a scientist that generates the data, I want to search 

and manage my data 
 As a scientist, I want to analyse data that has been 

collected by someone else 
 As a scientists, I want to collaborate with the 

scientist that collected the data 

Research Funding 
Two major funding bodies in Australia are the National 

Health and Medical Research Council (NH&MRC), and 
the Australian Research Council (ARC). The Australian 
Code for the Responsible Conduct of Research [2] was 
developed by the NH&MRC, ARC and Universities 
Australia. The Code has many facets, but here we will 
pay attention to the management of research data.  

The National Laboratories are now providing more data 
management services. The benefit to the facility for 
providing these services is that the body that funds the 
facility can ‘see’ the data being produced by the facility. 
Providing better data management aids researchers, 
increasing the probability that the researcher will publish, 
and win for both the facility and the researcher.  

THE CODE 
Management of Research Data 

Under the responsibilities of institutions, the Code 
requires;  

“Provide secure research data storage…”  
“Identify ownership of research data…”  
“Ensure security and confidentiality of research data…” 
 
The Code requires that data must be in a; 
“ durable, indexed and retrievable form” 
“ catalogue  … in an accessible form” 

 
“A policy is required that cover the secure and safe 

disposal…” 
 
Under the Code, National Laboratories only have 

responsibility for researchers they employ. The 
Laboratories may decide to provide services to scientists 
that use the facility. In effect, the National Laboratory 
does not own the data collected by a user of the facility 
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DEVELOPMENT OF A SCALABLE AND FLEXIBLE DATA LOGGING 

SYSTEM USING NOSQL DATABASES 

M. Kago
#
, A. Yamashita, JASRI/Spring-8, Hyogo, Japan

Abstract 
We have developed a scalable and flexible data logging 

system for SPring-8 control. The current data logging 

system, powered by a relational database management 

system (RDBMS), has been storing log data for sixteen 

years. With the experience, we recognized the lack of 

RDBMS flexibility with respect to data logging such as 

the lack of adaptability in data format and acquisition 

cycle, the complexity of the data management, and the 

lack of horizontal scalability. To solve this problem, we 

designed a new framework. Two NoSQL databases, Redis 

and Apache Cassandra, were adopted to store log data. 

ZeroMQ messages packed by MessagePack were 

employed for communication. The prototype of the new 

system showed high performance and reliability. In this 

paper, we discuss its requirements and structure, the 

results of performance evaluations and its current status.  

INTRODUCTION 

The SPring-8 control system adopts the MADOCA [1] 

framework developed in 1995. A relational database 

management system (RDBMS) [2] is one of the features 

of MADOCA. Device information, operation parameters, 

and log data are stored in a single RDBMS. This system 

has supported the stable operation and development of 

SPring-8. 

However, in light of the new requirements resulting 

from the recent improvement and future plans of the 

accelerator, this system will not have the adequate 

performance, capacity, or extendibility. In accelerator 

beam diagnostics, handling large volume data such as 

wave forms and image data has become a common task. 

In addition, there is a need for data acquisition with a 

shorter sampling cycle (< 10 Hz). These changes require 

the data logging system to increase writing performance 

and to handle large-volume data, but it is not easy to 

extend the system for the following reasons. 

• The RDBMS has no horizontal scalability. The 

advantages of the RDBMS, such as joining tables 

and securing ACID [3], become bottlenecks when 

scaled out. The general method for improving server 

performance is to change to a high-spec server, but 

hardware costs are continuously increasing. 

• The data management is complex. To improve 

writing performance in MADOCA, a number of log 

data are placed on one row to reduce the number of 

SQL statements needed when they are stored in 

RDBMS. When new data are registered on the 

RDBMS, a new table has to be created. 

• The data acquisition has no flexibility. The polling 

system of the server-client model uses tight coupled 

ONC-RPC and is highly interdependent. Therefore, 

the data acquisition is limited by the OS and 

language environments. 

To solve these problems and contribute to the further 

development of SPring-8, we developed a new data 

logging system as a part of the MADOCA II project [4]. 

The design concepts of the new system are as follows: 

• Database and data acquisition need to be scalable 

such that data volume can be increased and 

performance can be improved at a low cost. 

• It should be easy to migrate from the current system. 

The MADOCA manages data with human readable 

names such as “sr_mag_ps_b/current_dac.” The new 

system will adopt the same methods. 

• The new system should be highly reliable without an 

SPOF (single point of failure). 

• Users without any knowledge of databases should be 

able to easily start collecting data.  

• The RDBMS will be used conventionally for static 

information such as device information and 

operation parameters. 

DATABASE SELECTION  

We designed a storage system that consists of a 

database for the perpetual archive and a database for the 

real time data cache. The permanent storage has to be able 

to handle large-volume data with high performance, to 

increase performance by scaling out, and to have no SPOF. 

In SPring-8, furthermore, low latency access of the latest 

values is required because there is a constant need for 

these values by many accelerator control GUIs. Thus, a 

cache server keeping only the most recent values was 

adopted so that a high performance can be achieved. 

NoSQL (Not only SQL) databases that have been 

actively developed in the web service fields satisfy our 

requirements. Most of them provide the required 

mechanisms such as high performance, horizontal scaling, 

and fine control over availability. Among these databases, 

we focused on Apache Cassandra [5] and Redis [6]. 

Apache Cassandra 

Apache Cassandra is an open-source distributed 

database of the Apache project. Its features include a 

column-oriented data structure, high write performance, 

fault tolerance, no SPOF, and so on. It is especially easy 

to increase total throughput by adding more nodes to the 

system (see Fig. 1). These features meet our requirements. 

Furthermore, Most of the log data that we handle is time-

series data comprised of a time stamp and value, and so 

Cassandra with its column-type data structure is the most 

suitable database for the perpetual archive. 

 ___________________________________________  

#kago@spring8.or.jp 
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RASHPA: A DATA ACQUISITION FRAMEWORK FOR 2D X-RAY
DETECTORS

F. Le Mentec, P. Fajardo, T. Le Caër, C. Hervé, A. Homs
ESRF 6 Rue Jules Horowitz, 38000 Grenoble, France

Abstract

As last generation X-ray detectors are capable of pro-
ducing very high data rates in the range of 1 to 100
GBytes/second, the implementation of high throughput
data acquisition systems is essential for the efficient use of
those data streams at high brilliance synchrotron radiation
facilities. This paper introduces RASHPA, a data acqui-
sition framework optimised for 2D X-ray detectors suffi-
ciently generic and scalable to be used in a large diversity
of new high performance detector developments. the pa-
per describes the basics of the conceptual design as well as
the scheme chosen by the ESRF for the first demonstrators
that combines a highly configurable multi link PCI Express
over cable based data transmission engine with a carefully
designed LINUX software stack.

INTRODUCTION

RASHPA is a data acquisition framework for X-ray 2D
detectors currently under development at the European
Synchrotron Radiation Facility that aims at standardizing
the data transmission pipeline from the detector up to the
software application for further processing, visualization or
storage. From the perspective of this work, a 2D detector is
considered to be a device segmented in an arbitrary number
of detector modules that operate and transfer data in paral-
lel. Each module includes a data acquisition controller, re-
ferred as RASHPA controller, that is in charge of pushing
the data into the address space of the backend computing
infrastructure.

As a framework, RASHPA consists of a specification
defining the functional concepts as well as the hardware
and software interfaces, and a middleware running on the
backend computers that is fully generic and independent of
the detector. For its practical implementation, the ESRF
is also developing a set of hardware blocks that allows to
build and integrate the RASHPA controllers in the detector
hardware in conformity with the specification.

In this article, we first introduce some basic considera-
tions about technology choices, then we present the frame-
work design and finally, we give some details of the proto-
type implementation currently under development. For the
sake of simplicity and unless it is explicitly mentioned, the
rest of this paper refers to a basic configuration in which
the detector is made of a single module, and therefore it in-
cludes only one RASHPA controller. In the same way, the
backend infrastructure is also simplified and consists of a
single computer referred as ”workstation”.

TECHNOLOGICAL CONSIDERATIONS
Zero-copy Memory Transfer

A fundamental goal of the project is to achieve zero-copy
memory transfers: data are pushed by the RASHPA con-
troller from the detector memory directly into the destina-
tion applicative buffers without intervention of the backend
workstation CPUs. Furthermore, the middleware makes
it possible for the application to exploit the workstation
platform capabilities, such as NUMA factors and CPU
affinities. By eliminating intermediate memory copies and
enabling smart data placement policies, RASHPA allows
for an efficient use of the workstation memory subsystem.
Such considerations are especially important in the context
of high performance computing systems [1].

Choice of the Data Transport Layer
While it requires a direct memory access capable trans-

port layer, RASHPA is not tied to a specific one. However
for the first implementations an important design choice
has been the selection of PCI Express over cable [2]. From
a strictly functional point of view this is an ideal option due
to:

• reliability: PCIe has built in support for both control
flow, data integrity and packet ordering. This removes
the needs for additional protocol layers,

• scalability: a single point to point link is built upon
one or more dynamically negotiated lanes. Different
bandwidth requirements can thus be addressed by ad-
justing the lane count, which makes RASHPA auto-
matically spans a wide range of detector bandwidth
requirements,

• low latency: while RASHPA primary targets high
throughput data transfers, PCIe supports low latency
word based read and write operations. It includes in-
terrupts (so called MSIs), which is particularly inter-
esting as the middleware is largely event based,

• native integration: over the years, PCIe has become
the default peripheral interconnect of x86 based plat-
forms. As a part of this interconnect, there is no added
overhead for a RASHPA based detector to communi-
cate with the workstation CPU, memory or other PCIe
endpoints.

Despite these benefits, the limited availability of PCIe
over cable products and the lack of standardization of opti-
cal cabling form factor is still an issue. The current speci-
fication [3] only addresses copper cabling which limits the
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ITER CONTRIBUTION TO CONTROL SYSTEM STUDIO (CSS) 
DEVELOPMENT EFFORT 

N. Utzel, L. Abadie, F. Di Maio, J.Y. Journeaux, A. Wallander, I. Yonekawa, 
ITER Organization, Route de Vinon sur Verdon, 13115 Saint Paul Lez Durance, France 

F. Arnaud, G. Darcourt, D. Dequidt, Sopra Group,   13791, Aix-en-Provence cedex 3, France

Abstract 
In 2010, Control System Studio (CSS) [1] was chosen 

for CODAC - the central control system of ITER [2] - as 
the development and runtime integrated environment for 
local control systems. It became quickly necessary to 
contribute to CSS development effort - after all, CODAC 
team wants to be sure that the tools that are being used by 
the seven ITER members all over the world continue to 
be available and to be improved. In order to integrate CSS 
main components in its framework [3], CODAC team 
needed first to adapt them to its standard platform based 
on Linux 64-bits and PostgreSQL database. Then, user 
feedback started to emerge as well as the need for an 
industrial symbol library to represent pump, valve or 
electrical breaker states on the operator interface and the 
requirement to automatically send an email when a new 
alarm is raised. It also soon became important for 
CODAC team to be able to publish its contributions 
quickly and to adapt its own infrastructure for that. This 
paper describes ITER increasing contribution to the CSS 
development effort and the future plans to address factory 
and site acceptance tests of the local control systems. 

INTRODUCTION 
The ITER project aims to demonstrate the feasibility of 

commercial production of fusion energy. It is an 
international project that involves seven members (China, 
Europe, India, Japan, Korea, Russia and USA) who 
provide all plant systems (magnet, vacuum vessel, 
divertor, cryostat, diagnostics…) in-kind through so 
called procurement arrangements. The majority of them 
include local control systems that need to be integrated 
into CODAC – the central control system of ITER. 

To mitigate the risks during integration, a major effort 
has been invested to provide not only guidelines and 
standards applicable to all local control systems but also a 
framework that implements these standards and 
guarantees that the local control systems can be integrated 
into the central one. 

This framework is based on EPICS [4] – Experimental 
Physics and Industrial Control System – which is a 
client/server architecture and a set of tools for building 
scalable control systems with: 

 Distributed real-time Process Variable (PV) database, 
 Software Bus – Channel Access – that allows the 

clients (requestors) to do operations such as Search, 
Get, Put or Add Event (add monitor) and the servers 
(providers) to only send data to the client when it has 
changed for instance in the case of a monitor request. 

CODAC control system framework also includes some 
EPICS extensions. Control System Studio is one of its 
key components providing common services such as the 
operator interface, the alarm system, engineering archival 
and the electronic logbook necessary to monitor and 
operate both local and central control systems. 

SCOPE AND OBJECTIVES 
Control System Studio is an Eclipse-based collection of 

tools to monitor and operate large scale control systems, 
such as those in the accelerator and fusion community. It 
is the result of a collaboration amongst many laboratories 
and universities. 

This collection of tools consists of more than 350 core 
and application plugins and nearly half of them are 
integrated into the CODAC control system framework to 
provide common services: 

 Operator Interface (OPI) that connects to the local 
control system, animates graphical widgets 
according to an EPICS PV value, alarm 
status/severity and connection/read-write status, 
shows PV’s range and alarm limits and allows the 
operator to interact with the process by providing 
input data and sending commands, 

 Alarm System that monitors alarms in the control 
system and provides essential support to the operator 
by warning him of situations that need his attention, 
showing guidance, allowing him to open dedicated 
displays, execute commands and acknowledge 
alarms, 

 Engineering Archival that monitors and archives 
EPICS PV values on a dedicated storage and 
provides a graphical user interface for displaying live 
and historic data in a plot, making some 
computations, adding annotations and exporting 
values into different file formats such as Excel 
spread sheet or Matlab, 

 Electronic Logbook that registers events which have 
been manually or automatically generated during 
operation, to keep track of problems, human 
decisions or actions which were taken during the 
course of the activity and which may have had an 
impact on the outcome of the activity. 

The main objectives of the integration of CSS in the 
CODAC framework were firstly technical, to evaluate, 
select and quickly adapt the tools to their environment. 
Secondly it was important to adopt a strategy of 
continuous improvement of these common services by 
joining the Control System Studio Collaboration. 
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jddd: A TOOL FOR OPERATORS AND EXPERTS TO DESIGN CONTROL 
SYSTEM PANELS 

E. Sombrowski, A. Petrosyan, K. Rehlich, W. Schütte, DESY Hamburg, Germany 

Abstract 
jddd, a graphical tool for control system panel design, has 
been developed at DESY to allow machine operators and 
experts the design of complex panels [1-5]. No 
knowledge of a programming language nor compiling 
steps are required to generate highly dynamic panels with 
the jddd editor. After 5 years of development and 
implementing requirements for DESY-specific 
accelerator operations, jddd has become mature and is 
now commonly used for standard operation. The focus 
meanwhile has changed from pure feature development to 
new tasks as archiving/managing a huge number of 
control panels, finding panel dependencies, book 
keeping/evaluation of panel usage and collecting possible 
failures in an automatic manner. Therefore technologies 
of the existing control system infrastructure like Servlets, 
JMS, Lucene, SQL, SVN are used. The concepts and 
technologies to further improve the quality and robustness 
of the tool are presented in this paper. 

INTRODUCTION 
jddd has been developed at DESY as a successor for 

the previous synoptic display editor “ddd” (doocs data 
display). The editor is designed similar to other standard 
graphical editors used in NetBeans or Eclipse. It offers 
many predefined widgets for control panel design. All 
generated displays can be reused as generic library 
components and can be added to other displays. 
jddd has an interface which supports many control 

systems used at Desy: DOOCS, Tine, Tango and Epics. 
Currently more than 110 people working in different 
groups at Desy are designing panels with the jddd editor. 
Regular training courses for beginners and advanced users 
ensure that people learn how to use the editor and its 
widgets and follow the common standards for good panel 
design. An example for good panel design is the “Main 
Taskbar” window, which is displayed in Figure 2. 

More than 3600 jddd panels have already been 
developed at DESY, approximately 1100 of them for 
FLASH (Free-electron -LASer in Hamburg). 

PANEL ARCHIVING 
All panels are stored as XML files in a central revision 

control system (Apache SVN repository). Each file 
contains the author name, a description text, the panel 
content and a thumbnail screenshot. The history of the 
files is kept in the change log of the SVN browser and if 
required an old version of a panel may be recovered. 

For to the huge number of panels stored in the SVN a 
powerful file search engine is required. For this purpose 
the text search engine library Apache Lucene is used, 
which creates an index of the file names and paths. The 
Lucene search result for a certain filename is provided via 
a Java servlet. In case there are several panels with the 
same filename the servlet returns the path, which is next 
to the path of the base panel. This way searching files in 
the SVN is very comfortable and takes only 30-50 
milliseconds. 

Lucene indexes not only the file names but also the file 
dependencies. In the jddd editor a file dependencies 
dialog (displayed in Figure 1) containing useful 
information about the file connections is available. The 
dialog has three tabs showing: 
• The location(s) of a panel name in the SVN repository 
• The filenames of all included panels and panels 

opened on a button click 
• The occurrence of the filename in other panels 
This dialog provides all information for a panel 

designer to check whether a change in a certain panel 
affects other panels. 

Figure 1: File dependencies of a selected panel. 
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PERFORMANCE TESTING OF EPICS USER INTERFACES -- AN 
ATTEMPT TO COMPARE THE PERFORMANCE OF MEDM, EDM,  

CSS-BOY, AND EPICS* 
R. Farnsworth#, J. P. Hammonds, B. Pausma, C. Suarez, ANL, Argonne, IL 60439, USA 

A. Rhyder, A. Starritt, SLSA, Clayton, Vic 3168, Australia

Abstract 
The upgrading of the display manager or graphical user 

interface at EPICS sites reliant on older display 
technologies, typically MEDM or EDM, requires 
attention to both functionality and performance. For many 
sites, performance is not an issue; all display managers 
will update a small number of process variables at rates 
exceeding the human ability to discern changes. For 
certain applications typically found at larger sites, 
however, the ability to respond to update rates at sub-
Hertz frequencies for thousands of process variables is a 
requirement. This paper describes a series of tests 
performed on both older display managers—MEDM and 
EDM—as well as the newer CSS-Boy, epicsQT, and 
CaQtDM. Modestly performing modern hardware is used. 

STANDARDIZED PERFORMANCE 
REGRESSION TESTS 

The carrying out of any general -purpose standardised 
software performance tests requires a standard set of 
hardware, a standard set of operating systems, a standard 
set of operating environments, and some common 
functionality in the products to compare against each 
other. This was in mind when the tests presented below 
were devised. The aim was to ensure that, as much as 
possible, the tests were carried out in a reproducible way, 
that the hardware used would be typical, and that the tests 
were fair and representative of real-world operations. In 
order to achieve a performance comparison across 
software that was written and designed over several 
decades, it was necessary to restrict the tests to the 
“lowest common denominator,” i.e., the simplest of all 
possible user interface requirements. (Unsurprisingly this 
is possibly at odds with certain real-world operations, and 
the results presented may need to be considered against 
other factors such as extended functionality when making 
an actual selection.) Additionally, the modern software 
trends of functionality over performance may lead to 
selection of lower-performing software as it has a better 
fit to the functionality required for a given situation. This 
set of tests is intended to assist selection and help answer 
the question “Is it fast enough?” rather than the question 
“Which is fastest?”. 

 
 

THE HARDWARE 
Modestly performing, name branded, and commodity 

desktop hardware was purchased. As hardware changes 
occur very rapidly, it is anticipated that the absolute 
numbers that the tests indicate will vary somewhat with 
hardware. The hardware chosen was: 

 HP Compaq 8300 Elite Convertible Minitower with 
Intel® 3.4GHz i7-3770 Quad Core 8 MB cache, 
Chipset: Intel® Q77 Express Chipset, Memory: 8GB 
(2x4GB) DDR3-1600 (32GB Max) 

 Hard Drive: 1TB SATA Hard Drive (7,200rpm) 
 Graphics: NVIDIA Quadro 600 Graphics with 1GB  

It was configured with a 22-inch Dell monitor; see [1] for 
full details. 

The choice was made for no greater reason other than at 
the time of writing this was the standard desktop deployed 
at the Advanced Photon Source, and therefore likely to be 
close in specification to any modern PC desktop 
hardware. It was purchased specially and reserved for 
these tests. 

THE OPERATING SYSTEMS 
Two operating systems were used: Windows 7 

Enterprise SP1 and Linux Redhat Enterprise 6.4; both 
were 64-bit versions in a dual boot scenario. 

Use of a Mac was also attempted [2], but results were 
incomplete and difficult to compare and have thus been 
omitted.   

THE USER INTERFACES 
The test user interfaces were the community-available 

MEDM, EDM, CSS-Boy, EPICSQt, and CAQtDM, and 
the Australian Synchrotron internal accelerator GUI 
system developed using Borland Delphi prior to EPICSQt 
(AS-Delphi). 

THE EPICS DATABASE 
A very simple EPICS database was configured. It has 

five hundred PVs running on a Soft IOC.  Each PV counts 
from 0-99 at ten times per second. To eliminate network 
variations, the IOC runs on the machine being tested. 

THE USER INTERFACE MEASUREMENT 
TECHNIQUE 

The user interface was monitored manually at thirty 
frames per second using a video camera, and updating 
screens were successively generated using the five 

 ___________________________________________  

*Work supported by the U.S. Department of Energy, Office of Science, 
under Contract No. DE-AC02-06CH11357  
#rif@aps.anl.gov 
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SDD TOOLKIT: ITER CODAC PLATFORM FOR 
CONFIGURATION AND DEVELOPMENT 

L.Abadie, F.Di.Maio, D.Stepanov, A.Wallander, 
ITER Organization, Route de Vinon sur Verdon, 13115 St. Paul lez Durance, France, 

K.Bandaru, H.Deshmukh, P.Nanware, R.Patel, TCS, Mumbai, India 
G. Darcourt, A.Mariage, Sopra Group, Aix-en-Provence, France, 

A.Zagar, Cosylab, Slovenia 

Abstract 
ITER will consist of roughly 200 plant systems I&C (in 

total millions of variables) delivered in kind which need 
to be integrated into the ITER control infrastructure. To 
integrate them in a smooth way, CODAC team releases 
every year the Core Software environment which consists 
of many applications. This paper focuses on the self 
description data toolkit implementation, a fully home-
made ITER product. The SDD model has been designed 
with Hibernate/Spring to provide required information to 
generate configuration files for CODAC services such as 
archiving, EPICS, alarm, SDN, basic HMIs, etc. Users 
enter their configuration data via GUIs based on web 
application and Eclipse. Snapshots of I&C projects can be 
dumped to XML. Different levels of validation 
corresponding to various stages of development have 
been implemented: it enables during integration, 
verification that I&C projects are compliant with our 
standards. The development of I&C projects continues 
with Maven utilities. In 2012, a new Eclipse perspective 
has been developed to allow user to develop codes, to 
start their projects, to develop new HMIs, to retrofit their 
data in SDD database and to checkout/commit from/to 
SVN. 

INTRODUCTION 
SDD toolkit has been developed to promote PCDH 

standards [1] as CODAC will have to integrate around 
200 systems produced by different institutes and 
companies around the world. Standardization being a key 
criterion for success, it is important to clearly set a 
development framework for I&C designers to minimize 
heterogeneous code and implementation.  We also try to 
automate as much as possible code generation to avoid 
human errors. The toolkit is a home-made product and is 
part of Core System infrastructure [2]. It is based on a 
relational database and uses modern technology such as 
Eclipse [3], Hibernate [4] and Spring [5]. The toolkit 
consists of many tools which will be described in the next 
sections. 

CHALLENGES 
In this section, we describe the main challenges that 

SDD is trying to address. 

EPICS and CSS 
CODAC uses EPICS [6] as a conventional control 

system framework. EPICS is based on records (or 
variables) to describe the system. A record has a type (e.g. 
ai – analog input) and a set of static fields. We expect to 
have millions of EPICS variables. Each variable requires 
a unique name.  Moreover EPICS variables can be viewed 
as a graph where variables can be linked with each other 
(aka as record plumbing). EPICS community has 
developed CSS [7], which consists of a set of applications 
such as HMIs framework development, alarm handling 
and archiving system.  

I/O Modules 
PCDH recommends a set of I/O modules to be used. 

Each I/O module requires an EPICS device support which 
allows controlling the board via EPICS. 

SDN 
Fusion devices require a fast feedback control loop 

with plasma control. The data is getting transported on 
another network called SDN (Synchronous Data 
Network). It is based on UDP multicast and uses the 
concept of SDN topics for data exchange. A SDN topic is 
a C-structure which has two parts (metadata and data). 
Then programs can subscribed and/or publish SDN 
topics.  

Validation  
As we will receive systems developed by different 

people, it is important that we validate the project. 
Checking that the deliverable is compatible with CODAC 
standards is essential to a smooth integration, e.g. the 
variable is unique, links between EPICS variables are 
valid, SDN topics are published once.  

SDD MODEL 
The main purpose of the model is to describe the 

required information so that we can generate 
configuration files for the different services and make 
necessary validations. 
Figure 1 shows the architecture layout of the SDD toolkit. 
Each component will be described in the next subsections. 
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SCALABLE ARCHIVING WITH THE CASSANDRA ARCHIVER FOR CSS

S. Marsching∗, aquenos GmbH, Baden-Baden, Germany

Abstract

An archive for process-variable values is an impor-

tant part of most supervisory control and data acquisition

(SCADA) systems, because it allows operators to investi-

gate past events, thus helping in identifying and resolving

problems in the operation of the supervised facility. For

large facilities like particle accelerators, there can be more

than one hundred thousand process variables that have to

be archived. When these process variables change at a rate

of one Hertz or more, a single computer system can typi-

cally not handle the data processing and storage. The Cas-

sandra Archiver has been developed in order to provide a

simple to use, scalable data-archiving solution. It seam-

lessly plugs into Control System Studio (CSS), providing

quick and simple access to all archived process variables.

An Apache Cassandra database is used for storing the data,

automatically distributing it over many nodes and provid-

ing high-availability features. This contribution depicts the

architecture of the Cassandra Archiver and presents perfor-

mance benchmarks outlining the scalability and compar-

ing it to traditional archiving solutions based on relational

databases.

INTRODUCTION

Archiving of process-variable (PV) values is a challenge

for many large experimental physics facilities (e.g. parti-

cle accelerators). While there are plenty of tools for stor-

ing experimental data, even at very high rates, these tools

are typically designed to store the data acquired for well-

defined experiments. However, the number of tools that

are designed to store continuous time-series data is rather

limited.

The Cassandra Archiver [1] has been designed in or-

der to provide a scalable and reliable data-store for time

series data, as it is typically provided by control-system

PVs. The system is very scalable because its performance

scales linearly with the number of participating nodes. Its

built-in decimation mechanism allows very quick data re-

trieval, even over very long periods of time. The Cassan-

dra Archiver is based on the Control System Studio (CSS)

framework [2] and neatly integrates with it. However, it

can also be used independently of CSS. The PV abstrac-

tion layer provided by CSS is used to support archiving

of EPICS PVs, however the layer can be easily adapted to

support PVs coming from other control systems.

∗ sebastian<dot>marsching<at>aquenos.com

APACHE CASSANDRA

Apache Cassandra [3] is a distributed, scalable, and

highly available key-value store that is being developed and

maintained by the Apache Software Foundation. The data

model used by Cassandra has been inspired by the data

model of Google Bigtable [4].

History

Apache Cassandra was initiated at Facebook to facilitate

their need for a scalable and highly-available data store. In

2008 the software was released to the public under an open-

source license. In 2009 the software became an Apache

Incubator project and was promoted to an Apache top-level

project in 2010.

Data Model

The data model of Apache Cassandra was inspired by

the data model used by Google Bigtable [4]. A so-called

cluster is built by the Cassandra instances running on one or

multiple (up to a few thousand) computers. Each computer

participating in the cluster is called a node. All nodes of a

cluster are completely equal; there is no master node.

In contrast to a relational database management system

(RDBMS), data is not organized in tables but in column

families. A column family effectively is a two-dimensional

map where the keys of the first layer (row keys) are not

ordered and thus can easily be distributed over the cluster,

allowing for linear scaling. The key-value pairs on the sec-

ond level (columns), however, are ordered by their keys,

and thus it is possible to efficiently retrieve a certain range

of columns for a row. Unlike a table in an RDBMS, a

column family does not necessarily have a fixed structure.

That means that the internal structure of each row can be

different.

Replication

In order to provide high availability, each piece of data

stored in a keyspace (the structure which aggregates col-

umn families for an application) is stored on multiple

nodes. The number of nodes used for storing a piece of

data is called the replication factor and can be configured

per keyspace. Therefore, the replication factor can be con-

figured to match the availability requirements of each appli-

cation. A higher replication factor increases the availability

but reduces the disk-space efficiency.

Benefits

Because of its design, Apache Cassandra is extremely

scalable. The throughput and the amount of data that can

be stored scale linearly with the number of nodes [5]. New
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IMPLEMENTATION OF AN OVERALL DATA MANAGEMENT AT THE 
TOMOGRAPHY STATION AT ANKA 

D. Haas, W. Mexner, T. Spangenberg KIT, ANKA, Karlsruhe, Germany 
H. Pasic, KIT, Institute for Data Processing and Electronics, Karlsruhe, Germany

Abstract 
New technologies and research methods increase the 

complexity of data management at the beamlines of a 
synchrotron radiation facility. The diverse experimental 
data such as user and sample information, beamline status 
and parameters and experimental datasets, has to be 
interrelated, stored and provided to the user in a 
convenient way. The implementation of these 
requirements leads to challenges in fields of data life-
cycle, storage, format and flow. 

At the tomography station at the ANKA a novel data 
management system has been introduced, representing a 
clearly structured and well organized data flow. The first 
step was to introduce the Experimental Coordination 
Service ECS, which reorganizes the measurement process 
and provides automatic linking of meta-, logging- and 
experimental-data. The huge amount of data, several 
TByte/week, is stored in NeXus files. These files are 
subsequently handled regarding storage location and life 
cycle by the WorkspaceCreator development tool. 

In a further step ANKA will introduce the European 
single sign on system Umbrella and the experimental data 
catalogue ICAT as planned as the European standard 
solution in the PaNdata project.   

INTRODUCTION 
ANKA is a third generation synchrotron light source 

operated by the Karlsruhe Institute for Technology (KIT). 
As an user facility for the national and international 
scientific community it provides light from the hard x-
rays to the far infrared. At the moment ANKA operates 
sixteen beamlines and is constructing three more. These 
beamlines are providing research techniques from 
spectroscopy over diffraction to tomography. Due to this a 
huge amount of user-, meta- end experimental-data is 
generated. Currently several 100 TB per year are 
produced. One of the most data intensive beamlines at 
ANKA is the tomography station of the Topo-Tomo 
beamline [1, 2].  

These different kinds and huge amount of data leads to 
the demand of a well-structured and designed overall data 
management handling all the different types of data. The 
data management has to cover the whole cycle of an 
experiment. The data life cycle is starting at the point, 
where the user applies in the experiment proposal system 
ANNA for beamtime for the experiment and ending with 
archiving of the produced data in a well-structured form. 
So the data management has to consider about the 
dataflow from the beginning, when the proposal is 
submitted, over the data acquisition at the beamline, up to 
the data processing and finally the archiving (see Fig.1).

 

 

 
Figure 1: Dataflow of a whole experiment from the 
proposal submission to the archiving. 
 

Another goal is to achieve an easy and novel approach 
to the data from the user’s point of view. In the past the 
data was only organized locally and consist of different 
types of data formats at several storage locations. To 
structure these data a lot of manual work had to be done. 
In addition the users had to copy their data to external 
mass storages to access and evaluate them afterwards at 
their place of work. 

To overcome this situation a novel overall data 
management was started to introduce at the tomography 
beamline TopoTomo at ANKA. Therefore the experiment 
proposal system ANNA was developed to the needs of 
ANKA and went productive in the year 2013. 
Furthermore an Experimental Coordination Service ECS 
[3] is acting as a state machine of an experiment. The 
service WorkspaceCreator, claiming, allocating and 
handling all necessary resources, was developed and 
introduced. 

These mentioned software components are explained 
and described in terms of scope of duties and technical 
functionality in the following chapters.  

The final realization of implementing all parts is 
expected in the year 2014. 

THE EXPERIMENT PROPOSAL SYSTEM 
ANNA 

The first data is generated when the user applies 
beamtime for an experiment at the ANNA system. The 
ANNA experimental proposal system was developed by 
the Softwareschneiderei GmbH on behalf of the institutes  
Karlsruhe Nano Micro Facility (KNMF) and ANKA of 
the KIT making the design layout. 

ANNA is the follower proposal system of the Scientific 
Management Information System (SMIS) [4], which was 
the proposal system at ANKA over years.  

ANNA is a JAVA application which uses Grails [5]. 
Grails is a powerful framework providing a lot of extra 
functionality for web applications. It provides also an 
easy access to the used oracle database for storing all the 
meta-data of the users and proposals. 

After years of operation it becomes more and more 
difficult to maintain and extend the existing proposal 
system SMIS. This strongly recommended requirement is 
provided by ANNA.  
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IDENTIFYING CONTROL EQUIPMENT 

M. Clausen, M. Möller DESY, Hamburg, Germany 

 

Abstract 
The cryogenic installations at DESY are widely spread 

over the DESY campus. Many new components have 

been and will be installed for the new European XFEL. 

Commissioning and testing takes a lot of time. Local tag 

labels help identify the components but it is error prone to 

type in the names. Local bar-codes and/or Data Matrix 

codes can be used in conjunction with intelligent devices 

like smart (i)Phones to retrieve data directly from the 

control system. The developed application will also show 

information from the asset database. This will provide the 

asset properties of the individual hardware device 

including the remaining warranty. Last not least cables 

are equipped with a bar-code which helps to identify start 

and endpoint of the cable and the related physical signal. 

This paper will describe our experience with the mobile 

applications and the related background databases which 

are operational already for several years. 

INTRODUCTION 

For those familiar with day to day operations of bigger 

cryogenic plants it is a usual problem to work in the field 

and identify mal functional equipment. Several questions 

arise immediately: Do we have a spare? If yes – where 

can I find it? If there’s no spare or if you want to fill up 

the stock you need to find out when specific equipment 

was purchased – and where (!).  

So you have to find out what kind of equipment it is 

and which specific version of a specific kind. Then you 

will try to find the folder where you have gathered your 

purchase orders. But in which year did you buy this 

equipment? – And from which vendor? 

All of these questions come easy when you have tagged 

your equipment upon arrival – before it has been installed 

in the field. This was the starting point of our internal 

asset database. We collected the data of our new 

equipment in a database and each component was tagged 

with a unique number. In the beginning it was a label in 

clear (ASCII) text form. We could read the ID and check 

for the information in our database from a terminal. For a 

short time we used barcode. This caused trouble when 

using barcodes on small devices with small barcode 

printouts. Nowadays we are using Data Matrix code 

which can be easily and clearly identified by most apps 

on nearly any smartphone. 

Choosing the right (Tag-) Code 
As mentioned above we have chosen the Data Matrix 

code for our tags. The advantage is clearly that it is still 

readable even when printed out on a small tag. There’s 

often the question whether QR-Code wouldn’t be a better 

choice?  (See Fig. 1 for  a comparison of the two 

different codes). QR can be used to store more complex 

data like a complete http address or more properties of the 

equipment. This would allow sending the QR-Code 

directly to an http-server and getting the results back. We 

did not see an advantage in this approach. Http servers 

tend to change. Application names tend to change. Even 

technologies accessing the information will change over 

the years – at least for time periods of our projects which 

typically run for more than one decade. 

 
Figure 1: Comparison of Data Matrix and QR-Code 

displaying the same string: “1-203074”. 

In our case we want to keep it smart and easy. Just the 

ID of the equipment shall be kept in the tag. All of the 

other information shall come from the database storing all 

the metadata and keeping the relations to other data 

sources. 

ACCESSING DATA 

Different locations require different access methods. 

The operators in the control room refer to the equipment 

from the control systems point of view (namely the 

channel– or device names they are working with). The 

technician in the field on the other hand looks at the ‘real’ 

equipment and wants to know which channel is connected 

to this equipment and which read back value is the actual 

one. 

Control System Studio (CSS) 

The operator consoles in the cryogenic control room 

are running Control System Studio (CSS). CSS is an 

extensible set of Eclipse plugins written in Java.  

Figure 2: Contribution menu in CSS.
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A NEW FLEXIBLE INTEGRATION OF NeXus DATASETS TO ANKA BY
FUSE FILE SYSTEMS∗

W. Mexner, D. Ressmann, T. Spangenberg, H.Pasic ANKA,
Karlsruhe Institute of Technology, Germany

E. Iurchenko Institute of Cybernetics, Tomsk Polytechnic University, Russia

Abstract
In the high data rate initiative (HDRI[1]) German accel-

erator and neutron facilities of the Helmholtz Association
agreed to use NeXus[2] as a common data format. The
synchrotron radiation source ANKA[3] decided in 2012 to
introduce NeXus as common data format for all beam lines.
Nevertheless it is a challenging work to integrate a new data
format in existing data processing work flows. Scientists
rely on existing data evaluation kits which require specific
data formats. To solve this obstacle, for linux a file system
in userspace (FUSE)[4] was developed, allowing to mount
NeXus-Files as a file system. Easy in XML configurable
filter rules allow a very flexible view to the data. Tomogra-
phy data frames can be directly accessed as TIFF[5] files by
any standard picture viewer or scan data can be presented
as a virtual ASCII[6] file compatible to spec[7].

INTRODUCTION
ANKA is a synchrotron light source located at the Karl-

sruhe Institute of Technology, providing light from hard
X-rays to the far-infrared for research and technology. It
serves as a user facility for the national and international
scientific community. Within the High Data Rate Initiative
(HDRI) of the German Helmholtz research program Pho-
tons, Neutrons, and Ions (PNI) a coordinated and common
approach was agreed towards developing and providing the
appropriate hardware and software tools to cope with high
data rates. Within this program ANKA and other PNI fa-
cilities agreed to introduce NeXuS based on the Hierarchi-
cal Data Format HDF5[8] as standard HDRI data format to
store scientific data. As the NeXus API is not thread save,
a re-write of the NeXus API developed by E.Wintersberger
(DESY) has been released. Libpninx[9] provides an alter-
native C++ API for the NeXus file format. Actually only
HDF5 is supported as backend file format. Based on this
development it is planned to use NeXus as a primary file
format for all scientific data sets written to persistent stor-
age. As the first use case the tomography station at image
beam line was selected to introduce NeXus at ANKA. For
using NeXus at ANKA the main obstacle is, that for data
processing some existing software can not handle HDF5
files. In case of some commercial products it depends on
the company, if HDF5 support is added. Some compa-
nies like volumegraphics[10] or IgorPro[11], used for spec-
troscopic applications at ANKA, already support HDF5.
Some other software is simply to old (e.g. fortran libraries)

∗Work supported by BMBF

or even the source code is missing. An interesting effort to
avoid such obstacles in the future is the CDMA project[12].
An actual work around is simply to extract the NeXus file
in the required format. In case of small files here the addi-
tional effort is negligible, but a typical tomography dataset
has a size of around 50 Gbyte, so saving and reading is
doubling the network or disk traffic.

Instead of doubling the disk traffic it is more convenient
to display a NeXuS file as a virtual file system with the
expected data format for the existing application. In the
linux community, file system in user space (FUSE) is a well
known technology for writing virtual file systems. Unlike
traditional file systems that essentially save data to and re-
trieve data from disk, virtual file systems do not actually
store data themselves. They act as a view or translation
of an existing file system or storage device. Some well
known use cases are the NTFS or UDF file system drivers
for linux. As a NeXus file is highly hierarchic structured,
it is easy to display it as a file system with data files in the
expected application format.

SOFTWARE DESCRIPTION
The NeXus FUSE application[13] is designed to get a

NeXus file mounted as a file system (see Fig. 1). The
software has been developed on an openSUSE Linux ver-
sion 12.1(amd64) and tested on openSUSE 12.3 (amd64) as
well as Debian 7 (amd64). The content of a NeXus file is
represented in a user-friendly way. Filter rules based on an
XML file are used. The XML file provides the options how
the data within the NeXus object (nxobject) are presented
(see Fig.2). Currently this can be done in two ways, ei-
ther as ImageData or as TableData (see section about XML
rules). The advantage of NeXus is the collection of several
nxobjects within the same file. As such for every single
nxobject a rule needs to be defined. The application has
some default rules, which are overwritten by the XML file.
If no valid rule for an nxobject is available, the program is
terminated with an appropriate error message and detailed
information is logged. On the other hand rules defined in
the XML file, which do not correspond to any nxobject are
not used and as such not validated. Every rule has a set of
options, where the key is the name of the tag as it appears
in the XML file (e.g. “fsobject type”) and the value is the
element value of its XML element (e.g. FOLDER). Since
the rule is responsible for providing data to the user, the
rule has a method to handle the data from nxobject in ap-
pliance with the XML file description. Hard coded rules are
the following: display NXField as a file without extension
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DEVELOPMENT OF AN INNOVATIVE STORAGE MANAGER FOR A 
DISTRIBUTED CONTROL SYSTEM 

M. Mara INFN-AC, Frascati, Italy 
C. Bisegni, G. Di Pirro, L.G. Foggetta, G. Mazzitelli, A. Stecchi, INFN-LNF, Frascati, Italy 

L. Catani, INFN-Roma2, Rome, Italy

Abstract 
!CHAOS is an INFN project aimed at the definition of a 

new control system standard for large experimental 
apparatus and particle accelerators based on innovative 
communication framework and control services concepts. 
!CHAOS has been developed to address the challenging 
requirements in terms of data throughput of the new 
accelerators under study at INFN. One of the main 
components of the !CHAOS framework is the historical 
engine (HST Engine), a cloud-like environment optimized 
for the fast storage of large amount of data produced by 
the control system’s devices and services (I/O channels, 
alerts, commands, events, etc.), each with its own storage 
and aging rule. The HST subsystem is designed to be 
highly customizable, such to adapt to any desirable data 
storage technologies, database architecture, or indexing 
strategy and fully scalable in each part. The architecture 
of HST Engine and the results of preliminary tests for the 
evaluation of its performance are presented in this paper. 

THE !CHAOS FRAMEWORK 
The !CHAOS framework has been designed after an in-

depth evaluation of the new software technologies for 
data transfer and data storage emerging from the 
development of high-performance Internet services, such 
as the non-relational databases (NRDB) and the 
distributed caching system (DCS). Both are designed for a 
high degree of horizontal scaling that allows the insertion 
and retrieval of the data at the highest possible 
throughput, limited only by the saturation of either the 
available bandwidth or the network connections of the 
subsystem. 

While the NRDB logics and techniques are used to 
implement the indexes management and the fast data 
retrieval the DCS is used to provide the “live data 
sharing”, a scalable service for sharing the real-time 
device data. This software provides in-memory key/value 
storage and permits fast accesses to the same key/value by 
many concurrent clients. This caching layer avoids 
overloading the front-end controller with multiple reading 
accesses from clients that need to fetch data of a device. 

These two software technologies represent the core 
components in the design of the new control system 
named !CHAOS [1, 2, 3]. 

In the !CHAOS architecture, the Front End Controllers 
(FEC) push acquired I/O channels and alarms data into 
both live and history data cloud (DC), which means that 

data collection mechanism is inherently included in the 
!CHAOS communication layer. User interface 
applications, feedbacks or measurement algorithms can 
receive hardware data from the DC by issuing a “get” 
command or by registering to the push data services of the 
DC. The use of “get” command permits to regulate the 
effective refresh rate needed by every node, the push 
service instead, forwards the data at the same rate as it is 
pushed into the DC from the FEC.  

 

Figure 1: Data exchange between components by means 
of !CHAOS Data Cloud. 

The data payload sent by the front-end controllers to the 
DC is serialized according to the BSON specifications [4]. 
By construction, the formatting structure of the serialized 
data, its length and the offset of each value within the 
string do not change if only the data values are changed. 
By taking advantage of these features, we can decide to 
update either the entire payload (if needed) or just a part 
of it. This permits to scale down the bandwidth 
requirements for updating, at a given refresh rate, the 
device state into the DC.  

All others parameters of !CHAOS services and 
controlled devices such as data refresh rates, as well as 
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SCALING UP OF THE MADOCA DATABASE SYSTEM FOR SACLA 
T. Hirono, T. Hamano, A. Yamashita, 

JASRI/Spring-8, Sayo, Hyogo 679-5198, Japan 

T. Fukui, K. Hagihara, T. Maruyama, K. Nemoto, M. Yamaga, 
RIKEN/SPring-8, Sayo, Hyogo 679-5198, Japan 

Abstract 
The database system in Message and Database Oriented 

Control Architecture (MADOCA) is required to be highly 
redundant and stable owing to MADOCA’s reliance upon 
this system. We have designed and scaled up the database 
system for MADOCA in SPring-8 Angstrom Compact 
Free Electron Laser (SACLA) to reduce the server load. It 
consists of two database servers for operation and one 
server for relief. The first server for operation, the main 
server, holds small but frequently accessed data, whereas 
the second server, the archive server, holds data that is 
accessed in large blocks. The installation was successfully 
completed during the summer shutdown of 2012, 
resulting in a drastically lower central processing unit 
(CPU) load. 

INTRODUCTION 
MADOCA [1] was adopted to control the SACLA 

system [2]. The database system in MADOCA is one of 
its vital components. Data logging, alarm monitoring, 
access control of signals, and other features of MADOCA 
rely heavily upon its database system [3]. High 
redundancy and stability are required to realize a reliable 
control system for accelerator operations. We designed 
the MADOCA database system of SACLA as a copy of 
that of SPring-8. This system consists of one main server 
with network storage and a relief server with local disk 
storage (Fig. 1(a)). This system served as a redundant 
system during the first stage of commissioning of 
SACLA.  

The number of signals required to control MADOCA 
has increased drastically. The number of signals exceeds 
45,000, which is larger than that for any other MADOCA 
system. The development of accelerators and beamlines is 
anticipated in a few years. This would lead to an increase 
of more than 20,000 signals, which is almost two times 
larger than the number of signals controlled by SPring-8. 

Therefore, we have designed and installed a scaled-up 
MADOCA database system. We explain the structure and 
installation of the system in the following sections. 
Finally, we summarize our study in the final section.  

STRUCTURE OF THE SYSTEM 
The schematics of the scaled-up database system and 

the original database system are shown in Fig. 1. The 
MADOCA database system adopted Adaptive Server 
Enterprise 15.5 Linux 64-bit (Sybase ASE) [4] as a 
relational database application. The original database 

system was designed to realize all features of the 
MADOCA database system by one server. This server 
was run by Sybase ASE. The second server of the original 
system was used as a relief server; however, the relief 
server was not used in normal operations. Our improved 
database system uses two database servers for normal 
operations and one server for relief. The two servers are 
fault tolerant (FT) servers that realize high redundancy. 
When one of servers is broken, the relief database takes 
its place. Table. 1 lists the specifications of each server. 
The CPU processing power, total amount of memory, and 
disk I/O speed of the scaled-up database system were 
expected to be more than double than those of the original 
database system.  

 
Table 1: Specification of the scaled-up MADOCA 
database system 

Main server  
Machine NEC Express 5800 

R320b-M4 
CPU Xeon 2.93 GHz x 12 core 

(8 cores for Sybase ASE engine) 
Memory 48GB 
Disk Local disk: 

 SAS 15krpm 1TB 
Archive server  
Machine NEC Express 5800 

R320a-E4 
CPU Xeon 2.00GHz x 8 core 

(7 cores for Sybase ASE engine) 
Memory 48GB 
Disk Local disk: 

SAS 15krpm  177GB 
Fiber channel: 8TB 

Relief Server  
Machine HP ProLiant DL180 G6 
CPU Xeon 2.67GHz x 12 core 

(8 cores for Sybase ASE engine) 
Memory 48GB 
Disk Local disk 

SATA 15krpm 600GB x 14 
 
There are five groups of client processes in the 

MADOCA database system. The first two groups involve 
data logging. Data logging is one of the most important 

 ___________________________________________  
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DEVELOPMENT OF SPRING-8 EXPERIMENTAL DATA REPOSITORY 
SYSTEM FOR MANAGEMENT AND DELIVERY OF EXPERIMENTAL 

DATA 
H. Sakai#, Y. Furukawa, T. Ohata, JASRI/Spring-8, Hyogo, Japan

Abstract 
The SPring-8 experimental Data Repository (SP8DR) 

system is an online storage service, which is one of the 
infrastructure services of SPring-8. SP8DR enables 
experimental users to obtain their experimental data from 
the SPring-8 beamline on demand via the Internet. To 
facilitate easy searching for required data-sets, the system 
stores experimental data with metadata such as 
experimental conditions which are also useful to the post-
experiment analysis process. As a framework for data 
management, we adopted DSpace, which is widely used 
in academic library information systems. We made two 
kinds of application software for registering experimental 
data simply and quickly. These applications are used to 
record a metadata set to the SP8DR database, which has 
relations to experimental data on the storage system. This 
data management design allows for a high-bandwidth data 
acquisition system. In this presentation, we report on the 
SPring-8 experimental Data Repository system that began 
operation in the SPring-8 beamline. 

INTRODUCTION 
Management of experimental data is important for not 

only the efficient operation of experiments but also for 
analysis of large amounts of data. SPring-8 is one of the 
largest synchrotron radiation facilities in the world. There 
are 56 beamlines currently being operated, and many 
kinds of experiments are carried out using high-brilliance 
X-rays. Each beamline has several experimental stations, 
and they output huge amount of experimental data. 
Beamline users bring this experimental data back to their 
own institutes for analysis. Recently, new experimental 
methods such as remote-controlled experiments and 
measurement services have become available. In those 
cases, beamline users may not come to SPring-8 if they 
can access to their data securely via the Internet. In 
addition, metadata that is related to the experimental 
conditions must be attached to the experimental data 
acquired under these conditions for these remote-
controlled experiments. Then after the experiments, users 
can search and download their data at any time. However, 
experiments using high-performance two-dimensional 
detectors produce larger amounts of data, which makes 
data management difficult.  

To maximize the data output from SPring-8, a 
dedicated experimental data management system was 
required. Therefore, we have developed the SPring-8 
experimental data repository system (SP8DR) [1].  

REQUIREMENTS AND CONCEPTUAL 
DESIGN 

It is important to associate experimental data with 
related experimental conditions as metadata. In particular, 
adding correct owner information to experimental data is 
the most important. We can control access to the data by 
using this information. 

An automated experiment measurement system 
requires writing data directly to storage in the SP8DR 
together with metadata. Metadata should be cataloged by 
database to facilitate easy data mining later, and those 
stored data should be preserved for some moderate 
amount of time. To cope with high-throughput data 
acquisition, a high-bandwidth storage system is required. 
In the case of widely the used two-dimensional imaging 
detector, typical write performance is several hundred 
Mbytes/s. Also, high-speed data transfer through the 
Internet should be possible, because huge amounts of 
experimental data will be retrieved for analysis. It is 
necessary to conform to contemporary rules for Internet 
security. 

Conceptual design of the SP8DR is shown in Fig. 1. 
The experimental data is preserved in the storage system 
located in the back end of the SP8DR. The SP8DR 
manages the metadata as experimental conditions that 
include the path information of the experimental data on 
the storage system. 

We prepared two types of data transfer methods. One is 
HTTP that is used in most cases, although it is slow. 
Therefore, we chose SkeedFileMessenger [2] for high-
speed data transfer. It has a unique algorithm to improve 
the transfer rate.  

 

Figure 1: Outline of SPring-8 Experimental Data 
Repository System.  
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ON-LINE AND OFF-LINE DATA ANALYSIS SYSTEM

FOR SACLA EXPERIMENTS

T. Sugimoto, Y. Furukawa, K. Okada, R. Tanaka, M. Yamaga, Y. Joti,

T. Kameshima, JASRI/SPring-8, Sayo, Hyogo 679-5198, Japan

T. Abe, RIKEN SPring-8 Center, Sayo, Hyogo 679-5148, Japan

Abstract

User experiments at the SPring-8 angstrom compact

free electron laser (SACLA) facility commenced in March

2012. Typical data rates are up to 5 Gbps using 10 multi-

port charge-coupled device sensors. To analyze such a

large volume of experimental data, we developed a data

analysis system for SACLA experiments. In this paper, we

present an overview of the analysis system and its future.

OVERVIEW OF SACLA

The SPring-8 angstrom compact free electron laser

(SACLA) facility is an X-ray free electron laser (XFEL)

facility located at the SPring-8 site in Japan. This facility is

characterized by its compact design; it is about 700 m long

and includes the accelerator, undulator, and experimental

buildings. To achieve a compact XFEL design, we devel-

oped the relevant technical systems such the C-band accel-

erating cavity, in-vacuum undulator, timing, optics, detec-

tors, and data-acquisition system. A significant advantage

of the SACLA-SPring-8 experimental facility is that two X-

rays, one from SACLA and one from SPring-8, can be used

simultaneously. The first self-amplified spontaneous emis-

sion (SASE) lasing of SACLA was achieved in June 2011,

and X-ray laser beams have been delivered to users since

March 2012 [1]. XFEL wavelengths in the subangstrom

region (0.6 Å) have been achieved. During the first year of

SACLA, many experiments in the areas of atomic, molecu-

lar, and optical physics, ultrafast and material sciences, and

structural biology have been carried out.

To support such a wide range of experiments, we de-

veloped a dedicated data-acquisition (DAQ) system and a

data-analysis system. The DAQ system consists of a num-

ber of components: detectors, a front-end system, data-

handling servers, a cache storage system, and an event-

synchronized database (DB). The analysis system consists

of long-term archive storage and a high-performance com-

puting (HPC) system. We also use an external supercom-

puter for precise analysis. We chose standard interfaces to

connect components with each other. To match the needs

of future experiments, the DAQ performance will be up-

graded by replacing its system components. Figure 1 shows

an overview of the SACLA DAQ and analysis system. In

the next two sections, we give a short overview of the DAQ

system and the SACLA data analysis system.

Figure 1: Overview of the DAQ system. The current DAQ

system supports up to 10 multi-port charge-coupled device

sensors.

OVERVIEW OF THE DATA-ACQUISITION

SYSTEM

Supported Detectors

The current DAQ system must support several cameras,

as various experiments require different types of sensors.

To do this, we adopted the standard digital interface Cam-

era Link [2] and developed a front-end (FE) system for

Camera Link cameras. By using Camera Link-supported

cameras, various experiments can share the components

downstream from the FE system.

One of the supported cameras is a multi-port charge-

coupled device (MPCCD) sensor. The MPCCD sensor is

a two-dimensional X-ray detector developed for SACLA

experiments [3]. Each pixel of the MPCCD is 50×50µm2

with a 16-bit data depth. A single MPCCD sensor module

has 512 × 1024 net pixels. Inclusive of calibration data,

512 × 1032 gross pixels per shot are acquired by the sen-

sor at a repetition rate of 60 Hz. MPCCD sensors can be

used in one of the following typical sensor configurations:

1 (single), 2 (dual), or 8 (octal). We decided to use ei-

ther the single or the octal + dual combined configurations

that have data rates of about 500 Mbps and 5 Gbps, respec-

tively. We developed downstream components for the DAQ

system to satisfy such high data rate requirements.

We also support commercially available cameras such as

IMPERX [4] and OPAL [5]. By satisfying the data-rate re-

quirements of the MPCCD sensors, these commercial cam-

eras are also supported by the DAQ system.
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DEVELOPMENT OF J-PARC TIME-SERIES DATA ARCHIVER USING 
DISTRIBUTED DATABASE SYSTEM 

N. Kikuzawa#, A. Yoshii, H. Ikeda, Y. Kato, J-PARC, Tokai-mura, Naka-gun, Ibaraki, Japan 

Abstract
J-PARC (Japan Proton Accelerator Research Complex) 

consists of many equipments. In Linac and 3 GeV rapid 
cycling synchrotron ring (RCS), date of about 64,000 
EPICS records have been collected for control of these 
equipments. Data volume is about 2 TB in every year, and 
the stored total data volume is about 10 TB. The data have 
been being stored by a Relational Database (RDB) system 
using PostgreSQL since 2006, but it is not enough in 
availability, performance, and flexibility for increasing 
data volume. The new database system is required to have 
high availability, high performance, and high flexibility of 
storage expansion. 

The purpose of our work is to examine the next-
generation archive system using Apache Hadoop of a 
distributed processing framework and Apache HBase of a 
distributed database. The purpose of this paper is to report 
the present status of this archive system and future plan. 

INTRODUCTION
 J-PARC is controlled with a lot of equipment, and we 

have been archiving time series operation data of about 
64,000 EPICS records in Linac and RCS [1] since 2006. 
PostgreSQL has been used in the present data archiving 
system, but it has some problems of capacity, extensibility, 
data migration and so on. In order to deal with the 
problem, we proposed a next-generation archive system 
using Apache Hadoop [2] of a distributed processing 
framework and Apache HBase [3] of a distributed 
database.  

The Hadoop has become a widely used open source 
cloud computing framework for large scale data 
processing. The Hadoop core is a file system, called 
HDFS (Hadoop Distributed File System) and the HBase 
is working on it. The HBase is a distributed, scalable Big 
Data store on clusters built with commodity hardware. 
The Hadoop and the HBase are scale-out type architecture, 
and we can extend a system dynamically by adding nodes 
if needed. We can therefore achieve efficient investment. 
Moreover, since the Hadoop and the HBase are designed 
based on the assumption of frequent node failures, they 
have the tolerance to them and are easy to restore. The 
HBase is a type of "NoSQL" database and is optimized 
for data storing and acquisition by restricting modification 
of data, transaction, and table combination, as compared 
with an RDB. The HBase is suitable for the use of write-
once read-many.  

We consider that this database is the best for the time 
series data archiving system. Our purpose is to evaluate 
the performances of the Hadoop and HBase system in 
comparison with those of the present PostgreSQL system 
implementation. 

DATABASE SYSTEM CONFIGURATION 
Hardware Configuration 

The Hadoop and HBase cluster has two types of 
machines: masters (NameNode, JobTracker,  
HBaseMaster, and Zookeeper) and slaves (DataNodes, 
TaskTrackers, and RegionServers). About 50 TB of the 
HDFS is built using nine slave nodes with commodity 
servers, and the HBase is working on it. Each slave node 
contains four 2 TB local hard disk storages constituted in 

Table 1: Spec of Hadoop and HBase System 

Role Composition 

Master 
Node
(Primary) 

DELL PowerEdge R610 
CPU: Intel Xeon E5620 (4Core 2.4GHz) 
MEM: 24GB (8GB x 3, 1333MHz, DDR3)
HDD: 600GB SAS 10 krpm x 4 (RAID10)

Master 
Node
(Secondary)

DELL PowerEdge R200 
CPU: Intel Xeon X3210 (4Core 2.13GHz)
MEM: 8GB (2GB x 4, DDR2) 
HDD: 160GB SATA 7200rpm x 1 

Slave 
Node

DELL PowerEdge R410 
CPU: Intel Xeon E5620 (4Core 2.4GHz) 
MEM: 24GB (8GB x3, 1333MHz, DDR3)
HDD: 2TB SAS 7200rpm x 4 (RAID5) 

Software OS: CentOS6.3 (Japanese) 
Java: JDK 1.6.0_45 
Hadoop: 1.0.4 
HBase: 0.94.5 
Heartbeat: 3.0.7  
Pacemaker: 1.0.12 
DRBD: 8.4.1 
Ganglia: 3.4.0 

 ___________________________________________  
#kikuzawa.nobuhiro@jaea.go.jp 

Figure 1: The test system of the archive system. 
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MONITORING AND ARCHIVING OF NSLS-II BOOSTER SYNCHROTRON
PARAMETERS

A. Derbenev#, P. Cheblakov, R. Kadyrov, S. Karnaev, S. Serednyakov, E. Simonov, BINP SB RAS,
Novosibirsk, Russia

M. Davidsaver, BNL, New York, USA

Abstract
When operating a multicomponent system, it is always

necessary to observe the state of a whole installation as
well as of its  components.  Tracking data is  essential to
perform tuning and troubleshooting, so records of a work
process generally have to be kept. As any other machine,
the NSLS-II  booster  should have an implementation of
monitoring and archiving schemes as a part of the control
system.  Because  of  the  booster  being  a  facility  with  a
cyclical operation mode, there were additional challenges
when designing and developing monitoring and archiving
tools.  Thorough analysis  of  available  infrastructure  and
current  approaches  to  monitoring  and  archiving  was
conducted to take into account additional needs that come
from booster special characteristics. A software extension
for values present in the control system allowed to track
the  state  of  booster  subsystems  and  to  perform  an
advanced archiving with  multiple  warning levels.  Time
stamping and data collecting strategies were developed as
a  part  of  monitoring  scheme  in  order  to  preserve  and
recover  read-backs  and  settings  as  consistent  data  sets.
This paper describes relevant solutions incorporated in the
booster control system.

INTRODUCTION
NSLS-II  synchrotron  light  source  with  a  3  GeV

electron storage ring is located at Brookhaven National
Laboratory [1]. The booster for NSLS-II has to provide
full-energy beam acceleration from 200 MeV on injection
to 3 GeV on extraction with an average current of 20 mA
with  single  and  multi-bunch  operation  modes  [2].  The
booster is a complex facility, effective management of it
being  the  key  to  a  successful  adjustment  and  stable
operation of the machine. For the interaction of operators
and engineers with the installation to be the least  time-
consuming  during  both  tuning  and  maintenance
processes,  the  booster  control  system has  to  provide  a
suitable  software  environment  and  a  set  of  tools  to
perform live monitoring and archiving of various system
parameters.  When introducing solutions,  features of the
machine should be considered.

GENERAL CONCEPTS
In  context  of  the  monitoring  and  archiving  system

design,  there  are  two prime  specialties  of  the  NSLS-II
Booster Synchrotron. First one is a cyclic nature of the
machine workflow due to the nature of the acceleration
process, and the second one is an abundance of non-scalar

data amongst facility parameters (i.e. array data) related to
a  ramping  mode  of  power  supplies  operation.  The
monitoring and archiving system is a part of the booster
control  system,  which  is  in  turn  designed  around  the
machine specifics described above.

Thus,  no  matter  what  particular  monitoring  and
archiving scheme is to be utilized, it will be a composition
of  solutions  applied  on  several  software  levels.  These
levels  are,  essentially,  a  firmware  level  (e.g.  programs
running  inside  front-end  controllers),  a  driver  middle-
level  (generally  some  hardware-to-PC  interface)  and  a
high-level applications (GUIs and scripts). In this model,
a lower level should provide an “interface” solely to the
adjacent  higher  level  for  the  sake  of  scalability,
extensibility, and maintainability.

Firmware
Of all software levels mentioned, the firmware level is

the least changeable. This is due to the fact that firmware
developers are not interested in,  nor  they should be,  in
adjustment to specific needs. However, it is mandatory for
a  firmware  to  cover  basic  needs  for  monitoring  of
underlying hardware parameters (e.g. power supply on/off
status). The inability of a device to report its parameters
renders its accounting in monitoring and archiving system
as impossible and usually addressed as an issue.

Middle-level Software
The NSLS-II  Booster  control  system is  based on the

Experimental  Physics  and  Industrial  Control  System
(EPICS). As a consequence, the middle-level software is
represented by Input-Output Controllers (IOCs) – EPICS
interfaces, either associated with a specific hardware or
providing additional processing that may not be related to
any real  device (Soft  IOCs). General  solutions,  such as
alarm flags generation for monitoring or data processing
for archiving, are implemented on the IOC level so that
all higher-level applications would be able to utilize them
without recreating same functionality inside.

High-level Applications
High-level  applications  are  a  set  of  Graphical  User

Interface (GUI) software and scripts that are intended to
be utilized by an end-user.  Algorithm behavior control,
visualization  of  alarms,  parameters  display,  live  and
archived  data  browsing  and  comparison,  working  with
machine operation modes and data processing that can not
be uniformly carried by the IOC level are typical tasks
performed  via  high-level  software.  Each  application  is
designed to meet the specific needs while being able to

____________________________________________
#aderbenev@bnl.gov
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CENTRALIZED SOFTWARE AND HARDWARE CONFIGURATION TOOL 
FOR LARGE AND SMALL EXPERIMENTAL PHYSICS FACILITIES 

Alexander Makeev, Pavel Cheblakov, Nikita Atuchin,  
Dmitry Bolkhovityanov, Sergey Karnaev, BINP, Russia

Abstract 
The software configuration tool that combines the 

advantages of centralized and decentralized approaches 
has been created. It has been achieved by application of 
different configuration storage types for two types of 
clients: users and developers. The tool provides 
availability of all configuration information in one place, 
light connection to any configurable software applications 
and a single set of tools for searching and modifying 
configuration information. Light debugging of software 
applications unrelated to the main system configuration 
storage and creation of any configuration backup can be 
achieved by the tool. 

INTRODUCTION 
All software of control system, starting from hardware 

drivers and up to user space PC applications, needs 
configuration information in order to work properly. This 
information includes such parameters as channels 
calibrations, network addresses, server responsibilities 
and so on. Each software subsystem requires a part of 
configuration parameters, but storing them separately 
from whole configuration will cause usability and 
reliability issues. On the other hand, storing all 
configurations in one centralized database will decrease 
software development speed by adding extra central 
database querying. 

In the present paper different configuration approaches 
will be considered, and the approaches will be compared. 
Generally, there are two opposite approaches that could 
be named as centralized and decentralized. 

CENTRALIZED AND DECENTRALIZED 
APPROACHES 

Decentralized approaches use local configuration 
storages, like configuration files. Such approaches allow 
users to configure software by most simple and suitable 
way, but cause difficulties during configuring whole 
software complex. 
 

On the other side, centralized approaches use lonely 
configuration storage like relational databases. Such 
approaches allow users to configure software complex 
from a single place making configuration process simpler 
and faster. Disadvantage of such approaches is slowing 
down software development speed, which is caused by 
extra database querying from software and fast database 
scheme complication. Example of such approach is 
unified configuration system for physical equipment and 
software [1]. 
 

Users need the tools to search, view and edit that would 
be the same for the entire configuration of the complex. 
All listing functionality refers to the advantages of 
centralized approaches. Developers need to be able to test 
the operation of software applications on the local storage 
configuration to use the most suitable local storage in 
each case. All of these requirements can be realized by 
decentralized approaches. 
 

Short comparison of centralized and decentralized 
approaches is given in Table 1. The comparison is 
produced using two main criteria: configuration usability 
(software users perspective) and configuration flexibility 
(software developers purpose). Term “data” will mean the 
variety of all configurable software parameters.  

 
The configuration tool of centralized and decentralized 

configurations and their storage of automated 
synchronization approaches are proposed below. This 
configuration tool allows one to combine the advantages 
of both approaches without most of their disadvantages. 
 

Also, there are a lot of in-between configuration 
approaches between centralized and decentralized 
approaches. Such approaches aim to combine flexibility 
of decentralized approaches and usability of centralized 
ones. For example, it could be a file system directory, 
placed on one network PC and shared to all PCs that run 
configurable software. The limitation of such combination 
is incompatibility of some approach qualities. For 
example, data querying autonomy and data centralization, 
optimal data format in each case and universal 
configuration tools may be considered. So, combinational 
approaches could not be constructed without 
disadvantages.  
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MEERKAT POSTER AND DEMO
CONTROL AND MONITORING HIGHLIGHTS

C. de Villiers, SKA, South Africa

Abstract
MeerKAT is a 64-dish radio telescope that is being built
in the arid Karoo region of South Africa's Northern Cape
Province. On its completion in 2016, MeerKAT will be
the  most  powerful  radio  telescope  in  the  Southern
Hemisphere,  and  will  hold  this  title  until  the
commissioning  of  the  much  larger  Square  Kilometre
Array (SKA) in about 2024. The SKA project  is  to  be
split  between  Southern  Africa,  Australia  and  New
Zealand, with the core of the Southern African array to be
built at the Karoo site.  

MeerKAT  has  a  precursor  in  the  7-dish  KAT-7
engineering prototype array, which is already in operation
at  the  same  site.  KAT-7 has been commissioned and is
producing  valuable  scientific  results.  KAT-7  is  a
technology demonstrator that has helped to generate and
test many of the design ideas that will now find their way
into MeerKAT and perhaps ultimately into SKA as well.

This  poster  summarizes  some  of  the  features  of  the
Control  and  Monitoring  (CAM)  architecture  for
MeerKAT [1]. 

INTRODUCTION AND BACKGROUND
The MeerKAT telescope  will  consist  of sixty-four 13.5
metre dishes with an offset Gregorian configuration. This
is also the reference dish design for the mid-band section
of the SKA . The dish baselines will range from 29 m to
20 km, and the telescope will observe in three frequency
bands:

• 0.58 – 1.015 GHz
• 1 – 1.75 GHz
• 8 – 14.5 GHz

PROPOSED MEERKAT
APPLICATIONS

Construction  is  just  beginning  on  MeerKAT,  but  it   is
already  in  demand  for  a  number  of  planned  research
projects. These include:

• Investigating the physics of neutron stars through
pulsar observations

• An ultra-deep survey of neutral hydrogen gas in
the early universe

• A  search  for  CO  at  high  red-shift  (z  >  7)  to
investigate the role of molecular hydrogen in the
early universe.

• A survey for atomic hydrogen and OH lines in
absorption against distant continuum sources 

• Investigations of different types of galaxies, dark
matter and the cosmic web

• Searching for and investigating new and exotic
pulsars

• Galaxy  formation  and  evolution  in  the  cluster
environment

• Galactic structure and dynamics,  distribution of
ionised  gas,  recombination  lines,  interstellar
molecular gas and masers

• Deep  continuum  observations  of  the  earliest
radio galaxies

• Studies  of  gamma-ray  bursts,  novae  and
supernovae,  plus  new  types  of  transient  radio
sources

• Participation in global VLBI operations with all
major radio astronomy observatories around the
world.  MeerKAT will  add  considerably  to  the
sensitivity of the global VLBI network.

• Further  potential  science  objectives  for
MeerKAT  are  to  participate  in  the  search  for
extraterrestrial  intelligence and collaborate with
NASA on downloading information from space
probes.

CONTROL AND MONITORING
OVERVIEW

The Control and Monitoring (CAM) department of SKA
South  Africa  is  responsible  for  the  collection  and
archiving  of  sensor  data,  the  control  of  dishes  and
correlators,  and  the  provision of  a  Graphical  User
Interface  (GUI)  for  operator  interaction  with  the
telescope. On the detection of  abnormal conditions, CAM
must generate alarms which may trigger automated safety
measures or simply alert the operators.
All  the  control  and  monitoring  software  is  written  in
Python. In addition to the GUI there is an IPython-based
interactive  command-line  and  scripting interface  that  is
useful both for developers and for sophisticated users.

KATCP Protocol
KATCP is  the  standard  protocol  used  for  all  CAM
communications. It is a simple text-based protocol with a
TCP transport layer and a few higher-level constructs that
make it more useful for control and monitoring purposes.
Among  these  is  the  concept  of  a  KATCP Sensor,  a
software-defined monitoring point  that  may or  may not
represent  a  real  hardware  device.  A  Sensor  can push
updates to multiple subscribers, each of which may set its
own subscription strategy that determines how often, and
in what conditions it receives  values and status from the
Sensor. Standard strategies include:
· Periodic
· Event-based
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CHALLENGES TO PROVIDING A SUCCESSFUL CENTRAL 
CONFIGURATION SERVICE TO SUPPORT CERN’S NEW CONTROLS 

DIAGNOSTICS AND MONITORING SYSTEM 
Z. Makonnen, M. Buttner, Z. Zaharieva, CERN, Geneva, Switzerland 

Abstract 
The Controls Diagnostic and Monitoring service 
(DIAMON) provides monitoring and diagnostics tools to 
the operators in the CERN Control Centre. A recent 
reengineering presented the opportunity to restructure its 
data management and to integrate it with the central 
Controls Configuration Service (CCS). The CCS provides 
the Configuration Management for the Controls System 
for all accelerators at CERN. The new facility had to cater 
for the configuration management of all agents monitored 
by DIAMON, (>3000 computers of different types), 
provide deployment information, relations between 
metrics, and historical information. In addition, it had to 
be integrated into the operational CCS, while ensuring 
stability and data coherency. An important design 
decision was to largely reuse the existing infrastructure in 
the CCS and adapt the DIAMON data management to it 
e.g. by using the device/property model through a Virtual 
Devices framework to model the DIAMON agents. This 
article will show how these challenging requirements 
were successfully met, the problems encountered and 
their resolution. The new service architecture will be 
presented: database model, new and tailored processes 
and tools. 

INTRODUCTION 
The Diagnostic and Monitoring system (DIAMON) 

provides the means to monitor the Controls infrastructure 
(e.g. Front-End computers, servers, etc.) as well as 
presents tools to the operators in the accelerators Controls 
Centre to diagnose issues. This task is achieved through 
the use of agents, deployed on the different Controls 
equipment. There are several agents depending on the 
type of equipment and processes or parameters to be 
monitored, e.g. PING, CLIC, JMX, etc. [1]. In order to 
know which type of agents to deploy on each component 
as well as for each agent to know what parameters to 
monitor requires a set of configuration data to be made 
available. The configuration data also provides the rules 
necessary to interpret the data sent by agents to the 
DIAMON Acquisition Layer and Server. 

In order to provide the configuration data for a large 
Diagnostics and Monitoring System such as DIAMON, 
used for all accelerators at CERN, a central configuration 
management service is a necessity. The Controls 
Configuration Service (CCS) provides the aforementioned 
functionalities to the DIAMON system. 

The Controls Configuration Service (CCS) provides a 
centralized storage location for all configuration data (a 
database) together with a suite of tools and configuration 
processes in order to present a real time representation of 
the state of the configuration items as well as instance in 

time views of configuration state (baselines) and 
systematically tracks changes to all registered 
components as well as maintaining the consistency of the 
components with respect to each other to ensure coherent 
functioning of the Controls System [2]. 

The CCS provides configuration management facilities 
such as the unique identification of the configuration 
items and presents their authorized configurations, 
complying with predefined criteria, in addition to 
controlling configuration changes and status accounting 
of the items. 

The Controls Configuration Database (CCDB) is an 
essential part of the CCS and the heart of the CERN 
Accelerators Controls System. The CCDB maintains data 
for all configuration items and their relationships which is 
required for the correct functioning of the Controls 
System. The configuration items are heterogeneous in 
nature, and represent the many different areas of the 
Controls System – such as 4500 Computers, 80000 
software devices allowing remote control of the 
accelerators, and valid states of the Accelerators Timing 
System. 
Providing the configuration capabilities for such a diverse 
number of sub-systems and components and representing 
them in a unified model is an enormous challenge. 
Currently the relational database model of the CCDB 
comprises of 960 tables, storing over 15GB of current 
reference data and 85GB of historical versioned data. 

MOTIVATION FOR PROVIDING A 
CENTRAL CONFIGURATION SERVICE 
A decision to upgrade the DIAMON system was taken 

two years ago, aiming to improve scalability, simplify the 
maintenance of the system with the introduction of 
dynamic re-configuration at run-time, and develop 
additional functionalities for improving the user interfaces 
[3].  

This was the perfect moment to reengineer the 
Configuration Management of DIAMON and to fully 
integrate it with the central Controls Configuration 
Service due to numerous reasons - the main ones are 
listed below: 

 Enhance the previously used configuration data 
model for DIAMON 

 Ease the integration of the configuration data for 
the DIAMON service with the configuration data 
from others systems which use the CCS, e.g.  
Front-End computers configurations, Controls 
Devices configurations, etc. 

 Eliminate the redundancy and other problems 
related to synchronization of data between the 
previous DIAMON configuration repository and 

TUPPC024 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

596C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Data Management and Processing



ADVANTAGES AND CHALLENGES TO THE USE OF ON-LINE 
FEEDBACK IN CERN’S ACCELERATORS CONTROLS CONFIGURATION 

MANAGEMENT 

Z. Zaharieva, S. Jensen, J. Rolland Lopez De Coca, A. Romero Marin 
CERN, Geneva, Switzerland 

Abstract 
The Controls Configuration Service (CCS) provides the 

Configuration Management facilities for the Controls 
System for all CERN accelerators. It complies with 
Configuration Management standards, tracking the life of 
configuration items and their relationships by allowing 
identification and triggering change management 
processes. Data stored in the CCS is extracted and 
propagated to the controls hardware for remote 
configuration. The article will present the ability of the 
CCS to audit items and verify conformance to 
specification with the implementation of on-line feedback 
focusing on Front-End Computers (FEC) configurations. 
Long-standing problems existed in this area such as 
discrepancies between the actual state of the FEC and the 
configuration sent to it at reboot. This resulted in 
difficult-to-diagnose behaviour and disturbance for the 
Operations team. The article will discuss the solution 
architecture (tailored processes and tools), the 
development and implementation challenges, as well as 
the advantages of this approach and the benefits to the 
user groups – from equipment specialists and controls 
systems experts to the operators in the Accelerators 
Controls Centre. 

INTRODUCTION 
The Configuration Management is nowadays an 

indispensable part of the operation and maintenance of 
any modern engineering system, especially when 
considering large scale Controls Systems. 

The amount of technical data, necessary for the control 
of the CERN accelerator complex is enormous (more than 
4000 computers, 80000 devices and 2000000 parameters 
to control). A common description (configuration), in a 
centralized storage, of all objects needed for the control of 
the accelerators is an essential prerequisite for 
maintaining the integrity of the Controls System and the 
correct functioning of the accelerators.  

The Controls Configuration Service (CCS) provides a 
collection of processes, tools and a common repository 
for all configuration data (a relational database) with the 
objective to present the up-to-date state of the 
components (configuration items) of the Controls System 
at a given moment in time (baseline), systematically 
tracks the components’ changes with time and keeps an 
overall consistency of the different components from the 
view point of the coherent functioning of the Controls 
System [1]. 

The CCS implements the best practices for 
Configuration Management formalized by different 

standards such as ITIL (Information Technologies 
Infrastructure Library) [2], IEEE standards [3], Control 
Objectives for Information and Related Technology 
(COBIT) [4], etc. The CCS provides configuration 
management functionalities such as the unique 
identification of the configuration items and presents their 
authorized configurations, complying with predefined 
criteria, in addition to controlling configuration changes 
and status accounting of the items. The CCS provides the 
relationships between the configuration items and their 
dependencies too.  

The Controls Configuration Database (CCDB) is the 
central part of the CCS and the heart of the CERN 
Accelerators Controls System. It caters for the 
configuration management of the components of the 
Controls System itself, for example the Controls Front-
End Computers (FECs), the Controls Timing, the 
Controls Diagnostics and Monitoring (DIAMON) [5], the 
Controls Middleware (CMW) and many other essential 
Controls components, as well as the configuration of the 
accelerator elements as seen by the Controls System and 
their software representation, e.g. power converters [6], 
vacuum systems, etc., for all accelerators: the Large 
Hadron Collider (LHC), the Super Proton Synchrotron 
(SPS) Complex, the Proton Synchrotron (PS) Complex, 
and the CLIC Test Facility (CTF3).  

Currently the relational database model of the CCDB 
comprises of 960 tables and more than 70000 lines of 
PL/SQL code, which supports the specific business logic 
for the configuration management processes. Today, the 
CCDB stores over 15GB of current reference data in 
addition to about 85GB of historical versioned data. 

THE NEED FOR CONFIGURATION 
FEEDBACK 

A recently implemented, new functionality of the 
Controls Configuration Service is the availability of a 
specific type of status accounting of the different 
configuration items, called configuration feedback. The 
new feature also includes the usage of the configuration 
feedback for the purposes of auditing and reporting on the 
configuration items and their compliance to the 
predefined configurations. 

An overview of the configuration data flow is presented 
in Figure 1. The predefined configuration models of the 
configuration items are extracted by different APIs from 
CCDB and provided to the objects being configured, e.g. 
FECs, drivers, etc.,  in the format best matching their  
requirements (XML or other text files, binaries, etc.). 
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CONCEPT AND PROTOTYPE FOR A DISTRIBUTED ANALYSIS
FRAMEWORK FOR THE LHC MACHINE DATA

K. Fuchsberger, J.C. Garnier, A.A. Gorzawski, E. Motesnitsalis, CERN, Geneva, Switzerland

Abstract
The Large Hadron Collider (LHC) at CERN produces

more than 50 TB of diagnostic data every year, shared be-
tween normal running periods as well as commissioning
periods. The data is collected in different systems, such
as the LHC Post Mortem System (PM), the LHC Logging
Database and different file catalogs. To analyze and corre-
late data from these systems it is necessary to extract data
to a local workspace and to use scripts to obtain and cor-
relate the required information. Since the amount of data
can be huge (depending on the task to be achieved) this ap-
proach can be very inefficient. To cope with this problem, a
new project was launched to bring the analysis closer to the
data itself. This paper describes the concepts and the imple-
mentation of the first prototype of an extensible framework,
which will allow integrating all the existing data sources as
well as future extensions, like hadoop clusters or other par-
allelization frameworks.

MOTIVATION
Next to the physics data, which is collected by the exper-

iments and analyzed by computing centers which are dis-
tributed around the world, the LHC also produces a large
amount of diagnostics data. This data is used for online
diagnosis and systematic performance analysis and thus is
critical for the efficient and secure operation of the acceler-
ator. While the amount of this data (in the range of 50 TB
per year) is far less than the aforementioned physics data,
it is already in a range where naive usage of scripts and
simple applications reach their limits due to data I/O lim-
itations and memory consumption. At the time of writing
relevant data is mainly stored in two main systems, depend-
ing on the nature of the data:

• LHC Post Mortem System (PM): This system stores
data at a high resolution over short time ranges. The
collection mechanism is event based: Triggered by a
timing event, different equipment sends data to a cen-
tral server (PM server). The server collects all the data
and groups them into events. The main purpose of the
PM system is to collect data after failures (e.g. a beam
abort or a power abort of an electrical circuit) and to
store and analyze the data for later diagnosis.

• Common Accelerator Logging Service (CALS):
CALS provides continuous logging of equipment sig-
nals all around the LHC. The logging frequency is de-
fined per equipment and/or signal type and is typically
much slower than for the PM system. The CALS pro-
vides the main source for systematic performance and
trend analysis.

Besides these two systems, there are other custom made
logging mechanisms which mostly write to files in propri-
etary formats (E.g.: Orbit data or Tune spectra). While the
two main systems (PM and CALS) both provide a Java Ap-
plication Programming Interface (API) to access the data,
this is not the case for most of the dedicated file formats.
Even with the available java APIs systematic analysis of
data from different sources is complicated, when it comes
to correlation and alignment between different datasources,
since this responsibility is completely left to the user of the
data.

Another limitation is that data extraction is time con-
suming, since all the data has to be transported over the
network. This is very often circumvented by users by ex-
tracting the data once and then storing it to (custom) files
stored locally on their computers, which then are read for
subsequent analysis. This produces a large amount of re-
dundant data in diverse formats, with all the problems of
storage space and backups.

These facts, together with the high rate of code duplica-
tion resulting from the various analysis implementations,
are the main arguments which emphasize the need for a
common solution for the analysis of this data.

REQUIREMENTS
The problems outlined in the previous section, led to the

following requirements for a common analysis framework:

• Calculations close to the data: This avoids trans-
port of huge amounts of data and allows optimizations
based on the nature of the data.

• Horizontal Scalability: The system should be able to
grow with the amount of data and the amount of users.

Out of further considerations, the framework should also
handle the following situations in a consistent way:

• Data incompleteness: The data might be incomplete
or the metadata might change over time: As an ex-
ample, lets consider a vector of beam positions (or-
bit) around the LHC ring. This vector consists of one
value per beam position monitor (BPM). If we would,
for example, take the difference of an orbit at a given
time and an orbit from a previous year, it might hap-
pen that a BPM was removed or added. Therefore,
a blind subtraction of the two vectors (by index) can
lead to totally wrong results. Although this problem
appears in almost all the data, everyone who has to do
some analysis has to take care of these specialties on
their own, because no generic solution is in place.
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QUALITY MANAGEMENT OF CERN VACUUM CONTROLS 

F. Antoniotti , J.P. Boivin, E. Fortescue-Beck, J. Gama, P. Gomes, P. Le Roux, H. Pereira, G. Pigny 

    CERN, Geneva, Switzerland 

Abstract 

The vacuum controls Section (TE-VSC-ICM) is in 

charge of the monitoring, maintenance and consolidation 

of the control systems of all accelerators and detectors in 

CERN; this represents 6 000 instruments distributed along 

128 km of vacuum chambers, often of heterogeneous 

architectures and of diverse technical generations. In 

order to improve the efficiency of the services provided 

by ICM, to vacuum experts and to accelerator operators, a 

Quality Management Plan is being put into place.  

The first step was the standardization of the naming 

convention across different accelerators. The traceability 

of problems, requests, repairs, and other actions, has also 

been put into place (VTL). This was combined with the 

effort to identify each individual device by a coded label, 

and register it in a central database (MTF). Occurring in 

parallel, was the gathering of old documents and the 

centralization of information concerning architectures, 

procedures, equipment and settings (EDMS). To describe 

the topology of controls components, the data structure is 

being defined, for later implementation (Layout-DB). 

Once complete, the quality and efficiency of ICM 

services can only improve, and appropriate performance 

indicators will be in place to display them. 

INTRODUCTION 

For the Section’s activities, it is critical to centralize the 

information, and to homogenize the methods and tools; 

ICM must also ensure the preservation and evolution of 

knowledge, while minimizing the effort to keep 

information up-to-date.  

During 2010, a Quality Management (QM) Plan was 

introduced in ICM. It defines the means to ensure that any 

product/intervention/service is consistent with the 

expectations. The provided mechanisms will allow the 

achievements to be monitored, and so improve the quality 

of the services offered to vacuum experts and to 

accelerator operators. 

STRATEGY: TARGETS & TOOLS 

The preliminary step of the ICM QM-Plan was to 

define the requirements for vacuum controls. Which 

information needs to be tracked? How much time should 

be dedicated to the daily exploitation of the quality tools? 

What is the opinion of the service providers and their 

clients? 

Firstly the actions have to be tracked; the requests from 

users together with the reports of interventions have to be 

followed-up; knowing these, the planning of activities and 

the level of priority are easier to define. Furthermore 

statistics can be automatically produced, such as the 

distribution of problems, actions or resources by machine 

or type of equipment. 

Secondly, the devices/components of the vacuum 

control system (called assets) have to be traced; starting 

with identifying every one by a unique serial number. The 

purpose is to know the history of the assets: 

manufacturing, installation, calibration, tests 

measurements, repairs, etc.  

Thirdly, the documentation is also a major issue. The 

main objective is the preservation and sharing of 

knowledge; it should also allow the formalization of the 

repair and intervention methodology, such as the 

procedures to calibrate controllers. 

Fourthly, the evolution of the vacuum system layout 

and associated instrumentation also needs to be followed.  

In each accelerator a functional position is defined, 

representing a place reserved for a given function: a type 

of device to control a gauge, specific parameters inherent 

to that functional position, etc. 

For each of these 4 targets, ICM selected a particular 

tool: 

• VTL (Vacuum controls Tracking Log), to track issues 

and actions; 

• MTF (Manufacturing and Test Folder [1]), to manage 

assets; 

• EDMS (Engineering & Equipment Data Management 

Service [2]), to manage documentation; 

• Layout-DB (Layout DataBase [3]), to describe the 

systems layout and their interconnections; 

STANDARDIZATION: NAMING  

The vacuum controls architecture and equipment have a 

rich history spanning several decades; they have been 

evolving, with the construction of every new accelerator 

machine and with the availability of new technologies: 

several versions of the same equipment, from different 

generations, may coexist in the same machine [4].  

As a result of different naming conventions per 

machine, the very same equipment may have different 

names across accelerators, although being absolutely 

interchangeable. 

Before starting to use the QM selected tools (VTL, 

MTF, EDMS, Layout-DB), it was essential to standardize 

the naming conventions across all of the machines. The 

first step was launched in 2010, when ICM started to 

identify and list all types of equipment used in vacuum 

controls.  

Naming 

In 2012, an inventory was created with 275 codes 

(equipment type names); initially inspired from the 

naming usage in the LHC, this list defines the rules for 

coding the types of vacuum controls equipment, 
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THE CERN ACCELERATOR LOGGING SERVICE - 10 YEARS IN 
OPERATION: A LOOK AT THE PAST, PRESENT, AND FUTURE 

C. Roderick, L. Burdzanowski, G. Kruk, CERN, Geneva, Switzerland 

Abstract 
During the 10 years since it's first operational use, the 

scope and scale of the CERN Accelerator Logging 
Service (LS) has evolved significantly: from an LHC 
specific service expected to store 1TB / year; to a CERN-
wide service spanning the complete accelerator complex 
(including related sub-systems and experiments) currently 
storing more than 50 TB / year on-line for some 1 million 
signals. Despite the massive increase 
over initial expectations the LS remains reliable, and 
highly usable - this can be attested to by the 5 million 
daily / average number of data extraction requests, from 
close to 1000 users. Although a highly successful 
service, demands on the LS are expected to increase 
significantly as CERN prepares LHC for running at top 
energy, which is likely to result in at least doubling 
current data volumes. Furthermore, focus is now 
shifting firmly towards a need to perform complex 
analysis on logged data, which in-turn presents new 
challenges. This paper reflects on 10 years as an 
operational service, in terms of how it has managed to 
scale to meet growing demands, what has worked well, 
and lessons learned. On-going developments, and future 
evolution will also be discussed. 

INTRODUCTION 
The CERN accelerator Logging Service (herein 

referred to simply as the “LS”) is used to store and 
retrieve billions of data acquisitions per day, from across 
the complete CERN accelerator complex, related sub-
systems, and experiments [1]. 

The LS is considered a mission critical service, heavily 
relied upon to support day-to-day operation, with close to 
1000 users of the logged data. As such, the availability 
and performance of this service are paramount.  

EVOLUTION OF SCOPE 
In 2001 the LHC Logging project was launched, with 

the scope of data logging for the LHC only, and the need 
to be ready for operational use during the commissioning 
of the LHC sub-systems (several years before the planned 
LHC start-up).   

Based on past experience of data logging for LEP 
(LHC’s predecessor), it was estimated that 1TB / year 
would be logged during LHC operation, which was 
estimated to last for approximately 20-25 years. 

With the evolution in storage systems (growth in 
capacity / relative to cost), it was decided to store all 
captured data on-line (i.e. on disk) beyond the LHC 
lifetime. 

The LS was first used operationally in September 2003 
(5 years before the start of LHC beam commissioning), to 

capture data during TT40 extraction tests (extraction of 
beam from the SPS accelerator into the TT40 transfer line 
towards the LHC tunnel).  This first usage proved 
extremely useful to understand and tune the SPS-to-LHC 
beam extraction process, and quickly led to establishing 
data logging for a significant number of other data from 
the SPS accelerator.  

This trend continued over the following years, 
including data from LHC sub-system hardware and beam 
commissioning, subsequent beam-operation, the complete 
CERN injector complex, and general services such as 
water distribution and electrical networks. Overall: a huge 
increase beyond the initial scope of the LHC Logging 
Project, leading to a CERN-wide Logging Service 
spanning the complete accelerator complex.  

Since the start of the LHC hardware-commissioning 
phase, the LS is classified as mission-critical, as the data 
captured is regularly used for decision making after 
unforeseen events. 

The latest LS data processing represents throughput of 
more than 100 TB / year, for some 1 million signals, and 
storing more than 50 TB / year on-line.  Figure 1 show the 
evolution of records logged in the LS, with markers 
indicating reaching 1TB logged, and the start of LHC 
commissioning and operation. 

 

 
Figure 1: Evolution of logged records. 

ARCHITECTURE OVERVIEW  
Figure 2 shows a basic overview of the current LS 

architecture, which is comprised of:  
• Two Oracle databases: A so-called Measurement 

database (MDB) where raw data from Java processes 
and other Oracle databases is persisted during seven 
days, and a Logging database (LDB) where a sub-set 
of MDB data and pre-filtered data from industrial 
SCADA systems are stored on-line indefinitely. 

• Distributed Java processes / APIs are responsible for 
loading data into the databases. 

• A sub-set of MDB data is transferred to the LDB 
using in-house developed PL/SQL code that uses a 
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INTEGRATION, PROCESSING, ANALYSIS METHODOLOGIES AND 

TOOLS FOR ENSURING HIGH DATA QUALITY AND RAPID DATA 

ACCESS IN THE TIM MONITORING SYSTEM 

A. Suwalska, M. Bräger, M. Brightwell, E. Koufakis, R. Martini, P. Sollander, CERN, Geneva, 

Switzerland
 

 

Abstract 
Processing, storing and analysing large amounts of 

real-time data is a challenge for every monitoring system. 

The performance of the system strongly depends on high 

quality configuration data and the ability of the system to 

cope with data anomalies. The Technical Infrastructure 

Monitoring system (TIM) addresses data quality issues by 

enforcing a workflow of strict procedures to integrate or 

modify data tag configurations. TIM’s data acquisition 

layer architecture allows real-time analysis and rejection 

of irrelevant data. The discarded raw data 90,000,000 

transactions/day) are stored in a database, then purged 

after gathering statistics. The remaining operational data 

(2,000,000 transactions/day) are transferred to a server 

running an in-memory database, ensuring its rapid 

processing. These data are currently stored for 30 days 

allowing ad hoc historical data analysis. In this paper we 

describe the methods and tools used to guarantee the 

quality of configuration data and highlight the advanced 

architecture that ensures optimal access to operational 

data as well as the tools used to perform off-line data 

analysis. 

INTRODUCTION 

Being successful in providing software for monitoring 

systems is not obvious. And not because of the complex 

mix of requirements the system needs to comply with. In 

our rapidly evolving world, new technologies allow us to 

do much more than what was possible a few years ago. 

But are we humans able to change as fast as the 

technology? Not sure. Even the most complete 

monitoring and control systems can fail to meet their 

goals if procedures for data definition are not clearly 

specified and followed.  

There are more risks related to monitored data. 

Nowadays, automatic systems generate a colossal amount 

of data, but are we able to effectively analyse it in a 

timely way and benefit from the information? Are our 

systems able to withstand this enormous data traffic? 

Whereas it is reassuring to have a wealth of information 

at hand, the complex processes that handle the underlying 

data can often be the source of problems. Incorrectly 

defined sources can generate so much traffic that the 

system’s fluidity is lost together with its monitoring 

capacities. The provision of a high quality monitoring 

system depends on a number of factors, namely, rigorous 

data integration procedures, thorough data validation, the 

regular analysis of the performance and behaviour of the 

system, as well as ensuring that the best suited technology 

is chosen in each domain. 

 

For the needs of this paper we will briefly describe the 

architecture of TIM and how it is used. Operational since 

2005, TIM is built on a typical 3-tier concept with a data 

acquisition layer DAQ, business layer and client 

applications layer. The DAQ primary mission is 

measurements collection, analysis and filtering. From this 

layer data are sent either to a business layer built on the 

Cern Control and Monitoring (C
2
MON) platform[1] or to 

a statistics module. A business layer carries out further 

data processing functions before transmitting the required 

results to the client application layer. Since TIM is an 

entirely data driven monitoring system, a configuration 

database and its tools are used to ensure the high quality 

of defined data.  

TIM monitors a heterogeneous set of data points that 

originate from different sources, managed by different 

organisation units and covering a variety of infrastructure 

applications. These data points are used by the Cern 

Control Centre (CCC) operators who need to respond 

quickly and accurately to alarms as well as interpret the 

behaviour of synoptic diagrams that represent the current 

state of the various systems being monitored. In such an 

environment it is essential that the data seen by the 

operators is both correct and easily understandable. In 

addition, operators must be protected from floods 

irrelevant and redundant data. The system must be able 

itself to detect and eliminate a potential data overload, 

transmitting only relevant messages. Further, the system 

must deliver operational data in a timely way to operator 

consoles and also allow detailed data analyses at all time. 

DATA INTEGRATION AND 

CONFIGURATION OF OPERATIONAL 

SYSTEM 

In this chapter we present the methods used to ensure 

the data quality before even it is declared for being 

monitored and explain our motivation for building an 

extended tools for data verification and validation. 

Data Integration 
The configuration reference database for the monitoring 

data (TIMRefDB) holds all the definitions of what is 

monitored. Storing monitoring data in in a single 

repository is important for several reasons. It enables on-

line validation and business rule checking during data 

declaration and modification, guaranteeing the highest 
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SYSTEM RELATION MANAGEMENT AND STATUS TRACKING FOR
CERN ACCELERATOR SYSTEMS

M. Audrain, D. Csikos, K. Fuchsberger, J.C. Garnier, A.A. Gorzawski,
G. Horanyi, J. Suchowski, P.C. Turcu, M. Zerlauth, CERN, Geneva, Switzerland

Abstract
The Large Hadron Collider (LHC) at CERN requires

many systems to work together closely to allow reliable
operation and at the same time ensure that the required
protection systems function correctly when operating with
the large energies stored in the magnet system and parti-
cle beams. Some examples of systems are magnets, power
converters and the LHC quench protection system as well
as higher level systems like Java applications or server pro-
cesses. All of these systems have numerous and varied
kinds of links (dependencies) between each other. The
knowledge about the different dependencies are available
from different sources like layout databases, Java imports,
proprietary files etc. Retrieving consistent information is
difficult due to the lack of a unified approach to collecting
the relevant data. This paper describes a new approach to
establish a central server instance, which allows collect-
ing this information and providing it to different clients
used during commissioning and operation of the acceler-
ator. Furthermore, it explains future visions for such a sys-
tem, which includes additional layers for distributing sys-
tem information like operational status, issues or faults.

INTRODUCTION
The LHC is made of numerous software and hardware

systems. Dipole magnets drive the beam into a circular
path, while quadrupole magnets keep the beam focused.
An electrical circuit contains a chain of magnets and is
powered by a power converter. Magnets which store a
very high energy are monitored by dedicated machine pro-
tection systems, like the Quench Protection System (QPS)
controllers [1]. A QPS controller is intended to supervise
up to four resistive voltage detectors. Each detector is re-
lated to a different physical circuit which is powered by an
individual power converter.

The AccTesting [2] framework needs to know the re-
lation between circuits and QPS controllers in order to
schedule tests during LHC hardware commissioning cam-
paigns [3] optimally. For instance, it must not schedule
two tests in parallel on two circuits which are monitored by
the same QPS controller, otherwise it would not be able to
guarantee the diagnostic data consistency. Hence it needs
to know, for a given circuit, all the circuits to which it is
related, and through which QPS controller.

The AccTesting also needs to retrieve certain informa-
tion about a system: The test history through all the previ-
ous hardware commissioning campaigns, test parameters,
the current state of a system. All these information and

their history are precious data to understand better the com-
plex systems around the LHC.

The problem is that there is not a single data source to
provide all the systems, their information and their rela-
tions. The software environment is made of multiple data
sources which provide partial information. The AccTest-
ing framework had to interface all the data sources provid-
ing partial information, using various different Application
Programming Interfaces (API), in order to rebuild the full
picture of the systems and their relations, as illustrated in
Figure 1.

A B B C

Software

A C

Figure 1: The software needs to know the relation from A
to C, and it finds it by transitivity from two sources, first
learning the relation from A to B and then from B to C.

The AccTesting is only an example and many applica-
tions have to address the same issue. A system relation
management and status tracking framework was therefore
designed. We will refer to it as the system framework.
Its role is to retrieve all the records from all known data
sources. It then provides a consistent API to allow any
software to retrieve the systems, their relations and their
status.

The first Section presents the overview of the framework
and its usage. The second Section presents the architec-
ture designed to handle systems, their relations and their
attributes. The third Section presents the architecture of
the system, how it serves clients and how it retrieves data.
The fourth Section presents the investigations carried out
at CERN to provide dynamic information, particularly for
software components.

OVERVIEW
As explained before, the aim is to retrieve data from mul-

tiple data sources and to provide them in a consistent way
to any user. The system framework provides a simple Java
API so client applications can retrieve systems and their
relations easily.

To feed data into the framework, a provider API was put
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PROTEUS: FRIB CONFIGURATION DATABASE* 

V. Vuppala, E. Berryman, S. Peng, NSCL-FRIB, USA  
L. Dalesio, BNL, USA 

 

Abstract 
There is need for an integrated information system that 

manages the data and computational-logic used by an 
experimental physics facility (EPF) during its design, 
construction, commissioning, and operation. Such a 
system can be used to manage design lattices, model 
them, run what-if scenarios, tune the beams, troubleshoot, 
manage calibration data, maintenance records, alignment 
information and quality metrics, and generate reports for 
funding or regulatory agencies. A critical component of 
such a system is the configuration database. It manages 
devices, their layout, measurements, alignment, 
calibration, signals, and inventory. In this paper we 
describe development of such a component. We describe 
its architecture, database schema, services, and graphical 
and programming interfaces.    

INTRODUCTION 
An integrated information system is critical for the 

design, commissioning, operation, and maintenance of an 
EPF. Distributed Information Services for Control 
Systems (DISCS) [1][2] is a framework and 
implementation of such a system. It is comprised of a set 
of cooperating services and applications, and manages 
data such as machine configuration, lattice, 
measurements, alignment, cables, machine state, 
inventory, operations, calibration, and design parameters. 
It also includes computational services such as Online 
Model and Unit Conversion. DISCS is a collaborative 
effort of BNL, Cosylab, ESS, FRIB, and IHEP. 

To enable development by multiple, dispersed, and 
independent teams DISCS has been divided into several 
domains [3]. Each domain is responsible for a portion of 
the system, and provides tools and services to manage the 
associated data and logic. One of DISCS' core service is 
the Configuration Domain. It is concerned with the 
configuration of the accelerator facility: the components, 
their properties, design parameters, measurements, 
calibration, maintenance, layout, and relationships among 
components. Proteus is an implementation of the 
Configuration Domain. It is being developed and used at 
the Facility for Rare Isotope Beam (FRIB). 

Architecture 
The basic architecture for DISCS is shown in Figure 1.  

It consists of three layers: Data, Service, and Application. 
Data Layer represents all the data sources: managed, 
unmanaged, structured, and unstructured. Service Layer is 

composed of services. A service is a reusable software 
component that implements a set of business functions, 
has a formal and documented interface, and can be 
located and accessed through standards-based 
communication mechanisms.  In our case, a service can 
be thought of as a software process that implements 
controls or physics related logic, and provides high-level 
data structures to the user through REST-based [4] and 
PVaccess [5] protocols. Application Layer consists of the 
software tools or components that present the information 
to the user.  
 

 

Figure 1: Applications, services, and data.   

Proteus, just like all of DISCS’ modules, is composed of 
a database, one or more services, applications to manage 
and load data, and an Application Programming Interface 
(API). 

CONCEPTUAL MODEL 
In this and the following two sections we describe 

Proteus’ data model. A component is any entity the 
accelerator facility’s configuration: magnet, power 
supply, cavity, rack, room, controller etc. Components 
can be looked at in different ways, and have different 
kinds of information associated with them: design data, 
measurements, test data, alignment information, physical 
characteristics etc. For our modelling concerns, we define 
two kinds of components:  

1. Physical-Component: This represents physical 
entities; things that exist in the real world. A 
physical-component has identifiers that can identify 
it, and has attributes that can be measured and 
calibrated. For example, the cavity with part 
number T30802-MDE-0008 that was manufactured 

 ___________________________________________  

* This work was supported in part by the U.S. Department of Energy 
Office of Science under Cooperative Agreement DE-SC0000661, the 
State of Michigan and Michigan State University 
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DATABASE-BACKED CONFIGURATION SERVICE 
J. Mader, J. Johnson, K. Tsubota, W. M. Keck Observatory, Kamuela, HI 96743, USA

Abstract 
Keck Observatory is in the midst of a major telescope 

control system upgrade [1]. This upgrade will include a 
new database-backed configuration service which will be 
used to manage the many aspects of the telescope that 
need to be configured for its control software.  These 
parameters will need to remain persistent between IOC 
restarts (e.g. site parameters, control tuning, limit values). 
This paper will discuss this new configuration service, 
including its database schema, iocsh API, user interface 
and other provided features. The solution provides 
automatic time-stamping, a history of all database 
changes, the ability to snapshot and load different 
configurations and triggers to manage the integrity of the 
data collections. Configuration is based on a simple 
concept of controllers, components and their associated 
mapping. The solution also provides a failsafe mode that 
allows client IOCs to function if there is a problem with 
the database server. It will also discuss why this new 
service is preferred over the file-based configuration tools 
that have been used at Keck up to now. 

INTRODUCTION 
The current telescope control system at W. M. Keck 

Observatory is configured using a series of parameter 
files that are individually loaded into the control system.  
The files contain a listing of EPICS process variables 
(PV), values and, if required, unit conversion information.  
These files are read using a program called pvload 
(EPICS process variable loader).  pvload reads the 
parameter file and updates each PV in order as listed in 
the file. 

A pvsave program also exists that allows for parameter 
files to be updated.  A backup of the original file is 
created when pvsave is used.  The original files can also 
be updated by hand, bypassing pvsave. 

There is a lack of system context when using the 
parameter files.  A given system can include a number of 
files, but those files can only be strung together by 
looking at the VxWorks startup files.  This is compounded 
by the fact that there can be multiple backup versions for 
each parameter file.  The backup versions for each file 
will be different making it difficult to recreate a given 
telescope configuration. 

The configuration files are located on Solaris file 
systems while pvload runs in VxWorks.  Files are first 
transferred across the network, read by pvload and then 
uploaded into the IOC.  This results in the pvload utility 
being very slow.  

In addition, periodic VxWorks flexscan errors have 
been experienced that force a reboot, possibly multiple 
times, to successfully load the configuration. 

The new configuration service will provide the same 
functionality as the file-based system and will also have a 
number of improvements.  The new service will allow 

 Database-backed configuration 
 Automatic time-stamping and provide a history of all 

database changes 
 Sharing of common configuration items 
 The ability to snapshot configurations 
 Fail-safe operations 
 A simple iocsh API and record support 
 A user interface 
 A systems level application view 

THE CONFIGURATION SERVICE 
Database 

Configuration data will be maintained within a 
PostgreSQL database.  Although only a single database is 
required to configure both of the Keck telescopes, two 
databases will be used to keep them as separate systems.  
The database will be comprised of 

 Controller information describing the main telescope 
control subsystems (e.g. axe, pnt) 

 Component information describing the breakdown 
within each controller (e.g. pntSlow, timDat) 

 Information to describe how each component is 
mapped to a controller 

 Information describing each channel (e.g. name, 
value) within each component 

 Database change history 
 

Figure 1 shows the configuration database design. 
Channel names will use macros for the telescope and 

controller, which will allow a component to be shared 
between multiple controllers.  These macros will be set 
 

 
Figure 1: Telescope configuration solution. 
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EXPERIENCE IMPROVING THE PERFORMANCE OF READING AND 
DISPLAYING VERY LARGE DATASETS* 

Ted D'Ottavio, Bartosz Frak, John Morris, Seth Nemesure 
BNL, Upton, New York, U.S.A.

Abstract 
There has been an increasing need over the last 5 years 

within the BNL accelerator community (primarily within 
the RF and Instrumentation groups) to collect, store and 
display data at high frequencies (1-10 kHz). Data 
throughput considerations when storing this data are 
manageable. But requests to display gigabytes of the 
collected data can quickly tax the speed at which data can 
be read from storage, transported over a network, and 
displayed on a users computer monitor. This paper reports 
on efforts to improve the performance of both reading and 
displaying data collected by our data logging system. Our 
primary means of improving performance was to build a 
Data Server – a hardware/software server solution built to 
respond to client requests for data. Its job is to improve 
performance by 1) improving the speed at which data is 
read from disk, and 2) culling the data so that the returned 
datasets are visually indistinguishable from the requested 
datasets. This paper reports on statistics that we've 
accumulated over the last two years that show improved 
data processing speeds and associated increases in the 
number and average size of client requests. 

INTRODUCTION 
Over the last three years, we have put substantial effort 

into improving the speed at which we can read and 
display logged data.  The need for this improvement has 
resulted from a huge increase in the amount of data that 
has been logged (8 TB in 2009 to over 100 TB in 2013) 
and a subsequent increase in the amount of data users 
need to view with each display request. 

The work reported here should be considered a follow-
up to work reported in a previous ICALEPCS paper titled 
“Improving Data Retrieval Rates Using Remote Data 
Servers” presented in 2011 [1].  That paper describes the 
construction and early testing of a specialized server, 
which we call a Data Server, designed to improve the 
processing and delivery of logged data.  Since that first 
paper was written, we have begun to use the Data Server 
operationally and can now report on usage and 
performance data collected during the most recent 
operational time period of our RHIC collider. 

As described in the 2011 paper, the Data Server is an 
enterprise grade middleware application server based on 
Java EE6 and Glassfish 3.1.  It communicates with clients 
via standard HTTP protocols and has a high speed 
connection to the file system holding the logged data.  
Requests to the server from our logging display program, 
called LogView, are split up and distributed to 8 separate 
modules that read and process the logged data, which is 
then returned to the client. 

The client does not receive the full set of logged data 
requested, but a culled dataset designed to be virtually 
indistinguishable to the user on a standard scatter plot.  
This allows requests for tens or hundreds of millions of 
data points to be reduced to culled datasets consisting of 
20 thousand points.  All of this makes it possible to read, 
transport and display huge amounts of logged data in a 
few seconds.  A visual representation of this process and 
its benefits compared to a client reading data directly is 
shown below in Figure 1. 

 Figure 1: Benefits of using an intermediate Data Server 
vs. reading and displaying data directly from disk.  

RESULTS 
We began using the Data Server operationally in 2012.  

Our LogView data viewer was modified with a menu 
option that determined how the Data Server was to be 
used.  The “Auto” default option left it up to the program 
to determine whether to use the Data Server or not.  
LogView was then programmed to use the Data Server for 
high volume requests and to read data directly from disk 
for low volume requests.  Options for using the Data 
Server “Always” or “Never” are also available.  These 
options proved useful in determining how to transition the 
Data Server into our system and helped to diagnose 
problems as they occurred. 

Starting in late 2012, we began measuring and storing 
performance data for each request to view logged data.  If 
LogView read the data directly, it recorded the size of the 
data collected and the time it took to read and display the 
data.  If the request was sent to the Data Server, the server 
stored the same information.  As our logging system is 
heavily used, we quickly amassed a lot of performance 
data.  Data for a 5 month time period from March through 
July of 2013 (our most recent RHIC running period) is 
shown in Table 1. 
 ____________________________________________  
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A NEW EPICS ARCHIVER* 
N. Malitsky#, D. Dohan, BNL, Upton, NY 11973, USA

Abstract 
This report presents a large-scale high-performance 

distributed data storage system for acquiring and 
processing time series data in modern accelerator 
facilities. Derived from the original EPICS Channel 
Archiver, this version consistently extends it through the 
integration of deliberately selected technologies, such as 
the HDF5 file format and the RDB-based representation 
of the DDS X-Types specification. The changes allow 
scaling the performance of the new version towards data 
rates of 500 K scalar samples per second and to provide a 
common platform for managing both EPICS 3 records 
and EPICS 4 composite data types. 

RATIONALE 
Efficient data management and processing systems are 

essential tools in the commissioning and operation of 
accelerator facilities and large scientific experiments. 
Analysis of historical data is heavily involved in the 
troubleshooting process, detection and study of composite 
behaviour patterns, comparison and design of different 
operational scenarios, and many other operational tasks. 
The data acquisition system (DAQ) is responsible for 
collecting the detector measurements, which are the 
primary results of the dedicated experiments 

Building these systems however represents a serious 
challenge for control developers, requiring the acquisition 
and storage of heterogeneous data streams of variable 
rates from tens of thousands of distributed devices. 
Conventional technologies, such as relational database 
management systems, were not designed for such 
requirements. As a result, many control teams had to build 
new proprietary tools or project-specific extensions of  
existing technologies. For example, the Experimental 
Physics and Industrial Control System (EPICS) 
collaboration maintains more than four archiver systems. 
Constrained by the associated technologies and available 
resources, each of these solutions cannot address all 
requirements resulting in trade-offs among different 
objectives: performance, reliability, extensibility, and 
others.  

The scale, data rate, and complexity of new light source 
facilities introduce new challenges and demands for new 
approaches. Particularly, the BNL National Synchrotron 
Light Source II (NSLS II) shifts the frontiers of control 
systems towards millions of control process variables and 
streaming rates of up to one million events per second. 
Similar requirements are introduced by other accelerator 
projects. Furthermore, recent progress in the development 
of the EPICS v4 middleware  triggers another request for 
supporting user-defined composite data types supported 

by the middle layer services. This change creates a natural 
path towards the consolidation of the control and 
experimental data management systems. 

To address the data challenges of modern light source 
facilities and the new EPICS v4 infrastructure, we 
propose an integrated approach derived from the original 
EPICS Channel Archiver architecture [1].  

INTEGRATED APPROACH 
The development and application of the large-scale 

analytics-oriented data management systems is an 
emerging topic in academia and industry. Triggered by 
Google's web technologies, this domain represents an 
active factory for new products. Most of them are 
designed after Google's I/O stack: the Google File 
System, the Bigtable distributed storage system, and the 
MapReduce processing framework. 

Despite success in numerous projects, the web-oriented 
environment, however, cannot be directly applied to 
scientific applications. Bigtable is a sparse, distributed 
sorted map indexed by row key, column key, and a 
timestamp. It treats data as un-interpreted strings allowing 
flexible representations of structured and semi-structured 
formats. Unlike web-oriented projects, scientific 
applications commonly relied on the multi-dimensional 
array-oriented data model. In particular, the accelerator 
control and experimental data can be defined in terms of 
time series of structured data types, device events and 
detector frames. 

Newer generations of databases have begun to address 
the data models and algorithms of large-scale scientific 
applications. For example, SciDB extended the traditional 
approach and explicitly introduced the array data type 
into the high-level language and all parts of the multi-
layer database architecture. In comparison with SciDB 
and other databases, data from the experimental facilities 
however are not opaque and are explicitly represented by 
open repositories of the binary files in one of the 
scientific formats. As a result, their integration with the 
database management systems still requires the 
development of the additional extensions. 

Analyses of different approaches confirmed the famous 
statement that “One size does not fit all” and lead us to a 
composite solution based on the integration of several 
open-source technologies. Figure 1 outlines the proposed 
data management system addressing the different versions 
of the EPICS control infrastructures end experimental 
facilities.  In general, it is developed after the original 
EPICS Channel Archiver architecture with the integration 
of the HDF5-based backend and EPICS v4 distributed 
data services. The following sections provide a more 
detailed description of the particular extensions associated 
with the different subsystems. 
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A STATUS UPDATE ON HYPPIE: A HYPERVISORED PXI FOR PHYSICS 
INSTRUMENTATION UNDER EPICS 

James Rezende Piton1, Márcio Paduan Donadio2, Diego de Oliveira Omitto3 and Marco Antonio 
Raulik4, Beamline Software Group/LNLS, Caixa Postal 6192, Campinas – 13083-970, Brazil.

Abstract 
Brazilian Synchrotron Light Laboratory (LNLS) has a 

1.37 GeV source open to scientific community since 
1997. Since 2012 the control system of its beamlines, 
originally designed within a proprietary Delphi/Windows 
platform, is going through an upgrade to the open source 
EPICS/Linux platform. Within this upgrade strategy, the 
use of off-the-shelf hardware was also considered an 
alternative to the original in-house developed equipment, 
while keeping the EPICS/Linux compatibility. A PXI 
chassis and its modules were made available to EPICS 
through the NI Real-Time Hypervisor virtualization 
system that allows running simultaneously EPICS/Linux 
and LabVIEW Real-Time in the same PXI controller, 
sharing a common memory block as their communication 
interface. This data exchange protocol is called Hyppie. It 
is ready for some motor, scaler and binary in/out EPICS 
records and channel access in the Linux layer, leaving the 
low-level hardware control to the LabVIEW RT layer. 
Nine LNLS beamlines are presently running under this 
system and more beamlines will move to this in the 
months to come. 

INTRODUCTION 
Hyppie [1] is a project created by LNLS and National 

Instruments Brazil to make a bridge between EPICS 
records and corresponding devices in a PXI chassis. Real-
Time Hypervisor for Linux uses virtualization technology 
to run both Red Hat-based Linux and NI LabVIEW RT in 
parallel on multicore PXI controllers. I/O devices, RAM 
and CPU cores are partitioned between both OS. In 
Linux, IOCs device support is implemented and the 
communication with each device is done reading from 
and writing to the corresponding shared memory block, 
accessed simultaneously by VIs running in LabVIEW RT. 
The hardware was selected not only for the application 
requirements but also because there are offices and 
support from the manufacturer in Brazil, an important 
point for such a long-term decision. 

During the time schedule to move the LNLS beamlines 
into the new control system concept EPICS/Hyppie, 
additional features are being continuously included into 
the project, according to specific characteristics of each 
beamline. Priority is given to implementation which 
covers a larger number of beamlines with a given need or 
similar characteristics. 

This new approach of distributed control system for the 

LNLS beamlines opens new possibilities, like remote 
operation. 

HYPPIE SYSTEM 
Since its creation, Hyppie was conceived to enable 

faster development cycles and to bring new hardware 
interfaces available under EPICS. Some of those new 
hardware categories will be presented here. Presently, 
Hyppie supports EPICS binary-in/out, analog- in, scaler 
and motor records, Asyn driver and area detector. Nine 
beamlines were or are submitted to a refurbishment and 
are running with control hardware under EPICS through 
Hyppie: XAFS1 and XAFS2 (X-ray absorption 
spectroscopy), XRF (X-ray fluorescence), XRD1 (X-ray 
diffraction), SAXS1 and SAXS2 (small angle X-ray 
scattering), MX2 (macromolecular crystallography), 
PGM (ultra violet with a planar grating monochromator) 
and IMX (X-Ray tomography). There is a schedule for the 
remaining beamlines to move to this control system.  

Scaler Record 
A considerable amount of features has been added to 

the new Scaler Record in the Hyppie system. Core 
changes in the Real-Time software allowed the 
integration of signals read from different cards to be 
available in a same Scaler Record. It also made it possible 
to share the same signals for being integrated 
independently by two different PVs. A real-time 
embedded industrial controller was added to the system. 

The new structure of the Real-Time software has two 
layers. The first one acts as a hardware server and consists 
of LabVIEW VIs making the integration of the signals for 
each card. The integration is done every 1 ms. The result 
is published to the second layer. It consists of 2 LabVIEW 
VIs. Each VI provides the Scaler functionality to its 
respective Scaler Record through shared memory. The 
purpose of having 2 Scaler Records is to let one EPICS 
client operate the Scaler in autocount mode for checking 
the counting regardless of the experiment status. 

Futhermore, having different signal sources on different 
cards integrated in the same Scaler Record made it 
possible to use Gate Control (field Gn) between them. 
The same was not possible if these signals were read 
through different Scaler Records. It also improved trigger 
synchronization as it is now done in a lower level inside 
RT instead of sending the trigger for each PV through 
channel access. 

The current system supports a industrial chassis 
CompactRIO NI 9144, in which a 4-channel analog input 
module NI 9215 is being deployed. This new chassis is 
being installed inside the experimental hutch, reducing 
the size of signal cables and consequently reducing 
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LABWEB – LNLS BEAMLINES REMOTE OPERATION SYSTEM* 
H. H. Slepicka#, M.A. Barbosa, D. O. Omitto, R. Bongers, M. B. Cardoso, J. M. Polli, D. C. De 

Oliveira, J. C. Mauricio, C. B. Rodella, H. F. Canova, M. M. Xavier, H. Westfahl Jr., LNLS, 
Campinas, São Paulo, Brazil

Abstract 
LabWeb is a project of the Brazilian Synchrotron Light 

Source (LNLS) aimed at allowing remote operation of its 
beamlines by the user community. Being the only light 
source in Latin America, LNLS receives several users 
from Brazil and other South American countries. The 
implementation of LabWeb will allow researchers to use 
the laboratory structure through a web browser, without 
leaving their research centers, reducing time and travel 
costs in a continental country like Brazil. 

LABWEB 
In 2010, the LabWeb project was in its first phase in 

which tests were conducted using a beta version. Two 
years later, a new phase of the project began with the 
main goal of giving the operation scale for the remote 
access project to LNLS users. In this new version, a 
partnership was established to use the open source 
platform Science Studio developed and applied at the 
Canadian Light Source (CLS). So far the project provided 
remote operation of three LNLS beamlines: SAXS1 
(Small Angle X-Ray Scattering), XAFS1 (X-Ray 
Absorption and Fluorescence Spectroscopy) and XRD1 
(X-Ray Diffraction). The expectation is to provide this 
remote way of performing experiments to all the other 
LNLS beamlines. Here this tool is described in its main 
components and features. 

SCIENCE STUDIO 
After the first prototype software for remote beamline 

operation on LabWeb has been created, it was concluded 
that the Science Studio platform from the Canadian Light 
Source, as a web portal, provided all the features 
necessary in the LabWeb project and thus, instead of 
developing a new software for the same purpose, we 
decided to join the open source project of Science Studio 
(SS) [1]. 

Science Studio provides a unified working environment 
all the way through to the data analysis and retrieval of 
experimental data and met all the requisites for LabWeb. 
More importantly, like the first LabWeb prototype, SS 
only requires a web browser on the client side to perform 
a complete synchrotron experiment. Since LNLS joined 
the development of SS many additions were made from 
the core to the application part of the software which we 
describe in the following. 

 

Project Structure 
Science Studio is built on a Service-Oriented 

Architecture (SOA) framework where business functions 
are treated as services. 

Using the core application users can access 
informations about scheduled sessions and navigate 
through past sessions to recover their experimental data 
and even go into an active session. 

From the Science Studio software point of view, each 
beamline is divided into four projects: 

 WebApp: Web application divided between 
administration page, where all the experimental setup 
can be registered, and beamline page, where all the 
user interfaces for remote experiment are located; 

 Service: This is part of the WebApp project and 
contains the controllers where the messages between 
equipments and user interfaces are exchanged; 

 Data: Creates an exclusive visualization tool for the 
specific data generated by each beamline; 

 BCM or Beamline Control Module: This module is 
responsible for the experiment execution and devices 
communication by a high-level interface to a low-
level control system, in our case, EPICS using a Java 
implementation of the Channel Access protocol. 

More information about Science Studio architecture 
and code can be found in the project website 
http://sciencestudioproject.com/. 

SCIENCE STUDIO AT LNLS 
Infrastructure 

Initially, the idea was to have 18 Beamline Control 
Module (BCM) servers (one for each beamline) but 
maintenance and upgrades on servers and software would 
become unviable and service availability could become 
compromised by single machines without redundancy. 
Therefore we opted for a centralized solution with the 
creation of a datacenter where two virtual machines were 
installed relying on features like backup and high-
availability system. 

With a focus on integrity and capacity of data storage, a 
SAN / NAS storage with redundant processing and 20 TB 
of space on Near Line SAS drives and 512GB on SSD is 
being used with the NFS protocol and counts with 
redundancy of four discs parity and two spare disks using 
RAID-DP features, deduplication for efficient use of 
space and backup. 
LNLS Beamlines Using Science Studio 

The first LNLS beamline ported to Science Studio was 
SAXS1 (Small Angle X-Ray Scattering). The experiment 
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SIMULTANEOUS ON-LINE ULTRASONIC FLOWMETERY AND BINARY 
GAS MIXTURE ANALYSIS FOR THE ATLAS SILICON TRACKER 

COOLING CONTROL SYSTEM. 
M. Doubek*, V. Vacek, M. Vitek, Czech Technical University, Technická 4, 166 07, Czech Republic 
R. Bates, A. Bitadze, SUPA School of Physics and Astronomy, University of Glasgow, G627QB UK 

M. Battistin, S. Berry, J. Berthoud, P. Bonneau, J. Botelho-Direito, G. Bozza, O. Crespo-Lopez, 
E. Da Riva, B. DiGirolamo, G. Favre, J. Godlewski, D. Lombard, L. Zwalinski,   

 CERN, 1211 Geneva 23, Switzerland 
N. Bousson, G. Hallewell, M. Mathieu, N. Langevin, A. Rozanov, Centre de Physique des 

Particules de Marseille, 163 Avenue de Luminy, 13288 Marseille Cedex 09, France 
G. Boyd, Department of Physics & Astronomy, University of Oklahoma, Norman, OK 73019, USA 

C. Degeorge, Indiana University, Department of Physics, Bloomington, IN 47405-7015, USA 
C. Deterre, Deutsches Elektronen-Synchrotron , Notkestraße 85, D-22607 Hamburg, Germany 

S. Katunin, B.P. Konstantinov Petersburg Nuclear Physics Institute (PNPI), 188300, Russia 
S. McMahon, STFC Rutherford Appelton Laboratory – Harwell Oxford, Didcot OX11 OQX, UK 
K. Nagai, Department of Physics, University of Innsbruck, Innrain 52, 6020 Innsbruck, Austria 
D. Robinson, Department of Physics and Astronomy, University of Cambridge, Cambridge, UK  

C. Rossi, Department of Mechanical Engineering - Thermal Energy and Air Conditioning Division, 
Università degli Studi di Genova Via All'Opera Pia 15a - 16145 Genova, Italy

Abstract 
We describe a combined ultrasonic instrument for 

continuous gas flow measurement and simultaneous real-
time binary gas mixture analysis. The analysis algorithm 
compares real time measurements with a stored data base 
of sound velocity vs. gas composition.  
The instrument was developed for the ATLAS silicon 
tracker evaporative cooling system where C3F8 refrigerant 
may be replaced by a blend with 25 % C2F6, allowing a 
lower evaporation temperature as the LHC luminosity 
increases.  

The instrument has been developed in two geometries. 
A version with an axial sound path has demonstrated 1 % 
of full scale precision for flows up to 230 l/min. A 
resolution of 0.3 % is seen in C3F8/C2F6 molar mixtures, 
and a sensitivity of better than 0.005 % to traces of C3F8 
in nitrogen, during a >1½ year continuous study in a 
system with sequenced multi-stream sampling. 

A high flow version has demonstrated a resolution of 
± 1.9 % of full scale for flows up to 7500 l.min-1.  

The instrument can provide rapid feedback in control 
systems operating with refrigerants or binary gas mixtures 
in detector applications. Other uses include anaesthesia, 
analysis of hydrocarbons and vapour mixtures for 
semiconductor manufacture. 

INTRODUCTION 
Several versions of a novel on-line ultrasonic 

instrument have been developed [1-4] for use in the 
fluorocarbon evaporative cooling system of the ATLAS 
silicon tracker. These allow operation ranging from low-

flow leak detection to intermediate and high volume 
flowmetry with simultaneous binary gas mixture analysis. 
In these instruments the difference in transit time of 
ultrasound pulses sent in opposite directions is 
proportional to gas flow rate while their average can be 
used with the sound path length to calculate the sound 
velocity. Mixture composition is then calculated by 
comparison with stored velocity-composition tables, since 
at known, measured temperature and pressure the sound 
velocity is a unique function of the relative concentrations 
of the two components.  

Two axial sonar instruments, (Fig. 1: geometry “1”), 
with 490 mm sound paths analyze gas aspirated at 
constant low flow (~0.1 l.min-1) from the nitrogen 
envelopes of the ATLAS silicon pixel and SCT detectors 
for trace concentrations of C3F8 coolant vapour. 
Temperature stability of ± 0.2 °C can be achieved in the 
60 mm inner diameter (ID) sound tubes by liquid 
circulation in the double wall stainless steel tube. 

Sound velocity is continuously monitored with gas 
temperature and pressure in a supervisory computer 
running PVSS-II [2, 5]. For the pixel detector an 
instrument has been in continuous operation for over 
18 months [2]. The sound velocity measurement precision 
[1] of ± 0.05 ms-1 gives sensitivity to C3F8 of better than 
± 0.005 %, and has allowed the identification of leaking 
cooling circuits. A third instrument for analysis of gas 
from the Transition Radiation Tracker (TRT) is foreseen. 

We have developed a combined flowmeter/analyser 
(Fig. 1: geometry “2”), with a sound path aligned with the 
gas flow. Calibration with two reference flowmeters 
demonstrated its linearity, with an rms precision of ± 1 % 
of full scale for flows up to 230 l/min [1].  The gas flow is 
streamlined around the transducers by cones machined 
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DEVELOPMENT OF A HIGH-SPEED DIAGNOSTICS PACKAGE FOR THE 
0.2 J, 20 fs, 1 kHz REPETITION RATE LASER AT ELI BEAMLINES* 

J. Naylon#, D. Kramer, ELI Beamlines, Prague, Czech Republic 
 

Abstract 
The ELI Beamlines facility aims to provide a selection 

of high repetition rate terawatt and petawatt femtosecond 
pulsed lasers, with applications in plasma research, 
particle acceleration, high-field physics and high intensity 
extended-UV/X-ray generation. The highest rate laser in 
the facility will be a 1 kHz femtosecond laser with pulse 
energy of 200 mJ. This high repetition rate presents 
unique challenges for the control system, particularly the 
diagnostics package. This is tasked with measuring key 
laser parameters such as pulse energy, pointing accuracy, 
and beam profile. Not only must this system be capable of 
relaying individual pulse measurements in real-time to the 
six experimental target chambers, it must also respond 
with microsecond latency to any aberrations indicating 
component damage or failure. We discuss the 
development and testing of a prototype near-field camera 
profiling system forming part of this diagnostics package 
consisting of a 1000 fps high resolution camera and 
FPGA-based beam profile and aberration detection 
system. 

INTRODUCTION 
ELI Beamlines will be the first high-power laser 

research facility fully dedicated to public users. It must be 
multifunctional and highly adaptable to accommodate the 
needs of scientists from many different fields. There will 
be four high repetition rate, femtosecond-pulse laser 
sources ranging from TW to PW peak power and 
incorporating some of the latest laser technology to reach 
high wall-plug efficiency and excellent beam quality. 

The four laser sources (L1-L4) are currently under 
development and will be installed in the facility in time 
for a ‘first light’ demonstration in 2016 and open to users 
from 2017. L1 is the highest repetition rate at 1 kHz and 
the lowest energy at 200 mJ for a peak power target of >2 
TW. L1 is aimed at experiments based on high harmonic 
generation (XUV), X-ray and keV betatron radiation in 
the molecular, biomedical and materials sciences. 

The L1 laser is the first to be developed and is an ideal 
test-bench for the ELI facility control system. One crucial 
aspect of the control system is beam diagnostics. We 
discuss our plan for beam diagnostics in L1 and the 
results of our evaluation and prototype of a diagnostic 
system for high speed, real-time (RT) camera-based beam 
profilometry at 1 kHz repetition rate. 

DIAGNOSTICS OVERVIEW 
Requirements 

For L1 and the target stations using it, the repetition 
rate is a challenge for the collection of individual pulse 
diagnostics. These must be available for use in processes 
such as stabilisation feedback loops and condition 
monitoring. Control system support for these must 
therefore be compliant with the 1 kHz RT criterion. These 
RT diagnostics include: 

 Pulse energy and power; 
 Pulse contrast (ratio of pulse power to background); 
 Beam centroid and beam width; 
 Beam spatial profile; 
 Detection of aberrations that might cause or signify 

damage to optical components. 
In addition to these fast pulse-to-pulse diagnostics, 

there are many others that need to be measured at reduced 
rate with less strict RT constraints, including: 

 Pulse temporal profile; 
 Average power and pulse contrast; 
 Beam wavefront; 
 Pulse optical spectrum. 

Diagnostics Package 
To minimise hardware/software diversity, a modular 

diagnostics package (DP) design was chosen. The DP has 
a simple, flexible optical layout (Fig. 1) combined with 
in-house solutions for the most commonly required 
diagnostics listed above. It will be deployed in a number 
of key locations in L1, providing detailed information on 
each major sub-system (Fig. 2). 

Figure 1: Conceptual layout of the modular high speed 
diagnostics package. 
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SACLAY GBAR COMMAND CONTROL  
P. Lotrus, P. Bargueden, G. Coulloux, P. Debu, G. Dispau, G. Durand, J.L. Fallou, P. Hardy,  

L. Liszkay, J. Noury, Y. Le Noa, P. Pérez, C. Péron, J.M. Reymond, J.Y. Roussé, Y. Sacquin,  
C. Walter, CEA/DSM/Irfu, Saclay, France

Abstract 
The GBAR experiment will be installed in 2016 at 

CERN’s Antiproton Decelerator, ELENA extension, and 
will measure the free fall acceleration of neutral 
antihydrogen atoms.  Before construction of GBAR, the 
CEA/Irfu institute has built a beam line to guide positrons 
produced by a Linac (linear particle accelerator) through 
either a materials science line or a Penning trap.  The 
experiment command control is mainly based on 
Programmable Logical Controllers (PLC).  A CEA/Irfu-
developed Muscade SCADA (Supervisory Control and 
Data Acquisition) is installed on a Windows 7 embedded 
shoebox PC.  It manages local and remote display, and is 
responsible for archiving and alarms.  Muscade was used 
because it is rapidly and easily configurable.  The project 
required Muscade to communicate with three different 
types of PLCs:  Schneider, National Instruments (NI) and 
Siemens.  Communication is based on Modbus/TCP and 
on an in-house protocol optimized for the Siemens PLC.  
To share information between fast and slow controls, a 
LabVIEW PC dedicated to the trap fast control 
communicates with a PLC dedicated to security via 
Profinet fieldbus. 

INTRODUCTION 
The goal of the GBAR experiment [1] is to measure the 

terrestrial gravitational field effect on antimatter.  The 
method chosen by GBAR is to decelerate anti-hydrogen 
ions and then remove their charge to measure free fall 
acceleration.  To obtain this anti-hydrogen ion, a few 
reactions are needed requiring ELENA (at CERN), to 
decelerate antiprotons and an intense production of 
positrons.  The Saclay GBAR Linac based facility, see 
Fig.1, has been developed to prove that producing high 
intensity positrons is possible, without using a radioactive 
source like sodium. 

 

Figure 1: Saclay GBAR. 

This project started in 2005 and produced its first 
positrons in 2009.  The GBAR Saclay experiment is 

composed of one Linac confined in a bunker and a beam 
line which guides the positrons outside to a Penning trap 
or a materials science spectrometer.  The GBAR 
experiment was approved by CERN in 2012; the next step 
will be the installation at CERN in 2016. 

LINAC 
The Linac was delivered by Getinge Linac 

Technologies with a Schneider PLC, which is in charge of 
the security and processing.  All information required is 
accessed via Modbus/TCP and displayed on the SCADA.  
To control the environment of the Linac, like vacuum, a 
National Instrument (NI) FieldPoint cFP-2220 PLC was 
installed.  The CEA implemented the code which 
manages the security aspect and has modified the 
Modbus/TCP library available on the NI website to be 
compatible with multiple clients.  Communication with 
the two PLCs is achieved through their input/output (I/O).  
For example, if the environmental conditions are 
validated, the NI PLC will authorize the Linac to produce 
a beam by setting one digital output at 10V. 

BEAM LINE 
The beam line guides the positrons to the Penning trap, 

or the materials science line, through a magnetic field 
generated by coils placed all along the pipes.  Several 
HAMEG HMP4040 electric power supplies generate the 
current in the coils, see Fig.2.  To command them, a 
specific Ethernet protocol is available, but the SCADA, 
which centralises information, doesn’t understand this 
protocol.  To solve this issue, the CEA developed 
software which communicates on the one hand with the 
power supplies and on the other hand with the SCADA 
with Modbus/TCP.  This gateway is a full JAVA software 
running as a Windows service on the same PC as the 
SCADA. 

 

Figure 2: Saclay GBAR. 
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PROTOTYPE OF A SIMPLE ZEROMQ-BASED RPC IN REPLACEMENT
OF CORBA IN NOMAD

Y. Le Goc*, F. Cecillon, C. Cocho, A. Elaazzouzi, J. Locatelli, P. Mutti, H. Ortiz, J. Ratel,
Institut Laue-Langevin, Grenoble, France

Abstract
The Nomad instrument control software of the Institut

Laue-Langevin  (ILL)  is  a client  server  application.  The
communication  between  the  server  and  its  clients  is
performed  with  CORBA,  which  has  now  major
drawbacks  like the lack of  support  and a slow or non-
existing  evolution.  The  present  paper  describes  the
implementation  of  the  recent  and  promising  ZeroMQ
technology in  replacement  to  CORBA.  We present  the
prototype of a simple RPC built on top of ZeroMQ and
the performant Google Protocol Buffers serialization tool,
to  which  we add a  remote  method dispatch  layer.  The
final project will also provide an IDL compiler restricted
to  a  subset  of  the  language  so  that  only  minor
modifications  to  our  existing  IDL  interfaces  and  class
implementations  will  have  to  be  made  to  replace  the
communication layer in NOMAD.

INTRODUCTION
Nomad  has  been  designed  10  years  ago  as  a  client

server application where the server is written in C++ to
have a direct access to the C driver layer  and the main
client is written in Java to have a portable and reactive
GUI application. Some other client applications have been
developed and, among them, we can cite the Nomad Web
Spy and the Nomad Monitor [1]. At the time of the initial
design, CORBA [2] was the best middleware to provide
interoperability between a wide range of languages and
systems  and  it  was  logically  chosen  for  the
communication  between  the  server  and  the  clients  in
Nomad.  The  Nomad  server  currently  is  based  on
omniORB and the clients on JacORB.

The  CORBA  standard  offers  lots  of  features  and
specifies the implementation of an Object Request Broker
(ORB). The project was ambitious and enabled to write
distributed  applications  where  network  issues  could  be
“forgotten”. Indeed the programmer can manage CORBA
objects  almost  like  normal  objects  and  write  complex
client server interactions.  These advantages can become
disadvantages  because  this  can  increase  the  network
communications  as  the server  can become a  client  and
vice versa. The CORBA component is a monolith which
offers so much possibilities that when a problem occurs, it
is  difficult  to  know  where  to  begin.  From  our  own
experience  we  had  trouble  with  the  C++  binding.  For
example we could not find any documentation on how to
ensure that a CORBA object was still alive at the end of a
client  call.  Moreover  from  the  design  point  of  view,
CORBA  is  intrusive  as  any  object  managed  by  the

CORBA  framework  must  inherit  a  CORBA  generated
class – stub for the client side, and skeleton for the server
side.  This  constraint  does  not  help  to  design  clear
applications where  a large  part  of  code  can  depend on
CORBA, although a better design is to restrict the use of
CORBA  to  the  communication  layer.  Some  other
shortcomings are exposed in Ref. [3].

In Nomad we need to have a strong relation between
the server  and the GUI client.  We have numerous IDL
operations defined in many files. On one hand, the client
to server operations mainly include the hierarchical data
model, e.g. the controllers and drivers hierarchy and the
composite  control  sequence  building  [1].  These  request
messages must be synchronous as the client is expecting a
response result. On the other hand, the Nomad server to
GUI client operations mainly include the execution states
for  the  sequencer  and the  commands of  the  controllers
and  drivers.  They are  called  events  and  some of  them
could be asynchronous but with reception guarantee. Only
a few of them could be asynchronous without reception
guarantee.  Notice  that  a  simplification  of  the  CORBA
operations design could be considered.  Indeed  once the
CORBA architecture is set up, it is very easy to add a new
operation.

CORBA  implementations  are  now  declining  and  a
bunch of new technologies emerged in recent years as the
need  for  large  distributed  systems  is  increasing  and
CORBA  did  not  manage  to  impose  its  architecture.
Nomad contains many C++ and Java implementations of
abstract  methods  defined  from IDL  files.  However  the
Nomad application has not a large number of clients. In
that conditions, how can we replace CORBA in Nomad
with the minimum amount of work?

EXISTING SOLUTIONS
The  existing  middleware  solutions  can  be  classified

into message-oriented, data-oriented, service-oriented and
object-oriented.  CORBA  is  an  object-oriented
middleware.  By  simplifying,  data-oriented  and  service-
oriented middlewares are built on top of a message layer
and  object-oriented  middlewares  are  built  on  top  of  a
service layer.

The closest solution to CORBA is Ice [4] developed by
Michi Henning, a CORBA expert who rewrote an ORB
implementation by taking into account all the drawbacks
of  CORBA  [5].  The  Slice  language  is  very  close  to
CORBA  IDL  which  would  imply  a  minimum  code
porting.  However  Ice  has  still  a  monolith  architecture,

*legoc@ill.fr
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CONTROLLING CILEX-APOLLON LASER BEAMS ALIGNMENT AND 

DIAGNOSTICS SYSTEMS WITH TANGO 

M. Pina, J-L. Veray, J-L. Paillard, B. Breteau, LULI, CNRS, Ecole Polytechnique, CEA, UPMC, 

Palaiseau, France

Abstract 
Cilex-Apollon is a high intensity laser facility 

delivering at least 5 PW pulses on targets at one shot per 

minute, to study physics such as laser plasma electron or 

ion accelerator and laser plasma X-Ray sources. Under 

construction, Apollon is a four beam laser installation 

with two target areas. To control the laser beam 

characteristics and alignment, more than 75 CCD cameras 

and 100 motors are dispatched in the facility and 

controlled through a Tango bus. The image acquisition 

and display are made at 10 Hz. Different operations are 

made on line, at the same rate on acquired images like 

binarizing, centroid calculation, size and energy of laser 

beam. Other operations are made off line, on stored 

images. The beam alignment can be operated manually or 

automatically. The article presents the architecture, 

functionality, performances and feedback from a first 

deployment on a demonstrator. 

 

LASER AMPLIFIER 

 

Cilex-Apollon will deliver at least 5 PW, 75 J, 15 fs. To 

achieve these performances, the main laser amplification 

section is composed of five multi-pass amplifiers. Each 

amplifier stage has to be precisely adjusted to keep the 

energy at the nominal level. The beam passes through a 

TiSa crystal several times (Fig. 1). So the beam alignment  

needs to be done precisely. To correct the drifts caused by 

temperature and ensure the repeatability, an automatic 

alignment loop has been installed at each amplifier 

entrance.  

 

 
Figure 1: Laser amplifier stage. 

 

MOTION CONTROL 

Automatic Alignment Loop 

A typical alignment loop is composed of two motorized 

mirrors and two cameras. The automatic mode is based on 

a close loop using a transfer matrix and can correct both 

centering and pointing of the laser beam. Eq. 1 defines the 

number of motor’s steps to do, to correct the beam 

position. 

 ݕܯݔܯ൨ ൌ ቂܥͳͳ ͳʹܥʹͳܥ ቃʹʹܥ כ οݔοݕ൨         (1) 

 

Mx, My: number of motor steps on x and y (in steps) 

Cii : motor coefficients for x and y movement (in 

steps/pixel). In the case of an orthogonal optical setup, 

C12 and C21 are equal to zero. 

ǻx, ǻy: shift of the centroid beam relative to the reference 

(in pixels) 

To improve the position accuracy while keeping a good 

response time, the automatic alignment loop uses the 2 

motors speed. A position threshold permits to determine 

the limit to change the movement speed. With this 

function the system correct quickly the large errors and 

accurately the small errors. 

To improve the alignment stability, a stability zone is 

defined around the reference point. When the beam is in 

this zone the system considers that the beam is aligned. 

The beam position used to determine the correction is the 

beam centroid which is calculated by the devCalcul 

Device Server (DS). Fig. 2 shows you the different 

parameters used to the automatic alignment:  

 

 
Figure 2: Automatic alignment parameters. 

 

This alignment system corrects the beam position five 

times per second. In practice, this system is used to 
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WHEN HARDWARE AND SOFTWARE WORK IN CONCERT

M. Vogelgesang, A. Kopmann,
Institute for Data Processing and Electronics, Karlsruhe Institute of Technology, Germany

T. Faragó, T. dos Santos Rolo, T. Baumbach,
Institute for Photon Science and Synchrotron Radiation, Karlsruhe Institute of Technology, Germany

Abstract
Integration of control and data processing is required

to operate an X-ray beam line in the most efficient way.
Although control systems such as TANGO address the dis-
tributed nature of experiment instrumentation, standardized
APIs that provide a uniform and asynchronous device ac-
cess are still missing. Moreover, process control and data
analysis are not yet integrated in the most efficient way. In
this paper we present concepts and implementation details
of Concert, a Python-based framework to integrate device
control, experiment processes and data analysis which we
used to control calibration procedures and high-speed to-
mography scans.

INTRODUCTION
Modern synchrotron beamlines require precise control of

a large range of diverse hardware devices. To increase mod-
ularity and improve fail safety, most devices are accessed
via network APIs. Unfortunately, it is virtually impossible
to describe semantically correct device hierarchies with the
existing solutions due to the low-level details. However,
a device hierarchy, comprising an API that all devices of
one device class adhere to, is necessary to build high-level
process abstractions.

Another reason for a new high-level control system is a
potential integration of process control and data processing.
Process control allows us to build experiments that take the
sample under investigation into account, e.g. triggering data
acquisition. Integrated data processing can reduce wasted
time by allowing on-site investigation of the preliminary
results. Current control systems do not integrate control and
processing at all.

In this paper, we present a Python-based high-level con-
trol system called Concert. It is primarily designed for high-
speed radiography and tomography but is general enough
for all kinds of experiments. The main requirements and
constraints during its development were:

1. Concert should provide a standardized device hier-
archy and API independent of the underlying device
access, suitable for rapid development of automation
processes.

2. Asynchronous device control is mandatory to reduce
the time spent on synchronization and hence improve
throughput. It should be as transparent to the user as
possible.

3. Existing technologies should be used wherever pos-
sible to reduce development time. This also requires
open interfaces and easy extensibility.

4. Additionally, modern development paradigms and
tools should be employed to maximize quality and
robustness.

With our system in place, not only do we reduce the
duration of an experiment but also enable process control
and high-volume data processing for novel experiments
such as on-line reconstruction of tomographic data sets and
image-based data acquisition.

RELATED WORK
TANGO [1] and EPICS [2] are the most common control

systems used in the synchrotron community. Both systems
provide hardware-independent and distributed access of a
variety of devices. However, neither of them provide a high-
level device and process control API. In the TANGO camp,
Sardana provide a higher-level layer TANGO [3]. How-
ever, due to its tight integration it is not (yet) as platform-
independent as we need it.

SPEC is a commercial X-ray diffraction control system
that has been extended for use with other types of exper-
iments as well. Due to a custom scripting language and
SPEC-specific idioms, interoperability is slightly reduced.
Moreover, being a closed product, SPEC requires changes
from the vendor to include new core features.

A fully automated software-controlled tomography setup
is used at the TOMCAT beamline at the Swiss Light Source
for high-throughput X-ray tomography experiments [4]. To
achieve long intervention-free scan times, the system is built
statically and can neither be easily extended nor re-used for
other experiment types.

CONCEPTS AND IMPLEMENTATION
Fundamentally, a control system maps real hardware de-

vice access to some kind of software abstraction. This ab-
straction exposes certain parameters and operations specific
to a device. In Concert, every device type (e.g. motor, de-
tector, etc.) derives from a base Device class. This device
class provides basic functionality shared by all devices: a
parameter interface, locks and state information.

By deriving device type classes from the Device class,
we obtain a class hierarchy as shown in Fig. 1. This hi-
erarchy guarantees reusability of top-level interfaces due
Python’s polymorphism property. Hence, a higher-level
process which uses such an interface will work with all
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SOFTWARE DEVELOPMENT FOR HIGH SPEED DATA RECORDING
AND PROCESSING∗

D. Boukhelef† , J. Szuba, K. Wrona, C. Youngman
European XFEL GmbH, Hamburg 22761, Germany

Abstract

The European XFEL beam delivery defines a unique
time structure that requires acquiring and processing data
in short bursts of up to 2700 images every 100 ms. The
2D pixel detectors being developed produce up to 10 GB/s
of 1-Mpixel image data. Efficient handling of this huge
data volume requires large network bandwidth and com-
puting capabilities. The architecture of the DAQ system is
hierarchical and modular. The DAQ network uses 10 GbE
switched links to provide large bandwidth data transport
between the front-end interfaces (FEI), data handling PC
layer servers, and storage and analysis clusters. Front-end
interfaces are required to build images acquired during a
burst into pulse ordered image trains and forward them to
PC layer farm. The PC layer consists of dedicated high-
performance computers for raw data monitoring, process-
ing and filtering, and aggregating data files that are then
distributed to on-line storage and data analysis clusters. In
this contribution we give an overview of the DAQ system
architecture, communication protocols, as well as software
stack for data acquisition pre-processing, monitoring, stor-
age and analysis.

INTRODUCTION

European XFEL [1], a new research facility currently
under construction in Germany, will generate ultra-short
and extremely intense X-ray flashes. The facility will open
spectacular research opportunities for scientific and indus-
trial users when operation starts in 2016.
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Figure 1: XFEL bunch structure.

Pulses are delivered at 4.5 MHz in pulse trains of 600 us
duration with a nominal 10 Hz repetition rate. Each train
consists of up to 2700 pulses (see Fig. 1).

Large area 2D pixel detectors are being developed(e.g.
LPD [2]) which will be able to capture and send up to

∗Work partially supported by European Union Seventh Framework
Programme (FP7/2007-2013) under grant agreement no 283745

† djelloul.boukhelef@xfel.eu

10 GB of image data per second to backend DAQ sys-
tems. Other detector technologies (TOF, Fast-CCD, 1D
spectrometers, MCP delay lines, etc.) produce smaller
amounts of data at the same rate. Additionally diagnos-
tic and control devices (GigE commercial cameras, posi-
tioning motors, vacuum sensors, etc.) produce small data
volumes at lower rates. The requirements placed on the
DAQ architecture and the processing and recording soft-
ware used are thus driven by the large 2D pixel detectors
and their input is highlighted in the results presented here.

XFEL beam delivery defines a unique time structure that
requires acquiring and processing large amount of data in
short bursts of time. Efficient handling of such huge and
fast data streams requires large network bandwidth and
computing capabilities.

In this paper the data acquisition (DAQ) and processing
system being developed at the European XFEL is described
by giving an overview of the architecture of the DAQ sys-
tem, followed by a description of the design and implemen-
tation of prototype used to test the software developed.

DATA ACQUISITION AND PROCESSING
The DAQ system is designed to handle large volume data

streams coming from multiple fast and slow detectors and
sensors, perform on-line data monitoring, rejection and re-
duction, and forward raw data for storage and to scientific
computing farm for analysis. Additionally, the system pub-
lishes pertinent near real-time information about quality of
data and services to be used by the users and scientists.

General Architecture
XFEL’s DAQ system is structured into five layers (see

Fig. 2) with well-defined inter-layer APIs and communi-
cation protocols . Following a data-driven model, data are
pushed from their sources (e.g. 2D detectors, triggers, etc.)
through FEIs (e.g. train builder) to the PC layer farm and
then on to storage stack and processing clusters.

Detector Front-ends
2D mega-pixel cameras, digitizers, and diagnostic sen-

sors acquire and digitize analogue signals.

Front-end Interface
Detector interfaces are needed to transfer detector data

to the backend, for the large 2D detectors a train builder [3]
is used. This custom design FPGA-based ATCA board as-
sembles and processes data generated by large-area 2D im-
age detector modules (16 per Mpixel). The train builder, as
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CONTROL USING BECKHOFF DISTRIBUTED RAIL SYSTEMS AT THE 
EUROPEAN XFEL  

N.Coppola*, J.Tolkiehn, C.Youngman, European X-Ray Free Electron Laser Facility GmbH,  
Albert-Einstein-Ring 19, 22761 Hamburg, Germany

Abstract 
The European XFEL project is a 4th generation light 

source producing spatially coherent 80 fs short photon x-
ray pulses with a peak brilliance of 1032-1034

photons/s/mm2/mrad2/0.1% BW in the energy range from 
0.26 to 24 keV at an electron beam energy 14 GeV. Six 
experiment stations will start data taking in 2016.

In order to provide a simple, homogeneous solution, the 
DAQ and control systems group at the European XFEL 
are standardizing on COTS control hardware for use in 
experiment and photon beam line tunnels. A common 
factor within this standardization requirement is the 
integration with the Karabo software framework of 
Beckhoff TwinCAT 2.11 or TwinCAT3 PLCs and 
EtherCAT. The latter provides the high degree of 
reliability required and the desirable characteristics of real 
time capability, fast I/O channels, distributed flexible 
terminal topologies, and low cost per channel.  

In this contribution we describe how Beckhoff PLC and 
EtherCAT terminals will be used to control experiment 
and beam line systems. This allows a high degree of 
standardization for control and monitoring of systems. 

SYSTEM OVERVIEW 
At project [1] start-up stage three undulator systems 

SASE1, SASE2 and SASE3 (see Fig. 1) will be used to 
produce photon beams. At the end of each undulator 
system a photon beam transport system is planned, which 
comprises:  mirrors, slits, diagnostic pop-in cameras, 
monochromators, attenuators, Compound Refractive 
Lenses (CRL), vacuum pumps and gauges. These systems  
extend up to the experimental hall. 

In order to control all these devices a set of 
Programmable Logic Computer (PLC) will be used. Each 
system will be partitioned into three sub-systems per 
SASE, with ring topology, enabling cable redundancy 
within each ring. The first ring will control mostly 

vacuum devices. The second ring will be in charge of 
controlling movements of mirrors, slits and pop-in 
cameras. The third is there to control special devices, in 
case it is needed, or to be used as spare to add and/or 
remove devices that are not installed all the time, or that 
needs testing, in order to minimize down time or 
maintenance interventions on the other 2 rings. 

Two experimental areas are directly connected at the 
end of each SASE branch, each experimental area 
comprises an experimental hutch, one optics hutch and 
one optical pump-probe laser coupling room. These areas 
are planned to be build and instrumented to make 
maximal use of the high intensities and rates given by the 
accelerator and undulators. Environmental sensors, 
sample injectors, beam diagnostics, temperature sensors, 
vacuum devices and, finally, up to 250-300 axes need to 
be controlled also to guarantee safety of all detectors 
within each of these areas. In the same way as for the 
devices in the SASEs tunnels, also here a set of PLCs will 
be used. It is foreseen to have in the order of five to ten 

cabinet CPUs per experiment, with WindowsCE as 
operating system (see Fig. 2 as an example of a PLC with 
local HMI). 

BACKGROUND 
In automation, PLC programs are used to control 

devices with actuators based on feedback from sensors. 
The PLC runs in a loop: first the sensor values are copied 
into the program inputs, after which the PLC program is  

Figure 1: Schematic layout of the electron and photon 
beam distribution. 

Figure 2: Example of GUI running locally on a 
WindowsCE touch screen Beckhoff CPU, implemented 
using the TwinCAT visualisation library. The PLC is used 
to start the pumping down procedures of the photon beam 
line system, to perform bake out operations of vacuum 
elements and to check for leaks. 

 ___________________________________________  

*Contact author: nicola.coppola@xfel.eu 
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THE NEW TANGO-BASED CONTROL AND DATA ACQUISITION 
SYSTEM OF THE GISAXS INSTRUMENT GALAXI AT 

FORSCHUNGSZENTRUM JÜLICH 
H. Kleines, M. Drochner, L. Fleischhauer-Fuss, M. Wagener, S. Kirstein, F. Suxdorf, R. Möller,    

P. Kämmerling, F.-J. Kayser, A. Ackens, S. van Waasen, K.-H. Mertens, M. Bednarek,                 
M. Heinzler, K. Bussmann, U. Rücker  

Forschungszentrum Jülich, 52425 Jülich, Germany  
 

Abstract 
The new GISAXS instrument GALAXI (Gallium 

Anode Low Angle X-ray Instrument) has been built by 
JCNS (Jülich Centre for Neutron Science) at 
Forschungszentrum Jülich for the investigation of self-
organized nanoparticle assemblies. ZEA-2 (Zentralinstitut 
für Engineering, Elektronik und Analytik 2 – Systeme der 
Elektronik, formerly ZEL) implemented the new control 
and data acquisition system for GALAXI. On the base of 
good experience with the TACO control system, ZEA-2 
decided that GALAXI should be the first instrument of 
Forschungszentrum Jülich with the successor system 
TANGO. In the first version, the application software on 
top of TANGO consists of dedicated python scripts, but 
finally the NICOS-2 software package together with the 
required extensions and adaptations will be implemented 
on GALAXI. The design of the new control and data 
acquisition system is presented and the lessons learned by 
the introduction of TANGO are reported. 

INTRODUCTION 
In order to further strengthen its neutron research, 

Forschungszentrum Jülich founded the JCNS on its own 
campus with branch labs at the ILL in Grenoble, at the 
Spallation Neutron Source in Oak Ridge and at the FRM-
II, the new high flux neutron source operated by TUM 
(Technical University of Munich) in Garching near 
Munich. Over a period of more than 15 years ZEA-2 
designed and implemented the control and data 
acquisition systems of almost all JCNS neutron 
instruments based on the so-called “Jülich-Munich 
Standard”. The “Jülich-Munich Standard” is a joint effort 
of ZEA-2 and TUM to define a common framework for 
the electronics and software of neutron instruments that is 
followed by most instruments at the FRM-II [1]. It is 
based on the TACO [2] control system developed by the 
ESRF and the extensive use of industrial type front-end 
equipment, e.g. PLCs, fieldbus systems or remote I/Os. 
Because TACO is considered to be outdated now, there 
was the decision to introduce its successor TANGO [3] at 
FRM-II as joint effort between TUM and ZEA-2. Since 
the architecture of the new GISAXS instrument GALAXI 
[4] in Jülich is comparable to typical neutron instruments, 
it was selected as the pioneer instrument for the first 
introduction of TANGO. A main advantage of this 

selection is the location of GALAXI in Jülich, allowing a 
more direct access by the ZEA-2 developers. 

THE “JÜLICH-MUNICH STANDARD” 
The “Jülich-Munich standard” is a framework for the 

selection of technologies and components at each level of 
the control system. The definition of this framework was 
motivated by synergy effects and the reduction of spare 
parts on the shelf. A guiding principle for the framework 
was to minimize the development efforts and to acquire as 
much from the market as possible. A key component of 
the framework is the consistent use of industrial 
technologies like PLCs, fieldbus systems or decentral 
periphery in the front end. Main motivations are:  

 low prices induced by mass market 
 inherent robustness 
 long term availability and support from manufacturer 
 powerful development tools 

A control system according to the Jülich-Munich 
Standard is organized hierarchically into the following 
levels:  

Field level: The field level is the lowest level, at which 
devices that are not freely programmable reside, like 
motor controllers, SSI controllers, PID controllers, 
analogue and digital I/O modules, or measurement 
equipment. For all industrial type of I/O modules 
PROFIBUS DP based decentral periphery is 
recommended. Siemens ET200S is the preferred one. 
JCNS predominantly uses the stepper motor controller 
1STEP from Siemens. 

Control level: The control level resides on top of the 
process level. Devices at the control level are freely 
programmable. They must meet real time requirements 
and guarantee robust operation in a harsh environment. At 
the control level Siemens S7 PLCs are used, because they 
dominate the European market.  

Process communication: Process communication 
covers the communication of devices at the field and 
control level with supervisory controllers or computers.  
For lab equipment GPIB and proprietary RS232/RS485 
connections are unavoidable. For industrial automation 
equipment PROFIBUS DP is the recommended choice. It 
is the dominating fieldbus in Europe and is naturally 
supported by S7 PLCs and many other devices. A major 
reason for its success is the technological and functional 
scalability based on a common core as well as the 
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ADOPTION OF THE ”PyFRID” PYTHON FRAMEWORK FOR NEUTRON
SCATTERING INSTRUMENTS

M. Drochner, L. Fleischhauer-Fuss, H. Kleines, M. Wagener,
S. v. Waasen, FZ Julich / ZEA-2, Germany¨

D. Korolkov, Bruker AXS GmbH, Germany

Abstract

To unify the user interfaces of the JCNS (Juelich
Centre for Neutron Science) scattering instruments, we
were adapting and extending the ”PyFRID” framework.
”PyFRID” is a high-level Python framework for instrument
control. It provides a high level of abstraction, particu-
larly by use of aspect oriented (AOP) techniques. Users
can use a builtin command language or a web interface to
control and monitor motors, sensors, detectors and other
instrument components.

The framework has been fully adopted at two instru-
ments, and work has been started to use it on more.

INTRODUCTION

After the initial construction phase at FRM2, where we
had to get the instruments into operation quickly, instru-
ment operators and users expressed the wish to have a
more unified user interface at the various instruments. As
described in [1], a kind of poll was taken, and a simple
scripting language was defined which is powerful enough
to do common measurements yet almost intuitively to han-
dle. As an implementation of that language, the ”PyFRID”
[2] project was started, implementing not only the com-
mand line parser but also the semantics of the commands
and other components which are needed to build an instru-
ment control system. The ”PyFRID” system is deployed
on the ”BioDiff”, ”MARIA” and ”KWS3” instruments.

In the meantime, another instrument control project
called ”NICOS2” was started by a competing group at
the same facility (actually based on an old and aban-
doned project called just ”NICOS”). Both ”PyFRID” and
”NICOS2” are modern, Python based implementations of a
control system framework. Functionality is comparable, as
are their logical positions within the overall control system
structure.

Recently, a decision was taken, on grounds which are
not technical but mostly based on developer manpower,
in favour of ”NICOS2”. While there are no immediate
plans to migrate the three instruments mentioned above
to ”NICOS2”, there will be no further developments for
”PyFRID” beyond basic support. So this article can be seen
as a concluding report about our ”PyFRID” activities.

APPROACHES FOR MODELING
COMPLEX SCATTERING INSTRUMENTS

IN CONTROL SOFTWARE
Scattering instruments as we are concerned with gener-

ally consist of a large number of mechanical and electri-
cal components which need to be accessed at a level de-
termined by engineering. Examples are stepper motor or
encoder pulses (for positioning of components), voltages
or currents (for magnetic fields), or speeds and phases (for
choppers). For practical use however, units need to be used
which make sense to the physicist operating the instrument.
Here we can have various levels of abstraction, e.g. com-
mon units of measurement (millimeters, or Tesla), or appli-
cation specific terms like momentum transfer and recipro-
cal lattice coordinates. Also, simple components are often
grouped into more complex subsystems, as a collimation
line comprising multiple elements and apertures, each aper-
ture in turn made of four individual blades, driven by a step-
per motor each. This suggests a hierarchical, tree-like view
of the instrument, with the leaves being elemental compo-
nents and increasing abstraction towards the root. Since
control systems are usually distributed, with some network
transparency, the control system developer has some choice
at which levels of the hierarchy network protocols are used,
and where just programming APIs.

TACO [3] and TANGO, which are used as middleware
in our instrument control systems (see [4] for a higher level
overview) encourage ”stacking” of device servers. This
means that servers which implement more abstract func-
tions (e.g. the aperture in the example above) are by their-
selfes clients to one or more other device servers which
operate logically closer to the hardware. User interface
programs typically use the topmost layer of servers, but
for diagnostic purposes it is possible to access any layer.
This scheme allows for modularity and avoids duplication
of efforts, a function implemented in a TACO server can
be easily reused. The downside is additional complexity.
A user action leads to multiple network requests which are
translated into each other; diagnostic and error handling
becomes challenging.

In our systems, we have thus avoided complex server
stacks and implemented device interaction, calculations
etc. in the client programs. Duplication of efforts can
hardly be avoided this way – each client dealing with axes
does the translation from machine units into physical co-
ordinates itselfes. This is somewhat mitigated by use of
common libraries for these functions, and instrument spe-
cific parameters located in the TACO/TANGO database. If
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CONTROL, SAFETY, AND DIAGNOSTICS FOR FUTURE ATLAS PIXEL 
DETECTORS 

S. Kersten, P. Kind, P. Mättig, L. Püllen, S. Weber, C. Zeitnitz, Bergische Universität, Wuppertal, 
Germany; F. Gensolen, CPPM, Marseille, France; 

S. Kovalenko, PNPI, St. Petersburg, Russia; K. Lantzsch, CERN, Geneva, Switzerland

Abstract 
The ATLAS pixel detector completed successfully the 

data-taking period during run 1 of the LHC. To ensure its 
excellent performance during next run periods with 
increasing demands two upgrades of the pixel detector are 
foreseen. One takes place in the first long shutdown of the 
LHC, which is currently on-going: an additional most 
inner layer will be installed, the Insertable B-Layer (IBL). 
The second upgrade will replace the entire inner detector 
of the ATLAS experiment by the Inner Tracker (ITK) and 
is planned for about 2020, when the LHC will be 
upgraded to HL-LHC. 

We present a concept for the control of the ITK pixel 
detector at the HL-LHC. While this requires completely 
new strategies, the control system of the IBL includes 
only single new components, which can be further 
developed for the long-term upgrade. 

ITK DETECTOR LAYOUT 
The pixel detector consists of four barrel shaped layers 

in the central part and six disk on each side covering a 
pseudo rapidity of | η | = 2.5. The basic unit is a detector 
module, built by one pixelized sensor with up to six front-
end chips bump bonded to the sensor cells. In the central 
part modules are mounted on support structures, called 
staves, which include a cooling pipe. At the ends of the 
support structure the End of Stave (EoS) cards route all 
connections to the outer world: power lines, physical data, 
trigger, monitoring and control signals. A data transceiver 
multiplexes the physical data stream onto an optical 
interface. All optical and electrical services are passed to 
a service cavern, ca. 100 m far away from the detector.  

Detector elements, which require monitoring and 
control by the Detector Control System (DCS) are the 
detector modules themselves, the electronics on the EoS 
card, the optical interfaces, the environment, and the 
cooling of the detector [1]. 

New powering schemes are under development to 
reduce the services. The parallel powering scheme with 
local DC-DC converters helps to reduce the cable 
diameters. The serial powering scheme reduces the 
number of LV cables and is the current base line. If the 
modules of one support structure (e.g. a half stave) share 
one LV line, this reduces the services significantly, 
however a local control unit is required to disable mal-
functioning modules.  

DCS CONCEPT 
The DCS has to ensure the safety of the detector at all 

times. It has to supply the detector with all entities 

required for operation. It must provide the operator with 
tools to ensure a safe and reliable operation and the expert 
with additional information to diagnose the detector’s 
behaviour and the DCS. 

As once installed in the experiment, no access is 
possible over years, a highly reliable control system is 
required. Design constraints are the high power density 
inside the detector volume and the sensitivity of the 
sensors against heat-ups. Material reduction and radiation 
hardness of all components installed inside the tracker 
volume are further requirements. DCS subjects are the 
detector modules (sensor and front-end electronics), the 
opto-electrical transceivers, further on- and off-detector 
electronics, and the detector environment. 

Depending on availability and reliability all DCS 
functionalities are grouped into three categories. Figure 1 
gives an overview on the three independent paths of DCS. 

Safety must be ensured at all times. Therefore the 
highest level of reliability is required for items of this 
category. Control is required for all use cases including 
assembly and commissioning phases of the detector, its 
start-up as well as its on-going operation. A high 
reliability is mandatory for items of this category. 
Diagnostic information should be available on request. It 
allows for tuning the detector performance to its 
optimum.  

 
Figure 1: Three independent paths of DCS. 

Safety 
All elements, which are responsible for the safety of 

detector or human being, should be completely 
independent from any other functionality. A purely 
hardwired system is envisaged, which does not rely on 
initialising procedures or loading of software. As the 
highest level of reliability is required, no active 
components should be located inside the tracker volume. 
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AUTOMATION OF THE WAVELENGTH CHANGE FOR THE FERMI
FREE ELECTRON LASER∗

C. Scafuri, B. Diviacco, Elettra - Sincrotrone Trieste S.C.p.A., Trieste, Italy

Abstract
FERMI is a user facility based on a seeded Free Electron

Laser (FEL). A unique feature of FERMI in this new class
of light sources is the tunability of the emitted photon beam
both in terms of wavelength and polarization. Tuning is ob-
tained by choosing the appropriate gap and phasing of the
undulators in the chain and by opportunely setting the seed
laser wavelength. A series of adjustments are then neces-
sary in order to keep constant the machine parameters and
optimize the radiation characteristics. We have developed a
software application, named SuperGap, which does all the
calculations and coordinates the operations required to set
the desired wavelength and polarization. SuperGap allows
operators to perform this procedure in seconds. The speed
and accuracy of the wavelength change have been largely
exploited during user dedicated shifts to perform various
types of scans in the experimental stations. The paper de-
scribes the algorithms and numerical techniques used by
SuperGap and its architecture based on the TANGO con-
trol system.

INTRODUCTION
FERMI is a FEL based fourth generation light source

operated by Elettra - Sincrotrone Trieste S.C.p.A., as a
user facility. It produces stable, high brilliance, coherent,
narrow bandwidth photons in the VUV soft X-rays wave-
length regions, with variable wavelength and polarization
[1]. Two FEL lines cover the foreseen range. FEL-1 , based
on a High Gain Harmonic Generation (HGHG) single stage
source seeded by an external UV tunable laser (230 - 260
nm), covers the range from 100 to 20 nm [2]. In order to
get down to 4 nm, still starting from the external UV seed
laser, a double stage HGHG cascade is adopted for FEL-2.
The FEL-1 line consists of a planar undulator (”modula-
tor”) and six APPLE-II type undulators (”radiators”). The
FEL-2 line consists of a first stage of one modulator and
two radiators followed by a second stage of one modulator
and 6 radiators. The two FEL chains are fed by electrons
produced by a laser driven photocathode gun and acceler-
ated to 1.2 or 1.5 GeV energy by a normal conducting 3
GHz linac. Recent reports on the status and progress of
FERMI can be found in [3] and [4].

A unique characteristics of FERMI is the possibility to
rapidly change the polarization and wavelength of the FEL
radiation. The speed and ease of polarization and wave-
length change is extremely important for all the experi-
ments exploiting the FERMI radiation. We have devel-
oped a software tool, named SuperGap to perform this rou-

∗Work supported in part by the Italian Ministry of University and Re-
search under grants FIRB-RBAP045JF2 and FIRB-RBAP06AWK3

tine operation in a simple and effective way by means of a
graphical use interface.

OVERVIEW OF OPERATION
The HGHG FEL mechanism of FEL-1 recquires that the

”modulator” (an undulator) of the FEL beamline be tuned
to emit synchrotron radiation at the same wavelength of
seed laser. The seed laser beam and the electron beam
travel on the same trajectory in the centre of the undula-
tors. The ”radiators” (undulators) are tuned to emit their
radiation at a wavelength that is an integer harmonic of the
seed wavelength. In between each couple of ”radiators”
there is a magnetic device known as phase shifter which
introduces a small delay in the electron trajectory in order
to compensate the delay introduced by the undulators and
keep electron and photons in phase. The setting of each
magnetic shifter is determined by the operating conditions
of the upstream and downstream undulators (see Fig. 1). In
order to tune the FEL to a certain wavelength we must cal-
culate the gap and phase of the undulators and the gap of
the phase shifters and the wavelength of seed laser. These
parameters are calculated starting from three independent
variables: electron beam energy, desired FEL wavelength,
desired polarization. The available polarizations are : lin-
ear vertical, linear horizontal, right circular, left circular.

SUPERGAP ARCHITECTURE
We have designed SuperGap following a classical lay-

ered object-oriented architecture (see Fig. 2). All the Su-
perGap objects are implemented as TANGO devices [5]
and are fully integrated in the control system of FERMI
[6].

Figure 2: SuperGap architecture.

The base layer consists of TANGO devices in charge of
controlling the undulators and phase shifters. The top layer
consists of a TANGO device in charge of coordinating and
integrating all the devices under a common interface. All
these layers have been designed so that all the calculations,
logic, etc. are delegated to the lowest possible layer. Beside
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NEW CONTROL SYSTEM FOR THE SPES OFF-LINE LABORATORY AT 
LNL-INFN USING EPICS IOCS BASED ON THE RASPBERRY PI 

J. Vasquez*, A. Andrighetto, G. Prete, INFN, Legnaro, Italy 
M. Bertocco, UNIPD, Padova, Italy 

Abstract 
SPES (Selective Production of Exotic Species) is an 

ISOL (Isotope Separation On-Line) type RIB 
(Radioactive Ion Beam) facility under construction at the 
LNL-INFN (Italy) dedicated to the production of neutron-
rich radioactive nuclei by uranium fission. The project 
adopted EPICS as general frame for the control system. 
An off-line laboratory has been developed to study the 
test bench of the ISOL target front-end and the related 
controls. With the perspective to test new solutions for the 
control system components, the implementation of a new 
EPICS IOC developed at LNL was developed and 
studied.  

The IOCs are based on the low cost computer board 
Raspberry Pi with custom-made expansion boards. The 
expansion boards consist on multi-channel 16bits ADCs 
and DACs, digital inputs and outputs and stepper motor 
drivers. The operating system is a modified version of 
Debian Linux running EPICS soft-IOCs.  

This development allows to check the flexibility of this 
solution with the goal to have a distributed control system 
based on customized IOC for controlling the 
instrumentation devices as well as to read the information 
from the field using the EPICS channel access as 
communication protocol. This solution is expected to be 
very cost effective and easy to customize. 

INTRODUCTION 
SPES (Selective Production of Exotic Species) is an 

ISOL [1] type Radioactive Ion Beam (RIB) facility for the 
production of neutron-rich radioactive nuclei by uranium 
fission. The RIBs will be produced by proton-induced 
fission on an UCx multi foil direct target [2] at a rate of 
1013 fps, more than one order of magnitude larger than the 
currently available beam intensities.  

At LNL (Laboratori Nazionali di Legnaro) in Italy, 
although the construction of the new facility for the 
project (Figure 1 shows its layouts) has been recently  
started, an off-line laboratory has been under operation 
for the past four years. In this laboratory, the SPES target 
front-end apparatus (Figure 2) has been tested. In  
particular, it has been a test bench for new 
instrumentation, detectors and control systems. 

From an early stage of the project, EPICS 
(Experimental Physics and Industrial Control System) 
was chosen as the standard framework for developing the 
control system. In this sense, a variety of EPICS IOCs 
(Input/Output Controllers) have been used on the control 
system of the off-line front-end [3].  

In this current work, it is presented the use of a new 

kind of IOC developed at LNL. It is based on the 
computer board Raspberry Pi with custom-made 
expansion boards. These IOCs represent a flexible, easy 
to adapt, low cost and open solution for the control 
system. 

 

Figure 1: The SPES facility layout. 

 

Figure 2: The SPES off-line front-end laboratory at 
Legnaro. 

THE NEW EPICS IOCS DEVICES 
The core of the IOC is the computer board Raspberry 

Pi (Model B, rev. 2) (Figure 3). This computer board uses 
the Broadcom BCM2835 SoC (System on a Chip) which 
contains an ARM1176JZFS, with floating point, running 
at 700 Mhz (although in most of our applications it was 
overclocked to 900 Mhz), and a Videocore 4 GPU. It has 
512 MB of RAM, two USB 2.0 ports, one Ethernet port, 
and one low-level peripheral GPIO (General Purpose 
Input/Output) port, among others. It boots a modified 
version of Debian Linux running the EPICS soft-IOCs 
from an external SD card, which also acts as long-term 
storage. The board is powered with 5 VDC and consumes

 around 3.5 W.
 

 ___________________________________________  

*jesus.vasquez@lnl.infn.it 
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A PLC-BASED SYSTEM FOR THE CONTROL OF AN EDUCATIONAL 

OBSERVATORY 

V. Baldini, R. Cirami, I. Coretti, P. Di Marcantonio, S. Galeotta, G. Iafrate, M. Mannetta, P. Santin                     

INAF - Osservatorio Astronomico di Trieste, via G. B. Tiepolo 11, 34143 Trieste, Italy 

 

Abstract 

An educational project that aims to involve young 

students in astronomical observations has been developed 

in the last decade at the Basovizza branch station of the 

INAF-Astronomical Observatory of Trieste. The 

telescope used is a 14” reflector equipped with a robotic 

Paramount ME equatorial mount and placed in a non-

automatic dome. The new-developing control system is 

based on Beckhoff  PLC. The control system will mainly 

allow to remotely control the three-phase synchronous 

motor of the dome, the switching of the whole 

instrumentation and the park of the telescope. Thanks to 

the data coming from the weather sensor, the PLC will be 

able to ensure the safety of the instruments. A web 

interface is used for the communication between the user 

and the instrumentation. In this paper a detailed 

description of the whole PLC-based control system 

architecture will be presented. 

INTRODUCTION 

A non-automatic dome at the INAF-Astronomical 

Observatory of Trieste, in Basovizza, hosts the telescope 

Celestron C14 and the solar telescope Coronado HELIOS. 

These telescopes are used for a project that proposes a 

modern tool to support the teaching of astronomy, 

through the study and experimentation of its observation 

methods. More information about this educational project 

can be found in [1]. 

 

 

Figure 1: Paramount ME mount.  
 

 The telescopes are installed on a german equatorial 

mount (Fig. 1), that allows automatic pointing of the 

telescope and tracking. The totally completed “Paramount 

ME” mount, through the dedicated software “TheSkyX”, 

and an appropriate control system, allows the remote 

management of the telescope. Although the telescope 

could be fully remotely controlled, the operations on the 

other equipments requires the physical presence of an 

operator. In particular the opening/closing of the roof is 

manual as well as the switching of the dome 

instrumentation. The aim of this paper is to describe a 

new PLC-based control system aimed to make the dome 

and its hosting instrumentation fully robotic ensuring in 

this way safety and remote operations. 

OVERVIEW OF THE SYSTEM 

The whole instrumentation is placed in one of the 

buildings of the astronomical station. This building 

consists of two rooms: the first is the control room that 

contains the computers for the observations; the second 

room, with a sliding roof, contains the telescope and its 

instrumentation (CCD camera, filter wheel, focuser). 

The roof is moved transversely by a three-phase 

synchronous motor. Since the total extent of the telescope 

exceeds the height of the roof, it is mandatory that the 

telescope is in park position when the roof is in motion. 

Near the telescope, there are some outlets, for switching 

on and off the telescope, the CCD camera, the 

CORONADO for the daytime observations, and an 

auxiliary one. 

Currently, the steps necessary to perform an 

observation are the following: 

1. Switch off the lights near the building 

2. Switch on manually the power supply of the dome 

3. Turn on the PC 

4. Open the dome holding the button that moves the 

motor of the roof 

5. Remove the cap that closes the telescope 

6. Turn on the telescope and other equipments (with 

several switches for each specific outlet) 

7. Initialize the mounting 

8. Perform the homing of the telescope  

9. Start the observation with TheSkyX software.  

At the end of the observation, all these operations have to 

be performed in the opposite order. 
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DEVELOPING OF THE PULSE MOTOR CONTROLLER ELECTRONICS 
FOR RUNNING UNDER WEAK RADIATION ENVIRONMENT  

Miyuki Ishizuka*, Hiroaki Kashima, Hiroyuki Mukai and Natsuji Araki 
Hitachi Zosen Corp., Japan 

 
Abstract 

Hitachi Zosen Corporation (called “Hitz”) has 
developed new pulse motor controller. The pulse motor 
controller operates two axes per one controller, and 
implements high performance processor, pulse control 
device and peripheral interface. This controller has simple 
extensibility and various interfaces, and realizes low price. 
We are able to operate the controller through Ethernet 
TCP/IP(or FLnet). In addition, the controller has 
functions of operating max 16 axes. We discuss drive the 
motor controller in optics hatch filled with weak radiation. 
If we can put the controller in optics hatch, wiring will 
become simple because of closed wiring in optics hatch. 
Therefore, we have evaluated controller electronics 
running under weak radiation. We performed on the 
controller board -ray and X-ray irradiation test. The 
results of irradiation of approximately 200Gy integrate 
dose, we guarantee that the controller board to work 
without problems. 

INTRODUCTION 
This paper reports the performance and specification of 

pulse motor controller developed Hitz for accelerator 
equipment drive control. Moreover, this reports the 
motive, evaluation, test and result of use in accelerator 
facilities under weak radiation environment, for example 
inside of accelerator chamber and experiment hatch.  

The equipment drivers are used for beam observational 
equipment, scraper and extraction electrode. The motor 
driver mechanism is seen in various places of accelerator. 
Especially, pulse motor has high accuracy of position and 
high control reproducibility. 

However, these equipment driver need to set in 
radiation environment. Generally, high density PCB is 
weak against radiation. The motor controller boards have 
high accumulation LSI, for example motor control chip, 
FPGA and processor. 

The ways of attenuate radiation are distance and shield. 
A controller is put on the position separated enough from 
radiation sources, for example a main part of an 
accelerator. Or it has to be used shield materials. In the 
former case, to take a lot of distance from a motor, it is 
necessary to prepare the cable of sufficient length. 
Furthermore, control wires, such as a limit switch, also 
need to prepare the same length. In the latter case, if 
shield wall etc. are installed, the cost will start. 

If the controllers can be located near the motor, they 
can be connected with upper layer system by only 
100BASE-T/Ethernet cable. To locate the controller near 
the motor is more reasonable than usual composition. 

PRODUCTS CHARACTERISTICS 
Concepts 

The drive mechanism used in an accelerator, differs the 
number of axes driven by the roles of various equipment. 
This equipment fills the following demands.  

Realization of one axis – multiple axis control (a 
maximum of 16 axes in combination is possible)  

Easy customization by modularization  
Having an Ethernet/USB interface.  
Performance on-site operation which became 

independent of upper layer system control. 

Specification 
These devices are composed of “controller module” 

and “driver module”. Figure 1 shows the exterior of 
equipments. 

 
Controller Module 
This controller is an implementation of SH-2 CPU, 

PCL6123 pulse controller, the resolver/encoder and LAN 
controller on the substrate 3U Euro size(single height). 
This controller has serial connection interface with LAN 
to upper layer system. Essentially the user can remotely 
control motor by connection program of TCP/IP. 

 This controller can control two axes (rotation angle 
monitor) in one board and maximum 16 axes by local bus 
(RS-485A) connect between modules. The board required 
as master is only connected to upper layer system. 

 

 
Figure 1: The exterior of equipments. 

 
About rotation angle detecting, there are two type of 

pulse counting, absolute type and relative type. This 
controller has a function which records the present 
discreate value on the Non-volatile Memory inside FPGA 
so that both can respond. Furthermore, it monitors the 
power automatically in the FPGA.  ___________________________________________  

*miyuki_ishizuka@hitachizosen.co.jp 

The controller 
 module 

The driver 
 module 

 motor 

Indicate 
 module 

Proceedings of ICALEPCS2013, San Francisco, CA, USA TUPPC055

Experiment Control

ISBN 978-3-95450-139-7

695 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



NEW DEVELOPMENT OF EPICS BASED DATA ACQUISITION SYSTEM 
FOR ELECTRON CYCLOTRON EMISSION DIAGNOSTICS IN KSTAR 

TOKAMAK 

Taegu Lee, Woongryol Lee, Sangil Lee, Mikyung Park, and Kyu-Dong Lee 
National Fusion Research Institute (NFRI), Daejeon 305-333, KOREA

Abstract 
Korea Superconducting Tokamak Advanced Research 

(KSTAR) has operated in the 6th campaign in 2013 after 
achievement of first plasma in 2008. Many diagnostic 
devices have been installed for measuring the various 
plasma properties in the KSTAR tokamak during the 
campaigns. From the first campaign, a data acquisition 
system of Electron Cyclotron Emission (ECE) 
Heterodyne Radiometer (HR) has been operated to 
measure the radial profile of electron temperature. The 
DAQ system for ECE diagnostics at the beginning was 
developed with a VME-form factor digitizer in Linux OS 
platform. However, this configuration had some 
limitations that it could not acquire over 100,000 samples 
per second due to its unstable operation during the 
campaigns. In order to overcome these weak points, a 
new ECE HR DAQ system is under development with a 
cPCI-form factor in Linux OS platform and the main 
control application is going to be developed based on 
EPICS framework like other control systems installed in 
KSTAR. It also includes MDSplus interface for the pulse-
based archiving of experimental data. Besides solving the 
described problems main advantages of the new ECE HR 
DAQ system are capabilities of calculating plasma 
electron temperature during plasma shot and displaying it 
in run-time. 

INTRODUCTION 
Korea Superconducting Tokamak Advanced Research 

has operated and installed various diagnostic devices from 
the first campaign, and has executed to add, change and 
upgrade the devices according to KSTAR upgrade and 
installation plan every year. A data acquisition system of 
Electron Cyclotron Emission (ECE) Heterodyne 
Radiometer (HR) has been operated to measure the radial 
profile of electron temperature in KSTAR tokamak [1]. At 
first, Linux OS platform was set up to VME-form factor 
with DAQ unit to measure ECE diagnostics. At the first 
campaign, 8 channels were measured and stored, DAQ 
system was developed as EPICS [2] middleware in the 
Linux OS platform like other diagnostic and control 
devices of KSTAR. To store data, MDSplus [3] DB was 
used, and Qt [4] was used with DAQ Control UI. This 
system measured 2 other diagnostic devices as well as 
ECE at the same time (H-Alpha, millimetre-wave 
interferometer). ECE was increased to total 40 channels at 
the second campaign and 48 channels at the third 
campaign, and VME unit as the same farm-factor was 
newly set up to operate. At the fourth campaign, 76 
channels were extended to operate. But, there were some 

limitations in the new VME DAQ. First, sample rate was 
limited to 100 kHz, and loss of test data was increased 
every year due to the instability of embedded DAQ 
system. For ECE electron temperature diagnostic data, 
over 100 kHz was required to measure and store, so cPCI-
form factor was newly set up to operate the unit stably in 
2012. And there’s, in the existing system, disadvantages 
that data was stored to local HDD, and could be identified 
after long time with shot-off. DAQ system was newly set 
up to compensate the disadvantages. It was realized with 
a function to measure and store data to MDSplus and to 
display raw data in real-time in 2012, and in 2013, the 
other function to display and calculate electron 
temperature according to each position by channels 
depending on change of TF magnetic field in run-time 
and another function to calibrate a factor of radial profile 
with Electron Cyclotron Emission Heterodyne 
Radiometer prior to testing were set up. As a result of 
operating the device in 2012 and 2013, it was stably 
operated and increased the availability of system. Also, by 
using ECE real-time data, the real-time plasma control 
was successfully tested through Ethernet. 
 

UPGRADE OF ECE DATA ACQUISITION 
SYSTEM 

To remove problems and to improve performances in 
the existing KSTAR radial profile of electron temperature 
measurement system, the new ECE DAQ system was set 
up with ACQ196 compact PCI form-factor digitizers of 
D-TACQ [5] in the 64 bit Linux OS platform. D-TACQ 
ACQ196 cPCI provides embedded web service interface 
with remote control. 

  

H/W Upgrade for ECE HR DAQ System 
ECE data acquisition system to measure electron 

temperature in KSTAR is composed of a home-made 
Local Timing Unit (LTU), Analog-to-Digital Convertor 
module and RTM-T (Rear Transition Module) in 4U 
industrial PC installed SSD (Solid State Disk) to store the 
high speed data for a long time and 3.1 GHz cores CPU 
[6]. The D-TACQ ACQ196 ADC digitizer has 96 analog 
input channels, 16 bit resolution, 1GB DDR memory on 
board and ±10 volt input ranges (default). The bit-
resolution of the new ECE HR DAQ system was 
downgraded from 24 bit to 16 bit but the sampling rate 
was upgraded from 216 kS/s to 500 kS/s. RTM-T 
provides a fast data path direct to gigabit serial links 
(PCI-Express on Cable, Optical fibre SFP, Gigabit 
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AUTOMATION OF MICROBEAM FOCUSING FOR X-RAY MICRO-

EXPERIMENTS AT THE 4B BEAMLINE OF POHANG LIGHT SOURCE-II* 

K.H. Gil
#
, H.-J. Choi, J.-H. Lim, J.-Y. Huang, PAL, Pohang, Gyeongbuk, Korea 

C.W. Bark, Gachon Univ., Seongnam, Gyunggi, Korea

Abstract 
The 4B beamline of the Pohang Light Source-II 

performs X-ray microdiffraction and microfluorescence 

experiments using X-ray microbeams. When performing 

X-ray micro-experiments, an X-ray microbeam should 

first be prepared. Up to recently, the microbeams with 

vertical and horizontal sizes (full width at half maximum) 

of less than 3 ȝm have been achieved, by manually 

adjusting the positions and pitch angles of the vertically 

and horizontally focusing mirrors, in a Kirkpatrick–Baez 

mirror system. In this research, we developed a program 

that automates the complex and cumbersome process of 

microbeam focusing. Some part of the control hardware 

of the K-B mirror system was replaced by corresponding 

components. A control routine to control the picomotors 

by means of proportional closed-loop control was also 

configured. Based on the control routine as well as the 

output of an ionization chamber arranged at the rear of the 

K-B mirror system, the whole Microbeam Focusing 

Automation program was completed using LabVIEW. 

The developed program was applied to the 4B beamline 

and enabled the focusing of an X-ray beam to a minimum 

size within one hour. This paper introduces the algorithms 

of the microbeam focusing automation program and also 

examines the performance of the program. 

HARDWARE RECONFIGURATION  

The main equipments for the X-ray micro-experiments 

of the 4B beamline at the Pohang Light Source-II consist 

of two slits (optics and experiment slits), two ionization 

chambers (ionization chamber-I and ionization chamber-

II), a shutter, a monochromator, a Kirkpatrick–Baez (K-B) 

mirror system, a sample stage, a charge-coupled device 

area detector, and a fluorescence detector. The ionization 

chamber (IC) referred to hereafter is the ionization 

chamber-II, which is placed in the rear of the K-B mirror 

system. 

The front vertically focusing mirror (VFM) and the rear 

horizontally focusing mirror (HFM) of the K-B mirror 

system are arranged to configure a K-B optic system [1]. 

Each 102 mm long mirror translates in a direction 

perpendicular to the mirror surface or pitches with respect 

to the beam by two picomotors. Each mirror is adjusted 

into the required elliptical curvature using a manual 

mirror bender.  

An acrylic plate bolted to a sample holder attached to 

the sample stage is shown in Fig. 1. A 4 mm diameter 

hole is machined at the central part of the acrylic plate, 

and two vertical and horizontal 250 µm diameter tungsten 

wires are attached cross the hole so that the hole is 

divided into four quadrants. 

 

 

Figure 1: The sample holder and a close-up view of the 

tungsten wires. 

In this research, the IC outputs electric current values 

as negative numbers, and the beam intensity is the 

absolute value of the IC current. 

The existing picomotor drivers and control pad used to 

drive the picomotors, as well as the existing linear 

variable differential transformer (LVDT) display used to 

measure and display the displacements of the picomotors 

of the K-B mirror system, have no communication 

function. Thus, we replaced these components with a new 

picomotor controller and two new LVDT controllers with 

serial communication capability.  

MICROBEAM FOCUSING AUTOMATION  

After configuring the closed-loop control routine (i.e., 

Picomotor-LVDT Closed-Loop Control routine), which 

controls the picomotors using proportional control [2] by 

inputting pulses into the picomotors through the 

picomotor controller and reading the displacements of the 

picomotors from the LVDT controllers by the control 

computer, we developed the whole Microbeam Focusing 

Automation program. This program performs every step 

of the existing microbeam focusing process, including a 

half-cutting phase and a focusing phase.  

In the Microbeam Focusing Automation program, 

algorithms that achieve a specific value of IC output 

while translating a mirror or a maximum of beam 

intensity or a minimum of beam size while rotating a 

mirror are required. In this research, the golden section 

search algorithm [3] that is very effective for this purpose 

was used but modified for practical reason in its 

application. The algorithms of coded subroutines as well 

as the main routine are described below. 

 ___________________________________________  

*Work supported by the BSRP through the NRF funded by the Ministry 

#khgil@postech.ac.kr                     of Education (2013R1A1A2012390) 
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EPICS DATA AQUISITION DEVICE SUPPORT 
V. Isaev, N. Claesson Cosylab d.d, Ljubljana, Slovenia 

M. Plesko, K. Žagar, COBIK, Solkan, Slovenia

Abstract 
Every control system has to deal with a large number 

of input/output devices which offer a similar kind of 
capabilities. For example, all data acquisition (DAQ) 
device offer sampling at some rate, which in many cases 
is configurable. If each such device were to have a 
different interface, engineers using them would need to be 
familiar with each device specifically, requiring more 
time for familiarization, inhibiting transfer of know-how 
from working with one device to another and increasing 
the chance of engineering errors due to a 
miscomprehension or incorrect assumptions, which brings 
forth integration, maintenance and upgrading 
(replacement) issues. Also, implementation of device’s 
interfaces would be more costly than necessary, as for 
every type of device a whole set of documentation 
(interface definition, requirements specification, test 
plans, etc.) would need to be produced. 

Here, an attempt to standardize such interfaces and 
address the mentioned issues is described. Nominal 
Device Model (NDM) is a model which proposes to 
standardize the EPICS [1] interface of analog and digital 
input and output devices, as well as image acquisition 
devices (cameras).  

INTRODUCTION 
EPICS provides a native interface for integration of 

devices which is called device support. Physically, device 
is a board (or other hardware unit) which can provide 
various functions. This interface allows the developer to 
define and register device specific functions for reading 
data from, and writing data to, an underlying device. 
These functions can be called from IOC shell command-
line or through the Process Variable (PV) record (in/out 
records). In the second case, developer also has to define 
and register their own EPICS devices. Fig. 1Figure 1 (a) 
depicts pure EPICS device support architecture. 

First attempt to standardize device interface in EPICS 
context was made by introducing records which provides 
an interface for specific devices. E.g. EPICS 
steppermotor record is an interface for the stepper motor. 

In EPICS context, device interface could be 
standardized in two ways: using a single process variable 
(PV), or with multiple PVs. In the first case, the device’s 
parameters are covered by PV record’s fields. 
steppermotor record is an example of single PV interface. 
In case of multiple records interface, each device’s 
parameter is represented by one record (one to one 
relation).  

asynDriver 
asynDriver was developed to simplify EPICS device 

support, which implements core for asynchronous 

operations, defines set of EPICS devices that covers most  
developer’s needs and provides a convenient way to 
connect PV record to handler functions in the source 
code. It also covers a number of standard communication 
interfaces (serial interface, Ethernet, Gpib, and etc.). 
These features eliminate routines related to EPICS device 
definition and PV record connection establishment. 
asynDriver assumes that multiple PVs are used to define 
an interface with a device, and therefore makes use of 
standard EPICS record types (ai, ao, bi, bo, waveform, 
etc.). System architecture with device-specific asynDriver 
is represented on Fig. 1 (b). asynDriver is recommended 
as a useful and convenient way to bring asynchronous 
functionality to a driver, and is already used by the 
multitude of device-specific drivers developed with it. 

 
Figure 1: EPICS device support architectures. 
 
A recent attempt of device class generalization in 

EPICS was made by Mark Rivers in his application of 
asynDriver for controlling area detectors (CCDs) which is 
called areaDetector [2].  areaDetector is a module which 
provides a general-purpose interface for area (2-D) 
detectors in EPICS. areaDetector supports a large number 
of cameras and can be extend with plugins that allow 
manipulation of acquired images (e.g., image processing 
or storage). The Nominal Device Model described here-in 
extends the principles of the areaDetector also to 
analog/digital input/output devices. 

NOMINAL DEVICE MODEL 
Nominal Device Model (NDM) provides generalized 

interfaces for analog and digital input and output devices. 
If we were to look closely at the device-specific 
asynDriver code, we can identify the parts of the drivers 
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IMPLEMENTATION OF CONTINUOUS SCANS USED IN BEAMLINE
EXPERIMENTS AT ALBA SYNCHROTRON

Z. Reszela, F. Becheri, G. Cuní, D. Fernández-Carreiras, J. Moldes, C. Pascual-Izarra, CELLS,
Cerdanyola del Valles, Barcelona, Spain T. Coutinho ESRF, Grenoble, France

Abstract
Alba[1] is a third generation synchrotron located near

Barcelona,  Spain.  In  its  first  construction  phase,
accelerators and seven beamlines were designed and built.
Commissioning of all of them had successfully finished in
2012 and nowadays all of the seven beamlines host user
experiments regularly.

The Alba control system [2] is based on Sardana [3], a
software package implemented in Python, built on top of
Tango  [4]  and  oriented  to  beamline  and  accelerator
control  and  data  acquisition.  Sardana  provides  an
advanced scan framework, which is commonly used in all
the  beamlines  of  Alba  as  well  as  other  institutes.  This
framework  provides  standard  macros  and  comprises
various  scanning  modes:  step,  hybrid  and  software-
continuous,  however  no  hardware-continuous.  The
continuous scans speed up the data acquisition, making it
a  great  asset  for  most  experiments  and  due  to  time
constraints, mandatory for a few of them.

A continuous scan has been developed and installed in
three beamlines where it  reduced the time overheads of
the step scans. Furthermore it could be easily adapted to
any  other  experiment  and  will  be  used  as  a  base  for
extending  Sardana  scan  framework  with  the  generic
continuous scan capabilities. 

This  article  describes  requirements,  plan  and
implementation of  the project  as  well  as its  results and
possible improvements.

INTRODUCTION
Instruments  involved  in  beamline  experiments  are

normally  distributed  over  several  tens  of  meters  (nano
focusing beamlines are reaching even hundreds of meters)
typically in the following sections: front end, optical and
experimental hutches. The insertion devices (ID) are even
located in the accelerator’s tunnel what could add an extra
difficulties in implementation of the experiment control.
Their operation, both while preparing an experiment and
during  the  experiment  itself,  require  an  extensive  user
control in many aspects like positioning, data acquisition,
storage and synchronization, etc. 

Sardana provides  comprehensive solutions for building
a distributed control  system, for not only a synchrotron
beamline but, for any other kind of laboratory. Its  main
strengths are:  an easy plug-in solution for the hardware
controllers,  comprehensive  interfaces  for  the  common
beamline  elements  (e.g.  motors,  experimental  channels,
pseudo-axes),  a  python  based  macro  and  sequence
environment, modern GUI front-ends as well as a generic
scan  framework  (GSF). This  framework  provides  a
turnkey solution for applications which require scanning.

GSF handles motion, data acquisition and data storage in
n-dimensional scans, implemented as Sardana macros, in
one of the following modes: step, hybrid and software-
continuous.

Most  of  Alba  experiments  are  based  on  complex
scanning  procedures.  During  commissioning  phase  as
well as early user operation all of these scans had been
executed  in  step  scanning  mode.  A need  to  reduce  the
experiment  time  arose  mainly  due  to  the  big  time
overheads  of  the  step  scans,  related  to  sequential
execution of motion and acquisition parts of the scan, as
well  as  multiple  accelerations  and  decelerations  of  the
moveable axes,.

BEAMLINES AND INSTRUMENTS
INVOLVED IN SCANS

BL04  -  MSPD [5]  is  a  high  energy  beamline  which
operates between 8 keV and 50 keV and ends with two
experimental  stations.  It  is  devoted  to  high  resolution
powder  diffraction (HRPD)  and   high  pressure  powder
diffraction (HPPD) experiments. The main instruments of
the HRPD end station are a three circle diffractometer and
two X-ray photon detectors.   On the outer circle (OC)  it
resides the MAD26 detector (Alba's in-house design) [6].
On the middle circle a set-up comprising 6 modules of
Mythen  1D  detector  is  mounted  (foreseen  for  fast
experiments).  Most  of  the  HRPD  experiments  use
MAD26  detector.  They  require  scanning  of  the  OC
rotational axis on a total range of approximately 40-120
degrees (diffraction angle). Diffraction pattern is gathered
with 13 channels of the MAD26 and one monitor channel
used  for  data  normalization.  Samples  are  normally
exposed to  variable environment conditions that needs to
be  tracked  and  correlated  with  the  acquired  diffraction
pattern. This experiment performed as a step scan usually
takes approximately 10 h of beam time. The goal was to
reduce  the  experiment  duration  while  maintaining
synchronization  between the experimental  channels  and
the OC position.

BL22 – CLAESS [7] is a high energy beamline (2.4 -
65  keV)  implementing  X-ray  absorption  and  emission
spectroscopic  techniques.  Its  main  instruments  are  a
double  crystal  monochromator  (DCM)  and  various
detectors:  ionization  chambers,  position  sensitive  and
fluorescence detectors located in the experimental hutch.
The experiment  is  based  on  scanning  the  beam energy
using  the  DCM while at the same time maintaining the
fixed  exit  offset  (beam  spot  must  be  focused  on  the
sample  during  the  whole  scan  at  the  same  point).
Normally a subset of the available experimental channels
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BL13-XALOC, MX EXPERIMENTS AT ALBA: CURRENT STATUS AND 

ONGOING IMPROVEMENTS 

G. Cuní, J. Benach, D. Fernandez-Carreiras, J. Juanhuix, C. Pascual-Izarra, Z. Reszela (CELLS-

ALBA Synchrotron, Cerdanyola del Vallès), T. Coutinho [on leave] (ESRF, Grenoble) 

Abstract 

BL13-XALOC is the only Macromolecular 

Crystallography (MX) beamline at the 3-GeV ALBA 

synchrotron [1]. The control system [2] is based on Tango 

[3] and Sardana [4][5], which provides a powerful 

python-based environment for building and executing 

user-defined macros, a comprehensive access to the 

hardware, a standard Command Line Interface (CLI) 

based on ipython, and a generic and customizable 

Graphical User Interface (GUI) based on Taurus [6]. 

Currently, the MX experiments are performed through 

panels that provide control to different beamline 

instrumentation. Users are able to collect diffraction data 

and solve crystal structures, and now we start combining 

the feedback from the users with the development of the 

second stage features like data collection strategies, 

automated data collections, and workflows. This article 

describes the BL13-XALOC control system architecture, 

some implementation examples, and the next features to 

be implemented. 

BL13-XALOC BEAMLINE 

BL13-XALOC is the only beamline at Alba dedicated 

to Macromolecular Crystallography. The beamline is 

designed to handle not only heavily automated X-ray 

diffraction experiments but also less standard ones that 

may include a large variety of crystal sizes and unit cell 

parameters. The photon source is an in-vacuum undulator 

with full tunability in the 5-25 keV range, allowing 

standard multiple-wavelengths anomalous diffraction 

experiments at all common K/L3 absorption edges. The 

optics consists in a Si(111) channel-cut monochromator 

and a pair of mirrors in a Kirkpatrick-Baez configuration. 

The optical design allows two main operation modes: an 

unfocused mode (without focusing mirrors) having a 

small vertical divergence of >0.03 mrad to be used for 

crystals with large cell parameters; and a focused mode, 

where both mirrors focus the beam to 54×5.7 um2 

FWHM on small crystals. The X-ray beam at sample 

shows an excellent energy and spatial stability. Variable 

focusing can be used to match the beam spot to the crystal 

size, or to focus at the detector. To achieve a uniform 

defocused beam, the slope errors were reduced down to 

55 nrad RMS by using a novel method implemented at 

the Alba high-accuracy metrology laboratory. The end 

station includes a single axis diffractometer with a 

removable mini-kappa mount and a robot dealing with 

both cryogenic samples and crystallization plates. A 

photon counting 6-Mpixel detector offers a large active 

area (431×448 mm2), a fast framing rate (12 fps), a 20-bit 

dynamic range, and negligible dark current noise. 

 

 

Figure 1: XALOC end station, main components (left to 

right): detector (on red table), goniometer and beam 

conditioning elements (on blue table), and automatic 

sample changer (yellow). 

The beamline received the first beam in October 2011, 

and by February 2012 the beam was focused at sample 

position. On April 2012 the first dataset was already 

collected and could be processed for analysis. Since July 

2012 users are invited to perform their experiments, and 

the first users’ paper using BL13-XALOC data has been 

published on March 2013. The whole setup has the 

required stability, and flexibility designed to perform 

experiments. After each shutdown, the beam alignment 

recovering process does not last more than ten minutes. 

Since November 2012, 1559 crystals have been tested and 

825 datasets of more than 30 images each have been 

produced.  

CONTROL SYSTEM ARCHITECTURE  

The BL13-XALOC control system follows a common 

architecture that has been designed for all beamlines in 

order to be as similar as possible. Basically, we use the 

same hardware and controller types for the same 

subsystems (e.g. vacuum, motion, diagnostics, etc) 

whenever is possible, which then leads to the possibility 

to share common software interfaces. Being part of the 

Tango community allows us to reuse any Tango device 

server development which may be already implemented, 

or contribute with new developments or modifications. As 

an extension to this direct access to hardware using Tango 

device servers, all beamlines have an installation of 

Sardana, which makes the different control systems very 

comparable. Hardware controllers may be specific but, 

the software access to them is common for each given 

type of devices. Using the Taurus framework, the user 

interfaces can also be very similar, and a lot of 

development can be shared. For the exclusive hardware 

that a beamline may have, like the sample changer in the 

case of BL13-XALOC, the proper control system 

component has been developed and integrated, so the 

higher control system layers are able to access it using 
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HIGH-SPEED DATA ACQUISITION OF SENSOR SIGNALS FOR 
PHYSICAL MODEL VERIFICATION AT CERN HIRADMAT (SHC-DAQ) 

C. Charrondière, M. Guinchard, S.D. Marques Dos Santos, CERN, Geneva, Switzerland 
 

Abstract 
A high-speed data acquisition system was successfully 

developed and put into production with the sensors in a 
harsh radiation environment in a couple of months to test 
new materials impacted by proton beams for future use in 
beam intercepting devices. A 4 MHz ADC with high 
impedance and low capacitance was used to digitize the 
data at a 2 MHz bandwidth. The system requirements 
were to design a full speed data streaming on a trigger 
during up to 30 ms and then reconfigure the hardware in 
less than 500 ms to perform a 100 Hz acquisition for 30 
seconds. Experimental data were acquired, using 
LabVIEW real-time, relying on extensive embedded 
instrumentation (strain gauges and temperature sensors) 
and on acquisition boards hosted on a PXI crate. The data 
acquisition system has a dynamic range and sampling rate 
that are sufficient to acquire the very fast and intense 
shock waves generated by the beam impact. This 
presentation covers the requirements, the design, 
development and commissioning of the system. The 
overall performance, user experience and preliminary 
results are reported. 

INTRODUCTION 
The introduction in recent years of new, extremely 

energetic particle accelerators such as the LHC [1] has 
required the development of advanced methods to predict 
the behaviour of beam intercepting devices (BID) [2] in 
case of direct beam impact. 

Complex numerical methods have been used for several 
years to study the dynamic phenomena, generated in 
matter when beams made of highly energetic particles 
impact it.  Unfortunately, the material models required to 
perform such simulations, at the extreme conditions, as to 
temperature, pressure and density, induced by such 
impacts, are hardly available in scientific literature. 
Finally, very little data can be found for non-conventional 
alloys and compounds. 

In order to probe and evaluate such models, a first-of-
its-kind experiment was recently carried out at CERN 
HiRadMat (HRMT) facility [3], entailing the controlled 
impact of intense proton pulses on specimens made of six 
different materials for BID. For a comprehensive 
characterization, experimental data were acquired relying 
on embedded instrumentation (strain gauges, temperature 
probes and vacuum sensors) and on remote-acquisition 
devices. To be able to handle the large amount of data 
with high accuracy a data acquisition (DAQ) system 
based on PXI platform has been developed running a 
LabVIEW dedicated software. 

HRMT-14 LAYOUT AND 
INSTRUMENTATION 

In order to gather experimental data for a 
comprehensive characterization of relevant materials, a 
specific test (HRMT-14) was performed in October 2012 
in the HiRadMat facility [4]. The experimental setup 
consisted of a multi-material [5] sample holder allowing 
testing specimens of six different materials under proton 
beams of different intensity, at the energy of 440 GeV. 

General Assembly 
The material sample holder was constituted by a 

vacuum vessel and a specimen housing featuring 12 
sample tiers arranged in two arrays of six (Fig. 1).  

 

Figure 1: General assembly of the HRMT-14 test-bench. 

Instrumentation 
The test bench was designed and equipped to measure 

in real time physical quantities necessary to reconstruct 
the material behaviour, such as axial and hoop strains, 
radial velocity and temperature as shown in Table1. 

Table 1: DAQ Characteristic 

Sensor type Quantity Sampling frequency 

Strain gauges 244 4 MHz 

Vibrometer 2 5 MHz 

PT100 36 100 Hz 

Pirani gauge 1 100 Hz 

Data was collected at very high sampling rates to fit 
expected shock wave profiles with sufficient accuracy. 
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CONTROL AND MONITORING OF THE ONLINE COMPUTER FARM 
FOR OFFLINE PROCESSING IN LHCB 

L.G. Cardoso, P. Charpentier, J. Closier, M. Frank, C. Gaspar, B. Jost, G. Liu, N. Neufeld, CERN, 
Geneva, Switzerland 

O. Callot (LAL, Orsay)

Abstract 
LHCb, one of the 4 experiments at the LHC accelerator 

at CERN, uses approximately 1500 PCs (averaging 12 
cores each) for processing the High Level Trigger (HLT) 
during physics data taking. During periods when data 
acquisition is not required most of these PCs are idle. In 
these periods it is possible to profit from the unused 
processing capacity to run offline jobs, such as Monte 
Carlo simulation. 

The LHCb offline computing environment is based on 
LHCbDIRAC (Distributed Infrastructure with Remote 
Agent Control). In LHCbDIRAC, job agents are started 
on Worker Nodes, pull waiting tasks from the central 
WMS (Workload Management System) and process them 
on the available resources. 

A Control System was developed which is able to 
launch, control and monitor the job agents for the offline 
data processing on the HLT Farm. This control system is 
based on the existing Online System Control 
infrastructure, the PVSS SCADA and the FSM toolkit. It 
has been extensively used launching and monitoring 
22.000+ agents simultaneously and more than 850.000 
jobs have already been processed in the HLT Farm. This 
paper describes the deployment and experience with the 
Control System in the LHCb experiment. 

INTRODUCTION 
LHCb is one of the 4 experiments at the LHC 

accelerator at CERN. The LHC delivers 40 MHz of 
collision data to LHCb [1], which then needs to be 
reduced to a manageable rate to be stored and analysed. 
The reduction of the data rate is achieved by the means of 
a two-level trigger system. A first level trigger, hardware 
based, reduces the rate of accepted events to 1 MHz. 
These events then go through a second level trigger called 
High Level Trigger (HLT) which finally reduces the rate 
to 5 KHz. The HLT is completely software based and 
runs on a dedicated computer farm with 1470 PCs 
totalling over 25.000 cores. 

Outside data taking periods, the CPU needs for High 
Level Triggering are very low and most of the available 
CPU power sits idle. To increase the efficiency of the 
resource usage and process data faster, during these 
periods, the HLT farm nodes can be used as worker nodes 
for DIRAC (Distributed Infrastructure with Remote 
Agent Control) and produce, for example, simulation 
data. To effectively manage the offline data processing on 
the online farm the network had to be setup in order to be 
able to retrieve data from the DIRAC Workload 
Management System (WMS) and upload the process data 

back to the DIRAC servers, and a control system was 
developed to properly manage the DIRAC agents on the 
worker nodes as well as to manage the available resources 
according to online/offline processing requirements. This 
system will be detailed in the following sections. 

ONLINE INFRASTRUCTURE 
HLT Farm Setup 

The online farm for HLT is composed by 1470 PCs, 
distributed by 56 subfarms. These subfarms are logically 
divided in the Control System by the rack row letter 
where they are installed (e.g. HLTA, HLTB) and then by 
rack number (e.g. HLTA01, HLTA02). Each subfarm row 
is composed of 10 subfarms (divided by rack number) 
with 27 PCs each, with a mix of older and newer PCs. 
Each of the subfarms is controlled by a controller PC – 
with PVSS installed – which manages the HLT tasks on 
the HLT nodes. These controller nodes are also connected 
to a top level HLT control node, which manages the 
availability and allocation of the subfarms for the global 
Experiment Control System (ECS). 

Network Setup 
The LHCb Online network is a private network and 

accessible only from the CERN network via special 
gateway (GW) hosts. LHCb has a dedicated 10-Gigabit 
link into the CERN LCG (LHC Computing Grid) 
backbone network, which is used for data transfer to 
CERN CASTOR for permanent storage. The data transfer 
is done by a few nodes which have the direct access to the 
CERN LCG network. 

Offline Computing Environment 
The DIRAC System [2] is a specialized system for data 

production, reconstruction and analysis of the data 
produced by HEP experiments (e.g. LHCb).  It follows 
the Service Oriented Architecture (SOA) and its 
components can be grouped in the following 4 categories: 
Resources, Services, Agents and Interfaces. 

Of particular interest for our application are the Agents. 
Agents are light and easy to deploy software components 
which run as independent processes to fulfil one or 
several system functions. Agents run in different 
environments and they watch for changes in the service 
states and react accordingly by initiating actions like job 
submission or result retrieval. Agents can run as part of a 
job executed on a Worker Node as so called “Pilot 
Agents”. 

The Workload Management System (WMS) is a central 
DIRAC component to support the production of data for 
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REUSING THE KNOWLEDGE FROM THE LHC EXPERIMENTS TO 
IMPLEMENT THE NA62 RUN CONTROL 

M. Gonzalez-Berges, N. Lurkin, F. Varela#, CERN, Geneva, Switzerland

Abstract 
NA62 [1] is an experiment designed to measure very 

rare kaon decays at the CERN SPS planned to start 
physics data taking in 2014.  Until this date, several 
intermediate run periods have been scheduled to exercise 
and commission the different parts and subsystems of the 
detector. The Run Control system monitors and controls 
all processes and equipment involved in data-taking. This 
system is developed as a collaboration between the NA62 
Experiment and the Industrial Controls and Engineering 
(EN-ICE) Group of the Engineering Department at 
CERN. In this paper, the contribution of EN-ICE to the 
NA62 Run Control project is summarized. EN-ICE has 
promoted the utilization of standardized control 
technologies and frameworks at CERN, which were 
originally developed for the controls of the LHC 
experiments. This approach has enabled to deliver a 
working system for the 2013 Technical Run that exceeded 
the initial requirements, in a very short time and with 
limited manpower. 

INTRODUCTION 
The Detector Control Systems (DCS) of the four major 

LHC Experiments are a good example of the utilization of 
common components and finding synergies across 
collaborations. However, this situation is unfortunately 
rather exceptional in the HEP domain. For instance, a 
different Run Control system was implemented for each 
of the Trigger and Data Acquisition (TDAQ) system of 
the LHC Experiments. This is justified, to some extent, 
due to the fact that TDAQ systems make use of a large 
variety of custom and dedicated hardware, which imposed 
very stringing requirements, in terms of flexibility and 
openness, on the software used for the supervisory layer. 
In addition, in three out of the four collaborations, the 
various controls systems within one experiment were 
implemented by different teams and using different tools. 
This has lead to the proliferation of small control systems 
and the need of dedicated interfaces amongst them to 
operate the experiments coherently. The exception to this 
is LHCb [2] where the decision was taken to implement 
Run Control utilizing the same technologies, concepts and 
design principles as for the DCS. This approach has lead 
to an integrated overall control system, which allows 
operating all different services and sub-detectors of the 
experiment in a coherent and homogeneous manner. A 
similar approach to LHCb is currently being followed to 
implement the Run Control System and the DCS [3] of 
the NA62 Experiment.  

INDUSTRIAL CONTROLS AT CERN 
Although not the first ones, the DCS of the four major 

LHC experiments constitute, without any doubt, an 
inflection point in the usage of commercial industrial 
technologies and components-off-the-shelf at large scale 
for controls amongst the HEP community.  

The DCS of the LHC Experiments were developed in 
the frame of the Joint COntrols Project (JCOP) [4]. JCOP 
was set up in 1998 as a collaboration between the four 
major LHC experiments and the central controls group at 
CERN. The main goal of JCOP was and continues to be, 
to increase efficiency by avoiding duplication of efforts, 
and by promoting the usage of standard components and 
interfaces in the control systems.  

Similar motivations were at the origin of EN-ICE in 
2009 as result of merging different controls groups at 
CERN working with similar technologies although in 
different domains. For these reasons, the promotion of 
industrial technologies, as well as the standardization of 
components used in control systems at CERN became the 
flagship of EN-ICE. Dedicated and ad-hoc solutions are 
restricted to areas where no industrial technology is 
applicable or cost is a limiting factor. 

EN-ICE is involved in the development and operation 
of more than 130 applications that control vital services of 
the accelerators, the experiments, as well as of the 
technical infrastructure. All these applications build on 
top of three main components: 

• Standardized hardware like Siemens or 
Schneider PLCs, commercial power supplies, 
as well as industrial standards like CANbus or 
Profibus. 

• The commercial SCADA package WinCC 
Open Architecture [5] from ETM (a Siemens 
company). 

• The JCOP [6] and UNICOS [7] Frameworks. 
These technologies have proven to be especially well 

suited for the implementation of the experiments’ DCS. 
Experience from LHCb now also confirms that these 
technologies can be efficiently used in the TDAQ domain.   

NA62  
The main goal of the NA62 experiment is to detect 

O(100)  K+→π+ νν ̅ events over two years of data taking 
with less than 10% background. To collect the 10-13 
required kaon decays, the 75 GeV beam intensity is very 
high. The beam will contain 7% of kaons. For this reason, 
the detector will contain a KTAG differential Cerenkov 
counter to positively identify them. The GigaTracker 
spectrometer is a fast silicon pixel detector that will have 
to sustain the 800 MHz particle rate and measure the kaon 

 ____________________________________________  

#fernando.varela.rodriguez@cern.ch 
 

Proceedings of ICALEPCS2013, San Francisco, CA, USA TUPPC064

Experiment Control

ISBN 978-3-95450-139-7

725 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



10 YEARS OF EXPERIMENT CONTROL AT SLS BEAM LINES: AN 
OUTLOOK TO SWISSFEL 

J. Krempaský, B.Kalantari, U.Flechsig, X.Wang, Paul Scherrer Institut, 5232 Villigen PSI, 
Switzerland, T.Mooney, ANL, Argonne, U.S.A,  M.Rivers, CARS, Argonne, Ilinois, U.S.A 

 
Abstract 

The Swiss Light Source (SLS) at the Paul Scherrer 
Institute (PSI), the first 3rd generation synchrotron light 
source designed to operate in top-up regime, started user 
operation end of 2001 with four beam lines [1]. Today, 
after nearly 10 years of consolidated user operation with 
up to 18 beam lines, we are looking back to briefly 
describe the success story based on EPICS controls 
toolkit. From the experience gained at the SLS we 
outlook towards the X-ray free-electron laser SwissFEL, 
the next challenging PSI project, starting operation by 
2016. 

 PTD EXPERIMENTAL ANATOMY 
 The EPICS-toolkit provided flexible and easy-to-scale 

distributed control system architecture, both for the beam 
line and experimental control setups. We briefly discuss 
the main elements of the distributed beamline control 
system rigorously based on "Positioner-Trigger-Detector" 
(PTD) anatomy. The bulk of the “Positioner” motion 
control is based on MAXv motor controllers hosted in 
VME systems which are attached to separate power 
amplifiers (motor box) giving 8-axis motion control per 
one MAXv and motor box. The motor device control is 
the EPICS motor record: the main building block on top 
of which the whole motorized functionality is build up 
mainly with SynApps [2]. To be more specific, transform, 
sseq sequential, table configurable optical table setups, 
combined with the motor-record wait-for-completion 
functionality, tremendously simplify the software 
integration of slits, monochromators and mirror units*.   

The Concept of EPICS Positioner  
The beamline “Positioner” is the most critical issue for 

reliable operation. Typically it is bundled multi-axis 
motion control functionality. For example slits, 
monochromators and mirror units are set of motors with 
precise physical meaning in engineering units such as slit 
width or pitch-tilt-yaw settings of an optical unit. A more 
complex example of multi-axis Positioner is the sample 
manipulator. The integration of a 6-axis Carving™ system (Fig.1) developed at PSI, meets the requirements 
for safe translation and user-friendly positioning inside 
vacuum chambers. Shutter interlocks and dynamic motion 
volume control are essential to prevent in-vacuum 
accidental crashes. A noteworthy fact is that positioning 
requirements for all five Carving™ systems at SLS are 
based on select, fanout, transform, calcout and sseq records with configurable behaviour instead of 

implementing dedicated solutions via programming or 
scripting.  

In the earlier days of beamline commissioning, the 
spectroscopy beam lines success story started with a 
simple transform record that bundled the monochromator 
and insertion device “set-energy” command by simply 
typing in the desired photon energy. The Energy-
Positioner has mandatory readback value. The busy 
record – a smart wait-for-completion flag – aggregates 
monochromator plus insertion device energy-positioners 
into one logical block with implicit callback for point-to-
point scans. In sscan setup this functionality minimizes 
the effort for setting up arbitrary experimental setups. Our 
experience is that an adequate PTD sscan setup 
understands most experimental needs used for beamline 
commissioning and even more advanced experiments 
with image data acquisition (Fig.1). Since the sscan 
P-T-D links are possible to change dynamically, it is also 
a guideline for implementing experiments by adapting 
existing experimental schemes instead of rewriting them.   

 

 

Figure 1: PTD experiment with areaDetector (AD). a) 
1x1mm ROI (in-set) evaluating the vertical beam size by 
scanning the exit slit through the beamline focus (dashed 
line, courtesy M.Munthwiler). b) -scan with 
VGScienta electron-analyzer for mapping zero-energy 
electronic states in momentum space with Carving 
manipulator (courtesy of L.Patthey). VGScienta AD 
credit:  J. O'Hea and F.Yuan, Diamond Light Source Ltd. 

The Concept of EPICS Trigger and Detector 
Strictly speaking, triggers are usually associated with 

some hardware TTL signal in order to measure voltage, 
CCD, pixel detectors or channeltron. In the latter case the 
COmplete PHotoEmission Experiment, a world class 3D 

 ___________________________________________  

* To illustrate the wealth of EPICS records we shall henceforth denote 
them in cursive writing 
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A DISTRIBUTED REMOTE MONITORING SYSTEM FOR ISIS SAMPLE 
ENVIRONMENT 

M. North, G. Burgess, ISIS, Rutherford Appleton Laboratory, Chilton, Didcot, UK

Abstract 
The benefits of remote monitoring in industrial and 

manufacturing plants are well documented and equally 
applicable to scientific research facilities. This paper 
highlights the benefits of implementing a distributed 
monitoring system for sample environment equipment 
and instrumentation at the ISIS neutron & muon source 
facility. The upcoming implementation of an EPICS 
replacement for the existing beamline control system 
provides a timely opportunity to integrate operational 
monitoring and diagnostic capabilities with minimal 
overheads. 

The ISIS facility located at the Rutherford Appleton 
Laboratory UK is the most productive research centre of 
its type in the world supporting a national and 
international community of more than 2000 scientists 
using neutrons and muons for research into materials and 
life sciences. 

 INTRODUCTION & OVERVIEW 
ISIS located at the Rutherford Appleton Laboratory UK 

is the most productive research centre of its type in the 
world supporting a national and international community 
of more than 2000 scientists using neutrons and muons 
for research in physics, chemistry, materials science, 
geology, engineering and biology [1]. 

 
The facility comprises of a 70MeV LINAC feeding a 

dual harmonic proton accelerator, producing 200uA 

800MeV protons to two independent targets. Proton 
extraction is such that TS1 operates at 40Hz and TS2 at 
10Hz repetition rates, producing 128kW and 32kW 
respective target power. 

At ISIS there are a total of 29 neutron and 5 muon 
instruments designed for the use of diffraction, 
spectroscopy, reflectometry and SANS techniques. On 
completion of the TS2 Phase-II construction project an 
additional four instruments will increase SANS and 
reflectometry techniques whilst adding neutron chip 
irradiation and neutron imaging to the facility. 

Sample Environment Hardware 
Sample Environment encompasses the equipment, 

instrumentation and expertise required to control the 
environment around a sample, enabling the phase change 
of materials during the analysis of atomic and molecular 
structures. Table 1 highlights the wide range of equipment 
and supporting instrumentation developed for sample 
environment, providing temperature in the range 25 mK 
to 2000 K, pressure from vacuum to 25 GPa, electric field 
up to 20 kVmm-1 and magnetic field up to 14 Tesla. 

 
Table 1: Sample Environment Hardware Overview 

  
The configuration of sample environment hardware is 

transient in nature; equipment configuration is driven by 
the experimental objectives and deployed on beamlines 
for the experimental duration. 

Beamline Computing Control 
Each beamline uses a control PC to setup experimental 

parameters, equipment control configurations and analyse 
data. The control computer is the central hub for running 
beamline experiments; figure 2 provides an overview of 
the system. The control PC uses a Windows operating 
system running SECI in-house developed software. 
LabVIEW device drivers control beamline and sample 
environment equipment. OpenGENIE scripting software 
provides a language for users to automate control 
processes in conjunction with LabVIEW device drivers.  

Figure 1: Plan view of ISIS. 

SE Equipment Instrumentation 

Furnaces Bespoke Control Systems 

Cryogenic Systems Motion Controllers 

Superconducting Magnets Temperature Controllers 

Gas Handling & Intensification Automated Sample Changers 

Vacuum Equipment DC, AC & RF Sources 

Sample Troughs & Baths Specialist Test Equipment 

Sample Changers & Sticks.  
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ZEBRA: A FLEXIBLE SOLUTION FOR CONTROLLING SCANNING 

EXPERIMENTS 

T. Cobb, Y. Chernousko, I. Uzun, Diamond Light Source Ltd, Oxfordshire, UK 

 

Abstract 
This paper presents the ZEBRA product developed at 

Diamond Light Source. ZEBRA is a stand-alone event 

handling system with interfaces to multi-standard digital 

I/O signals (TTL, LVDS, PECL, NIM and Open 

Collector) and RS422 quadrature incremental encoder 

signals. Input events can be triggered by input signals, 

encoder position signals or repetitive time signals, and 

can be combined using logic gates in an FPGA to 

generate and output other events. The positions of all 4 

encoders can be captured at the time of a given event and 

made available to the controlling system. All control and 

status is available through a serial protocol, so there is no 

dependency on a specific higher level control system. We 

have found it has applications on virtually all Diamond 

beamlines, from applications as simple as signal level 

shifting to, for example, using it for all continuous 

scanning experiments. The internal functionality is 

reconfigurable on the fly through the user interface and 

can be saved to static memory. It provides a flexible 

solution to interface different third party hardware 

(detectors and motion controllers) and to configure the 

required functionality as part of the experiment. 

INTRODUCTION 

Diamond Light Source[1] is a third-generation 3 GeV 

synchrotron light source based on a 24-cell double-bend 

achromatic lattice of 561m circumference.  The photon 

output is optimised for high brightness from undulators 

and high flux from multi-pole wigglers. The accelerators 

and first phase of seven photon beamline were 

constructed from 2002 to 2007; a second phase of fifteen 

photon beamlines from 2006 to 2012; and a third phase of 

ten photon beamlines was approved in 2011 with 

construction due to finish in 2017-8.  

In order to efficiently run user experiments it is 

generally necessary to synchronise a range of equipment. 

This equipment varies from beamline to beamline, but 

some examples are listed below: 

 Motion controllers like Delta Tau Geobrick LV[2] or 

Newport XPS[3] 

 Area Detectors like Dectris Pilatus[4] or PCO 

Dimax[5] 

 ADC cards like Hytec 8401[6] 

 Counter/timer cards like Struck SIS3820[7] 

 Multi Channel Analysers like the Canberra Model 

556B Acquisition Interface Module[8] 

 Interfaces to the machine timing system like Micro-

Research Finland Event Receiver cards[9] 

Most of the examples above have a range of digital 

inputs and outputs to allow this synchronisation using 

trigger or gate signals. For example, a motion controller 

may be able to produce a pulse every N motor counts that 

can be used to trigger a detector (see Fig. 1). 

 

 

Figure 1: Sample experimental setup. 

Unfortunately there are a number of commonly used 

signal standards, so some level conversion electronics is 

often necessary to make these connections. In addition to 

this, some simple logic is often required, like selecting 

between input signals or stretching pulses to a particular 

length. In the past, Diamond has created a range of small 

signal boards that do this job, but the proliferation of such 

boards makes provision of spares difficult, and increases 

development time for each new solution, so the decision 

was made to design a general purpose box to replace 

these. This box was given the name ZEBRA.  

INITIAL REQUIREMENTS 

A survey of suggested use cases identified three main 

categories of requirements: Signal level conversion, 

simple logic blocks, and position capture. 

Signal Level Conversion 

It was essential that ZEBRA support all signal 

standards commonly in use on beamlines, namely: 

 TTL (Transistor–transistor logic), 1 kΩ input 

impedance, line driver output capable of driving a 50 

Ω input 

 LVDS (Low-voltage differential signalling) 

 NIM (Nuclear Instrumentation Module) 

 PECL (Positive emitter-coupled logic) 

 Open Collector 

A comparator input was considered useful, allowing for 

non-standard voltage signal levels. 

Motor Controller 

Detector Controller 

Motor 

Detector 

Trigger pulse every N 

motor counts 
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DETECTOR CONTROLS FOR THE NO A EXPERIMENT  USING           
ACNET-IN-A-BOX  

Dennis J. Nicklaus, Linden Ralph Carmichael, Denise Finstrom, Brian Hendricks, Charlie King, 
William Marsh, Richard Neswold, James Patrick, James Smedinghoff, Jianming You                

Fermilab, Batavia, IL 60510, USA

Abstract 
In recent years, we have packaged the Fermilab 

accelerator control system, Acnet, so that other instances 
of Acnet can be deployed, independent of the local 
Fermilab infrastructure.  This encapsulated Acnet, also 
referred to as Acsys-in-a-Box, is installed as the detector 
control system at the NO A Far Detector.  NO A is a 
neutrino experiment using a beam of particles produced 
by the Fermilab accelerator chain.  To fulfill the 
experimental goals, there are two detectors: a 200 ton 
``Near Detector'' on the Fermilab campus and a 14000 ton 
``Far Detector'' 810 km away in northern Minnesota.  All 
key tiers and aspects of Acnet are available in the NO A 
instance, including the central device database, Java Open 
Access Clients, Erlang front-ends, application consoles, 
synoptic displays, and state notifications.  Acnet at NO A 
is used for power-supply control, monitoring detector 
position and strain gauges, environmental control, PLC 
supervision, relay rack monitoring, and interacting with 
the Epics PVs which instrument the detector's scientific 
data acquisition hardware.  We discuss the challenges of 
maintaining a control system in a remote location, 
synchronizing updates between the instances, and 
improvements made to Acnet as a result of our NO A 
experience. 

INTRODUCTION 
NO A [1] is an off-axis neutrino experiment, designed 

to investigate fundamental questions such as neutrino 
oscillation parameters and the neutrino-mass hierarchy. 

We were asked to provide a detector control system for 
the NO A experiment’s Far Detector, including 
miscellaneous devices, but excluding the experimental 
data acquisition hardware. That data acquisition hardware 
consists of avalanche photo diodes (APDs) connected to 
front-end boards connected to data concentrator modules. 
These components are controlled by a set of Epics IOCs. 

Our local Fermilab Acnet [2] control system could have 
easily grown to incorporate the NO A devices. However,  
requirements of the Far Detector project, most 
importantly being able to operate independent of the local 
(Illinois) Fermilab site and network in the case of network 
outages, dictated that we needed to deploy a separate 
instance of Acnet on the NO A Far Detector computers. 

We had been developing support for Acsys-in-a-Box 
[3], an encapsulated version of Acnet which can run on a 
single computer, contrasted with the Fermilab accelerator 
version of Acnet which has functionality distributed 
across many computers.   

We have successfully deployed Acsys-in-a-Box for 
NO A, including all the components required of a control 
system, such as monitor and control, alarms, user 
interface, save-restore, etc. Our original vision for the 
encapsulated Acnet was that it would be a stripped down 
version of Acnet, with only the most essential central 
services included. However, we discovered that to meet 
NO A’s requirements, we needed to include nearly every 
feature that we use at Fermilab. 

USER  INTERFACE 
The Acnet user interface used in the Fermilab 

accelerator complex includes a mix of X-windows based 
console applications, custom Java programs, and 
graphical displays built with our Synoptic [4] drag-and-
drop GUI builder.  The traditional applications are 
accessed through a set of index pages, with a separate 
index page for different accelerators (e.g. Linac, Booster, 
Main Injector, etc.).  These are typically mostly 
alphanumeric displays, although there are some graphical 
applications and plotting utilities.  The consoles also 
include several programs for developers or experts to 
delve more deeply into the control system.  

For the NO A control room, we decided to limit the 
applications used to the Synoptic graphical displays. This 
prevents a lot of confusion for new, untrained shift 
operators.  Only a few higher-level Synoptic displays are 
routinely monitored in the control room, with sub-
displays available when more details on individual 
channels are needed.  The full Acnet console environment 
is still available for experts. 

MAJOR DUTIES 
The raison d’être for any control system is the actual 

devices that it interfaces with.  For the NO A Far 
Detector, Acnet is responsible for monitoring the 
miscellaneous systems outside of the primary 
experimental data acquisition system. 

Power Supply Monitor 
A Wiener MPOD system is used for the power supplies 

and consists of 56 crates for low and medium voltage and 
2 for high voltage supplies. Every crate is Ethernet-
accessible. The control system must be able to read and 
control the critical parameters like output voltage, current 
and temperature for every channel. It also requires 24x7 
monitoring and alarm notification. The Java Open Access 
Client (OAC) [5] architecture is well-suited for the 
implementation. The industrial, well-established SNMP 
protocol is used for the communication. To enhance the 
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MUON IONIZATION COOLING EXPERIMENT:
CONTROLS AND MONITORING

P. Hanlet , Illinois Institute of Technology, Chicago, IL, USA∗

Abstract
The Muon Ionization Cooling Experiment is a demon-

stration experiment to prove the feasibility of cooling a
beam of muons for use in a Neutrino Factory and/or Muon
Collider. The MICE cooling channel will produce a 10%
reduction in beam emittance which will be measured with
a 1% resolution, and this level of precision requires strict
controls and monitoring of all experimental parameters to
minimize systematic errors. The MICE Controls and Mon-
itoring system is based on EPICS and integrates with the
DAQ, data monitoring systems, a conf guration database,
and state machines for device operations. Run Control has
been developed to ensure proper sequencing of equipment
operations and use of system resources to protect data qual-
ity. State machines are used in test operations of cool-
ing channel superconducting solenoids to set parameters
for monitoring, alarms, and data archiving. A description
of this system, its implementation and performance during
both muon beam data collection and magnet training will
be discussed.

MOTIVATION
Muons, for a neutrino factory or muon collider[1, 2], are

produced as tertiary particles p+N →π+X with subse-
quent decay π→µν, and hence have too large an inherent
emittance (beam volume in the 6D position and momentum
phase space) for a cost-effective accelerator. They must
therefore be “cooled” to reduce the beam spread both trans-
versely and longitudinally. Due to the short muon lifetime,
the only feasible technique is ionization cooling, which has
as yet only been studied in simulations. The international
Muon Ionization Cooling Experiment (MICE) at the ISIS
accelerator at Rutherford Appleton Laboratory (UK), will
demonstrate the viability of muon ionization cooling with a
variety of beam optics, muon momenta (140-240 MeV/c),
and emittances.
MICE will measure a 10% reduction in beam emittance

with a 1% resolution, making it a precision experiment with
an absolute resolution of 0.1%. Thus, it is imperative that
the systematic errors be minimized and well understood.
For this reason, as well as budget constraints, MICE is a
staged experiment in which the parameters of the beam,
detectors, tracking, and cooling channel components are
studied in detail in each step.
Beam emittance is given by ε=σrσp/(mc), where σr

and σp are the RMS spatial and momentum spread, respec-
∗hanlet@fnal.gov; work supported by U.S. Department of Energy Of-

f ce of Science and the National Science Foundation.

tively, and mc is the product of the particle mass and speed
of light[1, 3]. The normalized emittance ε

n
=εγβ, where

γ and β are the usual relativistic factors, is used to remove
the energy dependence (a higher energy beam has smaller
transverse emittance due to boosting).
In ionization cooling, the muons lose energy traversing

a low-Z absorber and have the longitudinal component of
momentum restored in accelerating cavities, all while be-
ing focused in a magnetic lattice. In traversing the ab-
sorber, muons lose momentum in all directions–“cool”–
while Coulomb scattering tends to increase emittance–
“heat”. The rate of change of ε

n
thus has both a cooling

and a heating term when traversing a path length s, as given
in Eq. 1:

dε
n

ds
=−

1

β2

〈

dEµ

ds

〉

ε
n

Eµ

+
1

β3

β⊥(13.6 MeV)2

2EµmµX0

. (1)

Here β = v/c, 〈dEµ/ds〉 is the average rate of energy loss,
Eµ and mµ are the muon energy and mass, β⊥ is the trans-
verse beta function (beam width) evaluated at the absorber,
and X0 is the radiation length of the absorber. Note that
heating is reduced by strong focusing in the absorber (low
β⊥), and use of a low-Z absorber to increase X0.

MICE DESCRIPTION
A more complete description of MICE can be found

here[4] and in the MICE technical design report[5].
The muon beam is created using a titanium target which

is dipped at ∼1 Hz with acceleration ∼90g into the ISIS
beam during the last 3 ms of the acceleration cycle. The
pions produced in the collision are transported to the
MICE Hall and momentum selected using conventional
quadrupole triplet (Q1-3) and dipole (D1) magnets. These
pions decay into muons within the superconducting Decay
Solenoid (DS) and are then momentum selected and trans-
ported to the cooling channel with a dipole (D2) and quad
triplets (Q4-6 & Q7-9), see Fig. 1.
Particle Identif cation (PID) is performed with two

threshold Cherenkov counters and two time-of-f ight scin-
tillator hodoscopes (ToF0 & ToF1) surrounding the last
triplet. Decayed muons are rejected using the last ToF
plane (ToF2), KLOE-light calorimeter (KL), and electron-
muon ranger (EMR) downstream of the cooling chan-
nel. As of the writing of this paper, data have been
collected with all detectors but the EMR, and we are
presently preparing to take f rst data with the EMR. The
ToF detectors were calibrated to have time resolutions of
51 ps/58 ps/52 ps for ToF0/ToF1/ToF2, respectively[6].

for the MICE Collaboration
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FLEXIBLE DATA DRIVEN EXPERIMENTAL DATA ANALYSIS 
AT THE NATIONAL IGNITION FACILITY* 

A. Casey, R. Bettenhausen, E. Bond, R. Fallejo, M. Hutton,  
J. Liebman, A. Marsh, T. Pannell, S. Reisdorf, A. Warrick, LLNL, CA 94550, USA 

 
Abstract 

After each target shot at the National Ignition Facility 
(NIF), scientists require data analysis within 30 minutes 
from ~50 diagnostic instrument systems.  To meet this 
goal, NIF engineers created the Shot Data Analysis (SDA) 
Engine that uses the Oracle Business Process Execution 
Language (BPEL) platform to configure analyses and 
archive results. While this provided for a very powerful 
and flexible analysis product, it still required software 
developers to create each unique analysis configuration 
executed by the SDA engine. As more and more 
diagnostics were developed and the demand for analysis 
increased, the development team was not able to keep 
pace with the rate of change. To solve this problem, the 
Data Systems team took the approach of creating a data-
driven framework that allows users to specify the analysis 
configuration (analysis routine, inputs and outputs), input 
data sources, and results archive destinations as data that 
is stored in the database. The creation of this Data Driven 
Engine (DDE) has decreased the manpower required to 
integrate new analysis and has simplified maintenance of 
existing configurations. The architecture and functionality 
of the Data Driven Engine will be presented along with 
examples. 

 

SHOT DATA ANALYSIS ENGINE 
The Shot Data Analysis Engine was first deployed on 

NIF [1,2] in 2008. This highly flexible and scalable 
analysis framework (Figure 1) features a parallel 
architecture that: 

 automatically triggers analysis when data 
arrives; 

 sequences the analysis workflow; 
 provisions data from various data sources; 
 maps data to analysis functions written in 

Interactive Data Language (IDL®) [3]; and 
 archives analysis results with their “pedigree” (a 

record of the data inputs and analysis software).

 
The Shot Data Analysis Engine distributed architecture 

divides functionality among the following components: 
 Analysis Director - sequences the analysis for 

each diagnostic; 
 Data Mapper  - maps data from data sources 

(Archive, Calibration, NIF Configuration) to 
analysis, and maps analysis results to the 
Archive; 

 Analysis Server Cluster - executes the analysis 
routines. 

 
The original Engine’s scalable, parallel architecture was 

accomplished through the use of two key technologies: 
(1) message queues with Java messaging that dynamically 
schedule and balance analysis tasks across all available 
resources — i.e., processes and processors — and (2) a 
commercial, industry-standard workflow processor called 
Business Process Execution Language (BPEL) [4] that  
underlies the Data Mapper component and is used to 
orchestrate the analysis and perform a data mapping 
function that integrates external data repositories through 
Web Services. While distribution through message queues 
proved robust and reliable and remains in the architecture, 
the BPEL-based Data Mapper has been replaced with the 
Data Driven Engine (DDE) to gain more efficiency, 
robustness, and maintainability. 
 

OPERATIONAL EXPERIENCE WITH 
BPEL 

The BPEL product was chosen because it provided a 
number of out of the box features that made it very 
attractive as the orchestrator of the analysis process. The 
first benefit was the relationship between the existing 
Archive and the BPEL product. As the Archive is 
designed around lower levels of the Web Services stack - 
WSDL, SOAP, and WS-Addressing – BPEL naturally fit 
into this architecture. We also knew that our analysis 
capability and requirements would grow significantly as 
more and more diagnostics were deployed in the NIF 
target chamber. BPEL was a good match here as the 
business logic is expressed in XML which allows for easy 
code maintenance in that it is human readable and there is 
opportunity to leverage code reuse.   

 
 
 

 ___________________________________________  

*This work performed under the auspices of the U.S.
Department of Energy by Lawrence Livermore National
Laboratory under Contract DE-AC52-07NA27344. #LLNL-
ABS-631632, # LLNL-CONF-644237 
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NATIONAL IGNITION FACILITY DILATION X-RAY IMAGER 

DIAGNOSTIC INSTRUMENTATION AND CONTROL SYSTEM* 

J. R. Nelson
#
, M. J. Ayers, M. A. Barrios, P. M. Bell, D. K. Bradley, G. W. Collins, B. Felker,       

S. Heerey, O. S. Jones, L. Lagin, S. R. Nagel, K. Piston, K. S. Raman, R. F. Smith,             

Lawrence Livermore National Laboratory, 7000 East Avenue, Livermore, California 94550, USA 

T. Chung, T. J. Hilsabeck,  J. D. Kilkenny, B. Sammuli, General Atomics, P.O. Box 85608,         

San Diego, California 92186-5608, USA 

A. K. L. Dymoke-Bradshaw, J. D. Hares, Kentech Instruments Ltd., Wallingford, Oxfordshire 

OX10, United Kingdom 

Abstract 
X-ray cameras on inertial confinement fusion facilities 

can determine the velocity and symmetry of target 
implosions by recording the x-ray emission of a back-

lighter or the target itself gated as a function of time. To 
capture targets that undergo ignition and thermonuclear 
burn, however, cameras with less than 10ps shutter times 
are needed. Collaboration between Lawrence Livermore 
National Laboratory (LLNL), General Atomics and 
Kentech Instruments has resulted in the design and 
construction of an X-ray camera which converts an X-ray 
image to an electron image, which is stretched, and then 
coupled to a conventional shuttered electron camera to 
meet this criteria. This paper discusses diagnostic 
instrumentation and software used to control the DIXI 
diagnostic and seamlessly integrate it into the NIF 
Integrated Computer Control System (ICCS). 

INTRODUCTION 

In Inertial Confinement Fusion (ICF) experiments at 
the National Ignition Facility (NIF), lasers strike a 
hohlraum to generate an intense burst of x-rays. These x-

rays ablate target capsule material, compressing the fuel 
inside to temperatures and pressures required for nuclear 
fusion [1]. To achieve ignition, the implosion must be 
symmetric as the target is compressed to the diameter of a 
human hair. To diagnose the symmetry of the implosion 
and understand how the reaction progresses, gated x-ray 
diagnostics measure and image the peak x-ray emission of 
the hot-spot. As yields increase, the duration of the peak 
x-ray emission is expected to shorten – as short as 20ps 
FWHM for ~7×1018 neutron yield [2]. Current gated x-ray 
imagers achieve temporal resolution ranging from 30-

100ps.  As neutron yields increase, current imaging 
designs are expected to fail. The Dilation X-Ray Imager 
(DIXI) allows for imaging of the x-ray emission at less 
than 10ps temporal resolution at yields up to 1017. 

Pulse Dilation Working Principle 
The technology used to develop the short gate time for 

DIXI is Pulse-dilation [3], see Figure 1. When the x-ray 
signal strikes the photocathode, electrons are ejected and 

accelerated toward an anode mesh by a high-voltage 
pulse. The variation of the electric field gives the 
electrons an energy spectrum corresponding to the 
temporal shape of the high voltage pulse. The electrons 
are allowed to drift in space, with earlier high-energy 
electrons traveling faster than the later electrons, resulting 
in temporal dispersion of the electron pulse. A magnetic 
field through the drift space guides and de-magnifies the 
electron signal on the imaging electronics, countering the 
spatial dispersion as electrons travel through space. A 
200ps gated micro-channel plate x-ray detector amplifies 
and converts the electrical signal to an optical signal 
which can be captured by film or CCD. The time-dilation 
of the electrical pulse through the drift space allows a 
short duration initial signal captured at the photocathode 
to be stretched in time by approximately 50× [4], giving 
the DIXI instrument its improved temporal resolution. 

 

Figure 1: Pulse Dilation Working Principle. 

DIXI INSTRUMENTATION 

The DIXI instrumentation has been described in detail 
[2,3,4,5,17]. Figure 2 shows the layout of the diagnostic 
in relation to the Target Chamber Center (TCC). At a 
distance of 10cm from TCC, the pinhole assembly is held 
on the Diagnostic Image Manipulator (DIM) to create 
multiple images of the target. The alignment follows the 
pattern used by the ARIANE diagnostic, also shown[6]. 
The pinhole image array is magnified approximately 64× 
onto the DIXI photocathode at 6.5m from TCC. The gated 
imager and CCD are located at 7.1m from TCC. 

Shown in Figure 3, the DIXI instrument includes an 
EMI-shielded Filter Image Plate (FIP) enclosure to 
simplify change-out of filter packs and alignment image 
plates. Surrounding the DIXI are the vacuum utilities and 
electrical support infrastructure, along with a substantial 
shielding enclosure to protect the imaging electronics or 
film pack. The DIXI is tilted off-axis by 20° from the 
diagnostic port line-of-sight for additional shielding from 

 ____________________________________________  

* This work was performed under the auspices of the U.S. Department 

of Energy by Lawrence Livermore National Laboratory under Contract 

DE-AC52-07NA27344 

#nelson99@llnl.gov 

 

Proceedings of ICALEPCS2013, San Francisco, CA, USA TUPPC073

Experiment Control

ISBN 978-3-95450-139-7

751 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



SNS INSTRUMENT DATA ACQUISITION AND CONTROLS∗

S. M. Hartman† , Oak Ridge National Laboratory, Oak Ridge, TN, 37831, USA

Abstract

The data acquisition (DAQ) and control systems for the

neutron beam line instruments at the Spallation Neutron

Source (SNS) are undergoing upgrades addressing three

critical areas: data throughput and data handling from

DAQ to data analysis, instrument controls including user

interface and experiment automation, and the low-level

electronics for DAQ and timing. This paper will outline

the status of the upgrades and will address some of the

challenges in implementing fundamental upgrades to an

operating facility concurrent with commissioning of exist-

ing beam lines and construction of new beam lines.

ORIGINAL SNS INSTRUMENT DATA

ACQUISITION SYSTEM

The SNS accelerator completed construction in April

2006. The first three neutron instruments—liquids re-

flectometer, magnetism reflectometer, and backscattering

spectrometer—began commissioning in 2006 and began

supporting user experiments in 2007. The years 2008 and

2009 saw a rapid build-up of the suite of SNS instruments.

There are currently sixteen instruments supporting users

at the SNS, with another in commissioning and two more

under construction.

While the SNS accelerator control system was developed

in partnership with contributing laboratories using the Ex-

perimental Physics and Industrial Control System (EPICS)

toolkit [1], the beam line control and data acquisition

system took a separate path.

The SNS data acquisition system (known as DAS), was

built in-house using mostly custom code for instrument

control and data acquisition. The system was built on a

Windows XP platform with custom hardware to provide an

interface to the neutron detectors. Applications, written in

C++, provide detector interface, timing system interface,

basic live viewing of the neutron data, and local data

storage. UDP broadcasts are used for signaling between

applications for experiment start/stop/save and passing

some data. An additional service runs at the end of

an experiment to copy the data files from the local data

acquisition system to the data analysis system which then

translates the data files to produce NeXus files for analysis.

Instrument device control applications are written in Lab-

VIEW (sample environment equipment, neutron choppers)

or C++ (motion control) and use National Instrument’s

DataSocket library for network communications. A shared

memory interface is used for interprocess communication

∗ORNL is managed by UT-Battelle, LLC, under contract DE-AC05-

00OR22725 for the U. S. Department of Energy
† hartmansm@ornl.gov

to the control application. A custom python application

provides a scripting environment and a basic graphical user

interface for experiment control. The python environment

uses another shared memory interface to the control appli-

cation.

Separate computers are used for each application re-

sulting in typically twelve to fifteen computers per beam

line for data acquisition and control. Each beam line

system resides in a private network with some routing to

outside networks. Remote access is via Remote Desktop

connections. Some status and fault condition information

can be pushed out by the python scripting environment.

Lessons Learned

After six years of operations, the reliability, maintain-

ability and level of support required for this system have

led to the decision to replace the DAS. Some of the more

problematic areas include:

• The custom network protocol used for signaling be-

tween application continues to be problematic. The

implementation of the multipart handshaking mech-

anism contains a number of race conditions which

impact the reliability of the system.

• Device communication using DataSockets has also

proven to be problematic. Device dropouts generally

require manual intervention and application restart

impacting in-process experiments.

• Maintenance—including patching and virus

scanning—of the large number of Windows

computers requires a significant amount of effort

during scheduled maintenance periods. Central

management of the computers is also difficult.

• Lack of centralized services for remote monitoring,

archiving and alarming restricts the data which can be

seen by offsite users, and makes troubleshooting and

maintenance more difficult for the technical support

teams. Limitations with access control for Windows

combined with the network design also complicates

the support effort for operational beam lines.

• Obsolescence is a problem for some of the custom

hardware, particularly for the PCI card which provides

computer interface to the DAQ hardware. End-of-life

for Windows XP also requires significant changes to

the system.

The tight coupling between the user interface, scripting

environment and device control (via a shared memory

interface) makes a staged migration difficult.
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EXPERIMENT AUTOMATION WITH A ROBOT ARM USING THE
LIQUIDS REFLECTOMETER INSTRUMENT AT THE SPALLATION

NEUTRON SOURCE∗

B. Vacaliuc† , P. A. Zolnierczuk, M. Sundaram, A. A. Parizzi, C. E. Halbert,
M. C. Hoffmann, G. C. Greene, J. F. Browning, and John Francis Ankner

Oak Ridge National Laboratory, Oak Ridge, TN 37831 USA

Abstract
The Liquids Reflectometer (LR) Instrument installed

at the Spallation Neutron Source (SNS) enables observa-
tions of chemical kinetics, solid-state reactions and phase-
transitions of thin film materials at both solid and liquid
surfaces [1]. Effective measurement of these behaviors re-
quires each sample to be calibrated dynamically using the
neutron beam and the data acquisition system in a feed-
back loop. Since the SNS is an intense neutron source, the
time needed to perform the measurement can be the same
as the alignment process, leading to a labor-intensive oper-
ation that is exhausting to users. An update to the instru-
ment control system, completed in March 2013 [2], im-
plemented the key features of automated sample alignment
and robot-driven sample management, allowing for unat-
tended operation over extended periods, lasting as long as
20 hours. We present a case study of the effort, detailing
the mechanical, electrical and software modifications that
were made as well as the lessons learned during the inte-
gration, verification and testing process.

INTRODUCTION
The Liquids Reflectometer [1], installed as one of the

first instruments at the Spallation Neutron Source, has now
been functional for over six years. This instrument is de-
signed to view liquid and solid surfaces in specular, off-
specular, and near-surface small angle scattering geome-
tries [3]. A typical experiment on LR begins with mount-
ing a sample, then aligning it by adjusting the sample
height and two axes of rotation under observation of the
neutron beam. The alignment process was described in
greater detail in a previous work [2].

Figure 1 shows the equipment present in the sample en-
vironment cave. Once the sample and the cave area are se-
cured, the sample is aligned by adjusting the sample stage
goniometer positions under observation of the reflected
neutron beam. Following alignment, a series of data col-
lections are performed with the detector and sample at a
variety of geometries according to the specific type of re-
flectivity profile that is sought.

The LR instrument can be configured such that the pos-
sible scattering paths shown in Figure 2 can be isolated

∗Work supported by Oak Ridge National Laboratory, managed by UT-
Batelle, LLC for the U.S. Department of Energy under Contract No. DE-
AC05-00OR22725.
† vacaliucb@ornl.gov

Figure 1: Shows the sample table (center, low), the detector
assembly (left), the robot arm (center, yellow), the neutron
beam orifice (right, back) and user (Jim).

and detected individually by appropriate motions of the in-
cident, the sample and detector positioning goniometers.
Coupling sample positioning with the ability to select neu-
trons of different wavelengths (λ) and scan over Q by ad-
justing θ, the incident beam angle, makes the LR instru-
ment a most versatile tool for characterizing surface fea-
tures of a very wide variety of materials.

Automation

Operating the LR instrument is a labor intensive process,
taking approximately 1-3 hours to mount, align and then
collect the neutron counts over the several positions and
wavelengths. Since the sample stage has multiple axis of
freedom, incorporating a sample changer presents a unique
challenge. A robot arm, as shown in Fig. 1, was com-
missioned as part of the 2012 summer maintenance cycle.
The arm is able to translate samples from one location to
another without coupling to any mechanical axes of the in-
strument. Controls for the robot arm are integrated into
the DAS system and are exposed as process variables by
the motor control application. They provide the functions
of: i) moving and restoring a collection of selected instru-
ment motors, ii) commanding the robot to move samples
between the instrument and the sample carrier cells, iii) en-
suring safe operation of the robot by implementing inter-
locks between motor movements and the robot operations.

Since these functions are implemented as virtual motors,
integration of the robot functions into the Python-based
user interface “PyDas” [4] was straightforward.
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FIRST EPICS/CSS BASED INSTRUMENT CONTROL AND ACQUISITION 
SYSTEM AT ORNL* 

Xiaosong Geng, Xihui Chen, Kay-Uwe Kasemir, ORNL, Oak Ridge, TN 37831, U.S.A  

Abstract 
The neutron imaging prototype beam line Cold-Guide 

1D (CG-1D) at the Oak Ridge National Laboratory High 
Flux Isotope Reactor (HFIR) is used for many different 
applications necessitating a flexible and stable instrument 
control system. Instrument scientists expect a robust data 
acquisition system. They need a clear and concise user 
interface that allows them to both configure an 
experiment and to monitor an ongoing experiment run. 
Idle time between acquiring consecutive images must be 
minimized. To achieve these goals, we implemented a 
system based upon EPICS, a newly developed Control 
System Studio (CSS) scan system, and CSS operator 
interface “Best OPI, Yet” (BOY). This paper presents the 
system architecture and possible future plans. 

INTRODUCTION 
The CG-1D beam 

line is used for 
neutron imaging [1]. 
The neutron beam can 
be configured for 
continuous or pulsed 
beam operation with a 
chopper, as shown in 
Figure 1. Apertures 
with different 
diameters D (pinhole 
geometry) are used at 
the entrance of the 
helium-filled flight 
path to allow L/D 
variation from 400 to 
800, L being the 
distance between 
aperture and detector 

where the image is produced. Samples sit on a 
translation/rotation stage for alignment and tomography 
purposes. Detectors for CG-1D include charge-coupled 
device (CCD) cameras, a micro-channel plate detector 
with 40 micron spatial resolution (planned for time-of-
flight neutron imaging experiments), and 6LiF/ZnS 
scintillators varying from 50 to 200 microns. Work on 
neutron imaging specifically supports the development of 
the future Versatile Neutron Imaging Instrument 
(VENUS) at SNS, which will be dedicated to neutron 
imaging with an emphasis on Bragg-edge contrast 
imaging. Applications include energy storage, 
technologies – particulate deposition in vehicle parts, 

plant system biology, plant-soil-groundwater system [2], 
food science and archeology, etc. 

The initial Data Acquisition (DAQ) and slow control 
system was Microsoft Windows based and custom 
designed.  Applications for chopper and motor control 
were implemented in Microsoft Visual Studio C++ and 
National Instruments LabView. The Python scripting 
language was used for the Graphical User Interface (GUI) 
and also to integrate various experimental components. 

Unfortunately, the camera, motor and automation 
software were not integrated, requiring users to access at 
least three different computers in the process of 
performing an experiment. Dissimilar user interfaces 
required significant time for user training and assistance. 
There were very limited means of monitoring the progress 
of long-running experiments. Down time was 
unacceptably high.  

Because of the situation described above it was decided 
to replace the entire control system. In the new system 
EPICS was used for slow control of the motors and 
camera. An automated and robust system for the 
experiment control and data acquisition was implemented 
based upon the CSS Scan System that is described below. 

Most users are self-sufficient after just a short 
introduction on how to log in, open the operator screen, 
move motors, take test pictures, start a scan, and note the 
predicted finish time. This has significantly reduced the 
burden on instrument personnel.   

ARCHITECTURE 

Overview 
The goal is to allow beam line users to monitor, control 

and automate the experiment. The experiment data, 
typically consisting of numerous image files taken by a 
camera, are written to an NFS-mounted server. The 
architecture of the new system is depicted in Figure 2 [3]. 
The system is divided into two layers. The User interface, 
which is implemented by CSS BOY, lives in the open 
network. The rest of the system sits behind a firewall. The 
user interface communicates with the second layer via 
EPICS Channel Access (CA), secure shell (ssh), and an 
http server. All the Input/Output controllers (IOCs) run in 
the beam line private network. Only read-access is 
available outside the beam line, such as WebOPI, but 
there is limited, controlled write access from the lab 
network through ssh for configuration and maintenance. 
Communications between the IOCs, which handle the 
hardware devices, are done through Channel Access. 
There is a beam line Linux server that supports data 
storage for the IOCs, Scan Server, and beamline-local 
data.  Access to this server is through ssh, http and CA.   

 ____________________________________________  

*SNS is managed by UT-Battelle, LLC, under contract DE-AC05-
00OR22725 for the U.S. Department of Energy 
 
 

Figure 1: CG-1D neutron 
imaging beam line. 
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ICEPAP: AN ADVANCED MOTOR CONTROLLER FOR SCIENTIFIC 
APPLICATIONS IN LARGE USER FACILITIES  

N. Janvier, J. M. Clement, P Fajardo,  
ESRF 6 Rue Jules Horowitz, 38000 Grenoble, France  

G. Cuní, CELLS-ALBA, 08290 Barcelona, Spain 

Abstract 
Synchrotron radiation facilities and in particular large 

hard X-ray sources such as the ESRF are equipped with 
thousands of motorized position actuators. Combining all 
the functional needs found in those facilities with the 
implications related to personnel resources, expertise and 
cost, makes the choice of motor controllers a strategic 
matter.  

Most of the large facilities adopt strategies based on the 
use of off-the-shelf devices packaged using standard 
interfaces. As this approach implies severe compromises, 
the ESRF decided to address the development of IcePAP, 
a motor controller designed for applications in a scientific 
environment. It optimizes functionality, performance, ease 
of deployment, level of standardization and cost. This 
device is adopted as standard and is widely used at the 
beamlines and accelerators of ESRF [1] and ALBA [2].  

This paper provides details on the architecture and 
characteristics of IcePAP as well as examples on how it 
implements advanced features. It also presents ongoing 
and foreseen improvements as well as introduces the 
outline of an emerging collaboration aimed at further 
development of the system making it available to other 
research labs. 

INTRODUCTION 
One of the particularities of synchrotron radiation 

facilities, due to the impossibility of manipulating or 
steering photons with electric fields, is the extensive need 
of mechanical positioning devices. The X-ray beams can 
only be steered or focused by moving or scanning optical 
elements and most of the instrumentation, from slits and 
filters to sample stages and detectors, has to be accurately 
positioned with respect to the beam path.  

In a large hard X-ray facility such as the ESRF where 
remote control is mandatory because of personal safety 
considerations, there are thousands of position actuators, 
most of them motorised, involving a wide range of 
technical requirements that go from very simple static 
alignment to quite demanding control needs. Examples of 
advanced features are high resolution positioning in the 
nanometre range, synchronisation of multiple axis 
motions through arbitrary space coordinates, or advanced 
regulation modes sometimes referred to physical variables 
that are external to the position control system. Other 
demanding features include for instance precise recording 
of motion trajectories or on the fly triggering of data 
acquisition sequences in coordination with predefined 
positions of a mechanical device. 

Selecting the motor controllers and defining an 
adequate deployment and usage strategy that satisfies all 
those requirements, often many of them simultaneously, 
with the high degree of standardisation and the sufficient 
implementation flexibility desirable at a large user facility 
is not an easy task. The most frequently adopted strategies 
are based on the use of a combination of several off-the-
shelf motor control devices and modules that are 
packaged using standardised connectors and interfaces.   

This kind of approach, that was the one adopted 
initially at the ESRF, is an effective solution but it 
unavoidably implies severe compromises in most of the 
aspects of the problem. That is why after fifteen years of 
experience and based on it, the ESRF decided to address 
the development of a motor controller specifically 
designed to optimise simultaneously functionality, 
performance, ease of deployment, level of standardisation 
and cost. The result of such an effort is the IcePAP motor 
controller, developed in collaboration with ALBA, and 
that has been adopted as standard and used extensively at 
the beamlines and accelerator of both facilities. 

 
This paper provides details on the architecture and 

technical features of IcePAP. We also present ongoing and 
foreseen developments of the system, and give the outline 
of an emerging collaboration - on IcePAP - between 
several labs and institutes. 

 

ICEPAP MOTOR CONTROLLER 
IcePAP was conceived to address two somehow 

competing objectives; on one side to deal with high end 
applications that require advanced functionality and 
therefore must be equipped with rich hardware resources. 
On the other side to be used in large quantities as a basic 
standard motor controller appropriate for much less 
demanding uses and therefore requiring low cost.  

Combining simultaneously these two aspects has been 
possible by developing IcePAP in-house based on high 
quality components, with reliability and high functional 
performance in mind and because the production of the 
hardware relies on direct outsourcing to electronics 
manufacturing suppliers. 
 

IcePAP was specified and then developed as a “driver-
centric” system able to drive different types of motors 
with rich built-in trajectory generation capabilities that 
allow for instance advanced homing modes, or the 
generalisation of closed loop with stepper motors. Multi-
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DSP DESIGN USING SYSTEM GENERATOR 
 

Jean Marc Koch   -   ESRF Grenoble France 

 

Abstract 
   When designing a real time control system, a fast data 
transfer between the different pieces of hardware must be 
guaranteed since synchronization and determinism have 
to be respected. One efficient solution regarding these 
constraints is to embed the data collection, the signal-
processing and the driving of the acting devices in an 
FPGA even if this solution does not come without 
difficulties. To overcome one of these difficulties, it is 
possible to open the development of the signal processing 
to non HDL (Hardware Description Language) 
specialists; here, System Generator [1] has been chosen 
for development purposes, in Simulink / Matlab from 
Xilinx and The MathWorks. Another challenge with such 
a system design is the ability to integrate real time models 
on already pre-configured hardware platforms. Although 
the hardware can be ready for communication, standard 
PCI or PCI express bus and dedicated fast data links like 
Gb Ethernet, the corresponding interfaces must be 
carefully defined and designed to communicate with HDL 
System Generator control systems blocks. Therefore, the 
work in this paper describes with two examples how to 
take advantage of hardware delivered ready for use from a 
communication point of view and how to get it ready to 
integrate a design under System Generator. The 
advantage of Simulink for the simulation phase of the 
design is also presented. 

INTRODUCTION 
Particle accelerators rely on hardware and software 

platforms with high speed, high-bandwidth acquisition, 
timing and synchronization, and advanced control to 
solve some instrumentation and control challenges. 

When it comes to real-time data acquisition and 
processing, one solution is to keep this part at a low level 
to avoid the overhead imposed by multiple layers and data 
transfer.  

FPGAs are now widely used as signal processors at the 
ESRF: one of the latest developments is the dynamic 
computing of tune estimate based on the accurate 
measurement of the currents in the booster magnets 
during the accelerating cycle of the electrons.  

The part of the code concerning the measurement of the 
currents will be re-used later for driving new ramping 
power supplies for the booster magnets. 

Another example of processing embedded in FPGA 
was the beam position correction updated at 10 kHz:  

224 electron beam position monitors connected to 8 
FPGA stations, themselves connected to 96 horizontal 
and vertical steerers make up this system which runs 

continuously during operation of the storage ring to 
compensate for the beam motion [2].  

FPGA code development is based on High Level 
Language for the different data transfers and on System 
Generator for the signal processing. 

FPGA CODE DEVELOPMENT 
   There are several possibilities for the development of a 
code using System Generator; in the following two 
examples it is used in the same way: System Generator 
design is part of a bigger project and as such needs to be 
connected to this. 

System Generator Project Integration 
The Signal Processing is described with System 

Generator, simulated with the Simulink tools, either in 
computer simulation or in hardware in the loop and then 
the corresponding HDL code is generated. During this 
process a wrapper is produced describing the gateways 
which have to be connected with the "hand written" part 
of the code.  The integration of the System Generator 
Project to ISE Project Navigator is made by simply 
adding one file with the extension “.SGP”, an empty file 
which identifies the location of the System Generator 
model (see Fig. 1). 

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure  1: Integration  flow between  System  Generator 
and Project Navigator. 
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FPGA IMPLEMENTATION OF A DIGITAL CONSTANT FRACTION FOR

FAST TIMING STUDIES IN THE PICOSECOND RANGE

P. Mutti∗, E. Ruiz-Martinez, T. Mary, F. Rey, J. Ratel, Institut Laue-Langevin, Grenoble, France

R. Saint-Fort, Université Joseph Fourier, Grenoble, France

Abstract

Thermal or cold neutron capture on different fission sys-

tems is an excellent method to produce a variety of very

neutron-rich nuclei. Since neutrons at these energies bring

in the reaction just enough energy to produce fission, the

fragments remain neutron-rich due to the negligible neu-

tron evaporation thus allowing detailed nuclear structure

studies. In 2012 and 2013 a combination of clover and stan-

dard coaxial Ge detectors plus very fast LaBr3 scintillators

has been installed at the PF1B cold neutron beam of the

Institut Laue-Langevin (ILL). The present paper describes

the digital acquisition system used to collect information on

all gamma rays emitted by the decaying nuclei. Data have

been acquired in a trigger-less mode to preserve a maxi-

mum of information for further off-line treatment with a

total throughput of about 10 MByte/sec. Special emphasis

is devoted to the FPGA implementation of an on-line digi-

tal constant fraction algorithm allowing fast timing studies

in the pico second range.

INTRODUCTION

Presently a common characteristic trend in low and

medium energy nuclear physics is to develop complex de-

tector systems to form multi-detector arrays. The main ob-

jective of such an elaborated setup is to obtain comprehen-

sive information about all reaction products. State-of-art γ-

ray spectroscopy requires nowadays the use of large arrays

of high purity Germanium (HPGe) detectors often coupled

with anti-Compton active shielding to anti-gate on escape

Compton radiation from the Ge detectors and to reduce the

ambient background. Those large arrays are presently of-

ten completed with very fast LaBr3(Ce) scintillators to ob-

tain precise timing information on the half-life of nuclear

excited states.

In view of the complexity of the signals acquired by the

detectors, the front-end electronics must provide precise

information about their energy, time and possibly pulse

shape. The large multiplicity of the detection system re-

quires the capability to collect the multitude of signals from

many detectors, fast processing and very high throughput

of more than a million data-words/s. The possibility to

handle such a complex system using traditional analogue

electronics has shown rapidly its limitation. Nowadays

digital pulse processing systems are available with perfor-

mances close to the corresponding analogue systems. With

the modern digitisers the restrictions of the A/D conversion

∗mutti@ill.eu

have been reduced because of the increase in sampling fre-

quency and in resolution in terms of the number of bits.

Besides the loss of information due to the A/D conversion

error, the major problem of the fully digital approach is

the huge amount of data to handle. In order to reduce the

amount of data to be transferred, a Field Programmable

Gate Array (FPGA) can be used to perform on-line digi-

tal pulse processing and consequently extract and save only

the relevant quantities.

Our specific digital acquisition engine will be discussed

in the next sections together with the experimental setup

and the results obtained in recent campaigns of measure-

ments.

EXPERIMENTAL SETUP

All the measurements have been performed at the PF1b

beam line of the ILL. Neutrons are delivered to the beam

position by the H113 ballistic neutron guide [1], charac-

terised by a maximum flux at the wavelength of 4Å of about

2 × 1010 neutrons/cm2/s on a total beam size of 20 cm

× 12 cm. To match a closer geometry for the detectors,

more suited for measurements with low cross section, the

beam size has been reduced to a diameter of about 1 cm

at the sample position by introducing a series of boron and

lithium collimators upstream.

Figure 1: Detectors setup in use for the nuclear spec-

troscopy experiments.

A simple sample holder capable of keeping the sample

in a stable and reproducible position was used for all mea-

surements with stable isotopes, while an evacuated sample

chamber was adopted for measurements with fissile materi-

als to ensure an additional physical barrier limiting the risk

of environmental contamination in the unfortunate case of

damage to the sample itself.
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ELECTRONICS DEVELOPMENTS FOR HIGH SPEED DATA 
THROUGHPUT AND PROCESSING* 

C. Youngman#, B. Fernandes, P. Gessler, European XFEL GmbH, 22761 Hamburg, Germany 
J.Coughlan, STFC Rutherford Lab, Oxfordshire, UK 

 M.Zimmer, DESY, 22761 Hamburg, Germany 
 E.Motuk, UCL, London, UK 

Abstract 
The European XFEL DAQ system has to acquire and 

process data in short bursts every 100 ms. Bursts lasts for 
600 μs and contain a maximum of 2700 X-ray pulses with 
a repetition rate of 4.5 MHz and detector data captured 
has to be processed before the next burst starts. This time 
structure defines the boundary conditions for almost all 
diagnostic and detector related DAQ electronics required 
and currently being developed for start of operation in 
2016. Standards used in the electronics developments are: 
MicroTCA.4 and AdvancedTCA crates, use of FPGAs for 
data processing, transfer to backend systems via 10 Gbps 
(SFP+) links, and feedback information transfer using 
3.125 Gbps (SFP) links. Electronics being developed in 
house or in collaboration with external institutes and 
companies include: a Train Builder ATCA blade for 
assembling and processing data of large-area image 
detectors, a VETO MTCA.4 development for evaluating 
pulse information and distributing a trigger decision to 
detector front-end ASICs and FPGAs with low-latency, a 
MTCA.4 digitizer module, interface boards for timing and 
similar synchronization information, etc. 

INTRODUCTION 
Construction of the European X-Ray Free-Electron 

Laser facility (European XFEL) started in 2009 in 
Hamburg, Germany. From 2016 on, European XFEL will 
generate intense, ultra short coherent X-ray flashes for 
scientific applications. The project is one of the first 
ESFRI projects [1] to be implemented, 12 European states 
contribute to the project.  

The electron accelerator used to generate X-ray flashes 
is a further development of the superconducting 
technology used by FLASH at DESY. The balance 
between cooling capacity and heat generated in the RF 
accelerating cavities allows electron bunches generated at 
4.5 MHz to be accelerated to 17.5 GeV for 600 μs every 
100 ms. The non-continuous delivery of trains of pulses, 
see Figure 1, is a major challenge to detector and DAQ 
designers.  

In this paper DAQ and control electronics developed to 
facilitate acquisition and on-the-fly processing on high 

data throughput imaging, digitizer and other detectors 
used in experiments is described. 

Figure 1: Beam delivery time structure. 

DAQ AND CONTROL INTERFACES 
The architecture of the European XFEL data acquisition 

system [2] foresees five layers: detector front end 
electronics, front end interfaces, PC farm layer, data cache 
and computing clusters, and offline data archiving and 
computing clusters. The use of layers with well-defined 
interfaces allows for scalability and flexibility, by 
extension of layer resources and introduction of additional 
layers, respectively. 

Interfaces 
Front end electronics designed for use at the facility 

must comply with the DAQ and control interfacing 
standards used: 

• Control – 100 Mbps or 1 Gbps Ethernet (RJ45, TCP)  
• DAQ – 10 Gbps Ethernet (SFP+, TCP or UDP)  
• Feedback – 3.125 Gbps (SFP, custom)  
• Synchronization and tagging – PCIe or serial lines 

Timing System Interface 
The timing system developed by the electron machine 

control group delivers synchronization signals, clocks and 
beam related metadata (unique train number, train pulse 
pattern identifier, etc.) used for tagging to the front end 
systems via a custom MTCA.4 Timing Receiver 
board [3].  

 ___________________________________________  

*Work partially supported by European Union Seventh Framework 
Programme (FP7/2007-2013) under grant agreement n° 283745. 
#Christopher.youngman@xfel.eu                
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HIGH LEVEL FPGA PROGRAMMING FRAMEWORK BASED ON
SIMULINK∗

B. Fernandes† , P. Gessler, C. Youngman, European XFEL GmbH, 22761 Hamburg, Germany

Abstract
Modern diagnostic and detector related data acquisi-

tion and processing hardware are increasingly being imple-

mented with Field Programmable Gate Array (FPGA) tech-

nology. The level of flexibility allows for simpler hardware

solutions together with the ability to implement functions

during the firmware programming phase. The technology

is also becoming more relevant in data processing, allowing

for reduction and filtering to be done at the hardware level

together with implementation of low-latency feedback sys-

tems. However, taking advantage of the flexibility and pos-

sibilities offered require significant amount of design, pro-

gramming, simulation and testing work usually performed

by FPGA experts.

A high-level FPGA programming framework is cur-

rently under development at the European XFEL in collab-

oration with the Oxford University within the EU CRISP

project. This framework allows for people unfamiliar with

FPGA programming to develop and simulate complete al-

gorithms and programs within the MathWorks Simulink

graphical tool with real FPGA precision. Modules within

the framework allow for simple code reuse by compiling

them into libraries, which can be deployed to other boards

or FPGAs.

INTRODUCTION
Located in Hamburg, Germany, the European X-Ray

Free-Electron Laser facility (European XFEL) will gener-

ate intense ultra short coherent X-Ray flashes for scientific

applications. These short bursts last for 600 μs and have a

4.5 MHz repetition rate [1]. Bandwidths of 10 GBytes of

data per second are expected from 2D pixel detectors cur-

rently being develop, while other detector types, like sys-

tems based on fast digitizing and analog-to-digital convert-

ers, can go up to 60 MBytes.

Considering this scenario, the European XFEL requires

a hardware framework which can cope with the expected

data bandwidth while offering flexibility and scalability.

High-speed data throughput and processing units are neces-

sary to collected and reduce the amount of data to be store.

The main Hardware platform is based on MicroTCA.4.

It offers high bandwidth communication between boards

and CPU via PCI Express (PCIe) and between boards via

point-to-point communications. Processing of data occurs

in CPUs, DSP and Boards/Digitizers with FPGAs [2].

FPGA technology offers a high level of flexibility. Al-

gorithms can be continuously upgraded without having to

∗Work partially supported by European Union Seventh Framework

Programme (FP7/2007-2013) under grant agreement nº283745.
†Bruno.fernandes@xfel.eu

change the hardware. The code can be reused and easily

integrate into different projects.

HIGH-LEVEL HARDWARE
PROGRAMMING TOOLS

Proprietary solutions for graphical high-level FPGA pro-

gramming are available on the market, the most popular

ones being Simulink from MathWorks [3] and LabVIEW

from National Instruments [4]. Both frameworks offer a

graphical programming language for modeling, simulat-

ing and analyzing a multidomain dynamic system, mak-

ing them an appealing alternative to Hardware Descrip-

tive Languages (HDL). Xilinx libraries are available for the

Simulink framework which include a considerable number

of modules optimized for Xilinx FPGA boards and incor-

porate the generation of ISE projects based on the users

module [5]. Recently, MathWorks introduced the HDL

Coder, a feature that allows for generation of synthesizable

HDL code fromMatlab functions which is compatible with

any FPGA [6].

Focused on signal processing algorithms, System Studio

from Synopsys presents a model-based design tool that of-

fers an extensive library of advance protocols and standards

for wireless and digital signal processing domain [7]. The

designs can be exported as C/C++ functions or as SystemC

modules, the latter compatible with any hardware.

Xilinx also offers the possibility of schematic-based de-

sign, where the top-level design consists of a schematic

sheet that refers to several lower-level macros. These may

be schematic-based modules, CORE Generator software

modules or HDL modules.

However when starting a new design, in either of the pre-

vious frameworks, it still requires that the user provides

information such as Pin placement and clock constraints to

achieve optimal performance. In particular, on the previous

two frameworks, users need to be familiarized with other

software frameworks (such as ISE) in order to synthesize

their code and program the FPGA.

Other solutions generally involve a wrapper of some sort

around a HDL language or a language package whose code

can be converted to synthesizable HDL code [8, 9]. This

approach makes development more accessible for users fa-

miliar with other programming languages at the cost of

losing some of the features that FPGA programming lan-

guages provide and development of a custom compiler to

generate synthesizable code.

A more suitable solution to our applications is being

develop by the CASPER project [10]. The framework

is based on the Simulink tool and uses custom libraries.

Libraries consist of algorithms and board specific blocks
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DEVELOPMENT OF MICROTCA-BASED IMAGE PROCESSING SYSTEM 
AT SPRING-8 

A. Kiyomichi*, M. Masaki, T. Masuda, S. Ueda 
JASRI/SPring-8, Sayo, Hyogo, Japan 

 Abstract 
We have developed a new image processing system 

based on the MicroTCA platform, which has an 
advantage over PC in robustness and scalability due to its 
hot-swappable modular architecture. In order to reduce 
development cost and time, the new system is built with 
commercial off-the-shelf products including a Camera 
Link FMC and a user-configurable Spartan6 AMC with 
an FMC slot. The Camera Link FPGA IP core is newly 
developed in compliance with the AMBA AXI4 open bus 
to enhance reusability. The MicroTCA system will be 
first applied to upgrade of the two-dimensional 
synchrotron radiation interferometer [1] operating at the 
SPring-8 storage ring. The sizes and tilt angle of a 
transverse electron beam profile with an elliptical 
Gaussian distribution are extracted from an observed 2D-
interferogram. A dedicated processor AMC that 
communicates with the primary processor AMC via 
backplane is added for fast 2D fitting calculation to 
achieve real-time beam profile monitoring during the 
storage ring operation. 

INTRODUCTION 
In SPring-8, various charged-coupled device (CCD) 

cameras have been utilized for electron beam diagnostics 
of accelerators and X-ray imaging experiments. PC-based 
image processing systems using PCI capture cards are 
mainly utilized for the CCD cameras with the Camera 
Link interface [2]. However, as this is a front-end 
computer deployed around the accelerators and beamlines, 
we are concerned about low reliability and the lack of 
sufficient amount of PCI slots. There are disadvantages 
such as large footprint and poor maintainability. 
Furthermore, it is difficult to realize distributed 
processing by multiple CPU modules through a fast bus. 

As a more reliable, flexible and compact solution than a 
PC, we have developed a new image processing system 
based on the Micro Telecommunications Computing 
Architecture (MicroTCA) platform.  

MICROTCA 
The MicroTCA standard [3] was introduced as a new 

computing platform for telecommunications and industry. 
It is a switch-based platform with a high-speed serial 
interface. The platform has the following advantages in 
comparison with a PC. 
• Modular structure: It provides high scalability owing 

to its modular structure. Depending on the system 
scale, we can easily insert advanced mezzanine cards 
(AMCs) such as FPGA AMCs, various interface 

AMCs, and so on. A multi-CPU configuration is also 
available by adding processor AMCs. 

• High-speed serial link: It supplies 4 lanes of high-
speed serial link called “fat pipe” for each AMC slot. 
The fat pipe can be selected as PCI Express, 10-
gigabit attachment unit interface (XAUI), and serial 
rapid input/output (sRIO) as the protocol. 

• Switch-based platform: The N-to-N communication 
between AMCs through the switch module called the 
MicroTCA Carrier Hub (MCH) is available without 
reducing the bandwidth of the high-speed serial link. 

• Hot swap: Modules can be inserted and removed 
without turning off power. 

• Front access: Module insertion into and removal 
from the chassis is easy. We do not need to remove 
the MicroTCA chassis from the 19" rack as with a 
PC. 

• Chassis management: Management capabilities such 
as power, cooling fan, and thermal management are 
substantial. 

From these advantages, the MicroTCA is expected to 
be one of the key candidates for the next generation of 
front-end computers. 

IMAGE PROCESSING SYSTEM 
We have developed an image processing system using 

the Camera Link standard to achieve real-time triggering 
and high-speed data transfer. The MicroTCA Camera 
Link system for base configuration cameras is made 
available. Figure 1 shows a photo of our newly developed 
system. 

 ____________________________________________  

* kiyomichi@spring8.or.jp 

 

Figure 1: Photograph of MicroTCA-based image 
processing system. 
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UPGRADE OF THE POWER SUPPLY INTERFACE CONTROLLER 
MODULE FOR SUPERKEKB 

T. T. Nakamura#, A. Akiyama, K. Furukawa, M. Iwasaki, H. Kaji, S. Sasaki, KEK, Ibaraki, Japan 

Abstract 
There were more than 2500 magnet power supplies for 

KEKB storage rings and injection beam transport lines. 
For the remote control of such a large number of power 
supplies, we have developed the Power Supply Interface 
Controller Module (PSICM), which is plugged into each 
power supply. It has a microprocessor, ARCNET 
interface, trigger signal input interface, and parallel 
interface to the power supply. The PSICM is not only an 
interface card but also controls synchronous operation of 
the multiple power supplies with an arbitrary tracking 
curve. For SuperKEKB, the upgrade of KEKB, most of 
the existing power supplies continue while hundreds of 
new power supplies are also installed. Although the 
PSICMs have worked without serious problem for 12 
years, it seems too hard to keep maintenance for the next 
decade because of the discontinued parts. Thus we have 
developed the upgraded version of the PSICM. The new 
PSICM has the fully backward compatible interface to the 
power supply. The enhanced features are high speed 
ARCNET communication and redundant trigger signals. 
The design and the status of the upgraded PSICM are 
presented. 

INTRODUCTION 
KEKB is an asymmetric electron-positron collider, 

which is dedicated to the B-meson physics. Its operation 
started in December 1998 and finished in June 2010. The 
KEKB accelerator control system has been constructed 
based on EPICS (Experimental Physics and Industrial 
Control System) tool kit. EPICS provides core 
mechanism for the distributed control system. EPICS 
runtime database is running on a local control computer 
called IOC (Input/Output Controller). More than 100 
VME/VxWorks computers were installed as IOC in the 
KEKB accelerator control system. Several server 
workstations (HP-UX and Linux) are also installed to run 
the high level application programs. The runtime database 
is downloaded from the central server workstation when 
the IOC starts up. 

In the KEKB storage rings and the injection beam 
transport lines, about 2500 magnet power supplies are 
installed [1] and controlled by 11 IOCs. To connect such a 
large number of power supplies to the IOCs, we adopted 
ARCNET as the field bus and developed the PSICM 
(Power Supply Interface Controller Module) [2], which is 
the ARCNET interface board for the power supply. The 
PSICM has the shape of 3U Euro-card format (100mm × 
160mm) with a DIN 64-pin connector and can be plugged 
into the power supply. Fig. 1 shows the photo picture of 
the PSICM and the magnet power supply with PSICM. 

Fig. 2 shows the details of the interface between the 
PSICM and the power supply. The hardware 
specifications of the PSICM are listed in Table 1. 

 
Figure 1: whole shape of the PSICM (above) and the 
PSICM plugged in a magnet power supply (below). 

The ARCNET allows using several kinds of media. We 
adopted shielded twisted-pair (STP) cable as the media 
and HYC2485 as the media driver. This configuration 
allows up to 20 ARCNET nodes to be connected on single 
segment in the daisy chain manner. The STP cable 
includes an auxiliary twisted-pair for the external trigger 
signal together with the ARCNET. Fig.3 shows typical 
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DIGITAL CONTROL SYSTEM OF HIGH EXTENSIBILITY FOR KAGRA  

Hiroaki Kashima, Natshji Araki, Toshikatsu Masuoka, Hiroyuki Mukai 
 Hitachi Zosen Corporation, Osaka, Japan 

Osamu Miyakawa, Institute for Cosmic Ray Reaserch, The University of Tokyo, Japan

Abstract 
KAGRA is the large scale cryogenic gravitational wave 

telescope project in Japan which is developed and con-
structed by ICRR of The University of Tokyo. Hitachi 
Zosen Corporation (after called Hitz) was in charge of 
PCI Express input/output (PCIe I/O) chassis and the anti-
aliasing (AA) and anti-imaging (AI) filter board of KA-
GRA digital control system. Hitz contribute to low noise 
operation for KAGRA interferometer control. This paper 
reports these products performance. 

KAGRA PROJECT 
According to Albert Einstein's theory, which predicts 

the existence of gravitational wave, asymmetrical mass 
changing is the distortional time-space transferring at 
light velocity. Currently, gravitational wave detection is 
tested with laser interferometer of large scale. In Japan, 
Large-scale Cryogenic Gravitational wave Telescope, that 
poplar name is KAGRA, has been constructing at 1000m 
underground (in maximum) the mountain in Kamioka, 
Gifu-prefecture. 

A laser interferometer observes the distortional space to 
detect gravitational wave. It measures difference of 
passed time of irradiated in-phase lasers that are reflected 
from mirrors located each optical cavity of 2 directions 
crossing at right angles. Practically, we realize the arrival 
time lag by measuring the change of the interference arti-
cle of the laser beam. However, detected gravitational 
wave signal is very small. Therefore, observing interfer-
ence fringes of gravitational wave has to be larger facility 
and circuit of higher accuracy. [1] 

Currently, as the large laser interferometer, there are 
Hanford and Livingstone sites of LIGO (Laser Inter-
ferometer Gravitational Wave Observatory) in USA and 
EGO/VIRGO (European Gravitational Observatory and 
VIRGO) that are operating gravitational wave detection. 
LIGO’s each site has 4km scale optical cavity. VIRGO is 
3km. KAGRA under construction is 3km scale optical 
cavities located all under the ground. Such underground 
construction has the advantage of using very hard bedrock 
in Kamioka, Gifu-prefecture, which reduces effect of vi-
bration on ground surface. Therefore, high accuracy of 
observation can be expected. 

And furthermore, to achieve higher accuracy of obser-
vation, we have various plans, making longer the optical 
cavity by Fabry-Perot Interferometer, cooling mirrors to -
253 degrees Celsius by cryostat for preventing thermal 
noise, providing suspension system for preventing vibra-
tion mirrors, using high power and high coherency laser 
and low noise electrical circuit. Therefore, KAGRA 
achieves target of accuracy of 10-19 m/√Hz. 

The digital control system of KAGRA controls KAGRA 
components to realize high precision observation. This 
system consists of real-time front-end (RTFE) computers 
and servers to manage RTFE computers. Each RTFE 
computer is connected to 18 slots PCIe I/O chassis to ex-
tent. Differential 32 channels analog to digital converter 
(ADC) module or differential 16 channels digital to ana-
log converter (DAC) module or 32 channels digital output 
(DO) module will be equipped into the PCIe I/O chassis. 
Gentoo Linux OS is installed into RTEF and servers. All 
RTFE are connected to servers and operate computers 
through the four type networks. The operating computers 
are implemented EPICS [2] that is often used as particle 
accelerator system. If you want to know the KAGRA con-
trol system exactly, you can browse title of "Real Time 
Control for KAGRA 3km Cryogenic Gravitational Wave 
Detector" at status project session in this conference [3]. 

DIGITAL SYSTEM DESIGN 
KAGRA digital system is described in Figure 1. The 

digital system, RTFE consists of the ADC, the DAC, the 
digital output (DO) and digital input output (DIO) and the 
computer. The ADC inputs a signal from interferometer 
(IFO) to a computer. The DAC outputs the processed sig-
nals. The DO selects to handle some signal from switch 
module. The DIO inputs such as trigger signal and outputs 
the selection signal for the 1PPS signal from timing sys-
tem. The computer processes the inputted signal by such 
as PID algorithm, filtering and trigger control. 

The input signals are such as light-path-length control 
signals and angle control signals from various sensors like 
photo detector and the interferometer used as a gravita-
tional wave detector. The output signals are such as an 
actuator signal which controls the mirror hung by the 
pendulum. Figure 1 shows the conception design of KA-
GRA digital system. In the feedback loop, the signals 
from various sensors of the interferometer are fed back to 
the actuators of the interferometer through the ADC, the 
DAC, several signal filters and the computer. Frequency 
of the feedback loop is 16384 Hz. 

Noises, except the quantization noise, do not theoreti-
cally exist in the computer. Therefore a design of the 
feedback becomes very effective if noise mixture at the 
input and output part to a computer is settled.  

Observed signal level is low in the DC domain and 
high in the high frequency domain. The signal level de-
pends on the frequency characteristic of ADC. If the sig-
nal handled without changing, the signal is covered with a 
noise of the high frequency domain. Therefore, we can 
avoid a noise of the DAC by adding the signal level  
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Em# PROJECT. IMPROVEMENT OF LOW CURRENT MEASUREMENTS 
AT ALBA 

X. Serra-Gallifa, J. Avila, J. Jamroz [on leave], O. Matilla, CELLS-ALBA Synchrotron, Cerdanyola 
del Vallès, Spain

Abstract 
After two years with 50 four-channels electrometer 

measurement units working successfully at Alba 
beamlines, new features implementation have forced a 
complete instrument architecture change. This new 
equipment is taking advantage of the targets achieved as 
the remarkable low noise in the current amplifier stage 
and implements new features currently not available in 
the market. First an embedded 18 bits SAR ADC able to 
work under up to 500V biasing has been implemented 
looking for the highest possible accuracy. The data stream 
is analysed by a flexible data processing based on a FPGA 
which is able to execute sample-by-sample real-time 
calculation aimed to be applied in experiments as the 
current normalization absorption between two channel 
acquisitions; being able to optimize the SNR of an 
absorption spectrum. The equipment is oriented from the 
design stage to be integrated in continuous scans setups, 
implementing low level timestamp compatible with 
multiple clock sources standards using an SFP port. This 
port could also be used in the future to integrate XBPM 
measures into the FOFB network for the accelerator beam 
position correction. 

INTRODUCTION 
ALBA is a 3GeV third generation synchrotron light 

source located in Cerdanyola del Vallès (Barcelona). 
Nowadays, the facility houses 7 commissioned beamlines 
and there is space for 24 beamlines more.  

During the beamlines installation an in-house 4-
channels electrometer (ALBA-Em) [1] was developed, 
which was thought to be mainly used for diagnostics 
applications (xBPMs, photo-diodes, slits). ALBA-Em 
achieved such nice performance that the current amplifier 
was chosen as the acquisition device of the spectroscopy 
beamline detector.  Table 1 shows the specifications. 

After the success and feedback from scientists it was 
clear that new features were needed. Some of these needs 
fit with the concept of an electrometer, such as, better 
resolution, higher sampling rate and acquisition with bias; 
other ones exceed the frame of a simple electrometer like 
the possibility to perform real-time signal processing, or 
the generation of feedback signals. Foreseeing the 
possibility of going beyond, a new approach to data-
acquisition and electronics control has been created under 
the name of Harmony, which defines the communication 
protocol between the devices and their control system. 

ELECTROMETER 
The new electrometer (Alba-Em#), shown in Fig. 1,  is 

thought to improve all features of the previous 

electrometer, from the current amplifier to its control 
system. This includes a rise in ADC accuracy and 
sampling rate up to 18 bits at 400kS/s. Another 
meaningful change is that the current input can be biased 
up to 500Vdc. 

However, the biggest change is in the control of the 
Alba Em#, which will be done with an FPGA. The FPGA 
allows features that are not available or are very limited, 
when are implemented in a microprocessor. In this way, 
1ns time resolution can be achieved and all measurements 
will include a timestamp. Moreover, the Alba Em# is 
being designed to be used in closed loop control systems 
and for this reason there will be several output channels 
like an analog output, 2 fast outputs to generate a 
frequency output or a PWM signal, and  4 general 
purpose outputs.  

Table 1: Alba Em# Specifications 

Feature Target description 

Current 
range 

7 range available from 1mA to 100pA, or 5 
ranges from 10nA to 1pA  

Bias Isolation Voltage of current amplifiers  500V  

ADC 4 x monotonic 18bits bipolar SAR 400kS/s 

Analog out 1x Monotonic low-glitch 16bits 200kS/s  

Fast digital 
inputs 

2 channels, for triggers inputs or to read 
frequency up to 100MHz 

Fast digital 
outputs 

2 channels, for triggers outputs or to generate 
frequencies up to 100MHz 

GPIO DE15M port for general purpose use  

Control Spartan 6 FPGA 

Time 
Resolution 

Timestamp in all the measurements with 1ns 
resolution 

Latency Maximum delay of 30 s. 

External 
interface 

RCM6700 in standalone                                 
Marvell 88E1111 in Harmony System  

Current Amplifier 
The actual current amplifier has a very good 

performance and for this reason is the less modified part. 
It is based on a transimpedance amplifier architecture 
with a gain up to 10G  and a second stage gain 
configurable up to 100. Also it has available two 
independent first order filters which can be adjusted from 
some kHz to some Hz bandwidth. The modification 
includes the implementation of over-current protections 
and a temperature sensor in order to correct gain drifts. 
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LOW COST FFT SCOPE USING LABVIEW, CRIO AND FPGA  

O. Ø. Andreassen, A. Rijllart, I. Mätäsaho, L. Arnaudon, CERN, Geneva, Switzerland 

 
Abstract 

At CERN, many digitizers and scopes are starting to 
age and should be replaced. Much of the equipment is 
custom made or not available on the market anymore. 
Replacing this equipment with the equivalent of today 
would either be time consuming or expensive.  

In this paper we look at the pros and cons of using 
Commercial Of The Shelf (COTS) systems like National 
Instruments (NI) Compact-RIO (cRIO) and NI PCI 
eXtensions for Instrumentation (NI-PXIe) and their Field 
Programmable Gate Array (FPGA) capabilities as flexible 
instruments, replacing costly spectrum analysers and 
older scopes.  

We add some insight on what had to be done to 
integrate and deploy the equipment in the unique CERN 
infrastructure and the added value of having a fully 
customizable platform, that makes it possible to stream, 
store and align the data without any additional equipment. 

INTRODUCTION 
Oscilloscopes, Spectrum and network analysers are all 

invaluable instruments when studying and understanding 
everything from electrical networks to physical 
phenomenon.  

A spectrum analyser measures the magnitude of an 
input signal versus frequency within the full frequency 
range of the instrument. The primary use is to measure the 
power of the spectrum of known and unknown signals. 
The input signal a spectrum analyser measures is 
electrical, however, spectral compositions of other 
signals, such as acoustic pressure waves and optical light 
waves, can be considered through the use of appropriate 
transducers [1]. For more general-purpose measurements 
you have oscilloscopes, which are commonly used to 
observe the exact wave shape of an electrical signal. 
Oscilloscopes are usually tuned so that one can read 
voltage and time within a pre-defined bandwidth. This 
allows the measurement of peak-to-peak voltage of a 
waveform, the frequency of periodic signals, the time 
between pulses, the time taken for a signal to rise to full 
amplitude (rise time), and relative timing of several 
related signals [2]. 

Stand-alone traditional instruments such as 
oscilloscopes and spectrum analysers are very powerful, 
but they all have their limitations: You have to consider 
bandwidth, sampling rate, sampling mode, dynamic 
range, triggering and memory when selecting the 
instrument, making it difficult or too expensive to have a 
“all in one” solution that could be used for any type of 
measurement.  As a result, the instruments tend to become 
integrated parts of system installations, bringing other 
issues such as scalability, availability, data export and 
security into the mix. A second challenge is lifecycle 

management. Once an instrument starts coming of age, or 
if the system requirements change, it is difficult to replace 
or upgrade the unit. Often you have to replace the whole 
instrument, giving you new interfaces and different 
software to deal with, making it difficult or expensive to 
upgrade the system. 

We wanted to address these challenges by making use 
of National Instruments COTS [3] systems, which 
through the cRIO or PXI platform offer the 
instrumentation capability needed to meet these trials, 
providing a high level of flexibility and modularity to 
develop targeted test and measurement systems that can 
easily be reconfigured for various measurements needs.  

In addition, the software had to be easy to use and offer 
the ability to create operator, program and data interfaces 
to existing tools to ease the process of integration into 
CERN’s production environment and add features which 
where not existing in the traditional portable scopes. NI 
LabVIEW software with its wide range of instrument 
drivers, already widely used in our section, met these 
challenges and was chosen in preference to ANSI C or 
C++.  

The flexibility of the cRIO and PXI system combined 
with the ease of use of LabVIEW enabled us to make 
rapid progress in system design, prototyping and 
deployment of measurement systems. 

ARCHITECHTURE 
Through the hardware platforms of cRIO and PXI, 

resources are easily duplicated by plugging in additional 
modules without changing any of the software, allowing 
the measurement equipment to be scaled as a factor of 
throughput. Traditional instruments use similar 
components, but the most obvious difference from a 
purely hardware standpoint is how the components are 
packaged. 

 
 

 
Figure 1: Traditional instrument versus virtual instrument. 
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MIGRATION FROM WORLDFIP TO A LOW-COST ETHERNET 
FIELDBUS FOR POWER CONVERTER CONTROL AT CERN 

S. Page, Q. King, H. Lebreton, P. Semanaz, CERN, Geneva, Switzerland 
 

Abstract 
Power converter control in the LHC uses embedded 

computers called Function Generator/Controllers (FGCs), 
which are connected to WorldFIP fieldbuses around the 
accelerator ring. The FGCs are integrated into the 
accelerator control system by x86 gateway front-end 
systems running Linux. With the LHC now operational, 
attention has turned to the renovation of older control 
systems as well as a new installation for Linac 4. A new 
generation of FGC is being deployed to meet the needs of 
these cycling accelerators. As WorldFIP is very limited in 
data rate and is unlikely to undergo further development, 
it was decided to base future installations upon an 
Ethernet fieldbus with standard switches and interface 
chipsets in both the FGCs and gateways. The FGC 
communications protocol that runs over WorldFIP in the 
LHC was adapted to work over raw Ethernet, with the 
aim to have a simple solution that will easily allow the 
same devices to operate with either type of interface. This 
paper describes the evolution of FGC communications 
from WorldFIP to dedicated Ethernet networks and 
presents the results of initial tests, diagnostic tools and 
how real-time power converter control is achieved. 

EVOLUTION OF REQUIREMENTS 
From LHC to CERN’s Cycling Accelerators 

Power converters in the LHC are controlled by the 
second generation of Function Generator/Controller 
(FGC2), which are connected to the controls network via 
2.5 Mbps WorldFIP fieldbuses and gateway computers. 
The converter control requirements of the cycling 
accelerators at CERN are different and needed to be 
considered when selecting an appropriate fieldbus for the 
third-generation FGC (FGC3) [1]. 

Physical R   equirements 
Many of the power converters in the LHC are exposed 

to some level of radiation due to their proximity to the 
accelerator. In order to operate within that environment, 
the FGCs that control them had to be constructed using 
components that were radiation-tolerant or which 
implemented countermeasures to allow their use (e.g. 
error-corrected memory). The MicroFIP interface chipset 
met this requirement, allowing the use of the WorldFIP 
fieldbus. 

By contrast, power converters and their controllers 
within the cycling accelerators are located away from the 
beam lines so there is no requirement for radiation 
tolerance of fieldbus components. 

The installation of power converters along the LHC 
tunnel made a linear fieldbus, such as WorldFIP, 

attractive. A single WorldFIP cable can run up to 500m 
along the tunnel, extendable further using copper and 
fibre-optic repeaters. 

In the cycling accelerators, power converters are mostly 
grouped together in dedicated equipment halls, for which 
a star topology is more convenient. 

Logical  R  equirements 
The LHC is a storage ring and the magnet currents 

remain stable for long periods, so it is not necessary to 
take high-frequency acquisitions during normal operation. 
As a result, the 2.5 Mbps speed of the WorldFIP 
fieldbuses is sufficient. 

The power converters in CERN’s cycling accelerators 
pulse every few seconds and high-frequency acquisitions 
must be available to allow their performance to be 
monitored and tuned. Thus, a fieldbus with significantly 
increased throughput is required. 

In addition, the synchronisation of the current reference 
functions in the cycling accelerators is more demanding. 
In the LHC, 100 μs is acceptable while in the cycling 
accelerators, the requirement is 1 μs. 

CANDIDATE FIELDBUSES 
There is a clear trend towards Ethernet-based fieldbuses 

and a review of international standards in 2009 identified 
Ethernet Powerlink and EtherCAT as potential 
candidates. However, both require specialised interface 
devices if precise synchronisation is to be achieved and 
neither is well matched to the FGC protocol running over 
WorldFIP. 

CERN has lead the development of an extension to 
gigabit Ethernet known as White Rabbit [2], that allows 
nodes to be synchronised to better than 1 ns over a large 
geographical area. When the technology was reviewed in 
2009, it was not ready for operation and the bandwidth 
and synchronisation capabilities far exceeded the 
requirements. White Rabbit is also expensive: if 64 
FGC3s were connected to one gateway, the estimated cost 
per node, excluding cabling, would be 450 Swiss Francs. 

In 2013, a CERN working group on Ethernet-based 
fieldbuses published its report on the state of all 
fieldbuses at CERN and identified candidate fieldbuses 
for future applications [3]. 

In the end, the simplest “low-tech” solution was also 
the cheapest. Standard 100 Mbps copper Ethernet was 
selected for communication with the FGCs, while a 
separate 50 Hz sync pulse is fanned out from the gateway 
to provide synchronisation. The same FGC protocol used 
over WorldFIP is encapsulated in raw Ethernet frames 
allowing significant code reuse.  
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ADVANCED LIGHT SOURCE CONTROL SYSTEM UPGRADE –

INTELLIGENT LOCAL CONTROLLER REPLACEMENT
∗

W. Eric Norum, Richard Lellinger, Gregory Portman, LBNL, Berkely, California

Abstract

As part of the control system upgrade at the Advanced

Light Source (ALS) the existing intelligent local controller

(ILC) modules have been replaced. These remote in-

put/output modules provide real-time updates of control

setpoints and monitored values. This paper describes the

’ILC Replacement Modules’ which have been developed to

take on the duties of the existing modules. The new mod-

ules use a 100BaseT network connection to communicate

with the ALS Experimental Physics and Industrial Control

System (EPICS) and are based on a commercial FPGA

evaluation board running a microcontroller-like applica-

tion. In addition to providing remote analog and digital

input/output points the replacement modules also provide

some rudimentary logic operations, analog slew rate limit-

ing and accurate time stamping of acquired data. Results of

extensive performance testing and experience gained now

that the modules have been in service for several months

are presented.

INTRODUCTION

For over twenty years the Advanced Light Source

at Lawrence Berkeley National Laboratory has relied

on locally-developed Intelligent Local Controller (ILC)

modules[1] to monitor and control low-speed analog and

digital signals. The ILCs communicate with the rest of the

control system through a multi-drop 2 Mb/s serial link con-

nected to a Multibus I processor which now connects to the

newer EPICS-based control system equipment. The serial

links and Multibus I processor now represent a consider-

able bottleneck to performance and are increasingly diffi-

cult to maintain. Design effort to replace the ILCs began

in 2010. The possibility of replacing the ILCs with com-

mercial Programmable Logic Controllers (PLCs) was in-

vestigated but ultimately rejected because of the major ef-

fort in recabling to accommodate the PLC physical archi-

tecture. The decision was made to simply replace the ILCs

with more modern equipment while retaining the card edge

connector and signals of the original. The recabling effort

was thus reduced to replacing the multi-drop serial links

with 100BaseT ethernet links between the IRMs and the

network switches.

SYSTEM DESCRIPTION

The form factor of the IRM matches that of the ILC mod-

ules that it replaces. It is a 3U high and 220 mm deep

∗This work was supported in part by the U.S. Department of Energy

under Contract Number DE-AC02-05CH11231.

Eurocard format with a 96-pin rear panel connector. The

entire circuit board is mounted inside a shielding canis-

ter to reduce coupling of ambient electrical noise to the

analog input and output signals. Power consumption has

been reduced from the approximately 5 W of the ILC to

less than 3 W. A block diagram of the IRM hardware is

shown in Figure 1. The core component of the IRM is

the LX9 MicroBoard based on a Xilinx R© Spartan R©-6 LX9

FPGA[2]. In addition to the FPGA the MicroBoard pro-

vides dynamic RAM, flash memory, a 100BaseT ethernet

interface and input/output lines used to communicate with

the other IRM components. The FPGA firmware provides

a Microblaze[3] embedded processor with additional pe-

ripheral firmware modules to support communication with

the components on the carrier board on which the FPGA

microboard is mounted.

The ranges of the analog channels and the signal levels

of the digital channels on the backplane connector match

those of the ILC. The analog to digital converter (ADC)

used in the IRM is an Analog Devices AD7606 6-channel,

16-bit device. A notable feature of this chip is its ability

to sample and average 64 values for each ’convert’ request.

The equivalent sampling frequency for the IRM is thus in-

creased from 1 kHz to 64 kHz. This reduces the effects of

high frequency noise and greatly reduces aliasing of high

frequency components. Four of the channels are driven by

signals from the backplane connector conditioned by a dif-

ferential amplifier providing up to 200 V of common mode

signal. Another channel is used the measure the analog

signal from a sensor measuring the ambient temperature.

The digital to analog converter (DAC) is an Analog Devices

AD5764 4-channel, 16-bit device. The port expander chips

are Maxim 7301 28-bit devices. The port expander con-

nected to the backplane operates from a +5 V supply. The

digital channels are arranged as six banks of 4 bits each.

Four of these banks are configurable as inputs or outputs.

The other two banks are always inputs from the backplane.

The FPGA board is mounted on the main IRM circuit

board so that the RJ45 ethernet connector and the micro-

USB console connector are accessible through the front

panel. A full color 64 row by 96 column OLED front panel

display is used to show the status of the digital input output

signals, the DAC and ADC voltages, the value read from

the temperature sensor and the status of the network con-

nection to the EPICS Input/Output Controller (IOC) appli-

cation to which the IRM is connected. Front panel controls

consist of a pair of rotary 16-position switches used to set

the IP address of the IRM and a single push button. To

prolong its life the OLED is shut down after more than 30

minutes of inactivity. Pressing the button turns the display
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RECENT CHANGES TO BEAMLINE SOFTWARE AT THE CANADIAN 
LIGHT SOURCE* 

Glen Wright#, David Beauregard, Russ Berg, Gillian Black, David K Chevrier, Ru Igarashi, Denise 
Miller, Canadian Light Source, University of Saskatchewan, Saskatoon, Canada 

Elder Matias, Mighty Oaks, Victoria, B.C., Canada 

 
Abstract 

The Canadian Light Source (CLS) is a world-class, 
state-of-the-art facility that is advancing Canadian 
science, enhancing the competitiveness of Canadian 
industry and contributing to the quality of life of people 
around the world. Our commitment is to be a world-
leading centre of excellence in synchrotron science and its 
applications by working with the scientific community to 
promote the use of synchrotron light, promoting industrial 
partnerships and innovation, and engaging in scientific 
and educational outreach. Part of obtaining this goal is 
ensuring that the software at the beamlines provides the 
best tools for running experiments.  

THE CHALLENGES 
The beamlines at the CLS vary in their intended use. 

The types of controls and detectors must match the range 
of types of experiments. The software must be capable of 
supporting both the researchers new to synchrotron 
science and the researchers with many years of 
experience running experiments. Similar types of 
experiments may have totally different expectations from 
different user communities. 

CROSS-BEAMLINE SOFTWARE 
A major undertaking within the Experimental Facilities 

Group (EFD) at the CLS has been the development of 
Acquaman experiment management software. This has 
been successfully deployed at the SGM, REIXS, and 
VESPERS beamlines with more beamlines expected to be 
added in the near future. 

The CLS developed Science Studio in collaboration 
with IBM and University of Western Ontario. As well as 
being available for use at the VESPERS beamline, 
Science Studio is used at the Nanofabrication Lab at 
UWO.[1] Beyond providing a general framework to 
manage experiments, Science Studio also provides a 
method for remote control of an experiment and for 
remote access to data. Interest has been shown in Science 
Studio by other facilities. 

BMIT (05B1-1, 05ID-2) BEAMLINES 
Recent software development on the Biomedical 

Imaging and Therapy (BMIT) beamlines has focused on 
the 05ID-2 insertion device beamline, the second of two 
biomedical beamlines of the BMIT facility.  An imaging 
program on the 05ID-2 beamline is now slated to begin in 
January 2014.  Software development in support of this 
imaging program has included operational software for a 
number of large positioning devices, such as the POE-3 
Optics Table, SOE-1 Camera Positioner, Large Animal 
Positioning System (LAPS), and Microbeam Radiation 
Therapy (MRT) Lift.  In addition, software has been 
developed to operate the second of four monochromators 
on this beamline: the K-Edge Subtraction (KES) mono.  
This single bent Laue crystal monochromator produces a 
beam which is deflected at an angle either above (up 
bounce mode) or below (down bounce mode) the 
horizontal plane.  Accurate positioning of both height and 
angle of all four downstream positioning devices, and the 
movable shutter at the end of its optics hutch, becomes 
critical when using this monochromator.   

As well as operational software, additional monitoring 
software has also recently been developed for the 05ID-2 
beamline.  This includes: software to monitor hutch 
conditions such as humidity, temperature and air flow, 
and to remotely adjust all settings as required for various 
experiment and sample types; software to monitor power 
hitting each component along the beamline; software to 
track total beam exposure time at each location along the 
beamline etc.  In addition, ease-of-use features have been 
deployed, such as an integrated main beamline operations 
screen which includes a dashboard of indicators to 
quickly alert the user of any problems with machine 
protection components, a summary of currently selected 
beamline settings on the main screen, and a point from 
which to launch other operational software.  Beamline 
status screens feature a 3D beamline model showing staff 
the exact location of any problems on the beamline.  

The majority of the BMIT 05ID-2 beamline software 
has been developed using CLS’ standard of EPICS IOC 
programs and EPICS EDM or Qt / Python GUIs, with 
Pro-Dex MAXv / VME-based motor control.  The 
exceptions to this are the control programs for the LAPS 
and MRT Lift.  In these cases, the main control program 
was written in C, communicating via Modbus to the 
Bosch motor drive-integrated PLCs for these devices, 
with GUIs developed using Qt and C++. 

 ___________________________________________  

*Work at the Canadian Light Source is supported by the National 
Sciences and Engineering Research Council of Canada, the National 
Research Council of Canada, the Canadian Institute for Health 
Research, the Province of Saskatchewan, Western Economic 
Diversification Canada, and the University of Saskatchewan. 
#Glen.Wright@lightsource.ca 
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SCALING OF EPICS EDM DISPLAY PAGES AT ISAC 
R. Keitel, TRIUMF, Vancouver, Canada 

Abstract
  The EPICS-based control system of the ISAC facility at 
TRIUMF uses the edm display editor / display manager to 
create and render the Operator interface displays. edm 
displays are expressed in pixel coordinates and edm does 
not scale the display page when a window is re-sized. A 
simple scheme was implemented to allow operators to 
switch page magnifications using a set of pre-selected 
scaling factors. Possible extensions of the scheme and its 
limitations will be discussed. 
.

INTRODUCTION
The control system for the ISAC radioactive beam 

facility at TRIUMF is based on the EPICS toolkit. The 
operator displays were initially (1996) designed and 
rendered using the edd/dm display editor / manager 
combination. In 2005, all operator displays were 
converted [1][2] to use the extensible display editor / 
manager edm [3], both because edd/dm was not 
maintained any more and because edm provides superior 
functionality. Both edd/dm and edm store display 
information in "display list" files, in binary format for 
edd/dm and ASCII format for edm. 

The conversion was performed by using the edd/dm 
export facility to generate ASCII meta-files which were 
then translated to edm-compatible format using a basic 
Perl translator script and a set of Perl filter sripts for 
incremental clean-up. 

THE PROBLEM 
One shortcoming of edm compared to edd/dm is the 

fact that re-sizing a display window does not scale 
window content, i.e. the pixel sizes of the graphics 
widgets remain constant. Over the years this caused 
increasing problems when the ISAC control room 

consoles switched from the original CRT monitors to 
larger flat panel displays. Although the flat panels are 
larger in size than the CRT monitors, the pixel size is 
smaller due to the higher screen resolution. The difference 
is not big but noticeable and the controls group started to 
receive complaints about some screens being difficult to 
view. 

THE SOLUTION 
A simple solution was implemented to allow operators 

to view display pages with different magnifications.  

Scaling the Display 
A Perl tool edlMagnify was developed which creates 

scaled versions of the original edm display list (edl) file. 
The file name of the scaled file includes the scale factor 
for identification purposes. Scaling of the location, with 
and height of widgets is straightforward. 

For all related display call-up widgets and embedded 
display widgets the target file names are modified to use 
the edl file versions with the same scale factor as the 
calling display.  

A fixed set of scale factors is defined by the script. 
After some experimentation the scale factors 100%, 
115%, 130%, 150%  were chosen for the production 
system. 

Magnification Button 
Selected display pages - essentially the the main menu 

screen and all "top-level" displays of the display hierarchy 
which follow a certain naming convention -  allow 
switching to a different scale factor. In the top left corner 
of these display pages edlMagnify inserts a 
"magnification button", which allows starting any of the 
scaled versions of this display page (see Fig. 1). This 
button exploits an edm feature which allows closing of 
the current page when a related display is called up. 

Figure 1: The magnification button on a top-level  page. 
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USER INTERFACES FOR THE SPIRAL2 MACHINE PROTECTION  
L. Philippe, P.Gillette, G.Normand, GANIL, Caen, France

Abstract 
Spiral2 accelerator is designed to accelerate protons, 

deuterons, heavy ions with a power from hundreds of 
Watts to 200kW. Therefore, it is important to monitor and 
anticipate beam losses to maintain equipment integrities 
by triggering beam cuts when beam losses or equipment 
malfunctions are detected; the MPS (Machine Protection 
System) is in charge of this function. The MPS has also to 
monitor and limit activations but this part is not addressed 
here. Linked to the MPS, five human machine interfaces 
will be provided. The first, “MPS” lets operators and 
accelerator engineers monitor MPS states, alarms and 
tune some beam losses thresholds. The second “beam 
power rise” defines successive steps to reach the desired 
beam power. Then, “interlock” is a synoptic to control 
beam stops state and defaults; the “beam losses” one 
displays beam losses, currents and efficiencies along the 
accelerator. Finally, “beam structure” lets users interact 
with the timing system by controlling the temporal 
structure to obtain a specific duty cycle according to the 
beam power constraints. In this paper, we introduce these 
human machine interfaces, their interactions and the 
method used for software development. 

THE SPIRAL2 FACILITY 
The SPIRAL2 facility (Fig. 1) is based on a high 

power, superconducting linac driver, which will deliver a 
high intensity, 40 MeV deuteron beams as well as a 
variety of heavy-ion beams with mass-to-charge ratio of 3 
and energy upon to 14.5 MeV/nucleon. A possibility of 
construction of a second injector for heavy-ions with a 
mass-to-charge ration of 6 is incorporated in the design. 
The main RIB production scheme of SPIRAL2 is based 
on the fast-neutron induced fission of uranium target. 
Using a carbon converter, a 5 mA deuteron beam and a 
high-density (up to 11g/cm3) 2.3 kg uranium carbide 
target, the fission is expected to reach a rate up to 
5*1013/s. A direct irradiation of the UC2 target with beams 
of protons or 3,4He could also be used. The extracted 
1+radioactives ions will be injected in the 1+/n+ charge 
breeder (ECR ion source) and post-accelerated by the 
existing CIME cyclotron.  

The SPIRAL2 project is divided in two phases (Fig 1): 

 
Figure 1: Accelerator layout. 

MACHINE PROTECTION SYSTEM 
Overview

The machine protection system is in charge of: 
 Limiting heath increase resulting from the beam 

power inside the machine devices,  
 Controlling the operating range of the accelerator, 
 Minimizing radiations: This function isn’t addressed 

in this paper because it will be implemented in a 
separate subsystem due to security constraints. For 
more information see reference [1]. 

System Architecture 
Figure 2 below shows the machine protection system 

architecture: 

 
Figure 2: MPS architecture. 

Many types of devices act upstream the system in order 
detect disjunction, vacuum losses and beam losses. 

The MPS system reacts on the beam by decreasing the 
beam duty cycle (beam chopper and RFQ pulsations 
handled by the ECSF system) and by inserting an ad hoc 
beam stop. 

MPS system is composed of three subsystems: 
 PLC interlock triggers slow beam cut and manage 

accelerator mode. 
 Fast electronic protection system triggers fast beam 

cut and warn PLC interlock that keeps safe the 
accelerator. 

 Command control system provides human machine 
interface (HMI), operating alarms, archiving, 
threshold management. 

As far as the command control is concerned, five HMI 
are designed to assure monitoring and control of MPS 
system. These softwares are presented in the next 
chapters. 

MACHINE PROTECTION SYSTEM HMI 
 “MPS” HMI lets operators and accelerator engineers 

monitor MPS states, alarms and tune some beam losses 
thresholds. 
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DEVELOPMENT OF A WEB-BASED SHIFT REPORTING TOOL FOR

ACCELERATOR OPERATION AT THE HEIDELBERG ION BEAM

THERAPY CENTER

K. Höppner∗, R. Cee, M. Galonska, Th. Haberer, J. M. Mosthaf, A. Peters, S. Scheloske,

HIT, Heidelberg Ion Therapy Center, University Hospital, Heidelberg, Germany

Abstract

The HIT (Heidelberg Ion Beam Therapy) center is the

first dedicated European accelerator facility for cancer ther-

apy using both carbon ions and protons, located at the uni-

versity hospital in Heidelberg. It provides three fully oper-

ational therapy treatment rooms, two with fixed beam exit

and a gantry. We are currently developing a web based re-

porting tool for accelerator operations. Since medical treat-

ment requires a high level of quality assurance, a detailed

reporting on beam quality, device failures and technical

problems is even more needed than in accelerator opera-

tions for science. The reporting tools will allow the opera-

tors to create their shift reports with support from automat-

ically derived data, i.e. by providing pre-filled forms based

on data from the Oracle database that is part of the pro-

prietary accelerator control system. The reporting tool is

based on the Python-powered CherryPy web framework,

using SQLAlchemy for object relational mapping. The

HTML pages are generated from templates, enriched with

jQuery to provide a desktop-like usability. We will report

on the system architecture of the tool and the current status,

and show screenshots of the user interface.

THE HIT MEDICAL ACCELERATOR

The heavy ion accelerator at HIT is used for raster-

scanning radiation of cancer patients (cf. [1, 2] for an

overview) with different types of ions from two sources

(upgrade to three sources in progress [3,4]) in several treat-

ment rooms, two with horizontal fixed beam exit and the

heavy ion gantry with rotatable beam exit (operational [5]

since 2012), and a beam exit for experiments (see Fig. 1).

Each combination of source and destination may be used

for medical treatment, represented within the Accelerator

Control System (ACS) by the so-callled virtual accelera-

tor number. A radiation plan consists of a series of beam

pulses chosen from a catalogue of 255 different energy

values (88–430 MeV/u for carbon, 48–220 MeV/u for pro-

tons), 6 focus sizes, 15 intensity values (2× 106–5× 108

particles per second for carbon, 8× 107–2× 1010 pps for

protons), and 36 exit angles in case of the gantry. These

tuples of beam settings are named the MEFI combinations.

Both the virtual accelerator as the MEFI combination may

be changed from beam pulse to beam pulse (multi-plexed

operation).

∗ klaus.hoeppner@med.uni-heidelberg.de

Figure 1: HIT accelerator facility with two ion sources, lin-

ear accelerator, synchroton, two horizontal beam exits and

gantry for medical treatment. The experimental area is not

shown.

AIMS FOR A SHIFT REPORTING TOOL

HIT uses a well established electronic log book [6] based

on the widely used Wordpress blog software [7]. While

this solutions offers a quick and convenient way to publish

notes on issues that occur during operation, it doesn’t of-

fer an interface for a standardized regular report on the key

facts of a shift, e. g. who used the beam, statistics on failure

times, ion types. Additionally, there is no connection be-

tween the Wordpress log book and the proprietary control

system, i. e. noteworthy alarm messages from the control

system have to be added to the log book manually. This

process is error-prone and makes a later analysis difficult

since the log book notes aren’t standardized.

TECHNICAL DETAILS OF THE SHIFT

REPORTING TOOL

The tool was developed using free and open source soft-

ware. It’s mainly based on Python and frameworks based

on Python. Since it was intended to implement the tool as

an web-based application, we used CherryPy [8]. CherryPy

is an easy-to-use web application framework where web

pages are simply developed as methods of Python classes,

thus combining the standard object-oriented software de-
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USING WEB SYNDICATION FOR FLEXIBLE REMOTE MONITORING 
O. Pinazza, INFN Sezione di Bologna, Bologna, Italy; A. Augustinus, P. M. Bond, P. Chochula, 

L. M. Lechman, P. Rosinský, CERN, Geneva, Switzerland; A. N. Kurepin,  
INR RAS – Institute for Nuclear Research of the Russian Academy of Sciences, Moscow, Russia

Abstract 
With the experience gained in the first years of 

running the ALICE apparatus we have identified the need 
of collecting and aggregating different data to be 
displayed to the user in a simplified, personalized and 
clear way. The data comes from different sources in 
several formats, can contain data, text, pictures or can 
simply be a link to an extended content. This paper will 
describe the idea to design a light and flexible 
infrastructure, to aggregate information produced in 
different systems and offer them to the readers. In this 
model, a reader is presented with the information relevant 
to him, without being obliged to browse through different 
systems. The project consists of data production, 
collection and syndication, and is being developed in 
parallel with more traditional monitoring interfaces, with 
the aim of offering the ALICE users an alternative and 
convenient way to stay updated about their preferred 
systems even when they are far from the experiment. 

 

INTRODUCTION 
ALICE [1] is one of the four general purpose 

experiments installed at CERN in Geneva, around the 
Large Hadron Collider. The experimental apparatus is 
extremely complex, being composed by 18 sub-detectors, 
each with its own specific technology choice. Monitoring, 
operating and managing ALICE is accomplished in 
collaboration by more than 1000 physicists and engineers, 
from 105 Institutes in 30 different countries. 

The ALICE Detector Control System (DCS) [2] is a 
composite hardware and software structure, connecting 
and coordinating controls and operations on the sub-
detectors through the SCADA infrastructure WinCC OA 
[3]. 

Operating ALICE is typically accomplished on site, 
even if some operations can occasionally be executed 
remotely, through special protocols that can guarantee a 
safe access. 

Monitoring and controlling the DCS system is 
performed by an onsite shifter on a 24/7 basis, whose 
main duties are to guarantee the safety and the integrity of 
the detectors and the infrastructure, and a smooth running 
of the experiment. Several on-call experts collaborate 
with the shifter for the most delicate operations. 

Most of the information is however also of interest for 
a relevant part of collaborators, not necessarily experts, 
who follow with passion the activities around the 
experiment to which they collaborate. 

Almost all of them are content to access this 
information in a passive way, reading quasi-online data, 

consulting tables, graphs or observing screenshots of the 
monitoring system. 

In case of need, they can log on authenticated and 
secure gateways and access the operations, in accordance 
with the activities of the shift crew. 

Availability of information and easy access are 
however in contrast with safety policies. For this reason, 
ALICE chose to centrally export static information from 
the private control network to the Internet. 

During Run1 (2007-2013) several screenshots updated 
on a regular basis have been made available on the public 
ALICE DCS web site: up to three per sub-detector, plus 
panel screenshots related to the central infrastructure. 
Furthermore, users could access plots and trends for 
environmental data, exported as tables and rebuilt in a 
graphical form on the server side. 

The update frequency of data depends on two 
elements: 

 The frequency with which the panel screenshots 
are produced 

 The frequency with which the teleporting service 
from private network to internet works 

This type of structure demonstrated to be secure and 
efficient, but not flexible enough. Furthermore, with time 
and experience the users’ needs have grown, including 
how they access information. Today, users stay 
continuously connected to the Internet, as a result of the 
diffusion of smartphones and tablets, and are therefore not 
limited to their presence in offices and laboratories. 

In order to satisfy their needs, the ALICE DCS group 
is developing a more modern and flexible infrastructure to 
publish data, allowing for an easy, fast and customizable 
access to wider information, based on web syndication. 

WHAT WEB SYNDICATION AND RSS ARE 
Web Content Syndication is a form of syndication in 

which a section of a website is made available for other 
sites to use and republish. In this case, it consists of 
making the content of the ALICE DCS website available 
through web feeds, and allows users to display an 
updating list of content, according to their specific 
interests. 

The terms publishing a feed and syndication are used 
to describe making a feed available for an information 
source. 

The feeds are simple summaries of the website’s 
recently added content, so that readers are facilitated 
identifying the content they look for, and can easily 
access the full content advertised in the feed, if they want. 
The feed formats provide web content or summaries of 
web content, together with links to the full versions of the 
content, and other meta-data.  
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MacspeechX.py MODULE AND ITS USE IN AN
ACCELERATOR CONTROL SYSTEM

Noboru Yamamoto*, J-PARC cener, KEK and JAEA, Ibaraki, JAPAN

Abstract
macspeechX.py[1] is a Python module to accels speech

synthesis  library  on  MacOSX.  This  module  have  been
used  in  the  vocal  alert  system  in  KEKB[2] and  J-
PARC[3] accelerator  control  system. Recent upgrade of
this  module  allow  us  to  handle  non-English  lanugage,
such  as  Japanese,  through  this  module.  Implementation
detail will be presented as an example of Python program
accessing system library.

SPEECH SYNTHESIS IN CONTROL
SYSTEMS

In some control system,  alerts to the operators can be
sent  as  vocal  messages.  It  used  be  require  the  special
hardware  or  software  to  generate  vocal  message  from
computers in the system.

When we started commissioning of KEKB accelerator,
such an alert system was requested. We picked up:

• speech  synthesis  library  includes  as  one  of
standard  libraries on Macintosh OS from Apple.

• Macspeech.py  module  distributed  as  one  of
standard  module  with  Python  programming
Langauge

With these two components, we could build a very low
cost but flexible vocal alert system. This system has been
used  in  KEKB  control  system  and  J-PARC  control
system.  During  the  operation  of  the  accelerators,  we
needed  as little modification in the maing program.  On
the  other  hand  changes  in  the  software  &  hardware
environment,  forced us to develop a new python module,
macspeechX.py.  This  module  evolves  to  current  status
following the evolution of software/hardware. 

We will describes the evolution of this modules in this
article.

KEKB/J-PARC VOCAL ALERT SYSTEM

The  main  components  of  the  KEKB/J-PARC  vocal
alert system is a macintosh computer and the tiny python
program running on this macintosh.  A main task of this
tiny program is simply

1. Wait for  UDP packet including plain text from
the control system at multiple upb ports, 

2. Pass this message to speech synthesis library. 

With additional functionality such as user interface or
selection of voices for specified UDP ports, this program
can fit one or two pages of the paper

While  this  system  running  without  serious  problem
until  MacOSX  came  to  the  market.  In  Python  on
MacOSX  does  not  includes  macspeech.py  as  a  its
components.  It  means  we  need  to  develop  our  own
solution before old Mac hardware would be replaced by
new hardware which just runs MacOSX.

In the next section, we will see several ways to write
Python module which bridges C/C++ library. 

HOW TO WRITE PYTHON EXTENSION
MODULE

There  are  several  ways  to  prepare  python  extension
modules which allow access to the existing C-library from
Python.

1. Write  a  glue  module  in  C  and/or  C++  using
Python API.

2. Use SWIG to generate a glue code automatically
from a configuration file.

3. Use cython to generate glue module from cython
description of the library.

4. Use ctypes module to develop a glue module in
Python language

5. Use  PyObjc,  which  is  available  only  on
MacOSX and Darwin operating system, for glue
module writen in Python.

______________________________________________ 
*noboru.yamamoto@kek.jp

Figure 1:  Software  overview  of  KEKB/J-PARC  vocal
alert system. 
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OPERATOR INTERVENTION SYSTEM FOR REMOTE ACCELERATOR
DIAGNOSTICS AND SUPPORT

A. Uchiyama#, The Graduate University for Advanced Studies (SOKENDAI), Tsukuba, Japan
K. Furukawa, High Energy Accelerator Research Organization (KEK), Tsukuba, Japan

Y. Higurashi, RIKEN Nishina Center, Wako, Japan

Abstract
Large experimental physics projects, such as ITER and

LHC,  are  typically  managed  by  international
collaboration. Similarly, the International Linear Collider
(ILC),  a  next  generation  project,  will  be launched as  a
result  of  the  collaborative  efforts  of  multiple  institutes
from  three  regions.  After  its  collaborative
commencement,  all  collaborators  apart  from  the  host
country  will  need  to  have  methods  for  remote
maintenance,  control,  and  monitoring  of  its  associated
devices.  For example,  a method has  to be provided for
connecting to the control system network via wide area
network  (WAN)  links  from  various  collaborating
institutions.  However,  from  a  practical  application
standpoint,  the  remote  operation  of  an  accelerator  via
WAN is beset by a number of issues. One such issue is
that  the  accelerator  has  both  experimental  device  and
radiation  generator  characteristics.  Additionally,  any
mistake  operation of  the  remote  control  system  could
result  in  an  immediate  breakdown.  For this  reason,  we
propose  the  implementation  of  an  operator  intervening
system for remote accelerator diagnostics and support that
can  obviate  any  differences  between  the  local  control
room and remote locations. 

INTRODUCTION
In  an  international  collaborative  project  such  as  the

International  Linear  Collider  (ILC),  remote operation is
required in order for collaborators to utilize, monitor, and
control  the  facility  in  the  host  country.  Therefore,
implementation of the global accelerator network (GAN)
as  a dedicated  network  for  the  ILC  control  system has
been planned since March 2000 [1]; however, it remained
unrealized  until  now.  The  idea  underlying  GAN  is  to
construct  remote  accelerator  control  rooms  that  are
virtually equivalent in terms of performance and features
to the local control room in the ILC, for use by remote
users  of  the  facility.  To  realize  the  GAN project,  it  is
necessary  to  implement  a  remote  control  system
comprising an operator interface (OPI), a videoconference
system,  an  electronic  log  system,  and  an  online  fault
diagnosis  system  for  accelerator  devices.  In  addition,
because  communication  between  on-site  operators  and
remote users is essential, all information about activities
taking  place  in  the  local  control  room  should  be
communicated to the remote operators.

A  similar  system  to  GAN,  called  the  Global
Accelerator  Network  Multipurpose  Virtual  Laboratory
(GANMVL), was implemented in the EUROTeV project
[2]. GANMVL facilitates remote operation using a client
system  that  utilizes  X11  windowing,  virtual  network
computing  (VNC),  and  JAVA  VNC.  However,  these
communication  methods  encounter  issues  such  as  low
bandwidth  and  high  network  latency  during  remote
operation  over  wide  area  links.  Thus,  with  the  limited
network resources present in some areas, if these methods
are  used,  it  may  prove  difficult  to  stably  operate  and
control  the  accelerator.  Additionally,  in  GANMVL,  the
video/audio  communication  tools  are  invaluable  in
allowing experts to work together at the global level on
accelerator operation problems. This is because they help
to  mitigate  communication  apprehension  caused  by
differences in the native languages of the local staff and
some of the global experts. 

Their  situation  is  similar  to  ours  as  regards  the
cooperation of experts and remote operation across WAN
links.  In  situations  such  as  accelerator  troubles  and
change  of  beam  conditions  (beam  emittance  from  ion
sources,  etc.),  on-site accelerator  operators need to seek
direction  from  other  engineers  or  scientists  about
accelerator  components,  for  example,  radio  frequency
(RF), vacuum, beam diagnostic, control system, and ion
source, over the telephone. In such scenarios, the ability
to  give  the  exact  directions  required  by  accelerator
operators  is  contingent  on  the  amount  of  information
needed  for  remote  troubleshooting.  To  prevent
operational mistakes, the accelerator conditions need to be
understood as a whole.  Even in cases  where  the native
languages  are  not in conflict,  it  is  difficult  to correctly
provide detailed information about accelerator conditions
via telephone and voice communication because too little
information  is  obtained  by  listening  compared  with
seeing. Moreover, the GANMVL project reported that it
was  not  necessary  to  consider  a  safety  system  in  the
monitoring  of  their  system  via  remote  access  from
outside.  Note  that  a  safety  mechanism is  indispensable
when the remote operation needs not only to monitor the
parameters but also to output control in order to prevent
accelerator  trouble  caused  by  operational  mistakes.  To
address  safety  issues  and  improve  usability  for  remote
operations, we developed an operator intervention system
for WebSocket [3] access in the Experimental Physics and
Industrial Control System (EPICS).

______________________________________________

 #a-uchi@riken.jp
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ONLINE STATUS AND SETTINGS MONITORING
FOR THE LHC COLLIMATORS∗

G. Valentino† , CERN, Geneva, Switzerland and University of Malta, Msida, Malta
R. W. Aßmann‡ , D. Jacquet, S. Redaelli, E. Veyrunes, CERN, Geneva, Switzerland

Abstract
The Large Hadron Collider is equipped with 100 mov-

able collimators. The LHC collimator control system is
responsible for the accurate synchronization of around 400
axes of motion at the microsecond level, and with the pre-
cision of a few micrometers. The status and settings of
the collimators can be monitored by three displays in the
CERN Control Center, each providing a different view-
point onto the system and a different level of abstraction,
such as the positions in mm or beam size units. Any errors
and warnings are also displayed. In this paper, the display
operation is described, as well as the interaction that occurs
when an operator is required to identify and understand an
error in the collimator settings.

INTRODUCTION
The Large Hadron Collider (LHC) is at the particle ac-

celerator technology frontier, with a stored beam energy
higher than any previous collider. It is protected from po-
tential damage by several machine protection systems. The
collimation system provides cleaning of halo particles be-
fore they quench the super-conducting magnets [1]. Colli-
mators also protect the aperture from single-turn abnormal
beam losses, which may occur if the beams are mis-kicked
during injection or dump.

A total of 86 collimators are installed in the LHC rings,
43 per beam. Fourteen collimators are also installed in the
two transfer lines that transport beam from the Super Pro-
ton Synchrotron (SPS) into the LHC. Each collimator con-
sists of two blocks (known as ‘jaws’) of carbon, copper or
tungsten material which are positioned symmetrically on
either side of the beam with an accuracy of 5 µm. The only
exception is the TCDQ collimator in the beam dump pro-
tection region, which has a single jaw. Each of the four jaw
corners can be moved individually by a dedicated stepping
motor [2]. Jaw movement requests are sent by application
software in the top layer to Unix/LynxOS servers, which
then transmits them to the low-level Motor Drive Control
(MDC) module.

Linear Variable Differential Transformers (LVDTs) pro-
vide an independent measurement of these four settings, as
well as the upstream and downstream jaw gaps. The mea-
sured values are transmitted back to the application soft-
ware via the Position Readout Survey (PRS) module. Four
resolvers count the steps of each motor, and ten switches

∗Research supported by EuCARD ColMat WP 8
† gianluca.valentino@cern.ch
‡ presently at DESY, Hamburg, Germany

Figure 1: Schematic showing the arrangement of the colli-
mator sensors and controllers.

are in place to prevent the jaws from moving full-in, full-
out or hitting one another. A schematic of the arrangement
of the sensors and controllers is provided in Fig. 1.

Collimation is required at all phases (injection, ramp,
squeeze and physics) due to the high stored beam ener-
gies present in the machine. The jaw position settings de-
pend on key beam parameters, such as the energy, orbit and
β-functions, which change as a function of time, energy
and/or β∗ (the value of the β-function at the interaction
point (IP)). The result is unprecedented complexity, with
approximately 400 axes of motion [2] requiring function-
based settings and a redundant interlocking strategy. The
settings must be continuously monitored and compared to
the desired values.

COLLIMATOR PARAMETER SPACE
A schematic of the collimator settings parameter space is

shown in Fig. 2. The jaw corner positions in mm (M1, M2,
M3 and M4) for any point in the operational cycle are de-
termined from the local beam-based parameters (shown in
blue) and the half-gap opening in units of beam σ (shown in
red) at each collimator. Mechanical parameters such as the
jaw tilt angle (θcoll) and the jaw length (Lcoll) are shown in
green. The beam-based parameters are typically measured
via beam-based alignment [3] at four points: injection, flat
top, after the squeeze and in collisions. Functions are gen-
erated to ensure that collimators are always at the optimal
positions during dynamic changes of configuration. The
settings are stored in a beam process, which also contains
settings of other LHC devices for a given machine stage in
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GEOSYNOPTIC PANEL* 
Ł. Żytniak#, C. J. Bocchetta, P. Goryl, A. I. Wawrzyniak, P. Pamuła, M. Zając,  

National Synchrotron Radiation Centre Solaris at the Jagiellonian University, Krakow, Poland 
V. Hardion, D. Spruce, MAX IV Laboratory, Sweden 

 
Abstract 

Solaris is a third generation Polish Synchrotron under 
construction at the Jagiellonian University in Krakow. 
Moreover, National Synchrotron Radiation Center  
is member of the Tango Collaboration. The project  
is based on the 1.5 GeV storage ring which is built  
at the same time for the MAX IV project in Lund, 
Sweden. The Solaris project is a prime example  
of the efficient use of EU regional development funds  
and sharing the knowledge and resources for the rapid 
establishment of a national research infrastructure.  
The Solaris develops highly customizable and adaptable 
application called the GeoSynoptic Panel. Main goal  
of the GeoSynoptic Panel is to provide a graphical map  
of devices based on information stored in the Tango 
database. It is achieved by providing additional 
device/class properties which describe location  
and graphical components (such as icons and particular 
GUI window) related to a particular device or class.  
The application is expected to reduce time needed  
for preparation of synoptic applications for each 
individual (part of) machines or subsystems and to reduce 
effort related to debugging and change management. 

INTRODUCTION 
National Synchrotron Radiation Centre Solaris budget 

is 191MLN PLN secured by the EU regional development 
funds. The Jagiellonian Universityhas allocated land  
for the facility. The Jagiellonian University and Lund 
University in Sweden have signed an agreement  
for the mutual cooperation and sharing of ideas  
and designs related to the construction of both facilities. 
Solaris storage ring is an adaptation of smaller ring built 
in the MAX IV Laboratory in Lund, Sweden  
with an energy of 1.5 GeV, 6nmrad emittance and 96 m 
circumference ring [1-3].  

 

 
Figure 1. Sister project of MAX IV.

 See Fig. 1.

 

FACILITY 
Building 

 The entire surface of the building is nearly 8000 m2. 
Experimental hall area with the storage ring  
is about 3000m2. The rest of the space, includes 
laboratories, offices and conference rooms, see Fig. 2. 

 
Main building parameters: 
• Height of the building: 19.7 m 
• Building height above ground: 12.5 m 
• Experimental hall 's depth: 3.2 m below ground level 
• Linac: length of about 110 m, width of 4.15 m 
• Technological tunnel:  length of 110 m, width 5.20 m 
• Linac tunnel and technological tunnel is located at a 

depth of 7.7 m below ground level. 
 

 
Figure 2. Solaris Building Overview. 

 
Beamlines 

The first phase of the project financed by EU funds 
includes the design and the construction  
of two beamlines.  

The first beamline will use bending magnet radiation.  
It will be optimized for energy range from 200 to 2000 eV 
and will be equipped in two end-stations: a X-PEEM  
and XAS chamber.  

The second beamline will use an elliptically polarizing 
undulator. The photon energy range will be from 8  
to 100 eV, with the U-ARPES end station. 
 
 ___________________________________________  

*Work supported by the European Regional Development Fund within 
the frame of the Innovative Economy Operational Program: 
POIG.02.01.00-12-213/09 
#lukasz.zytniak@uj.edu.pl 
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HIERARCHIES OF ALARMS FOR LARGE DISTRIBUTED SYSTEMS 

Marco Boccioli, Manuel Gonzalez Berges, Vasileios Martos, CERN, Geneva, Switzerland 

Oliver Holme, CERN, Geneva, Switzerland and ETH Zurich, Switzerland 

 

Abstract 
The control systems of most of the infrastructure at 

CERN make use of the SCADA package WinCC Open 

Architecture by ETM*, including successful projects to 

control large scale systems such as the Large Hadron 

Collider (LHC) accelerator and associated experiments.). 

Each of these systems features up to 150 supervisory 

computers and several millions of parameters [1]. To 

handle such large systems, the control topologies are 

designed in a hierarchical way (i.e. sensor, module, 

detector, experiment [2]) with the main goal of 

supervising a complete installation with a single person 

from a central user interface. One of the key features to 

achieve this is alarm management (generation, handling, 

storage, reporting). Although most critical systems 

include automatic reactions to faults, alarms are 

fundamental for intervention and diagnostics. Since one 

installation can have up to 250k alarms defined, a major 

failure may create an avalanche of alarms that is difficult 

for an operator to interpret. Missing important alarms may 

lead to downtime or to danger for the equipment.  

This paper presents the features and benefits of 

hierarchical alarms. 

INTRODUCTION 

In a SCADA system, alarm handling plays an important 

part of the final implementation. Fundamentally, alarm 

handling is based on limit and status checking and 

performed in the data servers [3]. For instance, if the 

value of the entity deviates from the good range, an alarm 

is automatically generated on the supervisory station in 

order to inform the operator. In some cases, alarm events 

must be acknowledged by the operator. More complex 

rules, involving several measurements and statuses, can 

also be attributed to an alarm. 

In a large, distributed SCADA system such as those 

implemented for the Detector Control Systems (DCS) for 

the LHC experiments at CERN, the amount of defined 

alarms can be very high. In case of an avalanche of 

alarms, the analysis of a normal, flat view of alarms might 

be problematic for a single operator. Due to the size and 

complexity of an LHC detector, its control is 

implemented in a hierarchical way [4]. Therefore, the 

concept of handling alarms hierarchically follows 

naturally.  

CERN has been collaborating with ETM to implement 

an advanced technique to show alarms in a hierarchical 

way, reducing the amount of individual alarms displayed 

while giving the possibility to get an immediate overview 

of a problem. 

ALARM HANDLING IN WINCC OA 

WinCC OA implements a powerful and sophisticated 

alarm handling framework. Here follows a brief 

introduction to its concept. 

Architecture 

The WinCC OA package has a modular architecture, as 

schematized in Figure 1. Each type of  module is a 

running process, called a manager, handling specific 

tasks. In the case of alarm handling, the value of an item 

coming from any driver (D) is processed by the Event 

Manager (EV). EV handles the alarm generation (e.g. is 

the value in good or bad range?). In the case an alarm is 

generated, EV sends the alarm information to the Data 

Manager (DB) for archiving, and to all relevant managers 

for displaying or for processing. Figure 1 shows an 

example of data flow from a driver D2 through EV, to DB, 

CTRL and UI2. 

 

 

Figure 1: WinCC OA architecture. The continuous lines 

show an example of alarm handling data flow. 

An alarm definition is associated to an entity to be 

monitored. Depending on the type of data to be checked, 

the defined alarm can be of different natures (Table 1): 

continuous (thresholds) or discrete (a specific set of 

values defined as bad). The definition of alarms consists 

of one or more good/bad ranges, each range including 

different properties (value limit, text, hysteresis, priority, 

colour, acknowledgeable, etc.). 

Table 1: Types of Data and Associated Types of Alarms. 

Data type Alarm type 

boolean  discrete, multi-instance 

real continuous, discrete, multi-instance 

integer continuous, discrete, multi-instance 

double word discrete, multi-instance 

 

CTRL
control scripts

UI2
user interface

D1
driver

D2
driver

D3
driver

API

DB
database

CON
communication

UI1
user interface

UI3
user interface

EV
event

 ____________________________________________  

*ETM professional control GmbH - www.etm.at 
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CHEBURASHKA: A TOOL FOR CONSISTENT MEMORY MAP

CONFIGURATION ACROSS HARDWARE AND SOFTWARE

A. Rey∗, A. Butterworth, F. Dubouchet, M. Jaussi, T. Levens, J. Molendijk, A. Pashnin

CERN ,Geneva, Switzerland

Abstract

The memory map of a hardware module is defined by

the designer at the moment when the firmware is speci-

fied. This memory map is then used by the software de-

velopers to define device drivers and front-end software

classes. Maintaining consistency between the hardware

and the software is critical. In addition, the manual process

of writing the VHDL firmware on one side and the C++

software on the other is very labour-intensive and error-

prone. Cheburashka is a software tool developed in the Ra-

dio Frequency group at CERN which eases this process.

From a unique declaration of the memory map, created us-

ing the tools graphical editor, it allows us to generate the

memory map VHDL package, the Linux device driver con-

figuration for the front-end computer, and a FESA (Front

End Software Architecture) class for debugging. An addi-

tional tool, Gena, is being used to automatically create all

required VHDL code to build the associated register con-

trol block. These tools are now used by the hardware and

software teams for the design of all new interfaces from

FPGAs to VME or onboard DSPs in the context of the ex-

tensive programme of development and renovation being

undertaken in the CERN injector chain during Long Shut-

down 1 (2013-14). Several VME hardware modules and

their associated software have already been deployed and

used in the SPS RF system.

INTRODUCTION AND BRIEF HISTORY

The Radio Frequency (RF) group is responsible for the

accelerating and damping systems at CERN. The high-

speed digital electronics for the cavity and beam feedbacks

are implemented mainly in the VME form factor. The

team of hardware designers works closely with a team of

software developers who are responsible for developing

the front-end control software for the VME systems us-

ing the FESA [1] framework under Linux. The interface

between the hardware and software worlds is through the

memory map of the device. Historically, memory maps

were described in a Microsoft Excel worksheet, which al-

lowed easy editing and sharing of the file via CERN cen-

tral folders in a format familiar to the hardware design-

ers. The memory map was then entered by hand into the

Controls Configuration Database (CCDB) [2] and standard

tools from the CERN Controls group were used to generate

device drivers. However, this process was fastidious and er-

ror prone. A simple copy-paste error or a typo could cause

∗ anthony.rey@cern.ch

several long hours of software debugging. The need of an

automated system to parse memory maps, compute block

addresses, generate drivers and software variables has been

expressed for several years already.

In 2008 an initial tool was written in C++, running from

the command line, which extracted the memory map de-

scription from the CCDB and generated a driver wrapper

library for use in the FESA class. It was susequently ex-

tended to generate parts of the XML design document of

a FESA class mapping the registers of the device to datas-

tore fields and interface properties. This XML could then

be inserted by hand into the FESA design document. It

also generated the C++ code necessary to access the reg-

isters, which could be inserted into the FESA class code.

Although its use was quite expert-oriented, this application

proved to be very time-saving for software developers.

In order to find a global solution, including editing of

the memory map in the same application, the software de-

velopers proposed the idea of a memory-map template that

hardware designers could fill in and where variables would

be defined once in a single place. From this master reposi-

tory, all code relating to the memory map would be gener-

ated: firmware VHDL fragments, DSP header files, device

driver description files, FESA class design and code and

so on. From these wishes several solutions came by them-

selves:

• An XML file with an XSD template for memory-map

formatting

• A user interface based on Java so that it could run on

any operating system

• A central repository with versioning support for XML

file storage

• An attractive user-friendly interface that would en-

courage users to move to this new product

The concept of Cheburashka was born in 2009, but due to

lack of resources its development progressed only slowly

during several years. In summer 2011 a production series

of new RF cards for the PS Booster synchrotron awoke the

project and work started, focused on VHDL code genera-

tion. Early in 2012, driver and FESA code generation fol-

lowed.
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UNIFYING DATA DIVERSITY AND CONVERSION TO COMMON 
ENGINEERING ANALYSIS TOOLS 

H. Reymond, O. O. Andreassen, C. Charrondiere, M. F. Gomez de la Cruz, A. Rijllart, CERN, 
Geneva, Switzerland

 
Abstract 

The large variety of systems for the measurements of 
insulation, conductivity, RRR, quench performance, etc. 
installed at CERN’s superconducting magnet test facility 
generates a diversity of data formats. This mixture causes 
problems when the measurements need to be correlated. 
Each measurement application has a dedicated data 
analysis tool used to validate its results, but there are no 
generic bridge between the applications that facilitates 
cross analysis of mixed data and data types. 

Since the LHC start-up, the superconducting magnet 
test facility hosts new R&D measurements on a multitude 
of superconducting components. These results are 
analysed by international collaborators, which triggered a 
greater need to access the raw data from many typical 
engineering and analysis tools, such as MATLAB®, 
Mathcad®, DIAdem™, Excel™... This paper describes 
the technical solutions developed for the data formats 
unification and reviews the present status. 

INTRODUCTION 
The 1700 twin-aperture superconducting magnets [1], 

constituting the LHC accelerator ring, have all been tested 
at CERN before their installation in the tunnel. These 
validation and acceptance tests were executed in a 
dedicated superconducting magnet test facility named 
SM18. 
For these tests campaigns, many dedicated 

measurement systems [2] and analysis tools were 
developed. These tools, which are now coming of age, 
required many development and validation hours. During 
the 2003-2007 period they have performed thousands of 
automated tests and analysis, helping the operators to 
execute all the required magnet tests within the tight 
schedule of the LHC assembly. 

After the LHC start-up, due to the wide range of testing 
possibilities for superconducting apparatus and magnet 
technology, the SM18 test facility was converted into a 
Transnational Access Test Facility [3], a unique test 
platform for the superconductivity community. It is 
equipped with ten benches, allowing tests at very low 
temperatures (lowest being 1.9K) and high currents (up to 
20kA). 

Because of its flexibility and great range, several R&D 
projects have been done in SM18. In the last three years, 
these projects, managed by international collaborations, 
have created a need for a more flexible and generic data 
access solution. 
These new projects would typically request to do 

different or extended analysis, correlating data from 

sources not foreseen when the first applications were 
designed [4].  

THE LEGACY MEASUREMENT 
SYSTEMS 

All the measurement systems designed in SM18 have 
been built using the same approach. They are following a 
classical two tiers application where on one side we have 
a control and data acquisition system, and on the other 
side a dedicated analysis tool, custom tailored to handle 
the dedicated data. 

 This scheme has been applied to: 
• Electrical circuit insulation measurements (HV 

application) 
• Quench performance tests (HF/LF DAQ application) 
• Measuring physical properties of magnets (RRR, 

splice resistance, energy loss, etc.) 
 

Today the cross-correlated analysis requested by the 
new users community are difficult to achieve since these 
applications where not designed for this purpose from the 
very beginning The file formats differ between systems, 
and the specific legacy tools are mandatory to make any 
good use of the data. In addition, since these tools were 
custom tailored, the numerous requests for adapting the 
analysis to new measurement types cannot easily be done. 
This causes delays since one has to manually analyse the 
data and is unsatisfying for the users community. 

THE SDA PROJECT 
In order to offer a suitable solution, the SM18 Data 

Access (SDA) project was initiated. It aims to open the 
data access of the legacy measurement systems, enabling 
raw data access for existing mathematical or engineering 
analysis tools, and provide a flexible, user customizable 
environment, that can quickly adapt to new requirements. 

In the beginning, we searched for a common data 
format that we could directly integrate in the legacy 
measurement systems, storing the raw data in a common 
industrial format. This idea were deemed unfit due to the 
necessary efforts needed to adapt all the legacy 
applications, and also the potential compatibility issues 
one might have between old and new data.  

Instead, we proposed to create a unique and system 
independent data conversion module.  

In addition, to find a flexible replacement for the legacy 
tools, we launched a survey to find suitable applications 
from well-established industrial vendors. The tool had to 
be easy to use, flexible, fully featured with the most 
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EXCHANGE OF CRUCIAL INFORMATION BETWEEN ACCELERATOR 
OPERATION, EQUIPMENT GROUPS AND TECHNICAL 

INFRASTRUCTURE AT CERN 
 

I. Laugier, P. Sollander, CERN, Geneva, Switzerland 

 

Abstract 
During CERN accelerator operation, a large number of 
events, related to accelerator operation and management 
of technical infrastructure, occur with different criticality. 
All these events are detected, diagnosed and managed by 
the Technical Infrastructure service (TI) in the CERN 
Control Centre (CCC); equipment groups concerned have 
to solve the problem with a minimal impact on accelerator 
operation. A new database structure and new interfaces 
have to be implemented to share information received by 
TI, to improve communication between the control room 
and equipment groups, to help post-mortem studies and to 
correlate events with accelerator operation incidents. 
Different tools like alarm screens, logbooks, maintenance 
plans and work orders exist and are in use today. A 
project was initiated with the goal to integrate and 
standardize information in a common repository to be 
used by the different stakeholders through dedicated user 
interfaces. 

INTRODUCTION 
The Technical Infrastructure service (TI) in the CERN 
control Center (CCC) is supervising the main technical 
systems at CERN 24 hours a day and 365 days per year in 
direct relation with CERN accelerator operation. Its 
mandate is to minimize the impact of technical 
breakdowns on accelerators and other important 
installations at CERN, to manage corrective maintenance 
activities and to co-ordinate interventions during major 
breakdowns. 
Electricity distribution, cooling, ventilation, safety 
systems and lifts are some of the different systems 
supervised by the Technical Infrastructure service. 
Thousands of different types of equipment all around 
CERN are supervised in collaboration with different 
interlocutors: about fifteen equipment groups, accelerator 
operators, fire brigade, etc. 
TI operators receive on average 50’000 phone calls, 
1’000’000 alarms and create more than 10’000 work 
orders each year. These Work Orders (WO) are sent 
directly to the equipment group concerned by the problem 
for corrective maintenance, but if the event might interest 
CERN accelerator operation or other equipment groups; it 
has to be shared. 
This paper presents the study phase of a project to 
rationalise data exchange between the actors described 
above. 

DEFINITION OF AN EVENT 
A TI operator has different ways to receive an event.  
 

• An alarm is defined as an event that needs 
immediate operator attention and action. Alarms 
are generated by LASER [1], the LHC alarm 
service or directly by the Electrical Network 
Supervisor SCADA system [2] on a dedicated 
screen. In order to generate a useful work order, 
TI operators insert complementary information, 
like the context or equipment status.  

• A phone call; a user will declare a problem 
where corrective maintenance is needed by an 
equipment group. The user will expect updates 
and follow-up of the resolution of his problem. 

• A piece of information coming from accelerator 
operators declaring a degradation or a stop of the 
physics. In this case, the concerned accelerator 
operators would need to have details on the 
problem, its potential duration and up-to-date 
information on the progress of the stand-by 
intervention. Currently this communication is 
oral between the different CCC operators. 

• Other event types might be added depending on 
the future needs, for example automatic event 
creation from supervision tools. 
 

Different types of events 
 

• Major Event: An event that impacts the 
accelerators operation by either stopping the 
beam or degrading it. Several operators in the 
CCC might be implicated, equipment groups 
might intervene in an emergency; reports and 
follow-up are necessary. See Figure 1. 
TI generates around 100 Major Events per year. 

• Minor Event: An event that does not impact 
accelerator operation but requires equipment 
group intervention (emergency or not); reports 
and follow-up are necessary. 
TI generates around 200 Minor Events per year. 

• WO using Infor EAM [3], the CERN work order 
creation tool: A work order declaration, done 
mainly by technical infrastructure operator in 
CCC and will send information to the equipment 
group concerned. It can be created in emergency 
or not depending of the work to be done and can, 
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LHC COLLIMATOR ALIGNMENT OPERATIONAL TOOL∗

G. Valentino† , CERN, Geneva, Switzerland and University of Malta, Msida, Malta
R. W. Aßmann‡ , S. Redaelli, CERN, Geneva, Switzerland

N. Sammut, University of Malta, Msida, Malta

Abstract
Beam-based LHC collimator alignment is necessary to

determine the beam centers and beam sizes at the colli-
mator locations for various machine configurations. Fast
and automatic alignment is provided through an opera-
tional tool has been developed for use in the CERN Con-
trol Center, which is described in this paper. The tool is
implemented as a Java application, and acquires beam loss
and collimator position data from the hardware through a
middleware layer. The user interface is designed to allow
for a quick transition from application start up, to select-
ing the required collimators for alignment and configuring
the alignment parameters. The measured beam centers and
sizes are then logged and displayed in different forms to
help the user set up the system.

INTRODUCTION
Proton beams circulate in the CERN Large Hadron Col-

lider (LHC) at a nominal momentum of 7 TeV/c and a to-
tal stored energy of 362 MJ [1]. The protons can be lost
in the machine aperture as a result of equipment failures,
operational errors, or beam dynamics processes such as in-
trabeam scattering. Deposition of the high-energy particles
in the superconducting magnets could cause quenches and
produce a dangerous accident scenario. For these reasons,
the LHC is protected from particle losses by a multi-stage,
multi-turn beam collimation system [2]. The collimation
system scatters and absorbs halo particles before they can
reach the machine aperture, and is designed to provide a
cleaning efficiency of 99.998%.

An LHC collimator consists of two parallel blocks, or
jaws, of carbon, tungsten or copper material. Each col-
limator is oriented azimuthally to clean in the horizontal,
vertical or skew planes. Each of the four jaw corners can
be moved individually by transmitting requests to the Mo-
tor Drive Control (MDC) which in turn controls dedicated
stepping motors [3]. Linear Variable Differential Trans-
formers (LVDTs) provide an independent measurement of
the motor settings, as well as the upstream and downstream
jaw gap. This data is transmitted back to the client via the
Position Readout Survey (PRS) module.

The cleaning efficiency of the collimation system de-
pends on the correct positioning of the collimator jaws
with respect to the beam axis. The beam trajectory is
not known precisely due to misalignments of the collima-

∗Research supported by EuCARD ColMat WP 8
† gianluca.valentino@cern.ch
‡ presently at DESY, Hamburg, Germany

tor tanks housing the jaws and other equipment such as
quadrupole magnets and Beam Position Monitors (BPMs).
The actual beam orbit may deviate from the design orbit
over several months of operation due to ground motion and
thermal effects [4]. Hence, all collimators are periodically
aligned to the beam to determine these parameters. A jaw
is aligned when a sharp increase followed by a slow expo-
nential decrease appears in the signal read out from a Beam
Loss Monitoring (BLM) detector [5] placed downstream of
the collimator.

OPERATIONAL TOOL
Main Display

A screenshot of the main display of the collimator appli-
cation is shown in Fig. 1. The B1 and B2 collimator names
are displayed in blue and red respectively. The collimators
are displayed in 8 categories, divided by beam and plane.
The MDC and PRS state is shown for each collimator, with
the color coding described in detail in Table 1 and Table 2.
From this screen, the user can launch the user interface for
an individual collimator.

Apart from opening windows for individual collimators,
the user may decide to start an alignment of several col-
limators by clicking on the Setup drop-down menu in the
top-left hand corner. The user then has the option to create
a new setup or load an existing setup. The second option
is useful if the alignment needs to be resumed after a beam
dump, so that all previously measured and saved values are
loaded.

If a new setup is created, the user is presented with a
collimator selection interface, to be able to select the colli-
mators for alignment. The names are color-coded in red,
blue and green for horizontal, vertical and skew respec-
tively. The user is then directed to the next screen, which
involves selection of the hierarchy settings for each colli-
mator family. Pre-defined default settings for a selected
machine mode are loaded from a configuration file, and can
be modified directly from the window if necessary.

Collimator Controller
Once all the alignment parameters are defined, the col-

limator controller window is launched (see screenshot in
Fig. 2). The BLM signal is displayed in the top right panel,
with the collimator left and right jaw positions in the panel
below it. In the top left corner, three tabs allow the user to
input the individual jaw corner positions, set both corners
of each jaw to the same position, or apply increments to the
jaw positions. All the inputs are transmitted to the MDC.
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CAQTDM, AN EPICS DISPLAY MANAGER BASED ON QT 
A.C. Mezger, H. Brands, Paul Scherrer Institut, Villigen, Switzerland 

 

Abstract 
At the Paul Scherrer Institut (PSI) the display manager 

MEDM was used until recently for the synoptic displays 
at all our facilities, not only for EPICS but also for 
another, in-house built control system ACS. However 
MEDM is based on MOTIF and Xt/X11, systems/libraries 
that are starting to age. Moreover MEDM is difficult to 
extend with new entities. Therefore a new tool has been 
developed based on Qt. This reproduces the functionality 
of MEDM and is now in use at several facilities. As Qt is 
supported on several platforms this tool will also run on 
Microsoft Windows. The MEDM data files (.adl) were 
used as an initial set for the new system and were 
converted into the new xml format using the parser tool 
adl2ui. These were then edited further with the Qt-
Designer and displayed with the new Qt-Manager 
caQtDM. The integration of new entities into the Qt 
designer and therefore into the Qt based applications is 
very easy, so that the system can easily be enhanced with 
new widgets. New features needed for our facility were 
implemented. The caQtDM application uses a C++ class 
to perform the data acquisition and display; this class can 
also be integrated into other applications. 

INTRODUCTION 
In the EPICS environment of most accelerator 

laboratories graphical synoptic display tools like MEDM, 
EDM as well as many others were developed. These tools 
have been used for many years with success, but many of 
them are currently reaching their end of life due to the 
evolution of the graphic platforms. Moreover these in-
house solutions are nearly impossible to maintain and to 
extend, because either a developer has to be found for the 
older underlying graphic systems or because the systems 
are likely to disappear in the near future [1] [2]. 

A new tool should therefore be independent of the 
underlying graphical system and its components have to 
be also as much as possible widely supported. The actual 
solution for these requirements lies in the world of Qt, 
which provides modern graphical support on many 
platforms. Qt comes also with its own graphical editor 
and a developer can easily add new widgets to it, so that 
an open source (LGPL v2.1) solution that can also be 
used under commercial terms is available. Most of the 
work for rendering the data on the synoptic display is 
then represented by the handling of the data acquisition 
system. 

 
Figure 1: Qt-Designer editor where the graphical objects are situated on the left and can be dragged on the middle 
window for composing a display. The properties of the objects are display in the right corner window. 
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PROGRESS OF TPS CONTROL APPLICATIONS DEVELOPMENT 

Y. S. Cheng, Jenny Chen, C. Y. Liao, P. C. Chiu, C. H. Huang, C. H. Kuo, K. T. Hsu 

National Synchrotron Radiation Research Center, Hsinchu 30076, Taiwan

Abstract 

The TPS (Taiwan Photon Source) is the latest 

generation 3 GeV synchrotron light source which is in 

installation phase. Commissioning is estimated in 2014. 

The EPICS is adopted as control system framework for 

the TPS. The various EPICS IOCs have implemented for 

each subsystem at this moment. Development and 

integration of specific control operation interfaces are in 

progress. The operation interfaces mainly include the 

function of setting, reading, save, restore and etc. 

Development of high level applications which are 

depended upon properties of each subsystem is on-going. 

The archive database system and its browser toolkits 

gradually have been established and tested. The Web 

based operation interfaces and broadcasting are also 

created for observing the machine status. The efforts will 

be summarized at this report. 

INTRODUCTION 

The TPS [1] is a latest generation of high brightness 

synchrotron light source which has been under 

construction at the National Synchrotron Radiation 

Research Center (NSRRC) in Taiwan since February 

2010. The civil construction works are approximately 

finished in half of 2013. The TPS consists of a 150 MeV 

electron Linac, a 3 GeV booster synchrotron, and a 3 GeV 

storage ring, and the accelerator system installation and 

system integration will be proceeding from later 2013. 

Commissioning is scheduled in later 2014. 

The EPICS (Experimental Physics and Industrial 

Control System) is a set of open source software tools, 

libraries and applications developed collaboratively and 

used to create distributed soft real-time control systems 

for scientific instruments such as the particle accelerators, 

telescopes and other large scientific experiments [2]. In 

the field of accelerators, many facilities have good 

practical experiences for EPICS and adopt it as the 

accelerator control systems. Many resources and supports 

are available as well as numerous applications for 

accelerator have been developed. 

As a result, the EPICS framework was also selected as 

control system infrastructure for the TPS project. The 

EPICS platform has been gradually built and tested to 

control and monitor the subsystems of TPS. The various 

database records can be created for accessing the I/O data 

and setting parameters at the IOC (Input Output 

Controller) layer. Adopting the EPICS channel access 

mechanism with specific toolkits, the data can be 

accessed between the IOCs and the clients. 

During the implementation process of the EPICS 

support for various subsystems, the operation interfaces 

of each subsystem are also developed according to the 

different operation methods. To simulate the operation 

process, the various operation interfaces are needed to 

integrate. The centralized management of the EPICS 

related files is also adopted, and the mechanism of save 

and restore will be continuously developed. The efforts 

will be summarized as following. 

SOFTWARE ENVIRONMENT 

The client consoles are adopted the Linux operation 

system. All of the EPICS base, modules and extensions 

are installed at the Linux system. The software versions 

are shown as Table 1 where most of applications are 

developed base upon this software environment. 

Table 1: Software Environment of the Control Consoles 

 Version 

OS RHEL 5.x (32-bit)  

(kernel 2.6.18.x) 

EPICS base-3.14.11 

Extension edm-1.12.8x 

labCA-3.3 

CSS 3.1.6 

 

All EPICS related files at control consoles are mounted 

from the file server by using the NFS service to simplify 

software version control. Various directories are created 

and saved into various versions of related files for various 

hosts and purposes. Various directories provide a mount 

point for hosts mounted according to various purposes. 

The directories include EPICS base, modules, extensions, 

saved data, temporary data and etc. 

Several file servers are established to share the loading 

of NFS file service. The hosts mount specific file server 

according to its location and purpose. By loading testing, 

the NFS file service is divided into three parts. Two 

servers provide the NFS service for hosts of all cells; the 

other server is for engineer development. 

SAVE AND RESTORE MECHANISM 

To readily restore a set of the machine parameters for 

subsystems during operation as well as to optimize and 

record working points for different machine conditions, 

the mechanism of save and restore is developed. The save 

and restore function is initially established by using the 

MATLAB with the labCA [3]. The various files of 

grouped PVs (Process Variables) list are created for 

saving the respective parameter values of each subsystem. 

The file with PVs and saved parameters is also selectable 

for resume the settings. The graphical operation interface 

of save and restore mechanism is created as shown in the 

Fig. 1. 
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USER INTERFACES DEVELOPMENT OF IMAGING DIAGNOSTIC 
DEVICES FOR THE TAIWAN PHOTON SOURCE  

 C.Y. Liao#, Y.S. Cheng, C.Y. Wu, C.H. Kuo, K.T. Hsu 
NSRRC, Hsinchu 30076, Taiwan 

Abstract 
Taiwan Photon Source (TPS) is a 3 GeV synchrotron 

light source which is being construction at campus of 
National Synchrotron Radiation Research Center 
(NSRRC) in Taiwan. Many diagnostic devices are used 
for the implementation and will be deployed to assist 
commissioning and operating the TPS. The imaging 
diagnostics devices, includes screen monitor (SM), streak 
camera (SC), and intensified CCD (ICCD) are used and 
its user interfaces are plan to develop. Control of these 
applications is centered around EPICS IOC. The windows 
OS based system, such as SC and ICCD, are controlled 
respectively through the Matlab (combined with LabCA 
module) and LabVIEW (combined with DSC module) 
tools and share the data as EPICS PVs. The main user 
interfaces and data analysis are constructed by Matlab 
GUIDE toolbox. The progress of the plans will be 
summarized in this report. 

INTRODUCTION 
Taiwan Photo Source (TPS), a 3 GeV third generation 

synchrotron light facility, featuring ultra-high photon 
brightness with extremely low emittance which is being 
installation at National Synchrotron Radiation Research 
Center (NSRRC) campus. For optimize machine 
operation and diagnostics applications, the two-
dimensional beam-related images were recorded by 
screen monitor, streak camera, and intensified CCD, 
which are widely used in synchrotron light source facility. 
Due to the most of machine parameters in future TPS [1] 
will be accessible as EPICS (Experimental Physics and 
Industrial Control System [2]) process variables (PVs). 
Thus, an analysis tool use the PVs as inputs with ability to 
calculate and display results in complex ways is needed. 
This report presents an EPICS integrated with Matlab and 
LabVIEW as a data processing system which is not only 
could be used in image analysis but also in other 
equipments command/data transmission/processing. The 
hardware configuration and software structure will be 
summarized in this report. 

OVERVIEW OF IMAGING DIGNOSTICS 
Many diagnostic devices are used for the 

implementation and will be deployed in the future to 
assist commissioning and operating the TPS. The imaging 
diagnostics devices, includes screen monitor, streak 
camera, and intensified CCD were used which are 
described in this section.  

 

Screen Monitor/OTR 
For the TPS beam diagnostic application distributed in 

Linac, LTB, BTS, booster, and storage ring, the screen 
monitor is responsible for the beam profile acquisition 
from YAG:Ce/OTR screens and used to analysis to find 
the beam characteristic data. The location and quantity of 
the screen monitor is listed in Table 1. The beam profile 
image has extensive information on beam parameters, 
including beam center, sigma, tilt angle and etc. The 
optical system contains screen, lens, and lighting system. 
The PoE CCD camera with Gigabit Ethernet interface 
(GigE Vision) will be a standard image acquisition device. 
The CCD timing trigger clock is locked with TPS 
injection system, which is produced from a local timing 
IOC (EVR).  

Table 1: Location and Quantity of the Screen Monitor 

Location Quantity 

Linac 5 

LTB 5 

Booster 6 

BTS 3 

Storage ring 1 

Synchrotron Radiation Monitor 
The synchrotron radiation monitors are designed in 

LTB, BTS, booster, and storage ring. In the LTB and BTS, 
a simple visible light optics at bending magnet captured 
by external trigger GigE Vision CCD camera is planned 
for useful routine operation. In the booster synchrotron, 
near UV optics and synchronized with the machine cycle 
is planned. The synchrotron radiation light photons 
emitted by the electron bunches passing through a 
particular dipole in the TPS booster ring, is reflected from 
three molybdenum mirrors and passed through the convex 
lens (F=1000 mm) onto a 1-inch type CCD sensor. The 
simple optics offers 1:1 image reduction.  

In the storage ring, due to the small beam size and 
emittance (~1 nm-rad), a X-ray pinhole camera with 
crystal screen and GigE Vision CCD camera is planned, 
and possible for the feedback signal for beam size 
feedback. The motorized stage can move the camera in 
XY direction to scan the beam profile right at the center 
of the CCD screen and to find the optical focus point by 
moving the Z direction. A near UV light profile 
measurement for low light application and visible light 
synchrotron light interferometer for precision beam size 
measurement are also planned in TPS storage ring. 

 
 

 ___________________________________________  
#liao.cy@nsrrc.org.tw 
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DISTRIBUTED NETWORK MONITORING MADE EASY - AN 

APPLICATION FOR ACCELERATOR CONTROL SYSTEM PROCESS 

MONITORING* 

C.E. Peters,  M. Power, ANL, Argonne, IL 60439, USA

Abstract 
As the complexity and scope of distributed control 

systems increase, so does the need for an ever increasing 

level of automated process monitoring. The goal of this 

paper is to demonstrate one method whereby the SNMP 

protocol combined with open-source management tools 

can be quickly leveraged to gain critical insight into any 

complex computing system. Specifically, we introduce an 

automated, fully customizable, web-based remote 

monitoring solution which has been implemented at the 

Argonne Tandem Linac Accelerator System (ATLAS). 

This collection of tools is not limited to only monitoring 

network infrastructure devices, but also to monitor critical 

processes running on any remote system. The tools and 

techniques used are typically available pre-installed or are 

available via download on several standard operating 

systems, and in most cases require only a small amount of 

configuration out of the box. High level logging, level-

checking, alarming, notification and reporting is 

accomplished with the open source network management 

package OpenNMS, and normally requires a bare 

minimum of implementation effort by a non-IT user. 

BACKGROUND 

Ever since the advent of reliable Internet Protocol (IP) 

communication, the control system at ATLAS has 

become more heterogeneous [1].  This is in part due to the 

pervasiveness of the protocol, and because even legacy 

devices and tools can be networked via Ethernet with the 

addition of extra hardware.  The Simple Network 

Monitoring Protocol (SNMP) is part of a group of 

protocols known as the Internet Protocol Suite defined in 

the early 1980’s, and was standardized as RFC2261 (now 

RFC3411) in the early 1990’s [2].  Its application to 

network device monitoring would then seem to make it an 

obvious and pervasive choice for control system 

monitoring.  However, the openness and extendibility of 

the protocol can tend to make implementation appear 

difficult to a non-networking or information technology 

oriented user.  To date in the author’s experience, SNMP 

is used mainly to monitor network infrastructure devices 

like managed switches and routers. 

The purpose of this work is to demonstrate our SNMP 

based implementation of control system network 

monitoring in a way that exemplifies the name ‘simple’.  
There is a large body of previous work related to project 

specific implementation as full custom applications [3], 

but few papers are dedicated to the ease of use and utility 

of SNMP.  There are several important pieces of any 

network monitoring package which are listed below. 

 Operating System:  Any network monitoring 

implementation is only as good as the operating 

system chosen to run it.  Since SNMP is an open 

protocol, any operating system on either the client or 

the server can implement its own SNMP libraries.  In 

the end, the selection of operating system is often 

based primarily on either 1) User familiarity, and/or 

2) Organization rules and norms. 

 SNMP Monitored Device:  Normally in a 

distributed system there is an SNMP managed 

device, which itself will consist of a master SNMP 

agent and several sub-agents (Fig. 1).  While 

normally transparent to the user, the sub-agents are 

responsible for supplying data to the master, who 

then handles the task of managing incoming and 

outgoing SNMP packets.  There is normally at least 

one default sub-agent installed with any SNMP 

server to respond to preconfigured commands and 

queries. 

 Centralized Monitoring Database:  This server acts 

as the single database and coordinator of the 

monitoring system.  It issues all SNMP commands 

and requests, and stores historical values.  Most often 

comes with graphing and archiving tools, along with 

several versions of alarming and notification utilities 

called a Network Monitoring System (NMS). 

 Management Information Base (MIB):  This is the 

section where most non-IT users lose their way.  A 

MIB is simply a tree-like definition of the data and 

its association attributes which a certain agent can 

handle.  It is most often implemented as a text file on 

the host computer.  There are often several default 

MIBs which come with any installation of SNMP 

libraries, and therefore the end user often needs to 

worry little about MIBs until they begin to customize 

their individual system. 

 

 

Figure 1: Example of a SNMP architecture [4]. 
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VISUALIZATION OF EXPERIMENTAL DATA 
AT THE NATIONAL IGNITION FACILITY* 

Matthew S. Hutton, Rita Bettenhausen, Essex Bond, Allan Casey, Robert Fallejo, Judith Liebman, 
Amber Marsh, Thomas Pannell, Scott Reisdorf, Abbie Warrick, LLNL, Livermore, CA, 94550, 

U.S.A 
 

Abstract 
An experiment on the National Ignition Facility (NIF) 

may produce hundreds of gigabytes of target diagnostic 
data.  Raw and analyzed data are accumulated into the 
NIF Archive database.  The Shot Data Systems team 
provides alternatives for accessing data including a web-
based data visualization tool, a virtual file system for 
programmatic data access, a macro language for data 
integration, and a Wiki to support collaboration.  The data 
visualization application in particular adapts dashboard 
user-interface design patterns popularized by the business 
intelligence software community.  The dashboard canvas 
provides the ability to rapidly assemble tailored views of 
data directly from the NIF archive.  This design has 
proven capable of satisfying most new visualization 
requirements in near real-time. The separate file system 
and macro feature-set support direct data access from a 
scientist’s computer using scientific languages such as 
IDL, Matlab and Mathematica.   Underlying all these 
capabilities is a shared set of web services that provide 
APIs and transformation routines to the NIF Archive.  
The overall software architecture will be presented with 
an emphasis on data visualization.  

INTRODUCTION 
 
A target shot on the National Ignition Facility often 

results in the capture of hundreds of gigabytes of laser 
and target data.  This data is collected via a cluster of 
software agents where it is transformed and loaded (ETL) 
into the NIF Archive. 

Subsequent data analysis is performed either online via 
automation or offline by scientists. For example, the Shot 
Analysis and Visualization (SAVI) system is an analysis 
cluster that converts raw signal data into calibration-
corrected, diagnostic-level measures such as neutron yield 
and hohlraum temperature. These measurements are 
typically available in the archive within 15 to 30 minutes 
of the shot. 

During this timeframe, operations and scientists use 
data visualization to validate diagnostic performance and 
gain perspective on the outcome of the experiment. 

 Subsequently, the data visualization tool is used by 
scientists to explore data, correlate results, support 
experimental analysis and modelling, and for 
collaboration among scientific working groups.   

Modelling and experimental analysis performed by 
scientists requires additional technologies that can deliver 
bulk data acquisition, data integration, and support for 
uploading of results back to the archive. 

Data Visualization at the National Ignition Facility has 
radically evolved over the past three years with many 
lessons learned and at least one major technology reboot. 
In this document, we discuss key lessons learned and the 
evolution of complementary solutions that support the 
data requirements of our scientific user base. 

First Data Visualization Attempt 
NIF was commissioned in 2010 and new target 

diagnostics were getting simultaneously fielded. The 
grand challenge for data visualization was to develop a 
new software platform amidst undefined and rapidly 
changing user requirements. Each diagnostic team had 
unique preferences for how diagnostic data should be 
presented.  The development team was overwhelmed with 
the sheer volume and variability of data required to satisfy 
these requirements. 
   The data visualization team initially used a conventional 
software engineering process with the goal of delivering 
new updates in three to four week delivery cycles.   
  The development team selected a Java Server Faces 
(JSF) framework to provide the type of rich, platform-
independent Web 2.0 experience that users had begun to 
expect with the web at the time.   JSF implementations 
provide pre-built, re-usable UI components that could 
reduce development times.  

In practice, the team struggled to obtain the promised 
benefits with a JSF framework. While the ability to use 
pre-built JSF components could allow a developer to 
quickly wire together an application user interface, the 
pre-built JSF components required by NIF’s visualization 
were rarely available. The team found themselves 
constructing components from scratch, a particularly 
expensive task. Furthermore, re-use became an elusive 
target.  

The cyclic delivery schedule although short by some 
standards, was much too long for end-users. It seemed 
users needed to see their requirements implemented in 
order to better define them. This meant multiple cycles 
(months) before user requirements could be fully 
satisfied.  

Additionally, performance of the new visualization tool 
was inadequate.  Navigation was painfully slow as users 
sometimes needed to wait for the rendering of a page in 
transit to another page.  The very nature of JSF page 
rendering relied on the server pre-aggregating data before 
it was sent to the browser for rendering.   Efficiently 

 ___________________________________________  

*This work performed under the auspices of the U.S.
Department of Energy by Lawrence Livermore National
Laboratory under Contract DE-AC52-07NA27344. #LLNL-
ABS-632634, LLNL-CONF-644573 
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MACHINE HISTORY VIEWER FOR THE INTEGRATED COMPUTER 
CONTROL SYSTEM OF THE NATIONAL IGNITION FACILITY* 

Rick Wilson, James Hoffman, and Jessica Mauvais, Lawrence Livermore National Laboratory, 
7000 East Ave., Livermore, CA 94551, USA

ABSTRACT 
The Machine History Viewer (Fig. 1) is a recently 

developed module of the Integrated Computer Control 
System (ICCS) software to the National Ignition Facility 
(NIF).  This software introduces the capability to analyze 
machine history data to troubleshoot equipment problems 
and to predict future failures.  Flexible time correlation, 
text annotations, and multiple vertical axis scales will 
help users determine cause and effect in the complex 
machine interactions at work in the NIF.  Report criteria 
can be saved for easy modification and reuse.  Integration 
into the already-familiar ICCS GUIs makes reporting 
easy to access for the operators.  Reports can be created 
that will help analyze trends over long periods of time 
that lead to improved calibration and better detection of 
equipment failures.  Faster identification of current 
failures and anticipation of potential failures will improve 
NIF availability and shot efficiency.  A standalone 
version of this application is under development that will 
provide users remote access to real-time data and analysis 
allowing troubleshooting by experts without requiring 
them to come on-site. 

The architecture and functionality of the Machine 
History Viewer will be presented along with examples. 

BACKGROUND 
The NIF [1,2] control system includes about 40,000 

individual devices, including over 10,000 motors.  Many 
of these devices leave a record of their actions and 
readings in the machine history database.  Examples 
include motor position and velocity, binary output 
commanded position and temperature sensor readings.  
As a whole, NIF presently has over 300 million rows of 
machine history data, and the archive grows by over 14 
million rows each month.  This data is valuable for 
understanding the behavior of the system, for 
troubleshooting, prediction of problems before they 
occur, and system optimization.  The challenge is to 
enable the users to access this data in a convenient 
fashion, and to present the results in a useful, easy-to-
understand display. 

TERMINOLOGY 
Individual providers of machine history (e.g. motors) 

are called Subjects.  Each Subject has one or more 
Attributes (e.g., position and velocity for the motor).  The 
Value of the attribute may be a number or text (or soon to 
be image).  A Timeline (Fig. 2) is an ordered list of time 

stamps and Values for a specific Source Name and 
Attribute.  For example, the list of all motor positions for 
a specific motor for the past hour would be a Timeline.  
Timeline Sources represent a data store (e.g. a particular 
database table, or file saved on disk), and are identified 
with unique Source Names.   

USE CASES 
 The Machine History Viewing Tools are used by 

system operators, scientists, engineers and technicians.  
System operators gain situational awareness from recent 
history (e.g., temperature or position plots).  Scientists 
can improve system alignment accuracy by identifying 
interferences such as heat from chamber illumination 
sources.  Engineers and technicians can troubleshoot 

Figure 1: Chart showing temperature of NIF target for 
60 seconds prior to shot.  Shroud (inset photo) opened 
at T-8 seconds, causing rise in temperature, 
compensated for by lowering temperature of the target 
holder. 

Figure 2: Timeline structure. 
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NIF DEVICE HEALTH MONITORING 
R. Fleming, J. Fisher, E. Stout and C. Estes 

Lawrence Livermore National Laboratory, P.O. Box 808, Livermore, California, USA 

 
Abstract 

The Integrated Computer Control System (ICCS) at the 
National Ignition Facility (NIF) uses Front-End 
Processors (FEPs) controlling over 60,000 devices. Often 
device faults are not discovered until a device is needed 
during a shot, creating run-time errors that delay the laser 
shot. This paper discusses a new ICCS framework feature 
for FEPs to monitor devices and report their overall 
health, allowing for earlier identification of problem 
devices. Each FEP has different devices with their own 
definitions of healthy. The ICCS software uses an object 
oriented approach using polymorphism so FEPs can 
determine their health status and report it in a consistent 
way. This generic approach provides consistent GUI 
indication and the display of detailed information of 
device problems. It allows for operators to be informed 
quickly of faults and provides them with the information 
necessary to pinpoint and resolve issues. When fully 
implemented by device software, operators will know 
before starting a shot if the control system is ready, 
thereby reducing time and material lost due to a failure 
and improving overall control system reliability and 
availability. 

 

INTRODUCTION 
A control system as large as ICCS for NIF controls a 

wide variety of devices that use many different means of 
communication.  As many of these devices are not 
communicated with until they are needed, problems that 
may have happened sometime in the past are not 
recognized until the device is needed.  This late detection 
of problems can bring the entire facility to a stop where 
earlier detection would have allowed time to determine a 
solution at reduced impact and cost.   

Currently, there is a variety of GUI elements used for 
various device types to display health.  Often a user 
would have to visit several different GUI screens to get a 
complete view of system health. We recognized the need 
for a more consistent and higher-level mechanism to 
report device failures to users.    

The Device Health Monitoring framework is a set of 
features that improve the detection and reporting of 
device failures.   

The first feature added monitoring of remote embedded 
networked systems used by FEPs.  A script was developed 
that periodically pings the controllers to determine if they 
are turned on and available on the network.  A new GUI 
page to show the status of these controllers was added 
that extends the existing centralized system status display. 

 

The next feature, which is the focus of this paper, 
provides the framework for ICCS FEP processes to report 
and display failures with devices they control.  It extends 
the existing centralized process status display with a new 
‘unhealthy’ state.  Each device class is responsible for 
implementing its own mechanism for detecting health. 

With this new framework mechanism in place, FEP 
development can now begin to enhance the detection and 
reporting of problems with devices in the FEPs.   

 

MONITORING FRAMEWORK 
The Device Health Monitoring framework has two 

main components.  The first is a singleton FEP health 
agent that is instantiated in each FEP process and acts as a 
device state aggregator and reporter (Figure 1).  The 
second component is the extension of the System 
Manager GUI to receive and display the new FEP process 
‘unhealthy’ state (Figure 2). 
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Figure 1: FEP Health Monitor Agent. 

 
At FEP start up, the health agent subscribes to each 

device’s health state change event after all the devices 
have been configured.  Device control objects derive from 
a common base class that has the ability to publish state 
changes.   

When a device health state changes the FEP health 
agent invokes logic to determine the overall FEP process 
health.  If there is a change in overall FEP health, the new 
state is published to the System Manager for display on 
the GUI.   

A new process state, ‘Unhealthy,’ has been added to the 
list of possible process states.  It indicates that a process is 
running and communicating with the rest of the ICCS 
system, but has experienced a problem with one or more 
devices that it controls.  When all the device problems are 
resolved, the process state will go back to the normal 
running state. 

 

Proceedings of ICALEPCS2013, San Francisco, CA, USA TUPPC129

User Interfaces and Tools

ISBN 978-3-95450-139-7

887 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



THE DESIGN OF NSLS-II HIGH LEVEL PHYSICS APPLICATIONS∗

L. Yang† , J. Choi, Y. Hidaka, Y. Li, G. Shen, G. Wang
Photon Science Directorate, BNL, Upton 11973, USA

Abstract

The National Synchrotron Light Source II (NSLS-II) is
a state-of-the-art third-generation light source under con-
struction at Brookhaven National Laboratory (BNL). In
this paper we present the development of high level physics
applications for both machine commissioning and routine
accelerator physics studies. Both of the client applications
and the supporting services are discussed.

INTRODUCTION

NSLS-II (National Synchrotron Light Source II) is a
state-of-the-art third-generation light source under con-
struction at BNL (Brookhaven National Laboratory). The
commissioning of LINAC has been finished. The Booster
commissioning is coming this winter by the vendors and
the storage ring commissioning is being prepared for early
2014.

The high level applications for machine operation and
study are collabrative work between the controls group and
physics group [1] and the operators are also involved re-
cently. We classified the high level applications into two
categories: static panels for monitoring and scripts for mea-
surement and active controls. The monitoring panels repre-
sent a group of relative machine parameter values shown in
a variety of widgets (e.g. tables, meters, progress bars) in
different colors. They are relatively static. When an moni-
tored parameter goes out of a pre-defined range, alarms are
triggered and alert the operators by a widget color change
as well as an audible alarm. The second category is more
dynamic and it involves some physics logic. The controling
parameters could change with time or the machine status,
and the output must be produced in a predefined format and
location. Many physics applications and scripts are of this
type.

In NSLS-II, we have chosen Control System Stu-
dio (CSS) [2] to build the static panels. CSS is a col-
lection of tools based on Eclipse to monitor and oper-
ate large scale control systems. An extensive set of li-
braries, scripts and GUI applications have also been writ-
ten in Python programming language [3] to do more dy-
namic and physics related controls. The Matlab Middle
Layer Toolkit (MMLT) [4] that has been used worldwide
by accelerator physicists in synchrotron light sources will
also be available.

∗Work supported by Brookhaven Science Associates, LLC under Con-
tract No. DE-AC02-98CH10886 with the Department of Energy.
† lyyang@bnl.gov

STATIC PANELS
CSS has a full set of widgets to build static panels and its

GUI (Graphical User Interface) designer program allows
a user to readily create such a panel mainly by drags and
drops. Each displayed numerical value and/or color in a
CSS panel is linked to a process variable whose setpoint,
readback, and alarm status are retrieved and updated by
CSS.

Figure 1: Linac to booster (LTB) transport line power sup-
plies panel.

Fig. 1 is the panel for Linac to booster (LTB) power sup-
plies and Fig. 2 is the LTB diagnostics panel. The expert
panels with more detailed information can be opened from
these panels. External Python or shell scripts can be exe-
cuted from within these panels as well.

In the commissioning of Linac and LTB transfer line,
CSS has proven to be a convenient tool for physicists and
operators to build panels to view well processed results.

PHYSICS SCRIPTS AND APPLICATIONS
Scripting capability is very important for us to monitor

and control the accelerator efficiently at a higher level, Mat-
lab and Python are a few such environments and languages.
In NSLS-II, we primarily use Python for new development,
while keeping MMLT as our alternative tool. Due to its
long history and wide acceptance, MMLT has plenty of
useful tools and are well tested. Linear Optics from Closed
Orbits (LOCO) is one of them. This approach allows us
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SYNOPTIC DISPLAYS AND RAPID VISUAL APPLICATION 
DEVELOPMENT* 

B. Frak, K. Brown, T. D’Ottavio, M. Harvey S. Nemesure, Brookhaven National Laboratory, 
Upton, U.S.A.

Abstract 
For a number of years there has been an increasing 

desire to adopt a synoptic display suite within BNL 
accelerator community. Initial interest in the precursors to 
the modern display suites like MEDM quickly fizzled out 
as our users found them aesthetically unappealing and 
cumbersome to use. Subsequent attempts to adopt Control 
System Studio (CSS) [1] also fell short when work on the 
abstraction bridge between CSS and our control system 
stalled and was eventually abandoned. Most recently, we 
tested the open source version of a Synoptic Display 
developed at Fermilab [2]. It, like its previously evaluated 
predecessors, also seemed rough around the edges, 
however a few implementation details made it more 
appealing than every single previously mentioned solution 
and after a brief evaluation we settled on Synoptic as our 
display suite of choice. This paper describes this adoption 
process and goes into details on several key changes and 
improvements made to the original implementation – a 
few of which made us rethink how we want to use this 
tool in the future. 

SYNOPTIC IMPROVMENTS 
Synoptic Display received a number of runtime and 

design-time enhancements, which allow us to use it in a 
conventional fashion – as a synoptic display - as well as a 
replacement for simpler, custom written applications. 
These improvements range from simple additions, which 
ease the display development process, to fundamental 
overhauls, which significantly change the way, both 
runtime and design-time mechanisms behave. The 
following sections outline the most significant of those 
changes. 

Property IO 
The most important addition to the Synoptic Display 

was the way the data is treated as it flows between 
components. In the original design, data context is bound 
to the input and output pins, which serve as the end points 
for component data IO. These pins have neither context 
nor any other additional discernable properties, which 
makes components one-dimensional. Furthermore, it 
makes their state management difficult without tacking on 
additional information to the existing value transfer 
objects. This approach is inadvisable, because more 
generic, simpler data constructs promote component 
reusability. Their complex counterparts usually tie in with 
a select group of components. 

In order to allow for more elaborate displays, which 

mimic behavior of custom written applications, 
components have to be able to differentiate between 
different data properties and act accordingly based on 
their content. The implementation of this feature called 
for a change in the Pin and Property component 
configuration.  The former construct received one 
additional member called function, which can be one of 
the following two values 1) Data – default, old behavior, 
2) Property – new behavior, property data. Component 
properties, which drive the context for the IO pins also 
received additional parameters. These include: 
• Scope, which can be set to design-time, runtime or 

both. Most properties will fall into design-time or 
both design and runtime categories. An example of a 
runtime only property is a “Trigger” property, which 
acts on a boolean input only at runtime and would 
provide no additional value during a display design 
process. 

• IO, which can be set to input, output or both. This 
parameter defines the types of pins this parent 
property can be applied to. “Trigger” mentioned in 
the point above would be input only.  

Figure 1 shows an example of a simple display, which 
showcases the core concepts of property IO. Two pieces 
of data are acquired from the control system. One of them 
is the current value of a device object and the other one 
are the legal values associated with the fetched value 
property. These are fed to the two property inputs in the 
List component – “Values” pin receives the list of all 
possible values and displays them in the list, while the 
“Selection” pin receives the current selection. Additional 
“Filter” input is used to filter out unwanted options from 
the List component. This pin is fed from a data output of 
an Input Field.  

 

Figure 1: Property IO example.   ____________________________________________  

*Work supported by Brookhaven Science Associates, LLC under contract 
no.  DE-AC02-98CH10886 with the U.S. 
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ACCELERATOR CONTROL DATA VISUALIZATION 
WITH GOOGLE MAP

Wenge Fu, Seth Nemesure,
Brookhaven National Laboratory, Upton, NY 11793, USA

Abstract
Visualizing live accelerator control data with

geological data on a local map can give main control
room operators a convenient way to monitor the
accelerator control system and detect whether there is  a
problem as well as the exact location of the problem.
Google's Map API provides an easy way to visually
present many kinds of control data into a Google Map
with dynamic symbols and animations.  This paper
describes the details of how live control data
visualizations can be implemented for displaying the
running beam status,  beam loss data, and RHIC complex
building temperature data in the AGS/RHIC Control
system.  Most of the server side and client side code can
be easily applied to many similar data visualization
situations. 

INTRODUCTION
Since its first release  in June of 2005[1],  the Google

Map API  has been a fast growing API both in terms of its
popularity among web developers and its functionality.
The Google Map API provides a convenient and powerful
way to integrate Google Maps (a free web map service)
and geographically tagged application data on to web
pages.   The Google Map service and  Google  Map API
works within   both an internet and mobile based
environment.  The API is based on javascript and, when
combined with other Google APIs [2] such as Map Image
API, Places API, Visualization API,  and other third part
server side and/or client  libraries/APIs (javascript based
or other languages based),    the map API is a powerful
tool for web application developers.  

METHODS OF DATA VISUALIZATION
Considering Google Map as a “virtual canvas”,  any

kind of graphic user interface object can be drawn onto
the map.    The Google Map API also has a dedicated
overlay class named canvasLayer for supporting HTML5.
The Google Map API provides many ways to allow
developers to connect and display data onto a standard or
customized Google Map and to add any GUI component
onto the Google Map as an overlay to present the
application data. It allows users to interact with the data in
many different ways.

There are three key steps to accomplish this process: 
1. Find the precise geographical location

represented by Google Map geolocation data,
This  geographical location on the map is where
you want your data to be displayed and
visualized with proper GUI  presentation. This
step requires a data geographical survey.

2. Know what data you want to display at the
desired location. In most cases, this can be a
server side job.  The data can be either pulled
from the web server, or pushed from a back end
web server (or application server) through
HTTP network connection.  Some key steps of
data visualization such as data acquiring, data
mining, data parsing, data mashup, and data
filtering are mostly done in this step.

3. Display the data.  The method with which the
data is presented on the Map at the target
location can be achieved as a static symbol such
as an icon, as an animated GUI component(chart,
image, video, etc), or as pop-up html-based box
with more detailed data. 

The Google Map Service uses geolocation data to
specify the geographical location on a map.   There are
many ways to get the geolocation data for web based
Google Map applications.  The most common methods
are:

• With web browsers which support W3C geolocation
standard [3].  This  can  be  used  to  get  the  users
location  data.  This  method  only  gives  a  rough
estimate of a users location.

• With  geolocation  sensors  (such  as  a  GPS  locater)
available on a user device (such as mobile phone) to
determine  geolocation.   The  geolocation  data
obtained in this way will be much more accurate.  

• Use predefined geolocation data, such as data stored
in a database,  as json data objects, xml files etc.,  or
via publicly available data resources.

Here we focus on using the predefined geolocation data
for the visualization of accelerator control system data
and we focus on a small target area (e.g. 20 square mile
geographic region ) on the Google Map.  This allows for
the calculation of the geolocation with a reasonably high
degree of precision.

The geolocation data used by Google map uses
geographic position defined by a latitude [-90(S), 90(N)
degrees] and longitude [-180(W), 180(E) degrees]
coordinate system. 

The Google Map API method for geolocation is
expressed as google.maps.LatLng which represents a pair
of latitude and longitude coordinates in decimal degrees.

______________________________________________

*. Work supported by Brookhaven Science Associates, 
LLC under Contract No. DE-AC02-98CH10886 with the
U.S. Department of Energy. 
# fu@bnl.gov
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GRAPHENE: A JAVA LIBRARY FOR REAL-TIME SCIENTIFIC GRAPHS 
G. Carcassi, K. Shroff# NSLSII, Upton, NY, USA

Abstract 
While there are a number of open source charting 

library available in Java, none of them seem to be suitable 
for real time scientific data, such as the one coming from 
control systems. Common shortcomings include: 
inadequate performance, too entangled with other 
scientific packages, concrete data object (which require 
copy operations), designed for small datasets, required 
running UI to produce any graph. Graphene [1] is our 
effort to produce graphs that are suitable for scientific 
publishing, can be created without UI (e.g. in a web 
server), work on data defined through interfaces that 
allow no copy processing in a real time pipeline and are 
produced with adequate performance. The graphs are then 
integrated using pvmanager [2][3] within Control System 
Studio [4]. 

INTRODUCTION 
Graphene aims to provide plots with suitable 

performance characteristics for the real-time processing 
of large datasets. The open source library we explored 
were typically aimed either at non-scientific uses, at 
smaller datasets that are required or at data that would not 
change in real-time, see Fig. 1... 

Parts of Graphene should still be considered not feature 
complete. The current aim is to make sure that the core 
engine works with the requested performance profile and 
that the graphs are correct. Not that the line can be 
painted green or that one can use Arial for the labels. 

ARCHITECTURE 
The main aspect of graphene is that the painting is done 

on a buffer, instead of on screen directly. This means that 
all the painting operations can be done without a UI, for 
example in a web server, and on background threads. 

Dataset definition are pure interfaces and are not 
coupled with any external type system. This allows 
graphene to read data from any source with no copy 
operations, issue that is critical while handling large 
datasets. 

Since data changes dynamically, the auto-ranging has 
to take that into account to avoid the continuous 
stretching and shrinking of the axis. Graphene keeps both 
the current range of the dataset and the aggregated range, 
so that the axis can grow monotonically until they reach a 
stable size. 

GRAPHS 
The graphs currently available in graphene include the 

following: 
 Line graph 
 Scatter graph 
 Histogram 
 Bubble graph 

Figure 2 shows some examples of the available graphs 
and interpolations algorithms. 

PERFORMANCE 
Given the ability of Graphene to plot on any thread, 

painting can be parallelized on modern multi-core 
systems. In the diagram, we show the number of graphs 
per second (600x400 histogram) on an Intel Core i7-840 
Quad Core 1.87 GHz. One can see that the throughput 
increase linearly when increasing from one to four 
threads, and then saturates. With 8 threads, 3871 graphs 
per seconds are generated, which is more than enough to 
handle 3 or 4 graphs on screen with a fluid rate of refresh 
(200 graphs per second would be needed). 

Additionally based on the size of the plot requested, 
Graphene automatically performs data reduction 
significantly improving performance. Fig. 3 and Table 1  
show the impact of graphenes data reduction on the 
performance of the Line graph, each pixel we draw the 
first, min, max and last values. 

  

 
Figure 1: Performance of Graphene in a multi core 
environment. Number of plots per second vs number of 
threads.  

 ____________________________________________  

#shroffk@bnl.gov 
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PVMANAGER: A JAVA LIBRARY FOR REAL-TIME DATA PROCESSING 
G. Carcassi, K. Shroff# NSLSII, Upton, NY, USA

Abstract 
Increasingly becoming the standard connection layer in 

Control System Studio [1], pvmanager [2] is a Java 
library that allows creating well behaved applications that 
process real time data, such as the one coming from a 
control system. It takes care of the caching, queuing, rate 
decoupling and throttling, connection sharing, data 
aggregation and all the other details needed to make an 
application robust. Its fluent API allows specifying the 
details for each pipeline declaratively in a compact way. 

INTRODUCTION 
Fig. 2 shows the general architecture of the NSLS2  

control system environment, a common problem 
encountered by client applications for control systems is 
the decoupling of the events from the controls network 
and the UI thread. The need to aggregate the events in 
time (for rapidly changing pv/pvs) and for groups of pvs 
was necessary to address various performance issues in 
CS-Studio and to support multi-channel applications. 

The goal of pvManager is to make writing clients for 
real-time data more straight-forward, by providing all the 
pieces that such a client require, such as data rate 
decoupling, via either queuing or caching, data 
aggregation/manipulation and notification dispatch on the 
appropriate final thread. 

ARCHITECTURE 
The initial intent of pvmanager was just to address the 

recurring issues of writing a well behaved client of a soft 
real-time system. The aim has now grown to provide a 
full end-to-end framework for gathering data from 
different sources, both publish/subscribe and 
command/response, aggregating it and performing 
computation on background threads [3].  

 
The framework now consist of multiple modules: 
 vtype: provides the definition in terms of Java 

interfaces of a standardized set of data. One is not 
limited to the use of these types (the basic type in 
pvmanager is Object) but standardization on them 
allows to unlock all the functionality already 
implemented 

 datasources: provides support for accessing data 
from publish/subscribe systems 

 services: provides support for accessing data from 
publish/subscribe systems 

 formula: provides a pluggable Domain Specific 
Language for aggregation and computation 

The core of pvmanager allows combining all these 
elements and creating readers or writers that are thread-
safe with a managed rate of notification.   

CS-Studio can now leverage all these elements, but, 
since they are well separated, they can be tested without 
the UI environment (unit tests are much easier to write) 
and can be used in other environments (such as plain 
Swing applications, command line, web servers, and so 
on). 

DATASOURCES 
Datasources are the abstract definition for 

publish/subscribe data, which is the typical mode for real-
time systems, such as EPICS. Datasources work on 
channel, and are able to subscribe readers or writers to 
each channel. Current implementations include support 
for simulated signals, an in memory scratch space, 
filesystem, Channel Access (v3) and PVAccess (v4). 

The system can be easily extended with other types. All 
one needs to do is implement a few abstract methods, and 
connect the callback of the desired system to the methods 
that trigger processing of connection and message 
notifications. Datasource automatically provide support 
for multiplexing (multiple readers on the same channel). 
The rate decoupling (limit the rate from the datasource to 
the UI subsystem) and rate throttling (decrease the rate if 
the UI can’t keep up) that are needed for a well behaved 
client, are also automatically supported. 
 

 
Figure 1: Architecture diagram. Shows the part of the 
client that runs at the rate dictated by the source of the 
data on the right and the part of the client that runs at the 
rate at a client dependent rate. 

  

 ___________________________________________  

# shroffk@bnl.gov                
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XFEL MACHINE PROTECTION SYSTEM (MPS) BASED ON UTCA 

S. Karstensen, M. E. Castro Carballo, J. M. Jäger, M. Staack, DESY, Hamburg

Abstract 
For the operation of a machine like the 3 km long linear 

accelerator XFEL at DESY Hamburg, a safety system 
keeping the beam from damaging components is 
obligatory. This machine protection system (MPS) must 
detect failures of the RF system, magnets, and other 
critical components in various sections of the XFEL as 
well as monitor beam and dark current losses, and react in 
an appropriate way by limiting average beam power, 
dumping parts of the macro-pulse, or—in the worst 
case—shutting down the whole accelerator. It has to 
consider the influence of various machine modes selected 
by the timing system. 

The MPS provides the operators with clear indications 
of error sources, and offers the possibility to mask any 
input channel to facilitate the operation of the machine. In 
addition, redundant installation of critical MPS 
components will help to avoid unnecessary downtime. 
This document summarizes the requirements on the 
machine protection system and includes plans for its 
architecture and for needed hardware components. 

INTRODUCTION 
The European X-Ray Free Electron Laser (XFEL) 

linear accelerator will bring an electron beam to the 
energy of up to 20 GeV and use it to generate extremely 
brilliant pulses of spatially coherent x-rays in an array of 
undulators using the Self-Amplified Spontaneous 
Emission (SASE) process. With a designated average 
beam power of 600 kW and beam spot sizes down to few 
micrometres, the machine will hold a serious damage 
potential. To ensure safe operation of the accelerator, it is 
therefore necessary to detect dangerous situations by 
closely monitoring beam losses and the status of critical 
components, and to react appropriately. This is the task of 
the fast machine protection system (MPS) described in 
this paper. Several design features of the system have 
been influenced by experience from existing facilities, 
particularly the Free Electron Laser in Hamburg 
(FLASH). 

A high flexibility of the MPS is essential to guarantee 
minimum downtime of the accelerator. In contrast to a 
storage ring where a beam dump typically implies a time-
consuming refill of the machine, a linac offers the 
possibility to limit the length of the bunch train 
individually for each macro-pulse. Hence the reaction to 
failures of subsystems or even parts of the MPS can be 
much more specific—a dynamic limitation of the total 
beam power or a selective veto on beam transport into a 
particular branch of the beamline are possible. Experience 
with FLASH has also shown that the operation of the 
machine profits from an MPS whose behaviour can be 
changed or extended in a simple way. 

XFEL ARCHITECTURE 
The present chapter provides a brief overview of the 

XFEL facility (Figure 1). The major tunnel sections 
accommodate the following systems: 

• injector 
• linear accelerator (linac) 
• beam distribution system 
• undulators 
• photon beam lines 
• experimental stations 
These components are distributed along an essentially 

linear geometry, 3.4 km long, starting on the Deutsches 
Elektronen-Synchrotron (DESY) laboratory campus in the 
north west part of the city of Hamburg, and ending in the 
neighbouring federal state of Schleswig-Holstein, south of 
the city of Schenefeld, where the experimental hall will 
be located. 

In the injector, electron bunches are extracted from a 
photocathode by a laser beam, focused and accelerated in 
a radio frequency (RF) gun and a superconducting 
acceleration module, and directed towards the linac with 
an exit energy of 120 MeV. After further acceleration, the 
bunches are longitudinally compressed in two bunch 
compressors, BC1 and BC2, at energies of 500 MeV and 
2 GeV. In the adjacent main linac, the beam is brought to 
energies of up to 20 GeV (17.5 GeV is the energy 
foreseen for normal operation of the XFEL) before 
passing the collimation section. Afterwards, a fast kicker 
can send single bunches into a beam dump. The 
remaining bunch train can be sent into two undulator lines 
by the beam distribution kicker with a rise time of less 
than 20 µs. Each of the undulator lines ends in an electron 
beam dump, and each of the three main beam dumps is 
designed to withstand only half of the nominal beam 
power, i.e. 300 kW. 

 

 
Figure 1: Schematic of the XFEL beam line. 
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Abstract 

ITER is formed by systems which shall be pushed to 
their performance limits in order to successfully achieve 
the scientific goals. The scientists in charge of exploiting 
the tokamak will require enough operational flexibility to 
explore as many plasma scenarios as possible while being 
sure that the integrity of the machine and safety of the 
environment and personnel are not compromised. The 
I&C Systems of ITER have been divided in three separate 
tiers: the conventional I&C, the safety system and the 
interlock system. This paper focuses on the latter. The 
design of the ITER interlocks has to take into account the 
intrinsic diversity of ITER systems, which implies a 
diversity of risks to be mitigated and hence the 
impossibility to implement a unique solution for the 
whole machine. This paper presents the chosen interlock 
solutions based on PLC, FPGA, and hardwired 
technologies. It also describes how experience from 
existing tokamaks has been applied to the design of the 
ITER interlocks, as well as the ITER particularities that 
have forced the designers to evaluate some technical 
choices which historically have been considered as non-
suitable for implementing interlock functions. 
 

THE ITER RISKS AND ITS INTERLOCK 
CHALLENGES 

The scientific nature of the ITER Project imposes an 
engineering design of the tokamak that provides to the 
experimentalists enough operational space and flexibility 
to investigate as many plasma scenarios as possible. This 
involves diagnostic equipment and plasma actuators with 
tuneable operational parameters and a control system 
(CODAC) capable of managing them in a reliable and 
efficient manner [1]. In contrast with other large scientific 
machines like high energy physics particle accelerators or 
astronomy telescopes, where the device is just an 
instrument to observe Nature, the ITER machine is the 
object under investigation (or at least a big part of it) and 
the way that it is operated may vary significantly along 
the years and even within a single operational shift. 

On the other hand, The ITER tokamak is a one-in-a-
kind machine that will run long plasma discharges under 

very demanding and sometimes difficult to predict 
conditions. This makes necessary an independent system 
which takes care only of protecting the investment while 
reducing as much as possible the impact of its task on the 
whole machine availability. 

 The ITER interlock is a highly dependable system in 
charge of mitigating the risks that can endanger the ITER 
equipment and operation.  

The main sources of risk to the ITER investment are 
(not necessarily by order of importance): the 
superconducting magnet system and its associated 
equipment, the plasma itself, the plasma heating and 
fuelling equipment (e.g. neutral beams and electro/ion 
cyclotrons), and the vacuum, cryogenic and water cooling 
systems. 

The ITER interlocks are in charge of detecting, or if 
possible preventing, any combination of states that may 
set the machine in a dangerous scenario for one or several 
of its components. The interlocks are also responsible of 
performing the required sequence of protective actions to 
bring back the machine to a safe state while minimising 
the time to resume operations.  

While interlock technologies have been used 
extensively in scientific projects for decades, some of the 
particular characteristics of the ITER machine make the 
design, implementation and commissioning of its 
interlock system specially challenging. 

CHASING PROTECTION FUNCTIONS 
The first challenge that engineers found when the 

design of the ITER interlocks started was the fact that 
nearly all the equipment that this protection system was 
supposed to protect were still under design. Moreover, the 
global strategy under which ITER would be operated was 
still in a very early phase of its definition.  

All the different standards and common practices used 
for the design and implementation of automatic protection 
and safety systems clearly state that the first thing to do is 
to elaborate a risk analysis of the systems to protect, in 
order to identify all the risks and their mitigation strategy. 
This obviously represented a challenge when most of the 
plant systems forming ITER were still going through 
intermediary design reviews.  
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MACHINE PROTECTION ISSUES FOR eRHIC ∗

K.A. Brown† , P. Chitnis, C. Theisen, G. Wang
Collider-Accelerator Department., BNL, Upton, NY

Abstract
eRHIC (electron - Relativistic Heavy Ion Collider) elec-

tron beams will be damaging both directly and as a result
of synchrotron radiation. The machine protection and abort
systems will be designed to prevent any equipment damage
from the electron beams. In this paper we will review the
requirements for the machine protection systems and the
plans we have put into place to better evaluate the failure
probabilities, beam abort systems designs, and overall ma-
chine protection systems designs. There are three systems
associated with the machine protection and beam abort sys-
tems; the beam permit link, the abort kicker systems, and
the beam dumps. We describe the requirements for these
systems and present our current plans for how to meet the
requirements.

INTRODUCTION
The eRHIC project will convert the existing Relativis-

tic Heavy Ion Collider (RHIC) at BNL into an electron-
ion collider. But there is even more to it than that. Since
RHIC is the only polarized proton collider in the world [1],
eRHIC would also become a polarized electron, polarized
proton collider, as well as a polarized electron, polarized
He-3 collider. The project will retain one of the existing
RHIC rings, but add an electron accelerator into the exist-
ing RHIC tunnel. The electrons will be accelerated and
decelerated using an energy recovery LINAC (ERL) [2].
More details on the eRHIC project and eRHIC Controls is-
sues are reported in this conference [3].

ERHIC MACHINE PROTECTION
The eRHIC machine protection systems will be modeled

on the design of the RHIC machine protection systems, al-
though adapted to the eRHIC requirements. The main dif-
ferences in the requirements come from the characteristic
times of the eRHIC systems.

The machine protection systems will include a beam
permit system that has inputs from loss monitors, power
supplies, superconducting RF monitors, vacuum chamber
heating monitors, water temperature, quench detectors, ac-
cess controls systems, vacuum monitors, and longer term
beam lifetime or slow loss monitors. Beam aborted from
eRHIC will go into one of three beam dump systems,
depending on the energy and what part of the accelera-
tion/deceleration cycle a given beam is in. In general the
eRHIC systems and the RHIC systems are independent.
An interlock that dumps the electron beam does not need

∗Work performed under Contract Number DE-AC02-98CH10886 with
the auspices of the US Department of Energy.

† kbrown@bnl.gov

to cause the beam in RHIC to be aborted and a RHIC beam
abort does not need to cause an electron beam abort.

There are three systems associated with the machine pro-
tection and beam abort systems; the beam permit link, the
abort kicker systems, and the beam dumps. The beam per-
mit link is the interface to the network of devices that par-
ticipate in the beam permit. The kicker systems monitor
the beam permit link and will abort the beam if the permit
is dropped.

Machine Protection Requirements
Since eRHIC uses an ERL, the electron beam current

in the ERL must remain balanced throughout the acceler-
ation/deceleration process. So eRHIC will be brought on
by slowly ramping the electron beam current until it meets
the required intensities for operation. Once eRHIC is on
and electrons are cycling through the systems, it remains
on indefinitely. This is different from RHIC, which injects,
ramps, stores, and then dumps the beams at the end of a
store.

eRHIC beam losses can be classified into one of five
groups [4], listed as

Ultra-fast Losses occur in < 6 turns, or 77 μsec
Fast Losses occur in > 77 μsec & < 10 msec
Intermediate Losses occur in < 10 sec
Slow Losses occur in < 100 sec
Steady State Anything > 100 sec

For Ultra-fast losses only passive components can pro-
tect equipment (e.g., absorbers). For eRHIC there will be
collimation systems, which will mainly be intended to re-
duce experiment backgrounds but will also be the limiting
aperture during collisions.

For Fast losses the Beam Loss monitors can be used to
protect systems by triggering a beam abort when the losses
exceed thresholds. Intermediate losses may not exceed Fast
loss monitor thresholds but could still deposit too much
heat into a cryogenic system, so the Quench protection
system (QPS) will cause an abort when a superconducting
magnet or RF cavity quenches.

When fault times are slow enough, preemptive systems,
such as automatically reducing beam currents, are being
considered, avoiding actual beam aborts all together. For
Intermediate or slow beam losses, such systems can be em-
ployed.

Understanding how much damage a given amount of de-
posited energy can cause is strongly dependent on the en-
ergy density (Joules per unit volume) as well as the time
to deposit that energy in some given material [5]. How-
ever, some fault scenarios for eRHIC have been evaluated,
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FORMAL METHODOLOGY FOR SAFETY-CRITICAL SYSTEMS 
ENGINEERING AT CERN 

F. Valentini, T. Hakulinen, L. Hammouti, T. Ladzinski, P. Ninin, CERN, Geneva, Switzerland

Abstract 
A safety-critical system is a system whose failure or 

malfunctioning may lead to an injury or loss of human 
life or may have serious environmental consequences. 
The Safety System Engineering section of CERN is 
responsible for the conception of systems capable of 
performing, in an extremely safe way, a predefined set of 
Instrumented Functions preventing any human presence 
inside areas where a potential hazardous event may occur. 
This paper describes the formal approach followed for the 
engineering of the new Personnel System of the PS 
accelerator complex at CERN. Starting from applying the 
generic guidelines of the safety standard IEC-61511, we 
have defined a novel formal approach particularly useful 
to express the complete set of safety functions in a 
rigorous and unambiguous way. We present the main 
advantages offered by this formalism and, in particular, 
we will show how this has been effective in solving the 
problem of safety function testing leading to a major 
reduction of time for the test pattern generation. 

INTRODUCTION 
In environments where safety of human life is a major 

operational constraint, the engineering and the validation 
of safety-critical systems represents always a big 
challenge for the engineers in order to ensure that the 
system will behave correctly even under extremely 
unlikely conditions. The risk assessment for a site like 
CERN highlights both industrial and radiological risks 
[1]. The host states’ regulatory bodies ensure that 
adequate measures are taken to guarantee personnel and 
environmental safety. To avoid severe sanctions that 
might even lead to the closure of the site, adoption of a 
strictly formal methodology for the phases of system 
design, development, and validation is highly 
recommended. 

For the phases of design and development of the new 
Personnel Protection System (PPS) of the PS complex, 
we closely referred to the safety standard IEC-61511 [2]. 
The IEC-61511 covers in detail all aspects related to the 
preliminary risk analysis, identification of all protection 
and mitigation barriers including Safety Instrumented 
Functions (SIF) specification, allocation of a target Safety 
Integrity Level (SIL) to safety functions and probabilistic 
reliability analysis of the system architecture. 
Additionally, it provides essential guidelines for the 
future system operation and maintenance periods. The 
close adherence to these guidelines ensures that the 
developed protection system fully accomplishes all its 
safety objectives and that its architecture conforms to the 
reliability level determined by the risk analysis. 

For the final system verification and validation task we 
defined a specific methodology for black box testing that 

relies on the Model-Based Testing [3] approach, which 
can improve the safety validation process.  

The problem of testing is a crucial step for the 
commissioning of safety systems and it represents always 
a big effort in terms of execution time and cost. Only a 
high degree of test coverage may guarantee detection of 
all major errors affecting the behavior of the safety 
functions. However, an exhaustive testing campaign, 
ensuring verification of the complete system input state 
space, may not be feasible for most parts of PLC-based 
applications (typically handling hundreds or thousands of 
inputs). The testing state space, in fact, grows 
exponentially with the number of system inputs 
considered.  

In 1972, in a debate about the establishment of 
programs correctness, Dijkstra claimed that ‘software 
testing can be used to show the presence of bugs, but 
never their absence’; this for highlighting the fact that a 
formal approach for the testing problem was essential in 
order to increase the quality and the level of confidence of 
any validation test plan [4].  

The Model-Based Testing idea consists of 
automatically defining and generating only a strictly 
minimum set of relevant test patterns starting from a 
formal model of the system’s technical specification. A 
given set of tests can be considered as relevant if it has a 
high probability of spotting a certain family of errors. The 
central point at the base of the Model-Based Testing 
approach is based on the formal definition of the so-called 
test criterion.  A test criterion C formally defines what 
constitutes a relevant test set and it allows measuring its 
efficiency. It can be defined as the function:  

 
C: S x F x T  [true, false] 

 
Where S is the domain of the systems under validation, 

F the domain of the formal system specifications and T 
the domain of all possible tests for the system. The 
function (C), determining whenever a test t is adequate, is 
then expressed as follows:  

 

 





adequatenot  istest :

adequate istest :
,,

false

true
tfsC  

 
In this paper we present a practical guideline to 

implement a Model-Based Testing strategy for validation 
of the safety functions in PLC based safety systems. We 
will show that relevant test patterns for a predefined test 
criterion can be automatically derived if a proper formal 
language is adopted for the specification of the safety 
functions.   
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EPICS-BASED CONTROL SYSTEM FOR A RADIATION THERAPY
MACHINE

Jonathan Jacky∗, University of Washington Medical Center, Seattle, WA 98195, USA

Abstract
The clinical neutron therapy system (CNTS) at the Uni-

versity of Washington Medical Center (UWMC) has been
treating patients since 1984. A new EPICS-based ther-
apy control program replaces a locally-developed C pro-
gram used since 1999. The new program retains the orig-
inal safety philosophy and delegation of functions among
nonprogrammable hardware, PLCs, microcomputers with
programs in ROM, and general-purpose computers running
high-level language programs. The latter are used only for
data-intensive, prescription-specific functions. The therapy
control portion uses a single soft IOC for control and a sin-
gle EDM session for the operator’s console. Prescriptions
are retrieved from a PostgreSQL database and loaded into
the IOC by a custom client program. The system remains
safe if the computers or their programs crash or stop pro-
ducing results. Different programs at different stages of the
computation check for invalid data and other faults. De-
velopment activities include formal specifications and au-
tomated testing which avoid, then check for, design and
programming errors.

INTRODUCTION
The Clinical Neutron Therapy System (CNTS) at the

University of Washington Medical Center (UWMC) has
been treating patients and making isotopes since 1984 [1].
The system includes a cyclotron and a treatment room with
an isocentric gantry and leaf collimator operated under
computer control (far ahead of its time in 1984). The sys-
tem was built and installed by a vendor, but since then has
been maintained and upgraded by UWMC staff. In 1999
we replaced the therapy portion of the vendor’s original
control system (a PDP11 programmed in FORTRAN) with
new hardware and our own software (a 68040 in a VME
crate running VxWorks programmed in C) [2].

We are now replacing the therapy control system once
again. The goals are to retain all the present therapy func-
tionality (initially), to avoid obsolescence by using a mod-
ern, supportable hardware/software platform, to accommo-
date changes in the surrounding environment (especially
hospital information systems for treatment planning and
record keeping), and possibly to support new therapy tech-
niques, for example intensity-modulated radiation therapy
(IMRT).

Meanwhile, we have gained several years of experi-
ence programming and running the EPICS control system
framework for non-therapy functions of the cyclotron and

∗ jon@uw.edu. Thanks to the UWMC cyclotron engineering group:
Stefani Banerian, Eric Dorman, Robert Emery, Steven Steininger, and To-
bin Weber

beamlines. We would like to use EPICS for therapy con-
trol as well, in order to take advantage of its many features
and to standardize on a single collection of long-lived and
widely used components and development tools.

EPICS has been used for over twenty years in many de-
manding applications [3, 4, 5]. Nevertheless, experienced
EPICS developers have reported that they do not use EPICS
to implement safety-critical controls, but only to monitor
them [6, 7]. We can find no reports of EPICS used in safety-
critical controls.

Our therapy control system also uses non-EPICS com-
ponents for safety-critical functions nearest the hardware.
However, we do use EPICS to process some of the data
that is input to these functions, and to process output that is
collected for record keeping. So EPICS is on some safety-
critical signal paths. These processing steps are only feasi-
ble for high-level language programs running on general-
purpose computers. They require both careful analysis
and assurance during development and intensive monitor-
ing during operation — whether or not they use EPICS.

EPICS is not an application, it is a framework or toolkit
with many optional components that developers can use to
build applications. It is not meaningful to say that EPICS
itself is safe (or not). It is only possible to evaluate a partic-
ular application (including some EPICS components) that
must satisfy particular requirements running in a particular
environment. In this report we begin to sketch how we do
this for our neutron therapy control application. In order to
do this, we must first describe its function, safety require-
ments, and composition.

THERAPY MACHINE DESCRIPTION
The cyclotron produces a proton beam that strikes a

beryllium/copper target, producing a broad neutron beam.
(The control systems for the cyclotron and beamline up-
stream from the target also use EPICS but are not consid-
ered in this report.) The shape of the neutron beam that
reaches the patient is determined by setting forty steel col-
limator leaves (to conform to the shape of the tumor). The
dose within this aperture is modulated radially by inter-
posing one of two flattening filters (always) and may be
further modulated in one direction by interposing one of
several wedge filters (optionally). The entire collimator in-
cluding the leaves and filters is mounted on a gantry that
rotates 360 degrees so the beam can enter the patient from
above, below, or any other angle. The collimator assembly
rotates around the beam central axis so the leaves can be
oriented advantageously. The wedge filters rotate indepen-
dently within the collimator. The patient lies on a couch
with five degrees of freedom (three linear motions and two
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CURRENT STATUS OF A CARBORNE SURVEY SYSTEM, KURAMA

M. Tanigaki∗, R. Okumura, K. Takamiya, N. Sato, H. Yoshino, H. Yoshinaga, Y. Kobayashi

Research Reactor Institute, Kyoto University, Kumatori, Osaka 590-0494, Japan

Abstract

A carborne survey system named as KURAMA (Ky-

oto University RAdiation MApping system) has been de-

veloped as a response to the nuclear accident at TEPCO

Fukushima Daiichi Nuclear Power Plant in 2011. Now

the system evolved into a CompactRIO-based KURAMA-

II, and serves various types of applications. More than

a hundred of KURAMA-II are deployed for the periodi-

cal drawing of the radiation map in the eastern Japan by

Japanese government. A continuous radiation monitoring

by KURAMA-II on city buses started in Fukushima prefec-

ture as the collaboration project among Kyoto University,

Fukushima prefectural government, and JAEA. Extended

applications such as precise radiation mappings in farm-

lands and parks are also on the way. The present status and

future prospects of KURAMA and KURAMA-II are intro-

duced.

INTRODUCTION

The magnitude-9 earthquake in the eastern Japan and

the following massive tsunami caused the serious nuclear

disaster of Fukushima Daiichi nuclear power plant, which

Japan had never experienced before. Huge amounts of ra-

dioactive isotopes were released in Fukushima and the sur-

rounding prefectures.

In such nuclear disasters, air dose rate maps are quite

important to help take measures to deal with the incident,

such as assessing the radiological dose to the public, mak-

ing plans for minimizing exposure to the public, or estab-

lishing procedures for environmental reclamation. The car-

borne γ-ray survey technique is known to be one of the

effective methods to make air dose-rate maps [1]. In this

technique, a continuous radiation measurement with loca-

tion data throughout the subject area is performed by one

or more monitoring cars equipped with radiation detectors.

Unfortunately, the existing monitoring system didn’t work

well in the incident. Such monitoring cars tend to be multi-

functional, thus too expensive to own multiple monitoring

cars in a prefecture. Fukushima was the case, and to their

worse, the only monitoring car and the data center were

contaminated by radioactive materials released by the hy-

drogen explosions of the nuclear power plant.

KURAMA [2] was developed to overcome such diffi-

culties in radiation surveys and for establishing air dose-

rate maps during the present incident. KURAMA was

designed based on consumer products, enabling a lot of

in-vehicle apparatus to be prepared within a short period.

KURAMA realizes high flexibility in the configuration of

∗ e-mail:tanigaki@rri.kyoto-u.ac.jp

Figure 1: KURAMA system. Monitoring cars and servers

are connected over the Internet by cloud technology.

data-processing hubs or monitoring cars with the help of

cloud technology. Based on the success of KURAMA,

KURAMA-II, a more improved version of KURAMA, has

been developed and deployed for various applications. In

the present paper, an outline of KURAMA/KURAMA-II

and their applications are presented.

KURAMA

KURAMA is a γ-ray survey system with GPS and up-

to-date network technologies developed for a primary use

of carborne surveys. A typical configuration of KURAMA

is shown in Fig. 1.

An in-vehicle unit of KURAMA consists of a conven-

tional NaI scintillation survey meter with an appropriate

energy compensation, an interface box for the analog volt-

age output of the detector to a USB port of PC, a GPS

unit, a laptop PC, and a mobile wi-fi router (Fig. 2). Its

simple and compact configuration allows users to set up

a in-vehicle unit in a common automobile. The software

of in-vehicle part is developed with LabVIEW. The radi-

ation data collected every three seconds is tagged by its

respective location data obtained by the Global Position-

ing System (GPS) and stored in a csv file. The csv files

updated by respective monitoring cars are simultaneously

shared with remote servers by Dropbox over a 3G network.

With this feature, the system obtains much more flexibility

in the configuration and operation than other conventional

carborne systems. The radiation data is displayed in real

time on Google Earth in client PCs after the dynamic gen-

eration of KML files in servers (Fig. 3).

KURAMA has served for monitoring activities in
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A STREAMLINED ARCHITECTURE OF LCLS-II BEAM CONTAINMENT 
SYSTEM 

E. Carrone, M. Cyterski, J. Murphy, F. Tao  
SLAC National Accelerator Laboratory, Menlo Park, CA 94025, USA

Abstract 
With the construction of LCLS-II, SLAC is developing 

a new Beam Containment System (BCS) to replace the 
aging hardwired system. This system will ensure that the 
beam is confined to the design channel at an approved 
beam power to prevent unacceptable radiation levels in 
occupiable areas. Unlike other safety systems deployed at 
SLAC, the new BCS is distributed and has explicit 
response time requirements, which impose design 
constraints on system architecture. The design process 
complies with IEC 61508 functional safety standard. This 
paper discusses the BCS built on Siemens S7-300F PLC. 
For those events requiring faster action, a hardwired 
shutoff path is provided in addition to identical but slower 
safety functions within PLC; safety performance is 
enhanced, and the additional diagnostic capabilities 
significantly relieve operational cost and burden. The new 
system is also more scalable and flexible, featuring 
improved configuration control, simplified EPICS 
interface and reduced safety assurance testing efforts. The 
new architecture fully leverages the safety PLC 
capabilities and streamlines design and commissioning 
through a single-processor single-programmer approach. 

INTRODUCTION 
Beam Containment System (BCS) is employed at 

SLAC as a part of radiation safety systems. The objective 
of BCS is to ensure that the beam is confined to the 
designed channel at an approved beam power to prevent 
unacceptable radiation levels in occupiable areas. Major 
functions of BCS include limiting the beam power, 
detecting beam loss and preventing damage of beam line 
devices with personnel safety implications [1]. Taken 
these factors into consideration, BCS is undoubtedly a 
safety-critical system. 

The existing aged BCS was developed with customized 
electronics, with its devices scattered around SLAC. Built 
with vintage parts that are obsolete and past their service 
lives, the system has limited diagnostics and lower 
reliability. As a result, the system needs lots of efforts on 
testing and maintenance. For example, potentiometers are 
used in BCS for trip threshold setup. Since potentiometers 
drift over time, they should be tested frequently to make 
sure the system function as desired. Similar situations 
exist within BCS, the old customized electronics do not 
provide the comparable diagnostics capabilities that 
typically provided by those commercial off the shelf 
products available nowadays. It results in lower 
confidence in system reliability. As the consequence, BCS 
has to be tested frequently to demonstrate its health and 
readiness. In addition to the annual testing by BCS 
engineers, operators have developed daily, weekly 

checklist for testing BCS components and it has become 
an operational burden.  

Another drawback of the current BCS is configuration 
control. With the construction of the original LCLS 
(Linac Coherent Light Source), the re-commissioning of 
the FACET (Facility for Advanced Accelerator 
Experimental Tests) and the revival of End Station A, the 
operational requirements for BCS interlock and bypass 
logic have grown in complexity. This has pushed the 
limits of what can be implemented and maintained in a 
hard-wired system. This trend will continue through the 
construction and commissioning of LCLS-II. 

A solution to address issues mentioned above would be 
a new fail-safe PLC based BCS. With the improved 
diagnostics capabilities provided by modern fail-safe PLC 
systems, common failures for discrete inputs and outputs 
such as broken, shorted or cross-wired conductors can be 
easily detected. In addition, SIL-rated analog modules can 
be used to read in trip setpoint for detection of electronics 
drift. 

SLAC has adopted safety PLC as the technology to 
replace the old relay based safety system. After several 
years of operation, the safety PLC has proven its value in 
its fail-safe, enhanced diagnosis, simplifying the 
implementation, ease of installation, debug and logic 
modification. Especially the Siemens S7 safety PLC has 
been stably running for a couple years. With the 
confidence for this hardware platform, it has been decided 
to use the same Siemens S7 safety PLC to be the platform 
for BCS. 

However, there are some unique requirements for BCS 
that will differentiate this system with other PLC based 
safety systems deployed at SLAC: 

 Explicit response time requirement 
 Distributed nature of BCS 

 
For some inputs (e.g. PIC and LION), BCS is required 

to react to a beam containment fault in less than 300ms to 
prevent damage to passive beam containment devices 
including collimators. This response time requirement 
would be very difficult to satisfy if following the existing 
safety system architecture. In addition, the existing 3 PLC 
architecture is still based on the structure rather than the 
result of risk assessment. We believe if using the risk 
based approach to design the system, the new BCS can 
still be a safe one but may be less conservative. 

A NEW DISTRIBUED ARCHITECTURE 
Since the introduction of safety PLC in safety systems, 

some safety system engineering practice has been 
established in SLAC to ensure system safety and security. 
A typical architecture of Personnel Safety Systems 
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PERSONNEL AND MACHINE PROTECTION SYSTEMS IN THE 
NATIONAL IGNITION FACILITY (NIF) * 

R. Reed,  J. Bell, G. Lau, C. Karlsen, S. Montelongo, J. Rouse, J. Wheeler, B. Loll, A. Thakur, 
LLNL, Livermore, CA 94550, USA 

 
Abstract 

The National Ignition Facility (NIF) is the world’s 
largest and most energetic laser system and has the 
potential to generate significant levels of ionizing 
radiation. The NIF employs real time safety systems to 
monitor and mitigate the potential hazards presented by 
the facility.  The Machine Safety System (MSS) monitors 
key components in the facility to allow operations while 
also protecting against configurations that could damage 
equipment.  The NIF Safety Interlock System (SIS) 
monitors for oxygen deficiency, radiological alarms, and 
controls access to the facility preventing exposure to laser 
light and radiation. Together the SIS and MSS control 
permissives to the hazard generating equipment and 
annunciate hazard levels in the facility.  To do this 
reliably and safely, the SIS and MSS have been designed 
as fail safe systems with a proven performance record 
now spanning over 12 years.  This presentation discusses 
the SIS and MSS, design, implementation, operator 
interfaces, validation/verification, and the hazard 
mitigation approaches employed in the NIF.  A brief 
discussion of common failures encountered in the design 
of safety systems and how to avoid them will be 
presented. 

NIF OVERVIEW 
The National Ignition Facility (NIF) is the world’s 

largest and most energetic laser system.  The NIF laser 
consists of 192 laser beams which are housed in a ten 
story building the size of three football fields at the 
Lawrence Livermore National Laboratory (LLNL).  NIF 
can deliver up to 1.8 million Joules and 500 Terawatts of 
ultraviolet laser light on to mm-sized targets centered in 
the ten-meter-diameter target chamber.  Experiments 
using NIF’s 192 laser beams are making significant 
contributions to national security, fusion energy, and 
basic science. During these experiments significant 
radiation fields can be generated within the Target Bay, 
along with potential laser light, high voltage hazards, and 
explosion hazards in various areas of the facility all 
presenting a hazard to personnel in the affected areas.  If 
not properly configured the laser can also be a hazard to 
itself if back reflections propagate off of improperly 
positioned equipment causing damage to laser 
components. 

SAFETY SYSTEMS OVERVIEW 
In order to mitigate the potential hazards presented to 

personnel, NIF uses a distributed Safety Interlock System 
(SIS) and a separate Access Control System that functions 
in conjunction with the facility SIS to control access into 
the facility.  The purpose of the NIF facility Safety 
Interlock System (SIS) is twofold:  1) to work in 
conjunction with administratively controlled procedures 
to protect personnel from exposure to high-voltage, laser 
light, radiation, asphyxiation, and other hazards, and 2) 
where feasible, to minimize or eliminate equipment 
damage in the event of a failure in a monitored 
component in the NIF.  The NIF ACS is a commercially 
available Access Control System which employs an on 
line database configured to identify personnel qualified to 
enter the facility and to track their location within the 
major operational areas of the NIF. 

The facility SIS provides permissive signals for the 
operation of process power supplies, alignment lasers and 
other devices necessary to perform target shots.  It 
monitors the status of safety related elements in each area 
of the facility, including shutters, doors, crash buttons, 
sweep status, oxygen levels, radiation alarms, etc. The 
SIS does not control any process devices, but simply 
provides a permissive signal for each device interlocked 
by the system.  If the interlock logic chain for a device is 
not satisfied, the permissive signal will not be enabled, 
operation of the device will not be permitted, and it will 
stay in its fail-safe state or position.  If the interlock logic 
chain for a device is satisfied, the permissive signal will 
be enabled, and operation of the device will be allowed.  
The actual operating state of the device is determined by 
the process control system within the constraints imposed 
by the SIS. 

SIS functionality is distributed along the boundaries of 
NIF subsystems as appropriate.  This allows SIS’s to be 
handled in smaller more manageable units to simplify 
their management including validation and verification.  
Each of the distributed SIS’s communicates key status to 
the facility SIS.  The facility SIS manages facility wide 
alarms and paging functions to alert key personnel to 
system alarms.  A simplified view of the SIS architecture 
is shown in Fig. 1. 

Similar to the SIS, a Machine Safety System (MSS) is 
employed to mitigate possible damage to critical facility 
components that could be caused by shots when the 
facility is not configured properly for a system shot.  As 
an example such damage could be caused by a back 
reflected laser beam from the target shroud which failed 

 ___________________________________________  

* LLNL-CONF-644612. This work performed under the auspices 
of the U.S. Department of Energy by Lawrence Livermore National 
Laboratory under Contract DE-AC52-07NA27344. #LLNL-ABS-
631632 
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KLYSTRON MEASUREMENT AND PROTECTION SYSTEM FOR XFEL 
ON THE MTCA.4 ARCHITECTURE 

L. Butkowski*, V. Vogel, H. Schlarb, DESY Hamburg, Germany 

 
Abstract 

The European X-ray Free-Electron Laser (XFEL) is 
under construction at the DESY in Hamburg. The driving 
engine of the superconducting accelerator will be 27 RF 
station. Each of an underground RF station consists from 
multi beam horizontal klystron (MBK) which can provide 
up to 10MW of power at 1.3GHz, high voltage (HV) 
pulse transformer (PT) and waveguide distributing system 
(WDS). The XFEL should work continuously over 20 
years with only 1 day per month for maintenance. In order 
to meet so demanding requirement a lifetime of the key 
element of RF station the MBK, should be as long as 
possible. In the real operation the lifetime of the tube can 
be thoroughly reduced by service conditions. To minimize 
the influence of service conditions to the klystrons 
lifetime the special fast protection system named as 
Klystron Lifetime Management System (KLM) [1] has 
been developed. The main task of this system is to detect 
all events which can destroy the tube as fast as possible, 
then stop input power to the tube and send signal to stop 
HV pulse. The tube recovery procedure should depend on 
the kind of events has happened. KLM is based on the 
standard Low Level RF (LLRF) Mi-cro TCA technology 
(MTCA.4 or xTCA) [2] system for XFEL with additional 
DC channels. This article gives an overview of 
implementation of measurement and protection system 
installed at klystron test stand. 

 

INTRODUCTION 
The klystron is a specialized linear-beam vacuum tube. 

At XFEL for each of 27 RF stations Multi Beam Klystron 
will be used. Each of them can produce 10 MW of power 
with repetition rate of 10Hz, 1.7ms HV and 1.5ms RF 
pulse length at 1.3GHz. Those are very expensive 
devices. Lifetime of the tube should be in excess of 
60,000 hours. This is not always easy to achieve. 
Comparing it to the lifetime of klystron dispenser cathode 
which with beam loading of 2.A/cm^2 can provide 
average lifetimes of 145,000 hours we can see that there 
is still place to extend life time of the tube. Another 
problem with the klystrons is stability of work. At 
FLASH in DESY about 50% of accelerator downtime is 
caused by klystrons and modulators. 

There are a few factors which can reduce lifetime and 
reduce stability of the tube. 

 Bad vacuum: indicates ions current, RF and 
HV breakdown; 

 RF breakdowns: destructs cavity surface and 
can pollute RF window that increases reflected 
power; 

 Gun arc: destructs the cathode and anode 
surface and can pollute HV insulator and 
cathode; 

 High RF reflections: beam loses;  
 Work in deep saturation: beam loss, bad 

vacuum; 
To prevent occurrence of the destructive factors the fast 

interlock is required. The Klystron Lifetime Management 
system (KLM) which is fast interlock and measurement 
system was developed in DESY. 

SYSTEM OVERVIEW  
In order to prevent any damage that could be made to 

klystron system detects exceptional events and reacts as 
fast as possible. 

There is one main protection function: in case of any 
event detected, switch off RF driving signal. This 
detection is based on measurement of klystron signals. 
There are 6 RF signals form directional coupler at input 
and output of klystron and 4 DC signals from connection 
module and vacuum pump. Using them we can measure: 

 reflected power at first klystron arm; 
 reflected power at second klystron arm; 
 reflected power at klystron input;  
 forward power at klystron input; 
 forward power at first klystron arm; 
 forward power at second klystron arm; 
 klystron high voltage; 
 klystron high current;  
 klystron vacuum pump current; 
 light sensors; 

By monitoring above signals we are able to create event 
detection functions: 

 Correspondence of input and output power: 
RF breakdown inside tube detection; 

 Reflection power check: detects to high 
reflection power, RF breakdown detection; 

 Too high input power: saturation check; 
 High voltage breakdown; 
 Bad vacuum detection; 
 Gun arc detection; 
 RF breakdown in WDS near klystron output 

windows;  
 Level of partial discharge in HV system 

Dependent on the kind of events tube recovery 
procedure is started. During recovery procedure klystron 
driving signal is controlled in such a way to ensure there 
will be no next event or if it will happen it will not do 
damage. It is done by slowly increasing power and pulse 
length. 
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IMPROVEMENTS IN THE T2K PRIMARY BEAMLINE CONTROL
SYSTEM

Kazuo Nakayoshi∗, Ken Sakashita and Yoshiaki Fujii
KEK, Tsukuba, Japan

Abstract
The T2K experiment is a long-baseline neutrino oscilla-

tion experiment in Japan. We report recent improvements
in the T2K primary beamline control system. The first im-
provement is a new interlock system for current fluctua-
tions of the normal-conducting (NC) magnet power sup-
plies. To prevent the intense beam from hitting the beam-
line equipment due to a current fluctuation in a magnet
power supply, we continuously monitor the power supply
output current using digital-panel-meters. The second im-
provement is a new PLC-based control system for the NC
magnet power supplies. We will also discuss the actual im-
plementation of these improvements.

INTRODUCTION
The T2K (Tokai-to-Kamioka) experiment [1] is a long-

baseline neutrino oscillation experiment at J-PARC (Japan
Proton Accelerator Research Complex). A high intensity
beam of muon neutrinos is produced and allowed to prop-
agate 295 km, from J-PARC to Super-Kamiokande. Based
on the analysis of all data collected by the T2K experiment
between January 2010, when it began full operation, and
March 11, 2011, when it was interrupted due to the Great
East Japan Earthquake, 88 neutrino events were detected
by the Super-Kamiokande, with six clearly identifiable as
electron neutrino interactions [2]. After temporary recov-
ery from damage due to the earthquake, T2K resumed data
acquisition in March 2012. In July 2013, with 3.5 times
more data, muon neutrino to electron neutrino transforma-
tion has been firmly established [3].

Figure 1 shows a layout of the T2K neutrino experimen-
tal facility. The high intensity proton beam is extracted
from the Main Ring synchrotron (MR), guided through the
neutrino primary beamline to the target station. The proton
beam hits a graphite target, producing pions. These pions
decay into muons and muon neutrinos in a decay volume.
All the muon neutrinos escape from the facility, whereas all
the other particles are absorbed by a beam dump. A near
detectors (ND280) located 280 m downstream of the target.

Figure 2 shows the T2K primary beamline, consisting
of the preparation, arc and final focusing sections. In the
preparation section, the extracted proton beam is tuned
with a series of 11 normal-conducting (NC) magnets. In
the arc section, 14 doublets of super-conducting combined
function magnets [4] are located and bend the beam toward
Kamioka direction. In the final focusing section, 10 NC
magnets guide and focus the beam onto the target. There

∗kazuo.nakayoshi@kek.jp

are 22 power supplies for the NC magnets. These power
supplies and their control system have a maintenance prob-
lem due to antiquated equipment. We plan to replace all
the power supplies for NC magnets and modernize its con-
trol system. In April 2013, the beam power of the MR was
230 kW. This beam power is planned to increase to 750 kW
within five years.

0 50 100 m

Main Ring

Secondary beamline

(1) Preparation section

(2) Arc section

(3) Final focusing section

(4) Target station

(5) Decay volume

(6) Beam dump

ND280

(1)

(2)

(3)

(4)(5)(6)

Figure 1: Layout of the T2K experimental facility.
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nal focusing sections contain 21 normal-conducting mag-
nets, whereas the arc section contains 14 doublets of super-
conducting magnets.
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NEXT-GENERATION MADOCA FOR THE SPRING-8 CONTROL 
FRAMEWORK 

T. Matsumoto#, Y. Furukawa, M. Ishii, JASRI/SPring-8, Hyogo, Japan

Abstract 
Message and Database Oriented Control Architecture 

(MADOCA) was originally developed at SPring-8; since 
1997, it has been successfully utilized for control systems 
at SPring-8 and other accelerator facilities. Despite the 
successful implementation of MADOCA, several 
problems arose during the course of its application. For 
example, we need to treat data, including image data 
obtained by beam profile monitoring, and control specific 
devices that can be only managed by Windows drivers; 
these requirements cannot be fully met by MADOCA. 
Hence, we developed a next-generation MADOCA 
control framework, called MADOCA II, which is also 
based on a message-oriented control scheme as in of 
MADOCA. However, the core part of the messaging 
scheme is completely rewritten using ZeroMQ socket 
library, thereby greatly improving the feasibilities. Here, 
we report on MADOCA II from the viewpoint of 
messaging. We confirmed the stability of MADOCA II at 
BL36XU beamline after one-year operation. Several new 
applications with MADOCA II are being implemented at 
SPring-8. 

INTRODUCTION 
The Message and Database Oriented Control 

Architecture (MADOCA) control framework was 
originally developed at SPring-8 for the control systems 
of SPring-8 accelerators and beamlines and has been 
utilized since 1997 [1]. MADOCA is also adopted for 
control systems in other accelerator facilities such as 
HiSOR, NewSUBARU, and SACLA. At SACLA, 
MADOCA is applied to experimental station controls as 
well as accelerator and beamline controls. 

However, MADOCA had a few shortcomings, and 
hence, we developed a new framework, next-generation 
MADOCA (MADOCA II), with the perspective of 
accommodating future upgrades in our control systems. 
The software framework of MADOCA II comprises 
messaging and data logging. In this paper, we describe 
MADOCA II from the perspective of messaging. The data 
logging aspects of MADOCA II is described in another 
paper [2]. 

The following functionalities were newly implemented 
in MADOCA II for improving messaging flexibilities. 
 
1. Messaging data with variable lengths. 
2. Controls in a Windows environment.  
3. Asynchronous communication between operator 

workstations and front-end computers. 
 

These functionalities are important to realize flexible 
control systems. For example, messaging data of variable 
lengths is necessary since data of various formats such as 
waveform and image data are usually used for beam 
monitoring. Further, since we sometimes need to treat 
specific equipment that can be only controlled by 
Windows drivers, it is necessary to implement controls in 
a Windows environment. Asynchronous communication 
is important for handling multiple controls 
simultaneously; however, it is not fully implemented in 
current MADOCA. Therefore, improvements in this 
regard are required. 

MADOCA AND ITS SHORTCOMINGS 
MADOCA is based on client/server control architecture, 

as seen in Figure 1, and messages are communicated 
between operator workstations and front-end computers. 
The framework consists of the Message Server (MS), 
Access Server (AS), and Equipment Manager (EM). The 
middleware of messaging utilizes System V Inter Process 
Communication (IPC) and Open Network Computing 
Remote Procedure Call (ONC/RPC). 

Messages in MADOCA are based on text and are 
composed of a character string with S/V/O/C syntax—for 
example, 
“123_matumot_oprgui_opcon01/get/sr_mag_ps_b/current
.” S/V/O/C stands for subject (S), verb (V), object (O) and 
complement (C). In the above example, “get” (V) 
represents the control action; “sr_mag_ps_B” (O) 
represents the equipment to be controlled; “current” (C) 
represents the value to describe the contents of the action. 
The subject (S) is composed of the process number, 
application name, account name, and the hostname, and is 
assigned by the MADOCA framework itself. The message 
is sent from a Graphical User Interface (GUI); the 
response is obtained from EM, and reads as 
“sr_mag_ps_b/get/123_matumot_oprgui_opcon01/123.45
A” (i.e., S and O get interchanged in the response).  

The main advantages of MADOCA are summarized as 
follows.  

 
1. Control messages are constructed as S/V/O/C 

messages, which are abstracted and are easy to 
understand.  

2. Users can control equipment with a unified method 
using MADOCA and do not need to know the details 
of controls for each of the many devices. 

3. The system can be easily applied at large scales with 
the same architecture. 

 

 ____________________________________________  
#matumot@spring8.or.jp 
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MIDDLEWARE PROXY: A REQUEST-DRIVEN MESSAGING BROKER 

FOR HIGH VOLUME DATA DISTRIBUTION 

W. Sliwinski, I. Yastrebov, A. Dworak, CERN, Geneva, Switzerland 

 

Abstract 
Nowadays, all major infrastructures and data centres 

(commercial and scientific) make an extensive use of the 

publish-subscribe messaging paradigm, which helps to 

decouple the message sender (publisher) from the 

message receiver (consumer). This paradigm is also 

heavily used in the CERN Accelerator Control system, in 

Proxy broker - critical part of the Controls Middleware 

(CMW) project. Proxy provides the aforementioned 

publish-subscribe facility and also supports execution of 

synchronous read and write operations. Moreover, it 

enables service scalability and dramatically reduces the 

network resources and overhead (CPU and memory) on 

publisher machine, required to serve all subscriptions. 

Proxy was developed in modern C++, using state of the 

art programming techniques (e.g. Boost) and following 

recommended software patterns for achieving low-latency 

and high concurrency. The outstanding performance of 

the Proxy infrastructure was confirmed during the last 3 

years by delivering the high volume of LHC equipment 

data to many critical systems. This work describes in 

detail the Proxy architecture together with the lessons 

learnt from operation and the plans for the future 

evolution. 

INTRODUCTION 

Already in 2008, at the time when LHC accelerator 

started the beam operation, it became evident that the 

existing controls infrastructure was not capable to serve 

the continuously increasing demands of many data 

intensive applications. The front-end computers (FECs), 

running the real-time LynxOS system, with 1 CPU and 

limited memory, responsible for the control of equipment 

and data acquisition, were the main source of a major 

performance and scalability bottleneck. Therefore, the 

Middleware team came with the proposal of introduction 

of a Proxy server, which would decouple handling of 

subscriptions to all interested users, decrease use of 

resources on FECs and allow for better scalability of data 

distribution channels. The Proxy infrastructure was 

developed in close collaboration with equipment groups 

and operation team and it was deployed for all major 

equipment systems in LHC and partially for other CERN 

accelerators.   

REQUIREMENTS 

The following technical requirements were defined for 

the middleware Proxy: 

• Proxy (acting as middle-tier server in peer-to-

peer environment) should be integrated 

transparently into the control system, so that 

client applications should not experience any 

difference when operating directly with remote 

device servers or via a Proxy. Moreover, it 

must use the RDA2 [1] framework for the 

client and server sides. 

• As a middle-tier server, Proxy intercepts every 

request coming from a client to device server 

(Get, Set, Subscribe). This imposes very tight 

constraints in terms of performance: Proxy 

should not significantly impact performance of 

the overall communication. 

• The main Proxy responsibility is to decouple 

publishers from subscribers for handling of 

subscriptions. Proxy should implement 

grouping of subscribers and broadcasting of 

the subscription updates. 

• Proxy architecture must be scalable and highly 

concurrent to serve many independent clients 

simultaneously. 

• Asynchronous processing of the subscription 

updates is required in order to guarantee non-

blocking communication, especially when 

slow client consumers are present. 

• Proxy should preserve ordering of the 

subscription updates for each subscriber. 

• Proxy must be integrated with the existing 

Role-Based Access Control (RBAC) [2] 

mechanism for the CERN control system. 

• Proxy software may run permanently for very 

long period without interruptions, therefore it 

is important to provide advanced diagnostics 

and monitoring capabilities in order to be able 

to inspect its state at any time. 

PROXY ARCHITECTURE 

The development of Proxy started in 2008, when the 

core part of the LHC control system was already in place. 

It was built on top of the existing components and became 

an integral part of the middleware infrastructure and the 

CMW project.  

Client applications operate remote devices either 

directly (2-tier mode) or via middle-tier servers (3-tier 

mode). Moreover, there can be several middle-tier servers 

between a particular client and a device server. 

Proxy supports two types of communication: request-

reply (Get and Set calls) and subscriptions (Subscribe 

calls). Proxy acts as an intermediate component between a 

client application and a device server, which controls 

some physical equipment. Figure 1 shows the overall 

architecture of the control system including Proxy 

servers. 

TUCOCB02 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

948C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Software Technology Evolution



A PRACTICAL APPROACH TO ONTOLOGY-ENABLED CONTROL
SYSTEMS FOR ASTRONOMICAL INSTRUMENTATION

W. Pessemier∗, G. Raskin, H. Van Winckel, Institute of Astronomy, KU Leuven, Belgium
G. Deconinck, P. Saey, ESAT-ELECTA, KU Leuven, Belgium

Abstract
Even though modern service-oriented and data-oriented

architectures promise to deliver loosely coupled control
systems, they are inherently brittle as they commonly de-
pend on a priori agreed interfaces and data models. At the
same time, the Semantic Web and a whole set of accom-
panying standards and tools are emerging, advocating on-
tologies as the basis for knowledge exchange. In this paper
we aim to identify a number of key ideas from the myr-
iad of knowledge-based practices that can readily be im-
plemented by control systems today. We demonstrate with
a practical example (a three-channel imager for the Merca-
tor Telescope) how ontologies developed in the Web Onto-
logy Language (OWL) can serve as a meta-model for our
instrument, covering as many engineering aspects of the
project as needed. We show how a concrete system model
can be built on top of this meta-model via a set of Domain
Specific Languages (DSLs), supporting both formal veri-
fication and the generation of software and documentation
artifacts. Finally we reason how the available semantics
can be exposed at run-time by adding a “semantic layer"
that can be browsed, queried, monitored etc. by any OPC
UA-enabled client.

INTRODUCTION
Modern distributed systems to control astronomical in-

strumentation are typically designed as Service Oriented
Architectures (SOA). Whether implemented as “tightly
coupled” systems based on object-oriented design, or more
“loosely coupled” systems based on a common data model,
the SOA paradigm requires all parties of the distributed
system to interact via shared contracts. A major drawback
of these contracts is that they are often not semantically
“rich”, i.e. they are based on syntax rather than semantics.
Similar to object-oriented software languages (which can
only natively convey semantics such as hasType, hasSuper-
Class, hasAttribute, ...) they lack the expressive power to
model the exchangeable information in more detail. Con-
sider the example as shown in Figure 1, which is based on
the MAIA instrument. MAIA is a three-channel astronom-
ical imager built for the Mercator Telescope and commis-
sioned in 2013 [1]. Its control system is based on an object-
oriented design, which we are trying to improve with the re-
sults of the work described in this paper. On the left side of
the figure, the temperature of the U-band detector of the in-
strument could be accessed over the network via the pseu-
docode READ(MAIA.cryoU.ccdTempSensor.value). On

∗wim.pessemier@ster.kuleuven.be

the right side of the figure, two changes have been
applied. Firstly, the detector itself (a CCD or
Charge Coupled Device) is now also included in the
model, and secondly the name of the temperature
sensor has been changed accordingly. As a result,
the pseudocode required to read the temperature is
now READ(MAIA.cryoU.ccd.tempSensor.value). Even
though the system itself has not changed, the model has,
because the model can only express structural properties
using hasAttribute relationships, and the meaning of the el-
ements as attribute names.

cryoU [Cryostat]

ccdTempSensor [Pt100]

value = 160K

cryoU [Cryostat]

ccd [Detector]

tempSensor [Pt100]

value = 160K

MAIA [Instrument] MAIA [Instrument]

Figure 1: Example of how object-oriented models may
change independently of the systems they represent.

METHODS
A more robust way to model the exchangeable informa-

tion in a control system would be to express this informa-
tion as a set of ontologies. An ontology formally represents
the knowledge of a particular domain as a set of concepts,
and relationships between pairs of those concepts. For in-
stance, an ontology on the domain of electronics (abbrevi-
ated with the prefix elec) would define:

• a vocabulary that specifies:
– classes (such as Sensor and Pt100);
– instances (such as THREE_PHASE_POWER);
– properties (e.g. senses, powers, ...);

• facts, as relationships between pairs of vocabulary
terms such as:
– Pt100 is a subclass of Sensor;
– senses has Sensor as its domain;
– THREE_PHASE_POWER is an instance of Power;
– Any Sensor senses at least one Thing.
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Abstract
EPICS  Version  4  is  the  next  major  revision  of  the

Experimental  Physics  and  Industrial  Control  System,  a
widely  used  software  framework  for  controls  in  large
facilities, accelerators and telescopes. The primary goal of
Version 4 is to improve support for scientific applications
by  augmenting  the  control-centered  EPICS  Version  3
with  an  architecture  that  allows  building  scientific
services  on  top  of  it.  Version  4  provides  a  new
standardized  wire  protocol,  support  of  structured  types,
and  parametrized  queries.  The  long-term  plans  also
include a revision of the IOC core layer. The first set of
services  like  directory,  archive  retrieval,  and  save  set
services  aim to improve the current  EPICS architecture
and  enable  interoperability.  The  first  services  and
applications are now being deployed in running facilities.
We  present  the  current  status  of  EPICS  V4,  the
interoperation of EPICS V3 and V4, and how to create
services  such  as  accelerator  modelling,  large  database
access, etc. These enable operators and physicists to write
thin and powerful clients to support commissioning, beam
studies  and operations,  and opens  up  the possibility  of
sharing applications between different facilities.

INTRODUCTION
EPICS  version  3  supports  a  flat  set  of  records  and

access to those records via a protocol that supports a few
predefined structures [1]. While this serves well the needs
of device integration, scientific applications require wide
interfaces  to  access  complex  data  and  support  for  data
acquisition. As there has been no standard way to do this,
different  mutually  incompatible  solutions  have  been
developed.  A closer  look at  these middle layer  toolkits
reveals a number of common patterns which have guided
us in the development of the EPICS 4 facilities. 

The  work  on  JavaIOC  [2]  to  create  a  new  IOC
(Input/Output  Controller)  that  supports  hierarchical
records  to  describe  devices  and physics  data  constructs
provided  a  starting  point  for  the  development.  As  the
development proceeded, the goal to write a new IOC gave
way to providing an extended set of structured data types
on  top  of  the  existing  infrastructure  to  better  support
various  data  sources  for  machine  control  and  data
acquisition  applications.  Thus  in  EPICS  version  4  the

version  3  database  structures  will  be  kept  essentially
untouched and the records will be served through a new
network protocol. This makes the introduction of the new
facilities even in existing system easy, as all the previous
infrastructure will still be present. 

Figure  1  is  a  simplified  architecture  drawing  of  an
EPICS 4-based system. Such a system can contain client
applications that only use Channel Access, only pvAccess
or  applications  that  can  use  both.  The  middle  layer
services  would all  need to use pvAccess  for  publishing
their  services  but  can  serve  data  from various  sources.
The  front-end  IOCs  contain  both  Channel  Access  and
pvAccess  servers  so  that  all  participants  of  the  system
have access to their resources.

The new features  in  version 4 extend  the domain of
EPICS beyond embedded IOCs by enabling several types
of services like relational database stores, model services,
directory services,  data aggregation services,  etc.,  to be
built.  These  services  can  interoperate  with  traditional
IOCs to combine static data with live control data. One of
the main goals is also to bring EPICS into the domain of
data acquisition,  not  only by the support  for  structured
data but by optimizing the performance so that EPICS can
be used as a part of data processing chains and handling
big data volumes.

In  the last  two years  the version 4 infrastructure  has
been developed to a state that allows it to be merged into
the  regular  EPICS  release  series.  At  the  moment  it  is
planned that the current 3.15 will be last release under the
version  3  series  and  the  next  major  release  will  be
carrying  the  version  number  4.  At  the time of  writing,
EPICS 4 consists of a number of modules (pvCommon,
pvData,  pvAccess,  pvaSrv,  etc.)  that  are  compiled  and
used on top of an EPICS version 3 base release.

NEW FEATURES
Version 4 new features target the implementation of a

controls  infrastructure  based  on  services  that  aggregate
data from various sources and publish it in a way that fits
a control system environment. The services use the same
concepts as EPICS in general: services are published by
name and knowing the name, any EPICS client software
can use that service as if it was a traditional IOC, without
having to differentiate between services and IOCs in any
way.  

______________________________________________
#timo.korhonen@psi.ch
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DESIGNING AND IMPLEMENTING LABVIEW SOLUTIONS 
FOR REUSE* 

M Flegel, G Larkin, L Lagin, B Demaret, LLNL, Livermore, CA 94550, USA

Abstract 
Many machines have a lot in common – they drive 

motors, take pictures, generate signals, toggle switches, 
and observe and measure effects. In a research 
environment that creates new machines and expects them 
to perform for a production assembly line, it is important 
to meet both schedule and quality. NIF has developed a 
LabVIEW layered architecture of Support, general 
Frameworks, Controllers, Devices, and User Interface 
Frameworks. This architecture provides a tested and 
qualified framework of software that allows us to focus 
on developing and testing the external interfaces 
(hardware and user) of each machine. 

THE NATIONAL IGNITION FACILITY 
The NIF is the largest and most energetic laser system 

in the world, capable of creating temperatures and 
pressures normally constrained to stars, giant planets, and 
nuclear weapons with a goal of achieving controlled 
inertial confinement fusion in a laboratory setting. In 
order to accomplish this, the NIF uses a significant 
number of near perfect optics to deliver the laser energy, 
and a near perfect capsule used to contain the fuel. 

AUXILIARY PRODUCTION FACILITIES 
Optics Mitigation Facility (OMF) 

In order to achieve “near perfection” with the optics, 
the NIF built the “Optics Mitigation Facility” in 2010. 
This system guides an operator through the inspection 
flaws, examines and characterizes them with a Fetura 
microscopes and Basler cameras, and decides whether 
they can be mitigated. Mitigations as small as 360 
microns are applied using a real-time motion chassis with 
a real-time laser light delivery system. 

The OMF was implemented in LabVIEW and was the 
focus of the highly respected case study – “Using 
LabVIEW in a Critical Laser Application for the National 
Ignition Facility at Lawrence Livermore National 
Laboratory”[1] – co-written between LLNL and National 
Instruments (NI). From the success of the OMF, the NIF 
undertook to commission four more optics processing 
systems, three target processing systems, and one line 
replaceable unit (LRU) transporter. 

Optics Processing Systems 
Grated Debris Shield (GDS) Etch drives an optic 

across a set of meniscus processing heads that chemically 
treats and rinses a photoresist coated optic to develop and 
etch a grating pattern into the glass substrate of the optic. 

Photoresist (PR) & SolGel Meniscus Coaters, similar 
to GDS Etch, apply a thin layer of a chemical to one side 
of an optic. Given the different fluid behaviours the optic 
clearance relative to the meniscus process head is much 
smaller (0.5mm vs. 2mm) than GDS Etch. 

Flaw Inspection and Characterization System 
(FICS) scans an optic for flaws (IMS-LS and FADLiB) 
and examine the flaws in detail (PSDI). The metrology 
information is used to determine how to mitigate the flaw 
with a CO2 laser drill on OMF, with a diamond drill on a 
Crystal Mitigation System, or chemically removing the 
flaw in the coating (with FICS’ Flaw Removal Tool 
(FLRT)). 

Target Processing Systems 
CFTA Cleaning chemically cleans the surface of a 

Capsule Fill Tube Assembly (CFTA) using a fine spray 
nozzle[2]. 

CFTA Mapping takes over 350 confocal images of a 
capsule surface to characterize the capsule’s surface 
features[3][4][5]. 

CFTA Leaktest monitors temperature, pressure, and 
leak rate sensors over time for a capsule under test to 
automatically determine the integrity of the capsule. 

Transporter Systems 
ARC PV Transport & Handling transports, installs 

and removes Advanced Radiographic Capability (ARC) 
LRUs weighing around one ton in the NIF’s Parabola 
Vessel (PV) with clearances as small as 3 mm. 

FRAMEWORK 
Motivation 

The OMF set the stage for the viability of advanced 
application development in LabVIEW. It took advantage 
of: 

 Prebuilt drivers for hardware and instruments; 
 Highly customizable drag-and-drop user interfaces; 
 Easy, rapid prototyping for testing and demonstrating 

new features and concepts; 
 Built-in vision and analysis routines; 
 Easy manipulation for large data sets with built-in 

array functionality. 
Software engineering best practices including 

requirements analysis, design, test, and change 
management were used; and the system was delivered in 
15 months, roughly one-third of the estimate to develop 
using Java or C++. 

Observing that OMF’s success was based on re-using 
LabVIEW’s built-in routines and applying software 
engineering best practices, a reusable layered architecture 
of additional abstractions and components was designed 

 ___________________________________________  

*This work performed under the auspices of the U.S. Department of 
Energy by Lawrence Livermore National Laboratory under Contract 
DE-AC52-07NA27344. #LLNL-ABS-632634, 
 

LLNL-CONF-644308
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TANGO – CAN ZMQ REPLACE CORBA?
A.Götz, E.Taurel, P.Verdier, ESRF, Grenoble, France

G.Abeille, SOLEIL, Gif sur Yvette, France

Abstract
TANGO [1] is a modern distributed device control sys-

tem toolkit used to control synchrotrons, lasers and a wide
variety of equipment for doing physics experiments. The
performance of the network protocol is a key component of
TANGO. TANGO is based on the omniORB (for C++) and
Jacorb (for Java) implementations of CORBA. CORBA of-
fers an interface definition language with mappings to mul-
tiple programming languages, an efficient binary protocol,
a data representation layer, and multiple services. In re-
cent years a new series of binary protocols based on AMQP
have emerged from the high frequency stock market trading
business. At about the same time a protocol called ZMQ [2]
was open sourced in 2008. In 2011 the TANGO commu-
nity decided to take advantage of ZMQ. In 2012 the kernel
developers successfully replaced the CORBA Notification
Service with ZMQ in TANGO V8. The first part of this
paper will present the software design, the issues encoun-
tered and the resulting improvements in performance. The
second part of this paper will present a study of how ZMQ
could replace CORBA completely in TANGO.

TANGO TOOLKIT
TANGO is a toolkit for building simple and complex

control systems. TANGO has been designed to manage
complexity simply. It does this by implementing all con-
trol objects as Devices or hierarchies of Devices. Devices
are local or network objects which implement device spe-
cific behaviour and follow the same model. All TANGO
Devices have state, a state machine, commands, attributes,
network access, polling, threading, security, database sup-
port, persistence, etc. TANGO implements synchronous,
asynchronous and event driven local and network commu-
nications as part of its library. The TANGO device model
has been successfully tested and used by many program-
mers to implement device access for hundreds of different
devices in tens of institutes.

TANGO comes as a library and with a complete set of
tools for monitoring, configuring and managing a TANGO
based control system. TANGO supports 3 programming
languages fully (C++, Java and Python) and a number of
languages are interfaced as clients (Labview, Matlab, and
IgorPro)

TANGO is open source software available free of charge.
The source code is on stored on two Sourceforge sites [3,
4].

TANGO AND CORBA
CORBA [5] was a de facto standard in the 90s for dis-

tributed communications used in many control systems.

The CORBA specification is managed by the Object Man-
agement Group. A number of commercial and open-source
implementations exist of all or a subset of the specifica-
tions.

TANGO has used CORBA for its communication layer
from the very beginning. The object oriented model of
CORBA partially inspired the TANGO Device Model. The
availability of open source highly efficient CORBA imple-
mentations like omniORB [6] in C++ and JacORB [7] in
Java have enabled TANGO to implement a high perfor-
mance protocol.

TANGO has been designed from the beginning to offer
the services a control system needs without relying com-
pletely on CORBA. For this reason TANGO uses only a
minimum set of essential features which are available in
all CORBA implementations. TANGO hides CORBA as
much as possible from the users and developers. This
makes it possible to replace CORBA in TANGO.

What’s Right with CORBA?
CORBA has many useful features which are required

by most distributed systems. TANGO uses the following
CORBA features:
• IDL - Interface Definition Language was used to de-

fine all TANGO data types and the Device class inter-
face

• languages - bindings to C++ and Java used for writing
servers and clients

• ORB - Object Request Broker for dispatching network
requests to Devices

• IOR - to identifiy objects and stringify object refer-
ences to the database

• corbaloc - connect to the database name service of
TANGO

• interceptors - to intercept all calls to Device and add
logging

• invocation - synchronous calls with timeout is the ba-
sic call for executing commands and reading/writing
attributes

• DII - asynchronous calls use the Dynamic Invocation
Interface

• collocation - in same process calls are used for trans-
parently co-locating Devices in the same process

• CDR - essential for efficient data marshalling and un-
marshalling of TANGO data types

• threading - multi-threading model of omniORB is es-
sential for implementing parallel client access effi-
ciently

• performance - the binary protocol of CORBA (IIOP)
and the efficient implementations were essential for
high throughput performance required by a modern
control system
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REIMPLEMENTING THE BULK DATA SYSTEM  
WITH DDS IN ALMA ACS  

B. Jeram, G. Chiozzi, R. Javier Tobar, ESO, Garching bei Muenchen, Germany 
R. Amestica, NRAO, Charlottesville, VA, U.S.A 

M. Watanabe, NAOJ, Tokyo, Japan

Abstract 
Bulk Data (BD) is a service in the ALMA Common 

Software [1] to transfer high volumes of astronomical 
data from many-to-one, one-to-many or many-to-many 
clients. The main application is in the Correlator, 
(responsible for processing raw data from the antennas), 
which retrieves data from antennas on up to 32 
computers. Data is forwarded to a master computer and 
combined to be sent to consumers. The throughput 
requirement both to/from the master is 64 MBytes/sec, 
differently distributed based on observing conditions. 
Requirements for robustness make the application very 
challenging. The first implementation, based on the 
CORBA A/V Streaming service [2], showed weaknesses. 
We therefore decided to replace it, even though ALMA 
was about to start operations; therefore it was essential to 
provide for careful testing. We have chosen the DDS 
(Data Distribution Service) [3] as core technology, 
because it is a well supported standard, widespread in 
similar applications. We have evaluated mainstream 
implementations, with emphasis on performance, 
robustness and error handling. We have successfully 
deployed the new BD, making it easy to switch between 
old and new for testing purposes. We discuss challenges 
and lessons learned. 

INTRODUCTION 
The Atacama Large Millimeter/Sub-Millimeter Array 

(ALMA) [4] is a radio telescope that comprises 54 12-
meter and 12 7-meter antennas operating in the millimeter 
and sub-millimeter wavelength range, with baselines of 
up to 16km. It is an international collaboration between 
Europe, North America and East Asia astronomical 
organizations and is located at an altitude above 5000m 
on the Chajnantor plateau in the Chilean Atacama desert. 
Early science operations started in 2011, and the 
observatory was inaugurated in March 2013. The SW that 
operates the telescope is built upon the ALMA Common 
Software (ACS) [1] - a Container-Component CORBA 
based middleware. ACS provides a set of packages 
including development tools, common services and  
design patterns to build and deploy distributed systems.  

BULK DATA 
The ACS Bulk Data (BD) is an ACS service, which 

allows transferring high volumes of data using as much as 
possible of the available bandwidth in different 
sender/receiver configurations.  

The bulk data is used in ALMA to transfer data 
between 6 ALMA sub-systems: antenna/array control 

system, two correlator control systems, the archive, the 
online telescope calibration and the offline system. Two 
kinds of scientific data go through this service: 
interferometric data from the correlators (the baseline 
(BL) and the compact array (ACA) correlators) as well as 
total power data. A correlator [5] is a specialized 
computer that, correlates/combines the signals received 
by an array of several antennas. The correlator can handle 
multiple arrays simultaneously, and each array produces 
an independent stream of data. 

Data from the correlator are retrieved by clusters of 16 
and 32 Correlator Data Processing (CDP) real-time 
computers respectively for BL and ACA correlators. 
These nodes process the raw lag data into spectral results, 
transferred to a central master computer using BD in 
many to one configuration (one for each correlator). The 
CDP master combines data from the nodes and forwards 
them to three receivers: Archive, Telescope Calibration 
and Real-Time Filler, all located about 30km away, using 
bulk data in one to many configurations. 

Total power data collected from one or more arrays 
presents another set of data streams which is also 
distributed to these three types of receivers.  

We can have therefore several concurrent data streams. 
The requirement for the system is to be able to handle a 
peak data rate for all the streams of 64Mbytes/sec.  

BASIC CONCEPTS 
The BD was from the beginning designed to keep the 

underlying details hidden from the developer, hiding the 
underlying DDS, or A/V behind a generic API [6].  

Although the new Bulk Data implementation (BDNT) 
is based on ALMA requirements, it was designed and 
implemented to be usable also in other contexts.  

The system API is based on the following concepts: 
 A sender is an entity that sends data out. 
 A receiver is an entity that receives data  
 Data are transferred from the Sender(s) to the 

Receiver(s) on a flow.  
 One or more flows are grouped inside a stream.  
 We refer to each stream and each flow with a name. 

A specific data transfer path is identified uniquely by the 
combination of stream and flow names.  

A simple high level protocol is provided in order to: 
 Create/destroy streams and flows 
 Connect/disconnect to streams and flows 
 Inform receivers that data is going to be sent 
 Transmit and receive data 
 Inform receivers about transmission completeness 
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THE INTERNET OF THINGS AND CONTROL SYSTEM

Vincent Hardion, Darren Paul Spruce, Antonio Milan Otero, Julio Lidon-Simon, Mirjam Lindberg,  

Andreas Persson, MAXIV Laboratory, Lund, Sweden

Abstract
A recent huge interest in Machine to Machine 

communication is known as the Internet Of Things (IOT), 
to allow the possibility for autonomous devices to use 
Internet for exchanging the data.

The Internet and the World Wide Web have caused a 
revolution in communication between the people. They 
were born from the need to exchange scientific 
information between institutes. Several universities have 
predicted that IOT will have a similar impact and now, 
industry is gearing up for it.

The issues under discussion for IOT ,  such as protocols, 
representations and resources are similar to human 
communication and are currently being tested by different 
institutes and companies, including start-ups. Already,  
the term smart city is used to describe uses of IOT, such 
as smart parking, traffic congestion and waste 
management.In the domain of Control Systems for big 
research facilities, a lot of knowledge has already been 
acquired for building the connections between thousands 
of devices, more and more of which are provided with a 
TCP/IP connection. This paper investigates the possible 
convergence between Control Systems and IOT.

INTRODUCTION

The Internet of Things[1] is seen as the natural 
evolution of Internet including not only the 
communication between human but also with any kind of 
object. This article is an introduction to the Internet Of 
Things. An analysis of the convergence of this domain 
and the Control System is presented at the end. 

INTERNET OF THINGS

From Internet to Internet of Things

Who could predict the success of Internet 30 years ago? 
Nowadays, the Internet is used to communicate by more 
than 2 billion people[2] per day. When Tim Berners-Lee 
created ENQUIRED, the ancestor of WWW, he just 
wanted his articles to be better organised. It took 9 years 
to develop the WWW protocol[3]. Now its deployment so 
huge that the people are often confused with the Internet 
itself. Its improvement on the communication are so 
important:

• Fast access to information: it is so inexpensive and 
fast to publish information and the reader only needs 
to open a browser to see it. The circulation of events 
is made easier by the social network (i.e arab spring)

• Information as a Service : Unlike traditional media 
there is no waiting time to get to the interesting 
information. So, people browse the Internet instead 
of watching it. This is facilitated by the search 
engine which allows faster location of information.

• Memory, a very large library : the information are 
transmitted, copied all around the network.

• Hyperlink: accelerate the connexion to the related 
information.

The ability to transmit data between heterogenous 
computer networks has been made possible by the 
invention of the Internet. A huge amount of de-facto 
standard protocols and services are issued from the 
Internet, such as TCP/IP, mail, file transfer, remote 
connexions and HTTP, the most popular.

The Internet Of Things is born with the idea to 
reproduce this idea of human interconnection but for the 
machine.

Things 

Nowadays, the computer is not the only way for people 
to access Internet. Autonomous devices like smart phones 
and tablets embed enough CPU power to become the 
standard client. Their introduction had a large impact on 
the way to represent information and they have generated 
new paradigms of use, like the push event. Other varieties 
of devices also exist, such as the Tux Droid[4]  which are 
directly connected to Internet, without a screen and can 
process data.

The Internet Of Things goes beyond the human to 
human communication allowing the devices to 
communicate together without human interaction.

Sensor and Actuator

The “Sensor” or “Actuator” is often used to describe 
the things that could be connected to the physical world.

Sensors play a major role to generate information 
processed from the physical world. Traditionally several 
domains already use sensors but a processing unit 
(computer) is needed to access their information from  a 
computer network, usually located on a local network. 
The sensors defined by the Internet Of Things are directly 
connected together to a global network with Internet, 
similar to computers. This idea came with the apparition 
of new technologies based on RFID[5] giving a 
communication skill to the passive objects.  A major issue 
to resolve is privacy since the device does not have the 
same sensitivity as humans to control the circulation of 
data.

An actuator is a device which can act on the physical 
world. The IP bulb is one example of this category.  They 
are often only connected to an Intranet as security is a 
critical constraint.  

Applications

Today the Internet Of Things has become a reality in 
several applications[6], among them :

• Smart Cities: waste management, urban planning and 
environment[7].
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TANGO V8 - ANOTHER TURBO CHARGED MAJOR RELEASE 

Andrew Götz, Jean-Michel Chaize, Tiago Coutinho, Jens Meyer, Faranguiss Poncet, Emmanuel 
Taurel, Pascal Verdier,ESRF, Grenoble, France 

Stephane Perez, CEA, Arpajon, France 
David Fernandez-Carreiras, Sergi Rubio-Manrique, CELLS-ALBA, Barcelona, Spain 
 Stefano Cleva, Marco Lonza, Lorenzo Pivetta, Claudio Scafuri, Elettra, Trieste, Italy 

E Igor Alexandrovich Khokhriakov, HZG, Geesthacht, Germany 
 Darren Paul Spruce, MAX-lab, Lund, Sweden 

Gwenaelle Abeille, Alain Buteau, Nicolas Leclercq, Frédéric Picca, SOLEIL, Paris, France

Abstract 
The TANGO collaboration continues to evolve and 

improve the TANGO kernel. A latest release has made 
major improvements to the protocol and, the language 
support in Java. The replacement of the CORBA 
Notification service with ZMQ for sending events has 
allowed a much higher performance, a simplification of 
the architecture and support for multicasting to be 
achieved. A rewrite of the Java device server binding 
using the latest features of the Java language has made the 
code much more compact and modern. Guidelines for 
writing device servers have been produced so they can be 
more easily shared. The test suite for testing the TANGO 
kernel has been re-written and the code coverage 
drastically improved. TANGO has been ported to new 
embedded platforms running Linux and mobile platforms 
running Android and iOS. Packaging for Debian and 
bindings to commercial tools have been updated and a 
new one (Panorama) added. The graphical layers have 
been extended. The latest figures on TANGO 
performance will be presented. Finally the paper will 
present the roadmap for the next major release. 

WHAT IS TANGO? 
Tango [1] is a control system tool kit developed by a 

community of institutes. It is object oriented with the 
notion of devices (objects) for each piece of hardware or 
software to be controlled. Tango classes are merged 
within operating system processes called Device Servers. 
Three types of communication between clients and 
servers are supported (synchronous, asynchronous and 
event driven). 

But Tango is not only the software bus which handles 
the communication between device servers and clients. 
The Tango tool chain offers software from the hardware 
interface to the graphical user interface for several 
programming languages. 

Tango utilities are available, with the basic installation, 
for code generation, device configuration and testing and 
for administration and survey of a whole Tango control 
system.  

An archiving and a configuration snapshot system 
usable with Oracle or MySQL are also available.

 

Table 1 : Available Tango Modules 

Module Description 

Core Libraries Client/Server communication libraries 
for C++, Python and Java 

Device Classes More than 300 hardware interface 
classes are available to download  [2] 

GUI Frameworks Available for C++ and Python using 
QT, for Java using Swing and a web 
interface written in PHP 

Client Bindings LabView, Matlab, IgorPro and 
Panorama 

Tools Pogo – Code generator for device 
classes in C++, Python and Java 

Jive – Configuration and testing tool 

Astor – Administration and survey of 
the Control system 

Archiving Archiving and snapshot system with 
GUIs and web interface. Usable with 
Oracle and MySQL 

Alarm System Event driven alarm service 

Sardana Framework for experiment control : 
Interface standardization, configuration, 
sequencing, command line interface 

 
Tango development started in 1999 at the ESRF and 

has made again, with today’s release version 8, some 
major improvements compared to the last versions. 

EVENT SYSTEM 
The new high performance event system based on 

ZMQ (version 3.2.3) [3], which was already presented as 
a development study at the ICALECS 2011 [4], is now 
available with the release of Tango version 8. It replaces 
the former event system which was based on an 
implementation of the CORBA notification service.  

The measured performance for event distribution was 
increased by a factor of 40 for events transferring small 
amounts of data and by a factor of 10 for events 
containing big data junks (>100Kbyte). 
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AN OVERVIEW OF THE LHC EXPERIMENTS' CONTROL SYSTEMS 
C. Gaspar, CERN, Geneva, Switzerland

Abstract 
The four LHC experiments (ALICE, ATLAS, CMS and 

LHCb), either by need or by choice have defined different 
requirements, use different equipment, and are operated 
differently. This led to the development of four quite 
different Control Systems. 

Although a joint effort was done in the area of Detector 
Control Systems (DCS) allowing a common choice of 
components and tools and achieving the development of a 
common DCS Framework for the four experiments, 
nothing was done in common in the areas of Data 
Acquisition or Trigger Control (normally called Run 
Control). 

This paper will present an overview of the design 
principles, architectures and technologies chosen by the 
four experiments in order to perform the main tasks of the 
Control System: Configuration, Control, Monitoring, 
Error Recovery, User Interfacing, Automation, etc. 

INTRODUCTION 
In general the Control System of an LHC experiment 

handles the configuration, monitoring and operation of all 
experimental equipment involved in the different 
activities of the experiment: 

 The Data Acquisition System (DAQ): front-end 
electronics, readout network, storage etc. 

 The Timing System: timing and trigger distribution 
electronics 

 The Trigger: the hardware trigger components. 
 The High Level Trigger (HLT) Farm: thousands of 

trigger algorithms running on a CPU farm. 
 The DCS: sub-detector gases, high voltages, low 

voltages, temperatures, etc. and also experiment’s 
infrastructure: magnet(s), cooling, electricity 
distribution, detector safety, etc. 

 Interaction with the outside world: LHC Accelerator, 
CERN safety system, CERN technical services, etc. 

The relationship between the Control System and other 
components of the experiment is shown schematically in 
Fig. 1. This figure shows that the Control System 
provides a unique interface between the users and all 
experimental equipment. 

Some of the requirements that were common to the 
four experiments are: 

 Distribution and Parallelism - Due to the large 
number of devices and IO channels, the acquisition 
and monitoring of the data has to be done in parallel 
and distributed over many machines. 

 Hierarchical Control – The data gathered by the 
different machines has to be summarized in order to 
present a simplified but coherent view to the users 

 Partitioning – Due to the large number of different 
teams involved and the various operation modes of 

the system, the capability of operating parts of the 
system independently and concurrently is mandatory. 

 Automation – Standard operations and error recovery 
procedures should be, as much as possible, 
automated in order to prevent human mistakes and to 
speed up standard procedures. 

 Intuitive User Interfaces – Since the operators are not 
control system experts it is important that the user 
interfaces are intuitive and easy to use. 

 All other standard requirements in large Control 
Systems: Scalability, Reliability, Maintainability, etc. 

 

Figure 1. Scope of the Experiment Control System. 

LHC EXPERIMENTS’ COMMONALITIES 
The Joint Controls Project 

Around the end of 1997, a common project between the 
four LHC experiments and a CERN controls group (first 
IT/CO then EN/ICE) was setup. Its mandate was to: 
“Provide a common DCS for all 4 experiments in a 
resource effective manner” and in more detail to: 
“Define, select and/or implement as appropriate the 
architecture, framework and components required to 
build the control system”. 

This project – JCOP (Joint COntrols Project) [1] – was 
very successful and it is often cited as an example; it 
resulted in a common architecture and a common 
framework used by all 4 experiments and all their sub-
detectors and sub-systems (and also by other experiments 
and projects at CERN). 

JCOP is still active promoting commonality and 
proposing and implementing common developments and 
upgrades in the area of Detector Control Systems. 

Throughout the years, JCOP has spawned many 
important sub projects, for example: 

 The Architecture Working group 
 Technology Survey: evaluation, validation and 

selection of products for use by the Control System 
 The Framework Working Group 
 The Detector Safety System 
 And several others 

WECOAAB01 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

982C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Experiment Control



STATUS OF THE ACS-BASED CONTROL SYSTEM OF THE MID-SIZED 
TELESCOPE PROTOTYPE FOR THE CHERENKOV TELESCOPE ARRAY 

(CTA) 

Peter Wegner, Bagmeet Behera, David Melkumyan, Stefan Schlenstedt, Torsten Schmidt,        
Ronny Sternberger, Stephan Wiesand, Deutsches Elektronen-Synchotron, DESY, Platanenallee 6, 

D-15738 Zeuthen, Germany 

 Oguzhan Anguner, Emrah Birsin, Igor Oya, Ullrich Schwanke,  Institut für Physik, Humboldt 
Universität zu Berlin, Newtonstrasse 15, D-12489 Berlin, Germany 

Matthias Fuessling, Universität Potsdam, Potsdam-Golm, Germany 

Abstract 
CTA, as the next generation ground-based very-high-

energy gamma-ray observatory, is defining new areas 
beyond those related to physics; it is also creating new 
demands on the control and data acquisition system. With 
on the order of 100 telescopes spread over a large area 
with numerous central facilities such as a weather 
monitoring system, CTA will comprise a significantly 
larger number of devices than any other current imaging 
atmospheric Cherenkov telescope experiment. A 
prototype for the Medium Size Telescope (MST) of 12m 
diameter has been installed in Berlin and is currently 
being commissioned. The design of the control software 
of this telescope incorporates the main tools and concepts 
under evaluation within the CTA consortium in order to 
provide an array control prototype for the CTA project. 
The readout and control system for the MST prototype is 
implemented within the ALMA Common Software (ACS) 
distributed control middleware. The interfacing to the 
hardware is performed via the OPen Connectivity-Unified 
Architecture (OPC UA). The storage system of the 
prototype uses two different database systems: MySQL 
and MongoDB. MySQL keeps configuration data, while 
MongoDB stores monitoring data, log messages, alarm 
information and CCD images. 

In this contribution the architecture of the MST control 
and data acquisition system, implementation details and 
first conclusions are presented. 

 

THE CHERENKOV TELESCOPE ARRAY 
The Cherenkov Telescope Array (CTA) project [1] is an 

initiative to build the next generation ground-based very 
high (VHE, E > 10 GeV) energy gamma-ray instrument. 
It will serve as an open observatory to a wide astrophysics 
community and will provide deep insights into the non-
thermal high-energy universe. 

The present generation of imaging atmospheric 
Cherenkov telescopes (H.E.S.S. [2], MAGIC [3] and 
VERITAS [4]) has in recent years opened the realm of 
ground-based gamma-ray astronomy in the energy range 
above a few tens of GeV. The Cherenkov Telescope Array 
will explore our Universe in depth in VHE gamma rays 

and investigate cosmic non-thermal processes, in close 
cooperation with observatories operating at other 
wavelength ranges of the electromagnetic spectrum, and 
those using other messengers such as cosmic rays and 
neutrinos. 

Besides the anticipated high-energy astrophysics 
results, CTA will have a large discovery potential in key 
areas of astronomy, astrophysics and fundamental physics 
research. These include the study of the origin of cosmic 
rays and their impact on the constituents of the Universe, 
the investigation of the nature and variety of black hole 
particle accelerators, and the inquiry into the ultimate 
nature of matter and physics beyond the Standard Model, 
searching for dark matter and the effect of quantum 
gravity. 

The design foresees a factor of 5-10 improvement in 
sensitivity in the current very high energy gamma-ray 
domain of about 100 GeV to some 10 TeV, and an 
extension of the accessible energy range from well below 
100 GeV to above 100 TeV. 

The CTA Observatory will consist of two sites, one in 
the southern hemisphere and one in the northern 
hemisphere, with gamma-ray telescopes of different sizes 
and designs. 

The southern hemisphere array of CTA will consist of 
four types of telescopes with different mirror dish sizes in 
order to cover the full energy range. The northern 
hemisphere array would consist of two telescope types. 

The low-energy instrumentation will consist of a few 
24-metre-class telescopes (Large Size Telescopes - LST) 
with a moderate Field of View (FoV) of the order of 4-5°.  

The medium energy range, from around 100 GeV to 1 
TeV, will be covered by one type of telescope of the 10-12 
metre class (Mid Size Telescopes - MST) with a FoV of 
6-8° and another type of 9-10 metre class 
(“Schwarzschild-Couder”) with similar FoV but better 
angular resolution.  

The high energy instruments, operating above 10 TeV, 
will consist of a large number of small (4-6 metre 
diameter) telescopes (Small Size Telescopes - SST) with 
a FoV of around 10°. 

 

Proceedings of ICALEPCS2013, San Francisco, CA, USA WECOAAB02

Experiment Control

ISBN 978-3-95450-139-7

987 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



SYNCHRONIZATION OF MOTION AND DETECTORS AND 
CONTINUOUS SCANS AS THE STANDARD DATA ACQUISITION 

TECHNIQUE 

D. Fernández-Carreiras, F. Becheri, T. Coutinho, G. Cuní, R. Homs, G. Jover-Mañas, J. Klora [on 
leave], O. Matilla, J. Moldes, C. Pascual-Izarra, Z. Reszela, D. Roldan, S. Rubio-Manrique, X. 

Serra, ALBA-CELLS, Barcelona, Spain 

Abstract 
Alba [1] is a third generation synchrotron located near 

Barcelona in Spain. This paper describes the model, 
objectives and implementation of a generic data 
acquisition structure for an experimental station, which 
integrates the hardware and software synchronization of 
motors, detectors, shutters and in general any 
experimental channel or events related with the 
experiment. The implementation involves the 
management of hardware triggers, which can be derived 
from time, position of encoders or other sources such as 
events from the particle accelerator, combined with 
timestamps for guaranteeing the correct integration of fast 
triggered or slow software channels. The infrastructure 
requires a complex management of buffers of different 
sources, centralized and distributed, including 
interpolation procedures. ALBA uses Sardana [2][3] built 
on TANGO[4] as the generic control system for the 
accelerators and beamlines, which provides the 
abstraction and communication with the hardware, 
human-machine interfaces and a complete macro edition 
and execution environment. 

THE CONTROL SYSTEM OF A 
BEAMLINE 

A beamline of a synchrotron light source or a neutron 
source has specific requirements in terms of control and 
data acquisition. Since optics used in X-ray or neutron 
setups needs movable elements, the data acquisition is 
often coupled to a motion of an axis or a number of axes. 
During the motion, the detectors take data synchronized at 
a given number of points or intervals. Traditionally the 
detectors take data with the motors stopped and wait for 
the motors to finish the subsequent motion to start again. 
This is changing to the so-called continuous scans. 

Once new experiments are approved, they are 
scheduled on beamlines typically for a week, although 
they can be as short as one day or less. Preparing the 
beamline for a new experiment, requires typically to 
include new hardware, sample environment, motion, 
detectors and synchronization. Dismounting one 
experiment and setting up the new one is frequently a 
complex task, which often has to be completed few hours 
–the so called “machine day”- and usually requires to 
reconfigure the control software and write new sequences. 
Besides, recurrent tasks in cases particularly complex 
such as the alignment of the optics, frequently entail to be 
automated. According to these requirements, a Beamline 
needs a modular control and data acquisition system, with 

wide-ranging building blocks for Graphical Interfaces, 
hardware configuration and data acquisition. And above 
all, a flexible and customizable macro execution 
environment is a critical success factor for the experiment 
control and data acquisition system. A simplified block 
diagram of the Sardana core is shown in Fig. 1. Much 
more details are given in the reference [2] and in the 
official web site [3]. 

The macro execution and edition environment is one of 
the strongest points of Sardana and where the efforts 
converge. Macros are python classes organized in a 
comprehensive way to optimize the development time and 
diminish the learning curve for scientists without an IT 
background. However, the extensive standard macro 
library covers a broad number of setups and 
configurations for which no extra code is required. 

 
 

Figure 1: Block diagram of the Sardana Server and its 
components. 

THE CONTINUOUS SCAN AS A 
STANDARD 

A continuous scan, known also by other names as “fly 
scan” or “quick scan”, consists on moving a motor or set 
of motors and acquiring with the different detectors a 
number of times for a certain acquisition time during the 
motion. The overall idea of a continuous scan is to be as 
flexible and adaptable as a step scan, where the user can 
directly select an arbitrary number of motors and 
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ALGEBRAIC RECONSTRUCTION OF ULTRAFAST TOMOGRAPHY

IMAGES AT THE LARGE SCALE DATA FACILITY∗

Xiaoli Yang† , Thomas Jejkal, Rainer Stotzka, Halil Pasic, Tomy dos Santos Rolo

Thomas van de Kamp, Achim Streit, Karlsruhe Institute of Technology, Karlsruhe, Germany

Abstract

The ultrafast tomography system built up at the ANKA

Synchrotron Light Source at KIT makes possible the study

of moving biological objects with high temporal and spatial

resolution. The resulting amounts of data are challenging

in terms of reconstruction algorithm, automatic processing

software and computing. The standard and manually oper-

ated reconstruction method yields limited quality of recon-

struction images due to much fewer projections obtained

from the ultrafast tomography. Thus an algebraic recon-

struction technique based on a more precise forward trans-

form model and compressive sampling theory is investi-

gated. It results in high quality images, but is computation-

ally very intensive. For near real–time reconstruction, an

automatic workflow is started after data ingest, processing

a full volume data in parallel using the Hadoop cluster at

the Large Scale Data Facility (LSDF) to reduce the com-

puting time greatly. It will not only provide better recon-

struction results but also higher data analysis efficiency to

users. This study contributes to the construction of the fast

tomography system at ANKA and will enhance its applica-

tion in the fields of chemistry, biology and new materials.

INTRODUCTION

In the field of computed tomography (CT), sparse recon-

struction has been becoming a critical topic, which dis-

cusses how to estimate an accurate tomographic image if

the projection data are not theoretically sufficient for ex-

act image reconstruction according to the Nyquist-Shannon

sampling theorem. The insufficient data problem occurs in

the case of ultrafast tomography, which is currently under

construction at ANKA [1], the synchrotron light source lo-

cated at Karlsruhe Institute of Technology (KIT). The sys-

tem has basically two main advantages in the study of mov-

ing biological objects. First, the objects can be regarded

as static during the imaging process due to the fast scan-

ning mode, which correspondingly minimizes the effects

of the movements on reconstruction accuracy. On the other

hand it highly reduces the radiation dose so that the life-

time of biological objects increases for longer–time scien-

tific studying. However fewer projections in the range of

∗Work supported by the Helmholtz Portfolio Extension “Large Scale

Data Management and Analysis” with contributions of the Data Life Cy-

cle Lab “Key Technologies” and the “Data Services Integration Team”.

Many thanks to all people and institutions involved in defining and setting

up the LSDF project as well as the German Helmholtz Association and

China Scholarship Council (CSC) for providing the funding.
† Institute for Data Processing and Electronics (IPE), KIT, Germany.

Email: xiaoli.yang@partner.kit.edu

180 degrees are actually obtained from the fast tomography

system due to the high rotation speed of objects, and the

application of standard analytic algorithm for insufficient

projection data such as filtered back-projection (FBP) [2]

will lead to conspicuous artifacts in reconstruction images.

The algebraic reconstruction techniques (ART) [2] are

the widely used iterative reconstruction algorithms recently

due to its great advantages in integrating the prior knowl-

edge to the reconstruction process. However the linear in-

verse problem becomes ill-posed due to too less measure-

ments. Inspired by the compressive sampling (CS) the-

ory [3], the tomographic reconstruction from incomplete

projection data is believed to have an exact solution in

some sparse transform space, such as the gradient space

of the underlying image. As a result, Total Variation (TV)–

based algorithms obtain high popularity in image restora-

tion [4]. Emil Y. Sidky et al. firstly introduced the concept

of TV into CT reconstruction considering the sparse dis-

tribution of the gradient of source image and developed a

new algorithm TV-POCS in 2006 [5]. It performs a TV

minimization by the gradient descent method after each

SIRT (Simultaneous Iterative Reconstruction Techniques)

iteration for sparse reconstruction of incomplete projec-

tion data. Later in 2008, Sidky et al. updated the algo-

rithm to the steepest descent method with an adaptive step-

size called ADS-POCS for TV minimization improving the

reconstruction robustness against the cone-beam artifacts

from sparse reconstruction [6].

In more general applications of signal denoising and

restoration, CS theory has been studied a lot in order to

restore the original signal from sparsely measured data.

It happens to hold the same view that TV norm is used

as the popular regularization for sparse image restoration.

Different from these algorithms TV-POCS, ADS-POCS of

CT reconstruction, it integrates the TV norm into the data

consistency constrains forming one minimization program.

The original sparse signal is restored by solving this mini-

mization program with the TV regularization. Several TV

solvers have been publicly available such as L1-Magic [3],

TwIST [7], NESTA [8], RecPF [9] and TVAL3 [10]. In

this paper TVAL3 is integrated to the ART framework to

perform the reconstruction of the real experiment data. It

shows high reconstruction quality and will be denoted as

CS–ART algorithm for tomography reconstruction.

Even though CS–ART algorithm proves high quality re-

construction images, it is known as a time intensive method

in comparison with the standard method FBP and a par-

allel computing architecture is required. The Large Scale

Data Facility (LSDF) [11], located on the same campus as
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DISTRIBUTED INFORMATION SERVICES FOR CONTROL SYSTEMS 
L. Dalesio, D. Dohan, G. Shen, K. Shroff, R. Buono, BNL, USA* 

M. Vitorovic, Cosylab, Slovenia 
K. Zagar, COBIK, Slovenia 

S. Gysin, L. Fernandez, K. Rathsman, G. Trahern, ESS, Sweden 
F. Guo, H. Lv, C. Wang, Z. Zhao, IHEP, China** 

E. Berryman, P. Chu, D. Liu, S. Peng, V. Vuppala, NSCL-FRIB, USA*** 
 

Abstract 
During the design and construction of an experimental 

physics facility (EPF), a heterogeneous set of engineering 
disciplines, methods, and tools is used, making 
subsequent exploitation of data difficult. In this paper, we 
describe a framework (DISCS) for building high-level 
applications for commissioning, operation, and 
maintenance of an EPF that provides programmatic as 
well as graphical interfaces to its data and services. 
DISCS is a collaborative effort of BNL, FRIB, Cosylab, 
IHEP, and ESS. It is comprised of a set of cooperating 
services and applications, and manages data such as 
machine configuration, lattice, measurements, alignment, 
cables, machine state, inventory, operations, calibration, 
and design parameters. The services/applications include 
Channel Finder, Logbook, Traveler, Unit Conversion, 
Online Model, and Save-Restore. Each component of the 
system has a database, an Application Programming 
Interface (API), and a set of applications. The services are 
accessed through REST and EPICS V4. We also discuss 
the challenges to developing software in an environment 
where requirements continue to evolve and developers are 
distributed among different laboratories with different 
technology platforms. 

INTRODUCTION 
There is need for an integrated information system that 

manages the data and computation used by an 
experimental physics facility (EPF) during its design, 
construction, commissioning, and operation. Such a 
system can be used to manage design lattices, model 
them, run what-if scenarios, tune the beams, troubleshoot, 
manage calibration data, maintenance records, alignment 
information and quality metrics, and generate reports for 
funding or regulatory agencies. 

Distributed Information Systems for Control Systems 
(DISCS) [1], [2] is a framework for integrating, 
managing, and accessing this information base, and other 
necessary computation. Its scope covers these data: 

 Machine Configuration: Components and their 
configuration; design, measurement, alignment, 

maintenance, inventory, and calibration data. 
 Lattice: Elements and their settings. 
 Logbooks: Electronic logbook entries. 
 Traveler Information: Device fabrication, test, and 

measurement data. 
 Save/Restore: Save and restore state of the machine 

and its segments. 
 Online Model: Simulation of the machine. Inputs and 

outputs of the simulations. 
 Physics: Data related to physics applications. 
 Cables: Information related to cables, trays, routing, 

etc. to help with pulling and maintenance of cables. 
 Security: User authentication, authorization, device 

and data access control. 
 Control Signals: Control System (EPICS) related 

information such as process variables and 
input/output controllers. 

 Alarm: Supervision of alarm states in the EPF, 
assistance to operators for diagnostics and resolution 
of alarm conditions. 

 Operations: Beam statistics, run hours, beam on 
target, shift summary, downtime, bypass records. 

Vision 
 DISCS’ vision is to develop collaborating database-

driven services that any experimental physics facility can 
easily configure, use, and extend for its design, 
commissioning, operation, and maintenance. In the 
process, a set of APIs will be defined that will form the 
framework of such an integrated system.   

Collaboration 
Due to the large scope of this endeavour and limited 

resources, it was felt that this effort can be realized only 
through collaboration among various labs. However, 
collaboration among labs brings unique challenges to the 
project. Each lab has conflicting and evolving 
requirements. They have differing schedules, 
technologies, and development methodologies.  

ARCHITECTURE 
The basic architecture for DISCS is shown in Figure 1.  

It consists of three layers: Data, Service, and Application. 
Data Layer represents all the data sources: managed, 
unmanaged, structured, and unstructured. Service Layer is 
composed of services. A service is a reusable software 

 ___________________________________________  

* This work is done by Brookhaven Science Associates, LLC under 
Contract No DE-AC02-98CH10886 with the U.S. Department of Energy. 
** This work is supported by the CSNS Project. 
*** This work was supported in part by the U.S. Department of Energy 
Office of Science under Cooperative Agreement DE-SC0000661, the 
State of Michigan and Michigan State University.  
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EFFECTIVE END-TO-END MANAGEMENT OF DATA ACQUISITION
AND ANALYSIS FOR X-RAY PHOTON CORRELATION

SPECTROSCOPY∗

F. Khan † , J.P. Hammonds, S. Narayanan, A. Sandy, N. Schwarz, ANL, Argonne, IL 60439, USA

Abstract
Low latency between data acquisition and analysis is of

critical importance to any experiment. The combination
of a faster parallel algorithm and a data pipeline for
connecting disparate components (detectors, clusters, file
formats) enabled us to greatly enhance the operational
efficiency of the x-ray photon correlation spectroscopy
experiment facility at the Advanced Photon Source. The
improved workflow starts with raw data (120 MB/s)
streaming directly from the detector camera, through an on-
the-fly discriminator implemented in firmware to Hadoop’s
distributed file system in a structured HDF5 data format.
The user then triggers the MapReduce-based parallel
analysis. For effective bookkeeping and data management,
the provenance information and reduced results are added
to the original HDF5 file. Finally, the data pipeline triggers
user-specific software for visualizing the data. The whole
process is completed shortly after data acquisition — a
significant improvement of operation over the previous
setup. The faster turnaround time helps scientists to make
near real-time adjustments to the experiments.

INTRODUCTION
X-ray photon correlation spectroscopy (XPCS) is a

powerful technique for characterizing the dynamic nature
of complex materials over a range of time scales.
The recent development of higher-frequency detectors
allows the investigation of faster dynamic processes. A
consequence of these detector advancements is the creation
of large amounts of image data that must be processed
within the time it takes to collect the next data set.
Parallel computational techniques and high-performance
computing (HPC) resources are required to handle this
increase in data.

The dynamics in the sample is quantified using the
normalized intensity autocorrelation function

g2(τ, q) =
〈I(t, q)I(t+ τ, q)〉
〈I(t, q)〉2

= 1 + βexp

(
−τ
τ0(q)

)
,

where I(t, q) is the intensity scattered at the momentum
transfer q (inverse length scale) at time t, and τ0 is the
characteristic relaxation time at q. The analysis of the g2
function allows one to determine the q-dependence of the

∗Work supported by U.S. Department of Energy, Office of Science,
under Contract No. DE-AC02-06CH11357.
† fkhan@aps.anl.gov

characteristic time scale for the dynamics within the probed
sample.

XPCS has been successfully applied to study a wide
range of systems ranging from colloidal suspensions [1],
gels, and polymers to more recent biological systems like
the aging of proteins in eye-lens suspensions that are
responsible for cataract formation. The workflow in use
at the APS is shown in Figure 1.

ACQUISITION
The CCD-based data acquisition system [2] comprises

a direct detection CCD detector operating continuously at
60 frames/s generating 120 MB/s of streaming raw data
and a field-programmable gate array (FPGA) hosted on a
commercial frame grabber that compresses the data into a
sparse format in real time. Since the detector is operating
in the photon detection mode and owing to the sparsity
of the scattered signal, the purpose of data compression
upstream in the workflow is to reduce the data bandwidth
so the storage and real-time computation can be performed
in an efficient manner. The compression algorithm is
based on a good estimation of the average dark signal and
noise from the detector and is performed by computing a
running average and standard deviation estimation in the
firmware using the FPGA. The output of the FPGA-based
compression system is a series of compressed data frames
each consisting of the location and the intensity of pixels
that register a photon hit. This results in an effective 10-20-
fold compression based on the scattering signal strength of
the specimen that is being measured.

The entire data acquisition system is integrated with
EPICS Area Detector, which provides a suite of plugins
such as different file formats and statistical analysis. A
file-saving plugin converts the compressed binary stream
into the selected file format and writes to the Hadoop
Distributed File System (HDFS).

MULTI-TAU AUTOCORRELATION
A new parallel implementation of the multi-tau

algorithm for multi-speckle XPCS data uses the Hadoop [3]
MapReduce [4] framework. This system performs analysis
in two separate MapReduce phases. The map phases
decompose the problem into independently solvable tasks.
The reduce phases perform the computation on data from
the map phases on different processor cores. Both
MapReduce phases are shown in Figure 2.

The first MapReduce phase computes the multi-tau g2
correlation. Each mapper partitions the intensity data
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UNDERSTANDING NATIONAL IGNITION FACILITY EXPERIMENTAL 
RESULTS: TARGET DIAGNOSTIC AUTOMATED ANALYSIS 

J. Liebman, R. Bettenhausen, E. Bond, A. Casey, R. Fallejo, M. Hutton, A. Marsh, T. Pannell, S. 
Reisdorf, A. Warrick, LLNL, Livermore, CA 94550, USA 

 
 

The National Ignition Facility (NIF) at the Lawrence 
Livermore National Laboratory is the most energetic laser 
system in the world.  During a NIF laser shot, a 20-ns 
ultraviolet laser pulse is split into 192 separate beams, 
amplified, and directed to a millimeter-sized target at the 
center of a 10-m target chamber.  To achieve the goals of 
studying energy science, basic science, and national 
security, the NIF laser shot performance is being 
optimized around key metrics such as implosion shape 
and fuel mix.  These metrics are accurately quantified 
after each laser shot using automated signal and image 
processing routines to analyse raw data from over 50 
specialized diagnostics that measure x-ray, optical and 
nuclear phenomena.  The analysis is comprised of both 
routine instrument correction and specialized corrections 
including series of inverse problems, timing analysis, 
and/or specialized processing customized to each 
diagnostic.  This paper will review the framework for 
general diagnostic analysis with a focus on the areas of 
calibration and operational support. Specific examples 
will be provided that demonstrate the complexity of 

maintaining calibration and supporting these algorithms 
in a state-of-the-art laser research facility.  

 

 

 
 ____________________________________________ 

- - - -  , #LLNL-CONF-644279
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EXPLORING NO-SQL ALTERNATIVES FOR ALMA MONITORING 
SYSTEM 

T. Shen, R. Soto, P. Merino, L. Peña, A. Barrientos, M. Bartsch, A. Aguirre, Jorge Ibsen. ALMA, 
Alonso de Cordova 3107, Vitacura, Santiago, Chile

Abstract 
The Atacama Large Millimeter /submillimeter Array 

(ALMA) will be a unique research instrument composed 
of at least 66 reconfigurable high-precision antennas, 
located at the Chajnantor plain in the Chilean Andes at an 
elevation of 5000 m. This paper describes the experience 
gained after several years working with the monitoring 
system, which has a strong requirement of collecting and 
storing up to 150K variables with a maximum sampling 
rate of 20.8 kHz. The original design was built on top of a 
cluster of relational database server and network attached 
storage with fibre channel interface. As the number of 
monitoring points increases with the number of antennas 
included in the array, the current monitoring system 
demonstrated to be able to handle the increased data rate 
in the collection and storage area (only one month of 
data), but the data query interface showed serious 
performance degradation. A solution based on no-SQL 
platform was explored as an alternative to the current 
long-term storage system. mongoDB has been selected. 
Intermediate cache servers based on Redis were 
introduced to allow faster streaming of the most recently 
acquired data to web based charts applications for online 
data analysis. 

INTRODUCTION 
The ALMA Monitoring System plays a fundamental 

role on recording status of all hardware devices of the 
observatory. This information is crucial to allow engineers 
to take the correct decision and to schedule efficiently a) 
preventive maintenance activities and in case of hardware 
malfunction, the system also generates alarms in order to 
trigger b) corrective actions by array operators or 
engineers.  

Besides of scientific data, monitoring system makes the 
most intensive use of the database in term of number of 
transactions and data storage. Currently, around 25GB of 
monitoring data is collected per day from a total of 
140.000 monitor points. In average, 5000 Clobs [1] is 
collected per second. 80% of monitor points belong to 
hardware located in antennas. There are 4 types of 
antennas in ALMA, and in average there are 2,363 
variables per antenna. The rest of 20% comes from 
equipment in the central building. 

The definition of the monitor points of each piece of 
hardware is based on the container/component 
architecture of ALMA Common Software (ACS) [2]. I.e, 
there is one container per antenna, and each piece of 
hardware within an antenna is modelled as a component 
[3] (there are in average 45 device components per 
antenna), which can have arbitrary number of BACI 

properties [4], and finally, from each BACI property there 
can be one or several monitor points. By definition, a 
monitor point is a scalar with a timestamp associated to it. 
The sampling information is defined at the BACI property 
level and they are part of the Telescope Monitoring & 
Control Database (TMCDB). 

 

Figure 1: Monitoring system design using the relational 
database. 

As shown in the Fig. 1, during the system start up, 
BACI properties are registered with a local component 
within the antenna container called “Monitor Collector”. 
This component caches temporary the sampled data, 
which is cleared when the data is polled by an external 
component called “Blobbers” in regular intervals. Each 
Blobber component can deal with up to 8 Collectors and 
in the original design they have to disaggregate the 
collected BACI property data into monitor points by 
reading the definition from the TMCDB and at the same 
time insert the monitor points back to the same database. 
In order to reduce the number of insertion in the database, 
the data of the same monitor point are grouped in one 
Character Large Object (CLOB). 

During the early usage of monitoring infrastructure 
(2009/2010), two fundamental problems were detected: a) 
Some times, Blobbers could not keep up with the 
incoming data rate, b) data querying to the database was 
very slow. During the analysis of these problems, we 
learnt several lessons: a) it’s better to simplify the online 
section of the monitoring system and delegate as much as 
possible the data processing in the offline phase, b) the 
current database schema is highly optimized/normalized 
for data insertion, c) more buffering mechanisms have to 
be introduced in critical points of the whole pipeline in 
order to deal with sudden peak of data rate, and in the 
worse case drop the data to avoid crashing the associated 
components and finally d) better instrumentation has to be 
introduced in order to fine tune parameters of components 
in the whole chain.  

The data insertion problem was caused by a mismatch 
in the versions of ODBC libraries, which caused the 
observed degradation in the data insertion performance. 
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HIGH SPEED DETECTORS: PROBLEMS AND SOLUTIONS

N.P. Rees, M. Basham, F.J.K. Ferner, U.K. Pedersen,

T.S. Richter, J.A. Thompson

Diamond Light Source Ltd, Didcot, Oxfordshire, UK.

Abstract

Diamond has an increasing number of high speed de-

tectors primarily used on Macromolecular Crystallography,

Small Angle X-Ray Scattering and Tomography beamlines.

Recently, the performance requirements have exceeded the

performance available from a single threaded writing pro-

cess on our Lustre parallel file system, so we have had to

investigate other file systems and ways of parallelising the

data flow to mitigate this. We report on the some compar-

ative tests between Lustre and GPFS, and some work we

have been leading to enhance the HDF5 library to add fea-

tures that simplify the parallel writing problem.

INTRODUCTION

When Diamond Light Source, a third generation syn-

chrotron light source, entered service in 2007 no beamlines

had any detectors that even approached saturating a 1 Gi-

gabit/sec Ethernet (GbE) link. Our first detector to exceed

this data rate came on line in mid 2011, and in the 2 years

since this time 8 beamlines have acquired detectors requir-

ing 10 GbE links, and we are now working on detectors

that exceed 10 GbE speeds by almost a factor of ten. This

increase in peak detector data rates by nearly two orders

of magnitude in a few years has challenged our software

and hardware architectures. This paper presents a snapshot

of the current status and developments we are undertaking

which will help manage these high data rates.

HARDWARE SETUP

File System Configurations

In order to support the high performance detectors at Di-

amond, two different high performance file systems have

been deployed. Lustre[1] has been used sucessfully for

some time now and GPFS[2] has recently been put into

production. Both use Data Direct Networks (DDN) disk

backends, a DDN SFA10K for Lustre and a SFA12K-40

for GPFS. Both backends provide sufficient bandwidth to

not cause any bottleneck during these tests and this has

been verified using sgpdd survey. Each file system has

4 servers connected to the disk arrays via InfiniBand (IB)

and to the network with multiple 10GbE links. The Lustre

Object Storage Servers (OSSs) are Dell PowerEdge R610s

with 2x10GbE Link Aggregation Control Protocol (LACP)

bonded links and the GPFS Network Shared Disk (NSD)

servers are Dell PowerEdge R720s with 4x10GbE LACP

bonded links.

Clients

Most of the benchmarks discussed have been run on six

clients in parallel. To simplify the network configuration,

two different sets of clients have been used for the 1GbE

and 10GbE tests. The test clients are either Dell R610s,

R620s or R720s and all are using Dell Broadcom network

interface cards (NICs).

Network Interconnect

The network at Diamond is built around two sepa-

rate core switches (one Force10 C300 and one Extreme

Networks X8) with clients and servers usually connected

through smaller edge switches (see Fig. 1).

Each edge switch is connected to both core network

switches using one or more 10GbE links bonded using

LACP. The edge switches act as a router for all clients con-

nected to them. Equal Cost Multi-Path (ECMP) and Open

Shortest Path First (OSPF) protocols are used to make effi-

cient use of all available links.

The GPFS NSD servers are connected to a stack of two

Extreme Networks X650 switches using 4x10GbE LACP

links per server. The X650 stack in turn has 8x10GbE

LACP bonded uplinks into each of the two core switches

providing a total of 16x10GbE to the network.

The Lustre OSSs are an exception to the standard con-

figuration. The two pairs of OSSs are each connected to

one of the two core network switches with 2x10GbE LACP

links in this case, the cores switches act as a router for these

clients.

The 10GbE clients are connected via 1x10GbE links to

one Extreme Networks X670 switch with 3x10GbE LACP

uplinks to each of the core network switches.

The 1GbE Excalibur detector[3] nodes are connected to

a Avaya 56XX switch which has 1x10GbE uplink to each

core network switch.

PERFORMANCE

The parameter space for a given detector system writ-

ing to a parallel file system is very complex and calls for

an understanding of the operation and configuration of file

system, network and compute nodes. The detector readout

design, number of pixels per chip and per module, as well

as the experimental set-up and post processing application

(disk reader), also effect the choice of I/O pattern.

Measuring the basic I/O performance to a parallel file

system is a relatively simple task for system administra-

tors. However, the I/O pattern defined by using a particular

detector system often yields quite different results from a
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CERN’s FMC KIT

Matthieu Cattin∗, Evangelia Gousiou, Javier Serrano, Erik van der Bij, Tomasz Włostowski,

CERN, Geneva, Switzerland

Abstract

In the context of the renovation of controls and data ac-

quisition electronics for accelerators the BE-CO-HT sec-

tion at CERN has designed a kit based on carriers and mez-

zanines following the VITA FPGAMezzanine Card (FMC)

standard. Carriers exist in VME64x and PCIe form fac-

tors, with a PXIe carrier underway. Mezzanines include an

Analog to Digital Converter, a Time to Digital Converter,

a fine delay generator and a Digital Input/Output. All of

the designs are licensed under the CERN Open Hardware

Licence and commercialised by companies.

This paper discusses the benefits of this carrier-

mezzanine strategy and of the Open Hardware based com-

mercial paradigm. It also explains the design of each layer

of the FMC kit, from the hardware to the gateware and the

Linux device driver. In addition, several tools to help de-

signers developing gateware for mezzanines and new con-

cepts such as the Self-Describing Bus (SDB) and the fmc-

bus are presented. Lastly, some of the plans for the future

of the FMC kit and Open Hardware Repository (OHWR)

are brought up.

INTRODUCTION

One of the missions of the BE-CO-HT section is to spec-

ify, design and provide electronic modules for the control

systems of all accelerators at CERN. The section supports

a large variety of hardware among which digital and ana-

logue I/O, level converters, serial links and timing boards.

Replacing obsolete modules and upgrading the control sys-

tems to new technologies requires a continuous flow of de-

sign work.

Motivations

Many of the electronic modules used in the control sys-

tems, either COTS (Commercial Off The Shelf) or specifi-

cally designed at CERN, have become difficult to maintain

for several reasons. In particular, most of those modules

contain obsolete components or are discontinued products.

Some of the modules are twenty years old and often the

documentation and the knowledge is scarce or lost, making

the debugging or repair very hard and time-consuming. For

modules developed at CERN, there was no design strategy

to help re-use existing blocks. Also a very limited team

has to maintain a large variety of modules. Finally some

modules are maintained in operation with a limited stock

of spares and therefore cannot be deployed in new installa-

tions.

∗matthieu.cattin@cern.ch

New Approach

In charge of renovating the catalogue of electronic mod-

ules, we decided to develop new hardware based on the

following principles:

• Openness of designs

• Modularity and re-usability

• Compliance with existing standards

The carrier-mezzanine concept was chosen to reduce

the number of different modules and to increase the mod-

ularity. The carrier boards are platform-dependent and

meant to be as generic as possible while the mezzanines

are platform-independent and specific to a particular task.

The carriers are built around a central FPGA (Field Pro-

grammable Gate Array) and include an interface to the

host bus, some data storage memory, a clock distribution

and PLLs compatible with White Rabbit (WR) [1] require-

ments, a few Gigabit links to communicate between car-

riers and finally one or more FMC slots. The mezzanine

is interfacing with the external world and contains mostly

analogue and signal conditioning electronics.

Figure 1: VME64x FMC carrier (SVEC).

The standard that best fits our requirements in terms of

carrier-mezzanine approach is the ANSI/VITA 57.1 FMC

standard [2]. For instance, the FMC standard is very flex-

ible as the connections between carrier and mezzanine are

mostly unaware of the signal direction, electrical level and

protocol.

In order to improve the modularity and re-usability of the

HDL (Hardware Description Language) designs, the Wish-

bone [3] bus was chosen as the standard to interconnect

the diverse logic blocks inside the carrier’s FPGA. To en-

hance the HDL code re-use, generic Wishbone cores and
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ARM BASED EMBEDDED EPICS CONTROLLER FOR BEAM 
DIAGNOSTICS IN CYCLOTRONS AT VECC  

S. Sahoo , N. Chaddha, T. Bhattacharjee, R.B. Bhole, A. Roy, S. Pal, Amitava Roy#  
Variable Energy Cyclotron Centre, Kolkata, India 

 Abstract 
 Advanced RISC Machines (ARM) processor based 

embedded system is used to port EPICS for the 
development of input-output controller for beam 
diagnostics applications in K=130 Room Temperature 
Cyclotron and K=500 Superconducting Cyclotron at 
Variable Energy Cyclotron Center (VECC). The beam 
diagnostics system, used for efficient transportation of the 
accelerated ion beam up to the experimental area for both 
the cyclotrons, consists of many hardware devices to be 
interfaced into the EPICS based control system. The 
development of ARM based embedded controller card has 
replaced the existing PC based systems. This controller 
card can either be used as a stand-alone IOC or as a small 
plug-in module in one slot of a crate where many beam 
diagnostic hardware module with specific functionalities 
are placed side-by-side. This is having an obvious 
advantage of integrating the control system inside the one 
hardware crate thus reducing the cable and overall 
hardware complexities which were involved in the PC 
based system. This paper explains the steps involved in 
designing the ARM based EPICS controller for beam 
diagnostics and development of Graphical User Interface 
(GUI) for operators by using Microsoft Visual Basic (VB) 
and indigenously developed EPICS Channel Access 
embedded ActiveX components at VECC.  

INTRODUCTION 
The Beam Diagnostic systems of the beam line in the 

two cyclotrons at VECC, i.e. Room Temperature 
Cyclotron (RTC) and Superconducting Cyclotron (SCC) 
help to transport accelerated beam efficiently up to the 
experimental area at various caves. There are many 
parameters which are required to be controlled and 
monitored to obtain the information about beam position 
and intensity. The beam tuning often requires reducing 
the beam size as per the need of experimentalist. Beam 
diagnostic components like Beam Viewer, Faraday cup, 
slit etc. are used in the beam-line for this functionality. 
These components are required to be handled remotely in 
a control system. The functionalities of the required 
hardware to be interfaced with each beam diagnostic 
components are common in many respects and hence 
customized development of this hardware as per 
functionalities can reduce the cost and complexity at the 
same time unlike using commercially available devices. 
The modular design of the hardware also facilitates easy 
up-gradation and ease in problem identification during 
regular maintenance. 

 

A crate, containing many modular hardware cards 
plugged in the backplane, was developed to cater beam 
diagnostic requirements at VECC [1]. These modular 
cards were initially controlled separately from a 
traditional PC based system and were not included in the 
EPICS based control system. However, the development 
of EPICS IOC for a PC based system by replacing the old 
control software will not be an optimized solution as it 
requires addition of extra hardware and field cables in the 
system. Moreover, the processing power and resource of a 
PC is not efficiently utilized if the IOC dedicated for 
beam diagnostic purpose, runs on it. With this motivation, 
an ARM based controller with embedded EPICS is 
developed for the beam diagnostics application and the 
beam diagnostic system is included in the EPICS based 
control system. This embedded controller can be inserted 
into the beam diagnostic crate as a small plug-in module 
with EPICS IOC running on it.  

CONTROL ARCHITECTURE 
The control system, for beam diagnostics in both the 

cyclotrons, follows three-layer software-hardware 
architecture. The upper layer is the front end control i.e. 
the operator interfaces (OPIs) or GUIs which are 
developed using EPICS Channel Access (CA) embedded 
Active-X components in Microsoft Visual Basic (VB) 
developmental platform. The EPICS IOC, runs on the 
ARM based Single Board Computer in the middle layer, 
acts as master controller and controls various functional 
modules for beam diagnostics hardware. The lower layer 
is the hardware modules which are directly connected 
with the actual beam diagnostic equipment in the beam 
line. Figure 1 shows the control architecture layout of the 
whole design. 

Each hardware module is designed to have four 
building blocks viz. μ-controller, functional part, 
communication and power supply sections. AVR and C51 
family controllers are used for the μ-controller part. 
Functional part is designed as per the common 
functionalities of beam diagnostics equipment. Interface 
of these modules to main controller card is through 
dedicated TTL RS-232 communication lines i.e. Rx 
(Receive), Tx (Transmit) and Ground.  

At present there are six pluggable modules in the Beam 
Diagnostics crate which are listed as below: 

1. ARM based Master controller card 
2. Stepper Motor module 
3. X-Y Slit module 
4. Encoder Read-Out Module 

__________________________
#  ssahoo@vecc.gov.in 
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DEVELOPMENT OF A FRONT-END DATA ACQUISITION SYSTEM WITH 
A CAMERA LINK FMC FOR HIGH-BANDWIDTH X-RAY IMAGING 

DETECTORS 
Choji Saji*, Toru Ohata, Takashi Sugimoto, Ryotaro Tanaka, Mitsuhiro Yamaga, JASRI/SPring-8, 

Hyogo, Japan 
Toshinori Abe, Togo Kudo, RIKEN SPring-8 Center, Hyogo, Japan 

 
Abstract 

We have developed a new front-end data acquisition 
system (DAQ) for synchrotron radiation experiments at 
the Super photon ring 8 GeV (SPring-8) in Japan. X-ray 
imaging detectors are indispensable for synchrotron 
radiation experiments, and their performance is being 
continuously enhanced. Further, recent experiments tend 
to use various types of detectors. Therefore, the proposed 
front-end DAQ system should satisfy to need for a 
relatively high data rate and support various interfaces of 
the X-ray imaging detectors. This system is based on 
FPGA with a high-bandwidth transceiver and an FPGA 
mezzanine card (FMC). The novel detector that is under 
development at SPring-8 is selected for one of 
applications. Since the first phase of the detector adopted 
a camera link (CL) interface, we developed a front-end 
DAQ system with a CL FMC and achieved stable 
operation with 4.5 Gbps high-bandwidth. In this paper, we 
will describe the design and evaluation results of the 
proposed front-end DAQ system with a CL interface. 
Moreover scalable upgrade schemes of DAQ system to 
follow further detector upgrades will be reported. 

INTRODUCTION 
X-ray two-dimensional imaging detectors are 

indispensable for synchrotron radiation experiments, such 
as coherent X-ray imaging, spectroscopy, and time-
resolved experiments. In order to obtain more detailed 
information of the samples, detectors are continually 
upgraded to achieve a larger number of pixels, a wider 
dynamic range, and a higher frame rate. 

The Super photon ring 8 GeV (SPring-8) site has two 
types of accelerators for synchrotron radiation 
experiments. One is SPring-8 that is an accelerator 
complex with an 8-GeV electron storage ring and around 
60 synchrotron radiation beam lines along a ring having a 
circumference of 1.5 km. The other is the SPring-8 
angstrom compact-free electron laser (SACLA) that is an 
X-ray free-electron laser (XFEL) facility that can produce 
high peak brilliances and femtosecond-order X-ray pulses 
[1]. X-ray imaging detectors are also essential in both 
synchrotron radiation and XFEL experiments. Since the 
SPring-8 site has a large number of beam lines, various 
type of detectors, the commercial and the ones developed 
in-house, have been used. 

 As a next-generation detector, the silicon-on-insulator 

photon imaging array sensor (SOPHIAS) is under 
development [2]. The use of the silicon-on-insulator (SOI) 
production method leads to a larger number of pixels and 
a higher frame rate. Moreover, this detector is based on 
the multi-via concept in which each implant region is 
connected to the readout circuit by a metal via. A biased 
charge collection by adjusting the number of via 
connections helps to achieve a wider dynamic range. The 
detector of the first phase will be provided for 
synchrotron radiation experiments in 2014. After the first 
phase, phase-by-phase upgrades are planned as further 
high-bandwidth of data transmission from 4 Gbps to 20 
Gbps and increment of sensor components of a detector 
from 2 to 40 sensors (table 1). 

Thus, detector upgrades drastically increase the output 
bandwidth. However, the upgrade of the DAQ system as 
well as detector upgrades is also important to improve the 
overall results of the synchrotron radiation experiments. 
Therefore, we have developed a new front-end DAQ 
system. 

REQUIREMENTS FOR NEW FRONT-END 
DAQ SYSTEM 

Sensor Improvement of X-ray Imaging Detector 
for SACLA Experiments 

Table 1 shows the specifications of a single sensor of 
SOPHIAS detector and front-end DAQ. Since the 
specifications of SOPHIAS in the final phase are under 
consideration, the sensor specifications are given as 
possible values and the front-end DAQ specifications 
remain to be decided (TBD). SOPHIAS’ first phase 
adopted the camera link [3] protocol, which is also used 
as a machine vision standard. Camera link has five 
configurations, namely lite, base, medium, full, and 80-bit, 
corresponding to the data transmission bandwidth. The 
full configuration is adopted for SOPHIAS. The required 
bandwidths of front-end DAQ are considered an actual 
experimental environment such as a beam shot repetition 
of an accelerator and a data format of a sensor electronics 
output. For the first phase of SOPHIAS, the required 
bandwidth considers an accelerator repetition of 30 Hz 
and the data bandwidth of factor four because four types  
of images are acquired for single beam shot, these are 
“two types of signal gain configuration” and “signal and 
background data acquisition.” For the final phase of 
SOPHIAS, a wider dynamic range and a higher frame rate, 
will be applied. Moreover, its throughput will exceed the  ___________________________________________  

*saji@spring8.or.jp 
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DEVELOPMENT OF AN OPEN-SOURCE HARDWARE PLATFORM FOR 
SIRIUS BPM AND ORBIT FEEDBACK 

D. O. Tavares#, R. A. Baron, F. H. Cardoso, S. R. Marques, L. M. Russo, LNLS, Campinas, Brazil 
A. P. Byszuk, G. Kasprowicz, A. J. Wojeński, Warsaw University of Technology, Warsaw, Poland 

 
Abstract 

The Brazilian Synchrotron Light Laboratory (LNLS) is 
developing a BPM and orbit feedback system for Sirius, 
the new low emmitance synchrotron light source under 
construction in Brazil. In that context, 3 open-source 
boards and accompanying low-level firmware/software 
were developed in cooperation with the Warsaw 
University of Technology (WUT) to serve as hardware 
platform for the BPM data acquisition and digital signal 
processing platform as well as orbit feedback data 
distributor: (i) FPGA board with 2 high-pin count 
ANSI/VITA FMC slots in PICMG® AMC form factor; 
(ii) 4-channel 16-bit 130 MS/s ADC board in FMC form 
factor; (iii) 4-channel 16-bit 250 MS/s ADC board in 
FMC form factor. The design of such boards and 
experience of integrating their prototypes in a COTS 
MicroTCA.4 crate is reported. 

INTRODUCTION 
Sirius is a new 3 GeV synchrotron light source under 

construction in Brazil [1], targeting a 0.28 nm.rad natural 
emittance. One of the key challenges of the machine 
design is to keep the vertical electron beam position RMS 
displacement below the 140 nm level (10% of minimum 
vertical beam size) within a 0.1 Hz to 1 kHz bandwidth 
despite the external disturbances. It guarantees proper 
photon beam stability for the end users. 

In order to reach this requirement, an active orbit 
correction system with sufficient disturbance rejection 
bandwidth is mandatory, where precise and accurate 
beam position measurement, low group delay digital 
signal processing, low latency data distribution, high 
bandwidth orbit corrector magnet response and optimized 
design of the feedback controller algorithm are the key 
ingredients to reach the utmost performance. 

In that context, LNLS has initiated a research and 
development program to build a Beam Position Monitor 
(BPM) and Fast Orbit Feedback (FOFB) system that 
would allow meeting the beam stability requirements 
while giving all flexibility for in-house customizations 
and collaboration with other institutes worldwide. 

The Sirius RF BPM electronics is currently in 
prototype phase [2]. Apart from its standalone RF Front-
End board [3], all hardware was conceived to be usable in 
applications outside the Sirius’s BPM and FOFB projects. 
Great progress has also been done on building the basic 
hardware platform and basic FPGA HDL and low-level 
software infrastructure. The WUT has contributed at both 
fronts providing development services to LNLS and 
closely collaborating at the hardware specification level. 

SYSTEM REQUIREMENTS 
The Sirius BPM system have ordinary requirements of 

accelerator data acquisition systems such as 
synchronization with the beam's frequency, triggered 
acquisition of large amounts of data (within the 100 MB 
to 1 GB range), programmable logic resources for fast 
and parallel digital signal processing, integration with an 
accelerator-wide distributed control system via 1 Gb 
Ethernet and standardized control software running over 
Linux. Special requirements exist for resolution and 
accuracy. Signal-to-noise ratio around 100 dB must be 
reached at the orbit feedback bandwidth in order to reach 
a measurement resolution below 140 nm (RMS value 
integrated in a 0.1 to 1 kHz bandwidth). Long-term drifts 
of channel gains, mainly caused by temperature and beam 
current dependences, must be kept below the 1 mdB level. 

The Sirius FOFB requires a high count of devices to be 
integrated to one single MIMO feedback control loop 
with low latency for sensors and actuators data 
distribution. In effect, when fully populated, Sirius’s 
storage ring should have approximately 240 RF BPMs, 17 
insertion device gap/phase encoders, 70 X-Ray BPMs 
(XBPMs) and 440 orbit corrector power supplies 
integrated in one feedback loop with 100 kS/s update rate 
and closed-loop latency below 25 s. 

SYSTEM ARCHITECTURE 
A central element of the system is the digital back-end 

(DBE). As depicted in Fig. 1, the DBE is implemented as 
an FPGA board with 2 I/O mezzanine slots, large 
SDRAM memory, synchronization resources, trigger 
input/outputs, PCI Express connectivity and multigigabit 
serial lines with SFP+ hardware interface. 

 
Figure 1: Sirius BPM and orbit feedback architecture. 

In the case of BPMs, the I/O slots are occupied with 4-
channel ADC mezzanine boards used for digitizing the 
RF BPM signals coming from standalone RF front-end 
electronics specially designed for Sirius. 

____________________________________________  

#daniel.tavares@lnls.br 
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A SCALABLE AND HOMOGENEOUS WEB-BASED SOLUTION FOR
PRESENTING CMS CONTROL SYSTEM DATA

L. Masetti, O. Chaze, J. A. Coarasa, C. Deldicque, M. Dobson, A. Dupont, D. Gigi, F. Glege,
R. Gomez-Reino, C. Hartl, F. Meijers, E. Meschi, S. Morovic, C. Nunez-Barranco-Fernandez,
L. Orsini, W. Ozga, A. Petrucci, G. Polese, A. Racz, H. Sakulin, C. Schwick, A. C. Spataru,

C. Colin Wakefield, P. Zejd, CERN, Geneva, Switzerland
U. Behrens, DESY, Hamburg, Germany

R. K. Mommsen, V. O’Dell, FNAL, Chicago, Illinois, USA
O. Raginel, F. Stoeckl, G. Bauer, C. Paus, K. Sumorok, MIT, Cambridge, Massachusetts, USA

S. Erhan, UCLA, Los Angeles, California, USA
J. Branson, S. Cittolin, A. Holzner, M. Pieri, M. Sani, UCSD, San Diego, California, USA

Abstract
The Control System of the CMS experiment ensures the

monitoring and safe operation of about 3M parameters.
The high demand for access to online and historical Control
System Data calls for a scalable solution combining multi-
ple data sources. The advantage of a Web solution is that
data can be accessed from everywhere with no application
specific software. Moreover, a large pool of freely available
components can be reused to achieve a user-friendly and
effective data presentation. Access to the online informa-
tion is provided with minimal impact on the running control
system by using a common cache in order to be indepen-
dent of the number of users. Historical data archived by
the SCADA software is accessed via an Oracle Database.
The web interfaces provide mostly a read-only access to
data but some commands are also allowed. Moreover, de-
velopers and experts use web interfaces to deploy the con-
trol software and administer the SCADA projects in pro-
duction. By using an enterprise portal, we profit from sin-
gle sign-on and role-based access control. Portlets main-
tained by different developers are centrally integrated into
dynamic pages, resulting in a consistent user experience.

ROLE AND SIZE OF THE CMS CONTROL
SYSTEM

The Compact Muon Solenoid (CMS) detector is a gen-
eral purpose detector operating at the Large Hadron Col-
lider (LHC).

The Detector Control System (DCS) is the software that
enables coherent and safe operation of the experiment. It
displays the status of the detector at various levels of detail,
allowing different interactions depending on user expertise
[1].

The DCS provides a main interface that allows a single
operator to monitor and control the entire detector. This
interface summarizes effectively the status of the system,
conveying the information from about three million param-
eters in an overall state. The DCS responds to high level
commands and translates them into the proper sequence of

low level commands submitted to the controlled hardware.
The DCS provides the supervision of the experiment 24

hours a day, allowing for the coherent combined operation
of the different sub-systems. It works in synchronization
with the LHC preparing automatically CMS for data taking
whenever LHC is delivering stable beams and making sure
that the experiment is in safe mode during non stable LHC
conditions.

Figure 1: Schematic overview of the DCS architecture.

The DCS is implemented as a distributed system and
is built on top of the WinCC OA commercial software
(formerly called PVSS). The usage of a common CERN
framework and the adoption of commonly applied CMS
guidelines and libraries made possible the integration of all
the sub-detector control systems and faciltated the software
mantainance (see Fig. 1).

The experiment is modeled by a hierarchical Finite State
Machine (FSM) tree where each node has a state and can
accept commands. The leaves of the tree represent the
hardware devices, while the internal nodes provide an in-
creasing abstraction level, up to the root that models the
overall control system status.

The DCS is in charge of archiving the changes over time
in the system parameters. The values are not archived by
sampling them at constant time intervals, but only when
they change by more than a defined deadband.
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ENHANCING THE MAN-MACHINE-INTERFACE OF ACCELERATOR 

CONTROL APPLICATIONS WITH MODERN CONSUMER MARKET 

TECHNOLOGIES  

R. Bacher, DESY, Hamburg, Germany

Abstract 
The paradigms of human interaction with modern 

consumer market devices such as tablets, smartphones or 

video game consoles are currently undergoing rapid and 

serious changes. Device control by multi-finger touch 

gesture or voice recognition has now become standard. 

Even further advanced technologies such as 3D-gesture 

recognition are becoming routine. Smart enhancements of 

head-mounted display technologies are beginning to 

appear on the consumer market. In addition, the look-and-

feel of mobile apps and classical desktop applications are 

becoming remarkably similar to one another. We have 

used Web2cToGo to investigate the consequences of the 

above-mentioned technologies and paradigms with 

respect to accelerator control applications. Web2cToGo is 

a framework which is being developed at DESY. It 

provides a common, platform-independent Web 

application capable of running on widely-used mobile as 

well as common desktop platforms. This paper reports the 

basic concept of the project and presents the results 

achieved so far and discusses the next development steps. 

INTRODUCTION 

Today’s consumer market turns out to be a major 
technology driver. In particular smartphones and tablets, 
game consoles (e.g. Microsoft Xbox / Kinect [1]) or 
augmented reality devices (e.g. Google Glass [2]) have 
popularized novel features in a wide community of users. 
The “App” is now established as an application class. 
Staying online everywhere all the time is a common 
practice and essential for using popular services such as 
social network portals. In addition, versatile and powerful 
man-machine interfaces (MMI) providing touch gesture 

(2D) and motion gesture (3D), as well as speech and gaze 
recognition are available. This paper deals with these 
interface techniques and their potential use in accelerator 
operations and maintenance cases.  

Control room operators or service technicians might 
benefit from advanced options to interact with computers. 
They might 
• select, open and navigate between application 

windows or change the display sizes by using 
single- and multi-touch gestures or spoken 
commands, 

• bring application windows to foreground and keep 
control merely by gazing at an application window, 

• scroll through synoptic views by turning their 
heads or moving their eyes, 

• take a snapshot of an operations screen in the 
control room or even of the current accelerator 
status by performing a grabbing gesture, 

• control the content of over-head displays by using 
motion gestures or spoken commands, 

• select or interact with accelerator devices without 
hand contact via spoken commands, gazing onto 
device-specific widgets or pointing towards a 
widget projected onto the palm of their hands or 
onto a wall in front of them, 

• trigger or interfere with controls procedures by 
snapping their fingers e.g. in order to inject beam 
or by thumbing up, down, left, or right e.g. in order 
to decrease, increase, accept or discard a set value. 

It is even likely that the next generation of operators 
will no longer be familiar with detailed, mouse-controlled 
applications. 

 

 

Figure 1: Web2cToGo client-server architecture. 
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BRINGING CONTROL SYSTEM USER INTERFACES TO THE WEB*  
Xihui Chen, Kay Kasemir, ORNL, Oak Ridge, TN 37831, U.S.A.

Abstract 
With the evolution of web based technologies, 

especially HTML5 [1], it becomes possible to create web-
based control system user interfaces (UI) that are cross-
browser and cross-device compatible. This article 
describes two technologies that facilitate this goal. The 
first one is the WebOPI [2], which can seamlessly display 
CSS BOY [3] Operator Interfaces (OPI) in web browsers 
without modification to the original OPI file. The 
WebOPI leverages the powerful graphical editing 
capabilities of BOY and provides the convenience of re-
using existing OPI files. On the other hand, it uses generic 
JavaScript and a generic communication mechanism 
between the web browser and web server. It is not 
optimized for a control system, which results in 
unnecessary network traffic and resource usage. Our 
second technology is the WebSocket-based Process Data 
Access (WebPDA) [4]. It is a protocol that provides 
efficient control system data communication using 
WebSocket [5], so that users can create web-based control 
system UIs using standard web page technologies such as 
HTML, CSS and JavaScript. WebPDA is control system 
independent, potentially supporting any type of control 
system. 

INTRODUCTION 
Nowadays, people can do many things in web 

browsers, such as live meetings, trading, gaming, 
watching movies, and more. The web browser is no 
longer a simple browser. It became a convenient platform 
for various applications. Web applications have many 
advantages over desktop applications: 1) Easy to access. 
All you need is a URL; 2) Easy to deploy and maintain; 
3) Accessible from anywhere at any time. Web 
applications with desktop application characteristics are 
called Rich Internet Application (RIA) [6]. Several 
technologies have been invented for RIA, such as Flash, 
Java Applet and Silverlight, but all these technologies 
require separate plugin or client software installed on the 
user’s device and even worse, they are not available on 
popular iOS devices such as the iPhone and iPad. 
Fortunately, HTML5 emerged in recent years as a 
standard that has been quickly adopted by all mainstream 
web browser vendors. HTML5 based web applications 
have maximum cross-browser and cross-device 
compatibilities.  

HTML5 includes a set of new APIs such as a canvas 
element, WebSocket, Drag-and-Drop, WebGL, Web 
Worker, Web Storage, Audio, Video, and more. Among 
which, the canvas element and WebSocket are most 
important for control system UI applications. The canvas 

element allows for dynamic, scriptable rendering of 2D 
shapes and bitmap images. This makes it easy to 
dynamically draw control system UIs in a web browser. 
WebSocket provide full-duplex communication channels 
over a single TCP connection. Before WebSocket, HTTP 
strictly followed the request-response model. For each 
update, clients initiated a new connection. The server 
could not initiate an update and “push” it to the client. A 
number of workarounds have been used to circumvent 
this problem, such as polling and long polling. These 
required additional header data and increased latency due 
to the request-response model. Compared to plain HTTP, 
WebSocket is a naturally full-duplex, bi-directional, 
single-socket connection. Once the WebSocket 
connection is established, the server can send message to 
the client at any time and vice versa. This greatly reduces 
latency, saves bandwidth and CPU power. Besides, the 
WebSocket API is very easy to use because common 
functionality such as handshaking, framing, buffering and 
encoding are already defined in the specification and 
hence implemented by WebSocket API providers. These 
merits of WebSocket make them a perfect candidate as the 
communication protocol for real-time control system web 
applications. 

WEBOPI 
To bring control system UIs to the Web, the ideal way 

is to directly run existing desktop Operator Interfaces in 
web browsers without extra effort. This is exactly what 
WebOPI does. It seamlessly executes OPI files created by 
CSS BOY in web browsers, without any modifications 
(see Fig.1). 

 

  
Figure 1: Comparison of same OPI running in CSS BOY 
and web browser.  

CSS BOY is a modern graphical operator interface 
editor and runtime [7]. It allows users to build control 
system GUIs using drag and drop from over 50 widgets. It 
is further programmable via Jython or JavaScript. It 
provides extension points for extra data sources, custom 

 ___________________________________________  

* SNS is managed by UT-Battelle, LLC, under contract DE-AC05-
00OR22725 for the U.S. Department of Energy 
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SYNCROBOTS: EXPERIMENTS WITH TELEPRESENCE AND 
TELEOPERATED MOBILE ROBOTS IN A SYNCHROTRON RADIATION 

FACILITY 

R. Pugliese, A. Curri, F. Billè, R.Borghes, D. Favretto, G. Kourousias, M. Turcinovich, M. Prica,  
Elettra – Sincrotrone Trieste S.C.p.A, Trieste, Italy 

 
Abstract 
SincRobot is an autonomous mobile robot that supports 

the machine operators of Elettra [1], a synchrotron 
radiation facility, in tasks such as diagnostic and 
measurement campaigns being capable of moving in the 
restricted area when the machine is running. In general, 
telepresence robots are mobile robot platforms capable of 
providing two way audio and video communication. 
Recently many companies are entering the business of 
telepresence robots. This paper describes our experience 
with tools like sincrobot and also commercially available 
telepresence robots. Based on our experience, we present 
a set of guidelines for using and integrating telepresence 
robots in the daily life of a research infrastructure and 
explore potential future development scenarios. 

INTRODUCTION 
Current generation telepresence robots can be described 

as video conferencing systems on wheels. In the last 
years, companies [2-6] such as Adept MobileRobots, 
Willow Garage, Mantarobot, Double Robotics, Xaxoon 
and may others have produced these robots to be used in a 
wide variety of scenarios. We decided to evaluate these 
systems in scenarios happening daily in the context of a 
Synchrotron Radiation Facility (SRF). The result is a set 
of guidelines that we believe are essential for telepresence 
robots. The scenarios studied over a period of about 2 
years allowed us to investigate the following different 
aspects: 

• The impressions of the remote user, namely 
how easy it was to use the robots, to drive it 
somewhere, to interact with people and 
generally the remote environment; 

• The impression of people co-located with the 
mobile robots, both who directly interacted 
with the robots and the bystanders during 
formal and informal meetings; 

• The added value of mobility (i.e. what 
differentiates telepresence robots from video 
conferencing technologies); 

• The possibilities to extend the basic 
functionalities of the telepresence robots, and 
to integrate them with the technological and 
control systems running in a Synchrotron 
Radiation facility. 

The following list report the basic the features of the 
telepresence robots we used and planned to use in the 
scenarios we examined. 

Table 1: Features of the Telepresence Robots used in the 
Experiments 

 
Feature Adept 

Mobilero
bots 
Patrolbo
t 

Double 
Robotics 
Double 

Mantarobo
ts Teleme 

Xaxxon 
Oculus 

Purchase 
Price 

$36000 $ 2499 $1500 $289 

Top Speed 1.8 mph n/a 1.2 mph n/a 
Band-width 
required 

1 
Mbit/sec 

768 Kbps 
or better 

1 Mbit/sec 768 Kbps 
or better 

Video 
resolution 

800x600 2048-by-
1536 

Based on 
Tablet Used 

depends 
upon 
netbook 

Run time 8 hours 8 hours 4 Hours 
(min) 

1 -2 hours 

Unique 
features 

PeopleBo
t Gripper 

automatic 
kickstand
s 

Tablet 
Plugin 

Vision 
upgradeabl
e 

Docking 
Station 

No No No Yes 

Automated 
docking 

No No No Yes 

Crash avoi- 
dance 

IR Break 
Beam 
Sensors 

none Three 
infrared 
optical 
transceivers 
for obstacle 
and step 
detection 

none 

Autonom. 
navigation 

Yes, 
Laser 
based 

none none none 

Integra- 
tion API 

Yes Not Yet 
available. 

Yes , NDA 
required. 

Yes, telnet 
interf. 

 
Prices and features of these systems are quite different. 
The Patrolbot is quite expensive, but really reliable, 
robust, extendible and complete. It is equipped with an 
advanced autonomous laser based navigation system with 
automated docking. It has ben used to support the 
accelerator operators in the SINCROBOT scenario. The 
remote client is a java application. 
The Double is equipped with a balancing system that 
makes it similar to a Segway. The height of the head can 
be remotely controlled. It is based exclusively on the 
Apple platform and doesn’t have a docking station. It has 
been used in the SITVIP scenario. The remote client is 
web based and really well designed. 
The TeleMe is easy to use, equipped with infrared sensor 
to signal obstacles. It has a docking station but not yet an 
automatic docking mechanism. It comes with an 
integration API. The remote client is available only on a 
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RAPID APPLICATION DEVELOPMENT USING WEB-2.0* 
TECHNOLOGIES 

S. Reisdorf, B. Conrad, D. Potter, M. Hutton, P. Reisdorf, LLNL, Livermore, CA 94550, USA

Abstract 
The National Ignition Facility (NIF) strives to deliver 
reliable, cost effective applications that can easily adapt to 
the changing business needs of the organization.  We use 
HTML5, RESTful web services, AJAX, jQuery, and JSF 
2.0 to meet these goals.  WebGL and HTML5 Canvas 
technologies are being used to provide 3D and 2D data 
visualization applications.  jQuery’s rich set of widgets 
along with technologies such as High Charts and Data 
tables allow for creating interactive charts, graphs, and 
tables.  RESTful Web Services have replaced the 
traditional SOAP model allowing us to easily create and 
test web services.  Additionally, new software based on 
Node.js and WebSocket technology is currently being 
developed which will augment the capabilities of our 
existing applications to provide a level of interaction with 
our users that was previously unfeasible.  These Web 2.0-
era technologies have allowed NIF to build more robust 
and responsive applications.  Their benefits and details on 
their use will be discussed. 

INTRODUCTION 
It is often said that with software “the only thing 

constant is change” [1].  Software projects usually have a 
high degree of ambiguity where requirements are 
frequently changing and the scope of work is continually 
shifting.  This volatility can make software development 
difficult and without the correct approach projects can 
either take too long or end up delivering the wrong 
product.  Additionally choosing the right technology can 
be a challenging task, especially in a time when web 
technologies and platforms are continually evolving.  In 
order to meet these demands, the National Ignition 
Facility (NIF) has adopted many web 2.0 technologies 
such as jQuery, Oracle Application Express (APEX), 
HTML5, Node.js, and Representational state transfer 
(RESTful) web services. Using these technologies NIF 
has been able to deliver many data-driven applications 
that are reliable, cost effective and can easily adapt to the 
changing business needs of the organization.  This rapid 
application development approach has resulted in faster 
delivery times, better quality, lower cost, lower 
maintenance, and greater customer satisfaction.  

SOLUTIONS 
The evolution of Web 2.0 and HTML5 has created 

many frameworks that help make software development 
easier.  Access to so many different tools is a blessing and 
a curse as frameworks and languages that seem like a 

good choice today might not be the best option tomorrow.  
Choosing the right tool or technology and knowing when 
to change is essential for an organization to succeed.  

  A few years ago the NIF invested in the Java Server 
Faces (JSF) framework.  Recently we have found the JSF 
framework too rigid.  JSF is a component based 
framework that abstracts many layers such as JavaScript, 
CSS and AJAX requests.  This abstraction can be nice as 
developers don’t need to be CSS or JavaScript experts; 
however, it is very challenging if you need to do 
something that the component or framework doesn’t 
support.  Recognizing this, we have switched to using 
more flexible frameworks such as Oracle APEX and 
jQuery.   

JavaScript and jQuery 
As the web has evolved dynamic and responsive 

applications are easier to create thanks to JavaScript and 
leading JavaScript libraries such as jQuery.  jQuery is the 
industry standard JavaScript library [2] that abstracts 
many core JavaScript functions into a standard device 
agnostic API.  It has an extensible plugin architecture 
allowing developers to create reusable “widgets” that can 
be plugged into any web application.  This allows 
developers to quickly develop feature-rich user interfaces; 
however, care needs to be taken in order to prevent the 
maintenance issues associated with possible unstructured 
and unwieldy code.  Unlike Java which has a compiler 
and IDE that can check and find most bugs during 
development, JavaScript is much more dynamic and is 
compiled in the browser at runtime, making it harder to 
debug.  Adopting Object Oriented (OO) coding practices 
in JavaScript is essential to create testable objects that can 
easily interrelate with one another.   A variety of open 
source frameworks such as jQuery-ui widget factory, 
JavaScriptMVC, Backbone.js, and AngluarJS provide this 
capability.  Each framework has different features, some 
of which are lightweight while others are much more 
complicated.  The NIF decided to use a hybrid approach 
using just the generic core objects from JavaScriptMVC 
along with the jQuery-ui widget factory to create an OO 
framework.  This process allows us to be much more agile 
and adaptable as we are not bound to the constructs of any 
specific library.  Leveraging OO design practices, NIF 
software developers have built up a library of components 
and jQuery widgets that are reused across applications.  
One such application that uses these widgets is the NIF 
Archive Viewer (Fig. 1).  This application is a data driven 
portal into all experiment and diagnostic data. 

 
 ____________________________________________ 

*This work performed under the auspices of the U.S. Department of 
Energy by Lawrence Livermore National Laboratory under Contract 
DE-AC52-07NA27344. #LLNL-ABS-632634, LLNL-CONF-644468 
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ACHIEVING A SUCCESSFUL ALARM MANAGEMENT DEPLOYMENT 
THE CLS EXPERIENCE* 

E. Matias#, Mighty Oaks, Victoria, BC Canada 
Tonia Batten, Jianwei (Mark) Li, Ward A Wurtz, Canadian Light Source, Saskatoon, SK Canada 

Laurier Baribeau, McGill University, Montreal, Canada 
Dylan Maxwell, Facility for Rare Isotope Beams,  Michigan State University, East Lansing, MI 

U.S.A.

Abstract 
Alarm management systems promise to improve 

situational awareness, aid operational staff in responding 
to accelerator problems and reduce downtime. Many 
facilities, including the Canadian Light Source (CLS), 
have been challenged in achieving this goal. At CLS past 
attempts focused on software features and capabilities. 
Our third attempt switched gears and instead focused on 
human factors engineering techniques and the associated 
response processes to the alarm. Aspects of ISA 18.2, 
EEMUA 191 and NREG-700 standards were used. CLS 
adopted the CSS BEAST alarm handler software. Work 
was also undertaken to identify bad actors and analyzing 
alarm system performance and to avoid alarm flooding. 
The BEAST deployment was augmented with a locally 
developed voice annunciation system for a small number 
of critical high impact alarms and auto diallers for 
shutdown periods when the control room is not staffed. 
This paper summaries our approach and lessons learned. 

BACKGROUND 
CLS operates both a third generation synchrotron light 

source and a smaller linac for experimental isotope 
production from a common control room.  The 
synchrotron and associated beamlines are controlled using 
EPICS.   

REGULATORY CONTEXT 
The CLS is regulated by the Canadian Nuclear Safety 

Commission (CNSC).  Of specific considering with 
respect to alarm handling is compliance with Canadian 
Human Factors Engineering Standards [1,2].  The CNSC 
has mandated compliance with NREG-700 human factors 
standards [3].  These impose specific requirements on the 
overall alarm management strategy.  

In addition to the mandatory regulatory requirements 
CLS has also chosen to optionally make use of some of 
the guidance provided by ISA 18.2 [5]and EEMUA 191 
[6] where it does not conflict with regulatory 
requirements and provides value to operational staff as 

well as building on operational experience in other 
facilities. 

REQUIREMENTS 
 

Industry Standards 
More broadly industry standards have been developed 

in the process industry for alarm management and 
increasing are being viewed as reflective of best industry 
practice.  Though there are differences between industrial 
process facilities and science facilities many common 
concepts can be applied.  We have established the 
following requirements based on these standards: 

a) Identification of alarms should be according to 
ISA 18.2 (3 criterions) to the extent practical. Not 
all notification are alarms and not all alarms are 
equal. 

b) In the context of EPICS both Minor and Major 
alarms require operator immediate response. 
However, Major alarms are more urgent and shall 
be responded first if operator gets both Minor and 
Major alarms. 

c) Specific guidance shall be provided on the 
expected response from the operator as well as 
guidance to the operator on an automated 
response programmed into the control system. 

 
Initial Philosophy Applied at CLS 

The experiences at the Spallation Neutron Source 
(SNS) [7] formed a starting point for the adoption of a 
new approach at CLS. Building on the SNS experience, 
existing operational cultures at CLS and the realities of 
operating an accelerator facility the following 
requirements were applied: 

d) Only alarms that require a human response should 
annunciate in the control room. 

e) Minor alarms (shown in yellow) indicate 
abnormal operation requiring action to avoid a 
future trip while Major alarms (shown in red) 
indicate a system trip or failure.  

f) Specific guidance should be provided on the 
expected response. 

g) Audio alarms (voice annunciation or horns) 
should only be used for alarms requiring urgent 
response. 

h) Care should be taken to avoid alarm flooding. 
i) Alarms requiring response even during shutdown 

periods should trigger auto-diallers.  

 ___________________________________________  

*Research described in this paper was performed at the Canadian Light 
Source, which is funded by the Canadian Foundation for Innovation, 
the Sciences and Research Council of Canada, the National Research 
Council Canada, the Canadian Institute of Health Research, the 
Government of Saskatchewan, Western Economic Diversification 
Canada and the University of Saskatchewan. 
#elder.matias@mightyoaks.com  
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NIF ELECTRONIC OPERATIONS: IMPROVING PRODUCTIVITY WITH 
IPAD APPLICATION DEVELOPMENT* 

D. Potter, S. Reisdorf, E. Palma, LLNL, Livermore, CA 94550, USA

Abstract  
In an experimental facility like the National Ignition 

Facility (NIF), thousands of devices must be maintained 
during day to day operations.  Teams within NIF have 
documented hundreds of procedures, or checklists, 
detailing how to perform this maintenance.  These 
checklists have been paper based, until now.  NIF 
Electronic Operations, NEO, is a new web and iPad 
application for managing and executing checklists.  NEO 
increases efficiency of operations by reducing the 
overhead associated with paper based checklists, and 
provides analysis and integration opportunities that were 
previously not possible. NEO’s data driven architecture 
allows users to manage their own checklists and provides 
checklist versioning, real-time input validation, detailed 
step timing analysis, and integration with external task 
tracking and content management systems.  Built with 
mobility in mind, NEO runs on an iPad and works 
without the need for a network connection.  When 
executing a checklist, users capture various readings, 
photos, measurements and notes which are then reviewed 
and assessed after its completion.  NEO’s design, 
architecture, iPad application and uses throughout the NIF 
will be discussed. 

INTRODUCTION 
In order for operations to run efficiently and be ready to 

fire a shot nightly, the NIF manages an average of 100 
tasks per day spread among 50 diagnostics, 192 
beamlines, and various facility systems all within a 
building the size of 3 football fields [1]-[3].  The work  
tasks to prepare NIF for a shot include removing spent 
hardware, installing targets, re-configuring diagnostics, 
exchanging large optics, aligning the equipment, and 
maintaining facility systems. With such a high number of 
tasks each day, the NIF requires an efficient method to 
execute tasks. The NIF Electronic Operations aims to 
improve task and checklist execution, eliminate paper 
waste, improve shot turnaround time, and provide real-
time metrics of task execution. 

 
THE NEO SOLUTION 

The NIF Electronic Operations, NEO, is a unique 
application for managing and executing electronic 
checklists.  Built with mobility in mind, NEO runs on an 
iPad with or without the need for a constant network 

connection.  NIF has many procedures that define the 
steps necessary to complete a specific task, such as 
exchanging or installing one of the many final optics, or 
servicing a diagnostic.   The requirements for NEO were 
initially developed using a prototype built within 
FileMaker Pro.  The prototype allowed for fast 
development of the NEO process and identification of 
user requirements, which then shaped development of the 
final NEO application.   

When executing a checklist, users capture various 
readings and measurements which can then be uploaded 
to the main database where the notes and results can be 
reviewed and assessed by the system owner after task 
completion.  Prior to using an electronic checklist to track 
work tasks, completed paper checklists would be 
collected and, at best, scanned into a document repository.  
Extracting data from the paper checklists or scanned files 
was extremely inefficient. NEO has made this process 
electronic and provides many new features such as 
checklist versioning, real-time input validation, image and 
data capture, quick review of previous checklist 
transactions, searchable historical data, and detailed 
timing analysis of checklist executions.  

 

 
Figure 1: NIF technicians performing an optic transaction 
utilizing NEO on the iPad. 

 
 ___________________________________________  

* LLNL-CONF-644306 
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NOMAD GOES MOBILE

J. Locatelli , F. Cecillon, C. Cocho, A. Elaazzouzi, Y. Le Goc, P. Mutti, H. Ortiz, J. Ratel∗

´
Institut Laue-Langevin, Grenoble, France

A. Perez-Subtil, Universite Claude Bernard, Lyon, France

Abstract
The commissioning of the new instruments at the Insti-

tut Laue-Langevin (ILL) has shown the need to extend in-
strument control outside the classical desktop computer lo-
cation. This, together with the availability of reliable and
powerful mobile devices such as smartphones and tablets
has triggered a new branch of development for NOMAD,
the instrument control software in use at the ILL. Those de-
vices, often considered only as recreational toys, can play
an important role in simplifying the life of instrument sci-
entists and technicians. Performing an experiment not only
happens in the instrument cabin but also from the office,
from another instrument, from the lab and from home. The
present paper describes the development of a remote inter-
face, based on Java and Android Eclipse SDK, communi-
cating with the NOMAD server using CORBA via wire-
less network. Moreover, the application is distributed on
Google Play to minimise the installation and the update
procedures.

INTRODUCTION
Performing an experiment not only happens in the instru-

ment cabin but also from the office, from another instru-
ment, from the lab and from home. NOMAD architecture
is heavily based on network technologies and the applica-
tion can run without graphical interface or be controlled by
several different interfaces. All this is made possible by
the use of CORBA [1], acronym for Common Object Re-
quest Broker Architecture. CORBA makes the connection
between two processes totally transparent whether they run
on the same machine or on different ones. This technology
together with the availability of powerful mobile devices
pushed the development towards an increase remote con-
nectivity. The main goal of this new development was to
offer an alternative graphic user interface (GUI) for NO-
MAD running on a tablet support.

Most of the new instruments have considerably in-
creased their dimensions and the control room is today ge-
ographically distant from the sample area. All classical
operations performed especially at the setup of a new ex-
periment like manual sample and beam alignment or the
configuration of the sample environment, becomes then
tedious and extremely time consuming. After a series
of benchmark tests performed on a number of different
tablets, we have selected the Android based ARCHOS 80
G9, offering an overall good price-to-performance ratio.

∗ locatelli@ill.eu

The compact dimension and the light weight of the tablet,
only 8 screen diagonal, offers to the user the possibility to
access all functionalities using a single hand, transform-
ing the tablet in a powerful remote control for the most
common instruments operations. The choice of Android as
operating system was driven by the possibility to produce
a Java application using most of the development already
performed for the main NOMAD GUI. The interaction
between the new remote interface and the server running
on the instrument control computer takes place via a spe-
cific version of the CORBA protocol (JACORB). The port-
ing of JACORB on Android has been achieved thanks to a
collaboration with the official JACORB developers team.

CONNECTION WITH NOMAD CORE

NOMAD Overview
The NOMAD application contains a variety of different

components as illustrated in Fig. 1.

Figure 1: Layout of the various NOMAD components.

A typical NOMAD deployment consist of:

• A dedicated computer per instrument. In the typical
implementation, both applications (Core and GUI) are
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OLOG AND CONTROL SYSTEM STUDIO: A RICH LOGGING 
ENVIRONMENT 

K. Shroff#, L. Dalesio, A. Arklic, NSLSII, Upton, NY, USA 
E. Berryman, FRIB, East Lansing, MI, USA

Abstract 
Leveraging the features provided by Olog [1] [2] and 

Control System Studio [3], we have developed a logging 
environment which allows for the creation of rich log 
entries. These entries in addition to text and snapshots 
images store context which can comprise of information 
either from the control system (process variables) or other 
services (directory, ticketing, archiver). The client tools 
using this context provide the user the ability to launch 
various applications with their state initialized to match 
those while the entry was created. 

INTRODUCTION 
The goal is to provide an environment to facilitate in 

the creation of log entries along with information which 
could be used to 1. Better organize the log entries and 
provide interesting means to query and retrieve the log 
entries 2. Provide the information required to integrate 
with various applications and services. 

An Olog log entry consists of a create time, an owner, 
text and attachments, additional log entries also consists 
of at least one logbook and one or more tags and/or 
properties. Logbooks and tags provide a mechanism to 
organize log entries into groups or hierarchies while 
properties can be used to attach sets of key value data 
which can be used both for organizational purposes and 
also the information required for integration with controls 
and experimental applications. 

ARCHITECTURE 
The Figure 1. Represents the general architecture of the 

Olog logging environment which consists of the 
following major components, the Olog webservice, client 
libraries in java and python, various client applications 
including CS-Studio, logbook webclient and various 
scripts and utilities. The service and the client libraries 
provide a uniform interface which simplifies and 
decouples the architecture. The uniform interfaces enable 
1. the separation of concerns, thus allowing for the 
creation of simple and performant clients and service 2. 
the independent, easy evolution of each of the pieces.  

Olog service 
The Olog service is a REST style web service [4] [5], 

which provides the functionality to create, update and 
query for log entries. The service is stateless i.e no session 
data is kept for any client, this helps in creating redundant 
and load balancing systems. In keeping with the RESTful 
nature, the service exploits existing well-defined 
technologies to define its interface, the client use HTTP 

request to identify the resource and define the operation. 
The data (groups of log entries) in encoded using XML or 
JSON, which have good support in all current 
programming and scripting languages. This approach of 
using standard technologies minimizes the 
implementation effort on both the application and the 
service side. 

The service allows for the creation of a log entry 
containing text and attachments, additionally users can 
use tags, logbooks and properties to include additional 
information useful to organize the log entries or provide 
integrations with other systems and services. Olog can be 
queried for log entries based to creation time, owner, 
logbooks, tags, properties and the text description. The 
support for pagination ensures that large requests can be 
handled in reasonably performant manner.  

Client Libraries 
While the RESTful Olog web service provides a simple 

well defined service interface, there also exists client 
libraries in java and python which provide language 
specific implementation. These libraries handle the tasks 
associated with the XML and JSON encoding, managing 
the HTTP request calls, etc..thus simplifying the client 
application. The client libraries can also include utility 
methods that provide the functionality that is common for 
multiple applications.  

Client Applications and Script 
The use of Uniform Interfaces and stateless 

communication has resulted in environment consisting of 
various client applications which are specialized for 
different use cases. 

 
Logbook webclient a simple webclient built using 

bootstrap, jquery and html5; serves as a portable tool to 
quickly search for a group of entries and also to create 
and update simple log entries consisting only of text and 
attachments. 

 
CS-Studio a rich client which in addition to providing 

means to search and create log entries also provides 
integration with the applications in CS-Studio. The Olog 
integration in CS-Studio allows applications to define the 
data that should be included in a log entry associated with 
that application, thus when users attempt to create a log 
entry they are provide with an automatically initialized 
rich logentry pre populated with properties, tags, text and 
attachments to capture the context of the CS-Studio 
applications. The log viewer application in CS-Studio can 
then consume these rich entries and seamlessly integrate  

 ___________________________________________  

#shroffk@bnl.gov 
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FROM REAL TO VIRTUAL - HOW TO PROVIDE A HIGH-AVALIBLITY 
COMPUTER SERVER INFRASTRUCTURE 

R. Kapeller, R. Krempaska, C. Higgs, H. Lutz 
Paul Scherrer Institute, 5232 Villigen PSI, Switzerland

Abstract 
During the commissioning phase of the Swiss Light 
Source (SLS) at the Paul Scherrer Institute (PSI) we 
decided in 2000 for a strategy to separate individual 
services for the control system. The reason was to prevent 
interruptions due to network congestion, mis-directed 
control, and other causes between different service 
contexts. This concept proved to be reliable over the 
years. Today, each accelerator facility and beamline of 
PSI resides on a separated subnet and uses its dedicated 
set of service computers. As the number of beamlines and 
accelerators grew, the variety of services and their 
quantity rapidly increased. Fortunately, about the time 
when the SLS announced its first beam, VMware 
introduced its VMware Virtual Platform for Intel IA_32 
architecture. This was a great opportunity for us to start 
with the virtualization of the controls services. Currently, 
we have about 200 such systems. In this presentation we 
discuss the way how we achieved the high-level-
virtualization controls infrastructure, as well as how we 
will proceed in the future. 

ASSIGNMENT AND ISOLATION OF 
SERVICES 

The core of the control system for our large scale  
research facilities and related test sites, consists of a large 
number of Input Output Controllers (IOCs) running 
VxWorks operating system on VME hardware using the 
EPICS (Experimental Physics and Industrial Control 
System) [1] software. Additionally, there is an increasing 
number of Linux based hosts, which provide a wide range 
of different services. The services listed in Fig.1 are all 
tightly linked to the control system core and high 
reliability is indispensable. 

Even though today’s computer performance would 
allow consolidation of multiple services on a single host, 
we gave preference to dedication and isolation of services 
for the following reasons: 

Easier management 
The semi-automatic installation and configuration of 

hosts has been adapted to its primary functionality 
(service). 

Proportioned security 
Often different services desire different levels of 

security. For example, specific hosts must prevent remote 
user access, such as ‘ssh’ or ‘telnet’, whereas other hosts 
allow user logins for service configuration purposes. 

No negative service interaction 
Running multiple service processes on a single host may 

also become a resource (CPU, RAM, IO, ..) problem in 

situations where processes getting out of control 
(Runaway Processes). 

Reboot without fear 
With the complexity of an accelerator control system 

and a 24x7 day operation schedule, experts are not always 
on site. The single-service/single-host concept allows 
operators to reboot a system without the fear of 
interrupting other areas. 

 
Figure 1: Virtual Machines (VMs) listed by services as of 
Q3 2013. 

FROM REAL TO VIRTUAL 
Of the 500 Linux computers in the control system, 

almost 200 are virtual machines running on two VMware 
vSphere clusters. The remaining systems, such as User 
Consoles, Camera Servers, NFS File Servers, EPICS 
Channel Archivers or central Login Servers, are still 
running on dedicated hardware. 

Dedicated hardware, but on a smaller scale, was also 
used a decade ago, when the Swiss Synchrotron Light 
Source was brought towards stable user operation. Small 
footprint Linux PCs were used to setup central services. 
This space consuming solution was no longer practical, as 
the number of beamlines started to rise on a monthly 
basis. Fortunately mid 2006, VMware released its 
VMware Server 1.0 [2] at no cost. After a short but 
successful test installation on a legacy Rack Server, we 
decided to fully convert to computer virtualization. Being 
short on rack space, we wanted to squeeze as many virtual 
systems in as little space as possible. The relatively new 
C7000 Blade Enclosure from HP [3] was the answer to 
our problem. Figure 2 shows blades, racked inside a 
C7000 blade enclosure, which supplies them with power, 
cooling and networking. 

The HP Proliant BL465, shown in Fig. 2, is equipped 
with a single Dual Core AMD processor, 2 GB RAM and 
a local Raid1 disk is sufficient for 5 VMs running on 
VMware Server. However, VMware Server 1.0 still 
needed an underlying host OS (Scientific Linux [4] in our 
case), which had to be installed and maintained. This was 
definitely a big step in the right direction, but stability, 
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OPTIMIZING BLOCKER USAGE ON NIF USING IMAGE ANALYSIS AND 
MACHINE LEARNING* 

L Mascio Kegelmeyer, JG Senecal, AD Conder, LA Lane, MC Nostrand, PK Whitman LLNL, 
Livermore, CA 94550, USA.

Abstract 
To optimize laser performance and minimize operating 

costs for high-energy laser shots it is necessary to locally 
shadow, or block, flaws from laser light exposure in the 
beamline optics. Blockers are important for temporarily 
shadowing a flaw on an optic until the optic can be 
removed and repaired.  To meet this need, a combination 
of image analysis and machine learning techniques have 
been developed to accurately define the list of locations 
where blockers should be applied.  The image analysis 
methods extract and measure evidence of candidate sites 
and their correlated downstream hot spots and this 
information is passed to machine learning algorithms 
which calculate the probability that candidates are flaws 
that require blocking. Results show that the machine 
learning helps to significantly reduce false alarms, while 
correctly classifying true sites, compared to the image 
analysis methods alone.  Ten-fold cross validation of the 
refined training set shows about 99% of the detected 
candidate sites are rejected, leaving only 1% to be brought 
forward for review (300 sites brought forward vs. 30,000 
detected candidates); about a fifth of those brought 
forward now are false alarms compared to many times the 
true positives using image analysis alone.  In practice, this 
amounts to between 0 and 3 false alarms per image with 
over 98% true positive detection. 

INTRODUCTION 
Maintaining the quality of the optics on a high-energy 

laser, such as the National Ignition Facility (NIF), requires 
continuous monitoring of their condition.  Automated 
analyses [1,2,3] have been developed at NIF to track and 
report  damage  on  optics  throughout  the facility.  These  

 

Figure 1:  Blockers are used to temporarily shadow 
identified sites from high energy laser exposure. 

sites can be blocked from further interaction with the high 
energy laser light until they can be removed and repaired 
for re-use.  One inspection camera system resides at target 
chamber center.  It can inspect the nearest (final) optics, 
which have individual edge-injected illumination, by 
focusing on each optic directly, in sequence. Images of 
optics further upstream and illuminated with bright field 
backlighting are more complex.  For these images, 
damage sites can be confirmed, or found indirectly, by 
looking for a diffraction pattern “signature” on image 
planes closer to the camera.   

The signature of interest is created when the 
illumination-laser plane wave interacts with a defect, 
modeled as a circular opaque scattering site. 

Figure 2: A plane wave from the illumination laser 
interacts with a scattering site to create diffraction rings 
downstream.   

The interaction is described mathematically as: 
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where J[1,x] is a Bessel function of the first kind, and   is 
the wavelength of the illuminating light.  In general the 
larger the source defect radius R, the higher the intensity 
amplitude of the resulting rings.  The greater the distance 
z, the larger the rings.  

Working backwards, then, the characteristics of such a 
ring pattern can be used to predict the size and location of 
the site that generated it (prior examples from NIF and 
elsewhere are [4,5,6]) and this in turn can be used to 
report and track sites on optics that may need to be 
blocked, or shadowed, from high energy laser light until 
they can be repaired. 

 ___________________________________________  

*This work performed under the auspices of the U.S. Department of 
Energy by Lawrence Livermore National Laboratory under Contract 
DE-AC52-07NA27344, # LLNL-CONF-644265. 
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FAST ORBIT FEEDBACK CONTROL IN MODE SPACE
∗

S. Gayadeen † , S.R. Duncan, University of Oxford, Oxford, OX1 3PJ, UK

M.T. Heron, Diamond Light Source, Didcot, OX11 0DE, UK

Abstract

This paper describes the design and implementation

of fast orbit feedback control in mode space. Using

a Singular Value Decomposition (SVD) of the response

matrix, each singular value can be associated with a spatial

mode and enhanced feedback performance can be achieved

by applying different controller dynamics to each spatial

mode. By considering the disturbance spectrum across

both dynamic and spatial frequencies, controller dynamics

for each mode can be selected. Most orbit feedback

systems apply only different gains to each mode however;

mode space control gives greater flexibility in control

design and can lead to enhanced disturbance suppression.

Mode space control was implemented on the Booster

synchrotron at Diamond Light Source, operated in stored

beam mode. Implementation and performance of the mode

space controller are presented.

INTRODUCTION

Most fast orbit feedback (FOFB) controller designs

decouple control into space and time domains. Spatial

control involves the inverse of the steady state response

matrix which is normally ill-conditioned. To resolve the

ill-conditioning, Singular Value Decomposition (SVD) of

the response matrix is performed and the less significant

singular values are removed or filtered. For dynamic

control, the common approach for synchrotron FOFB is

to use proportional-integral (PI) control [1–4]. In this

paper, an Internal Model Control (IMC) structure is used

to design the controller dynamics [5]. The good stability

characteristics of IMC based designed controllers are well-

known and for this type of stabilising control problem, this

is an important factor. The use of IMC is also motivated by

explicit design trade-offs and flexibility for tuning.

To reduce computation for FOFB systems, the same

controller is usually applied to each mode but the controller

bandwidth is adjusted by applying a different gain,

resulting from the pseudo-inverse of the response matrix.

However applying different dynamics to individual modes

(referred to mode space control) gives greater flexibility

in control design and can lead to enhanced disturbance

suppression. In this paper, a two-dimensional loop shaping

technique is adapted from [6] where the dynamics for each

mode are selected based on the dynamic frequency content

of the disturbance at that mode.

In order to apply different dynamics to individual modes,

two matrix multiplications are required; one to convert

the error into mode space before applying the controller

∗Work supported by Diamond Light Source
† sandira.gayadeen@eng.ox.ac.uk

dynamics and then another to convert from mode space

to input space. This is usually too computationally heavy

for most Storage Ring FOFB control systems which have

>100 actuators and update rates greater than a few kHz.

Smaller and slower systems though are able to handle the

computation of the two matrix multiplications, such as the

SPEAR3 FOFB controller, which updates at 4 kHz and has

just 56 BPMs and 14 correctors and therefore can apply

different dynamics to individual modes [1]. Likewise,

the Booster synchrotron at Diamond, which has similar

hardware as the Storage Ring, has 22 sensors and 22

actuators rather than the 172 sensors and 172 actuators on

the Storage Ring. When operated in stored beam mode,

the Booster acts as a test bed for FOFB development and

mode space control has been implemented. The results of

the mode space controller using the loop shaping technique

is presented in this paper.

CONTROLLER DESIGN

In practice the control system is implemented in “sample

and hold” mode where the sensor takes M beam position

measurements y[k] at times {t = kTs : k ∈ Z
+}, with

Ts being the sample interval so that y[k] = y(kTs) and

the N actuator inputs, u[k] are held constant over the time

interval t ∈ [kTs, (k + 1)Ts) [5]. The open loop response

in discrete time can be expressed as,

y[k] = g(z−1)Ru[k] + h[k] (1)

where the response matrix R ∈ R
M×N is the steady

state response of the actuators, h[k] is the disturbance and

g(z−1) is the scalar dynamics, assumed to be the same for

all actuators, given by

g(z−1) = z−d b0 + b1z
−1

1− a1z−1
(2)

where d is the smallest integer satisfying dTs > τd and

a1 = e−aTs

b0 = 1− ea(Ts−τ ′)

b1 = ea(Ts−τ ′) − e−aTs

(3)

with τ ′ = τd − (d − 1)Ts such that τd is the delay

in the system and a is the bandwidth of the actuator

response (in rad.s−1) [5]. For M ≤ N , the singular value

decomposition of R takes the form,

R = Φ [Σ 0]ΨT (4)

where Φ ∈ R
M×M and Ψ ∈ R

N×N are respectively

the left and right singular vectors and Σ ∈ R
M×M is a
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MANAGEMENT OF THE FERMI CONTROL SYSTEM

INFRASTRUCTURE
∗

L. Pivetta, A.I. Bogani, R. Passuello, Elettra - Sincrotrone Trieste S.C.p.A., Trieste, Italy

Abstract

Efficiency, flexibility and simplicity of management

have been some of the design guidelines of the control

system for the FERMI Free Electron Laser. Out-of-band

system monitoring devices, remotely operated power

distribution units and remote management interfaces have

been integrated into the TANGO control system, leading

to an effective control of the infrastructure. The Open

Source tool Nagios has been deployed to monitor the

functionality of the control system computers and the status

of the application software for an easy and automatic

identification and report of troubles.

INTRODUCTION

FERMI is a 4
th generation light source, based on a

linear accelerator, designed to operate two FEL undulator

chains covering the wavelength range from about 100 nm

to 4 nm. The machine, more than three hundred meters

long, develops on two levels. The linac accelerator tunnel

and the undulator hall are underground, whereas the service

galleries are overground and the experimental hall includes

both.

The control system infrastructure has been designed

to span all over those levels and be capillary available.

Whenever possible, the network equipments and the field

computers have been protected against possible radiation

damage by keeping them away from the linac tunnel and

undulator hall.

CONTROL SYSTEM INFRASTRUCTURE

Control System Network

The FERMI control system is based on a distributed

architecture which develops on a three-layer star-topology

network. Two high performance, enterprise level, Black

Diamond 8810 routing switches, manufactured by Extreme

Networks, have been installed as the star center in a

high-availability configuration. Designed to host up to ten

blades, the BD8810 has 800 Gb/s total switching capacity.

Optical Multi-mode class 3 (OM3) and class 4 (OM4)

fiber optic cables [1][2], capable of 10 Gb/s (10GbE)

network speed over the plant distances, connect the star

center, the first and second layer peripheral switches,

installed into the controls and diagnostics racks. At

the time of writing no active device has been installed

into the intermediate level, and feed-through patches have

been installed between the incoming and outgoing fiber

optic cables. The three layer topology remains valid

∗Work supported in part by the Italian Ministry of University and

Research under grants FIRB-RBAP045JF2 and FIRB-RBAP06AWK3

and can be easily activated to improve the flexibility:

three concentration racks, one in each service gallery,

have been arranged in advance to possibly move some

advanced routing capability towards the periphery. Also,

the physical data paths between the middle aggregation

layer and the star center could possibly benefit of incoming

40GbE technology. Although currently deployed using

GbE transceivers, all these links can easly be upgraded to

10GbE, or even more, if needed. The network architecture

is depicted in Fig. 1.

Category 5e, 6 or 6a shielded Ethernet cables connect

the controlled devices to the peripheral switches, making

use of structured cabling to reach the accelerator

tunnels. Peripheral switches are mostly 1GbE, but certain

applications that don’t require high per-point bandwidth

have been served using 100 Mb/s 24 ports Ethernet

switches, though featuring 1GbE uplinks.

Figure 2 shows the typical network hardware setup of a
control system rack, counting a total of 96 Ethernet ports,

equipped with:

• the fiber optic cable termination box;

• the patch-panels for the structured cabling reaching

the tunnels;

• two 24 ports peripheral switches;

• one 48 ports peripheral switch.

(a) Front (b) Rear

Figure 2: Network hardware inside a peripheral rack.

A total amount of 13 wireless access points, in service

to the control system network, have been installed in the

accelerator tunnels as well as in the service galleries and

experimental hall.

Ethernet technology is also used as a fieldbus to

aggregate Ethernet enabled devices into a local subnet that
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OVERVIEW OF "THE SCANS" IN THE CENTRAL CONTROL SYSTEM OF 

TRIUMF'S 500 MeV CYCLOTRON 

J. J. Pon, K. S. Lee, M. M. Mouat, P. J. Yogendran, TRIUMF, Vancouver, Canada 

B. Davison, Simon Fraser University, Burnaby, Canada 

Abstract 
The Controls Group for TRIUMF's 500 MeV cyclotron 

developed, runs and maintains a software application 

known as The Scans whose purpose is to: a) log events, b) 

enunciate alarms and warnings, c) perform simple actions 

on the hardware, and d) provide software interlocks for 

machine protection. Since its inception more than 35 years 

ago, The Scans has increasingly become an essential part 

for the proper operation of the Cyclotron. This paper gives 

an overview of The Scans, its advantages and limitations, 

and desired improvements. 

INTRODUCTION 

The Scans is a primary software utility [1] in the Central 

Control System (CCS) of TRIUMF’s 500 MeV cyclotron. 

More than 35 years ago the first version of The Scans was 

created. Since then this utility has undergone, and continues 

to undergo, significant evolution. In the present 

configuration of the CCS, The Scans is an essential 

component. 

This utility has a master process, which on startup 

spawns one subprocess for each scan that is in a list of 

active scans. Each subprocess (a child scan) then reads its 

corresponding scan definition file (a script file) and runs 

autonomously for the most part. Each definition file has a 

similar structure, which will be described later but in brief 

has a user defined number of elements, where each element 

has three parts: a) a header, b) a test condition, c) actions. 

From one perspective The Scans is structured like a 

programmable logic controller (PLC). Each scan follows a 

PLC-like sequence of: a) acquire data, b) test the data, c) 

take actions, and d) repeat the sequence. One of the prime 

differences is that The Scans executes as a regular software 

process in a common server while a real PLC needs 

dedicated, specialized hardware. 

Operators interact with The Scans via an X Window 

graphical user interface known as Xscan (see Fig. 1) and 

multiple instances of Xscan can be running. 

The scan definition files can be categorized into two 

basic types, regular and interlock. Both types have the same 

structure but by convention only interlock scans take 

interlock actions (e.g., trip the beam). Detailed information 

on the state of interlock scans is displayed in a different X 

Window application called XTpage (see Fig. 2). 

Individual scan elements can perform a wide variety of 

actions such as provide machine protection (beam trips and 

“soft” trips [2][3]) and warnings, diagnostics, initializations, 

watchdog monitoring, event notification (messages to 

activity logs), automatic resetting of equipment, and 

dynamic adjustment of gain settings to avoid saturation. 

 

Typically there are more than 50 active scans and more 

than 4500 enabled (active) scan elements. The message logs 

regularly receive several thousand event messages a day 

from scan elements (see Fig. 3). The Scans runs 24 hours a 

day, 7 days a week, even during maintenance and shutdown 

periods when possible.  

 

Figure 1: Xscan – User interface to The Scans. 

 

Figure 2: XTpage display of an interlock scan. 
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CONFIGURATION MANAGEMENT FOR BEAM DELIVERY AT  
TRIUMF/ ISAC 

J. Richards, K. Ezawa, and R. Keitel, TRIUMF, Vancouver, Canada 

 
Abstract 
  The ISAC facility at TRIUMF delivers simultaneous 
beams from different ion sources to multiple destinations. 
More beams will be added by the ARIEL facility which is 
presently under construction. To ensure co-ordination of 
beam delivery, beam path configuration management has 
been implemented.  The process involves beam path 
selection, beam line device setup and configuration 
monitoring. Utilities to provide save and restore of device 
settings,   setpoint scaling of optic devices for beam 
energy and mass, beam path specific operator displays,  
comparison of present and previous beam tunes, and 
alarm enunciation of device readings outside prescribed 
ranges were developed.  Design factors, re-usability 
strategies, and results are described. 
. 

INTRODUCTION 
Until recently the ISAC radioactive beam facility was 

limited to simultaneous production of only two beams: 
one stable beam from a single off-line ion source and one 
radioactive beam from either of two target-ion sources. 

The EPICS based control system implemented a simple 
configuration management scheme which ensured that no 
operational conflicts occured between these two beams. 

This scheme did not easily accommodate the addition 
of a charge state booster and additional off-line ion 
sources within the ISAC facility. More complexity will be 
introduced when the ARIEL facility [1][2], currently 
under construction, adds two more radioactive beams and 
a host of new beam source-destination combinations.  A 
new configuration management scheme is being 
implemented which can handle the increased complexity 
and an expanded scope. This scheme is extensible and 
capable to accommodate future growth. 

SCOPE 
The new configuration management facility must be 

able to support 
 beam path selection for each ion source to a 

destination with optional sub-paths 
 automatic setting of critical configuration 

elements for the selected beam path 
 configuration monitoring for all selected 

beams and beam abort if necessary 
 save/restore of beam tunes (with selective 

option) 
 comparison of present beam tune to previous 

tunes 
 scaling of beam tune to different beam energy 

and particle mass 

 generation of beam path specific operator 
displays 

In addition, the configuration management system must 
interact with the fast machine protection system for the 
ARIEL e-linac [3] to establish and monitor/enforce 
beam operating modes for the e-linac. 

THE NEW SYSTEM 
The control system for the ISAC and ARIEL facilities 

at TRIUMF is based on the EPICS tool kit. EPICS 
applications for device setting backup (burt), display 
manager (edm), and alarm handling (alh) have been 
utilized in the new configuration management system. A 
combination of operator interface pages, EPICS IOC 
databases, and Perl and Python scripts is used to integrate 
the functionality. The system is supported by the ISAC 
device web-application with relational database back-end 
[4]. 

Device Groupings 
  A beam path is defined as an ordered list of specific 
machine and beam line sections. At the lowest level, the 
geographically ordered list of all optics, diagnostics, and 
beam-intercepting devices was segmented using criteria 
from path branching, alarm settings, scaling sections, and 
display page layout. A set of orthogonal device list files 
was thus established consisting of the least common 
denominator of device groupings across all those criteria. 
Higher level section files were created by including the 
orthogonal files, “Lego-like”, as required to match beam 
delivery paths and specific configuration functionality 
(save/restore, energy scaling, alarm bands, displays).  
Device configuration parameters for each function are 
kept in the relational database. Tools have been developed 
to extract this database information and insert function-
specific directives into the orthogonal files. Thus, the 
system reuses these same low-level configuration files for 
multiple functions. 

Beam Path Selection 
ISAC has a branching structure of beam line sections 

with over 25 different experiment or sampling stations for 
beam destinations. Before a beam can be delivered from 
an ion source to a destination along possibly alternative 
sub-paths, access to this "beam path" must be successfully 
acquired. A set of virtual devices ("locks") has been 
defined, which control beam access to sections which 
may be shared by different beam paths. Each beam path 
requires exclusive ownership of a defined sub-set of these 
locks. Lock ownership is acquired by an ion source on a 
first-come-first-serve basis and needs to be explicitly 
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CODAC STANDARDISATION OF PLC COMMUNICATION 

Sopan Pande
#
, Franck Di Maio, Bruno Evrard, Kirti Mahajan, Antoni Simelio,  

 Anders Wallander, Izuru Yonekawa,  

 ITER Organization, Route de Vinon sur Verdon, 13115 Saint Paul-lez-Durance, France 

Prasad Sawantdesai, Tata Consultancy Services, Pune 411 057, India 

Abstract 
As defined by the CODAC (COntrol, Data Access and 

Communication) Architecture of ITER, a Plant System 

Host (PSH) and one or more Slow Controllers are 

connected over Switched Ethernet network. Siemens 

PLCs (Programmable Logic Controller) are standardized 

by CODAC as the Slow Controllers. An important part of 

Software Engineering for Slow Controllers is the 

standardization of communication between PSH and 

PLCs. Siemens PLCs offer various communication 

services such as OpenIE, Send/Receive and S7 

Communication which are supported over transports such 

as TCP, ISO-On-TCP (RFC1006). Based on prototyping 

and performance evaluation, OpenIE communication over 

TCP was selected as it offers best performance and is also 

easy to use and configure. OpenIE Communication is 

used to implement the communication on PLCs to support 

the CODAC data model. The implementation is packaged 

with the Standard PLC Software Structure (SPSS) which 

is a part of official CODAC Core System release. SPSS 

can be easily configured by the SDD (Self-Description 

Data) Tools supporting PLC integration with EPICS 

IOCs. However, OpenIE is restricted to the PROFINET 

interface of PLC-CPUs and is not available on PLC-CPs 

(Communication Processor). Thus OpenIE can’t be used 

for redundant PLCs and when the PROFINET connection 

is needed for remote IOs. So another version of SPSS 

developed with Send/Receive communication is used to 

support communication over CPs. The S7plc EPICS 

driver is extended to support CODAC requirements and 

to support redundant PLCs. This paper describes PLC 

communication standardization in the context of CODAC 

environment. Future developments of EPICS driver to 

support the ISO-On-TCP and S7 communication are 

presented briefly. 

INTRODUCTION 

To ensure the integrated operation of large number of 

ITER plant systems, CODAC has laid down uniform 

standards, methodologies for the Instrumentation & 

Control (I&C) in the Plant Control Design Handbook 

(PCDH) [1]. Overall I&C architecture [2] is defined with 

building blocks such as the PSH, Slow Controllers and 

Fast Controllers communicating over switched Ethernet 

(Fig.1). The PSH is a Red Hat Linux platform executing 

EPICS IOCs (Input Output Controller) and the Slow 

Controller is one of the SIEMENS PLCs from the ITER 

catalogue [3]. 

 

 
Figure 1: Plant System I&C Architecture. 

 

CODAC standards are effectively implemented by the 

software tools and components of CODAC Core System 

v 4.1 (CCS) [4, 5].  Siemens PLC communication with 

EPICS IOC is one of the standard components of CCS. It 

is implemented by the CODACInterface on PLC as a part 

of SPSS [6] and the extended S7plc EPICS Driver which 

are components of CCS. Together they implement a 

CODAC plant system data model (Fig.2). SDD Tools of 

CCS namely the SDD Editor or SDD Web Application 

generates plant system I&C applications to easily 

configure these components. 

CODAC standardization of PLC communication will 

be used for all ITER plant systems. Development, 

challenges and evolution of these components is 

described in following sections. 

CODAC PLANT SYSTEM DATA MODEL 

 
Figure 2: CODAC Plant System Data Model. 

 

CODAC has defined the plant system data model with 

buffers named State, Configuration and SimpleCommands 

[7]. The State consists of all plant system process 

variables and timestamp sent periodically from PLC to 

PSH. The Configuration consists of all set-points and 

other values sent from PSH to the PLC. And the 

SimpleCommands is used to generate specific events on 

PLC from PSH. 

CODAC performance requirement for State buffer is 

8KBytes every 50ms. A specific structure is imposed on 
 ____________________________________________  

#sopan.pande@iter.org 
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VIRTUALIZATION INFRASTRUCTURE WITHIN THE
CONTROLS ENVIRONMENT OF THE LIGHT SOURCES AT HZB

D.B. Engel, R. Müller, P. Laux, P. Stange, R. Fleischhauer, HZB, Berlin, Germany

Abstract

The advantages of virtualization techniques and infras-
tructures with respect to configuration management, high
availability and resource management have become obvi-
ous also for controls applications. Today a choice of pow-
erful products are easy-to-use and support desirable func-
tionality, performance, usability and maintainability at very
matured levels. This paper presents the architecture of the
virtual infrastructure and its relations to the hardware based
counterpart as it has emerged for BESSY II and MLS con-
trols within the past decade. Successful experiences as well
as abandoned attempts and caveats on some intricate trou-
bles are summarized.

GENERAL VIRTUALISATION FEATURES

Pro
• Less general hardware infrastructure
• Less amount of connection cables
• Less cooling and space requirement in the serverroom
• Less hardware maintenance, hardware service con-

tracts
• Good consolidation of services running on old hard-

ware and non portable software
• Very low maintenance time on infrastructure and host

Upgrades/Changes
• Central backup and disaster recovery of VMs
• High availability without configuration in the VMs
• Possibility of taking snapshots of a VM
• Clone VMs to suppress update downtime.
• Clone VMs for quick backups

Contra
• Virtual Machines are abstract for many users and ad-

ministrators
• Problems in the VMs itself are often blamed on the

virtualisation hosts
• One defect host potentially crashes many services
• Integration of some specific features of new hard-

ware (like blademanagement) requires upgrade of the
whole virtualisation environment.

• More management resources needed at each infras-
tructure update

• After a power loss waiting time to start the whole in-
frastructure accumulates (network, storage, bladem-
anagement etc.) before the virtual environment can be
restarted.

INSTALLATION AND CONFIGURATIONS
OF THE VM INFRASTRUCTURE:

Currently we use two flavours of servers for virtualisa-
tion:

Rackclusters
• 6x HP DL380 G5, 64GB RAM, 2x Intel R© Xeon R©

CPU X5160 @ 3.00GHz (4 Cores), 2 fibre chan-
nel cards 2x 1GB/s management, 2x 1GB/s VM
guest LAN, 2x 1GB/s vMotion R©, 438GB local HDD,
VMware ESXi 5.0.1 (last supported version for this
server), paired as 3 clusters

Figure 1: HP DL380G5 cluster

Bladeclusters
• 8x HP BL460G7/G8, 48GB RAM, 2x Intel R© Xeon R©

CPU X5670 @ 2.93GHz (6 Cores), 2 fibre chan-
nel cards Flex10 R© network (0,5GB management,
1,5GB/s vMotion R©, 1 GB/s FT R©, 7GB VM Guests,
300GB local HDD, VMware ESXi R© 5.1 on 6 Blades
as one cluster and 2 Blades as one cluster

Figure 2: Blade cluster
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REMBRANDT – THE REMOTE BEAM INSTRUMENTATION 
AND NETWORK DIAGNOSIS TOOL 

T. Hoffmann, H. Bräuning, GSI, Darmstadt, Germany 

 
Abstract 

As with any large accelerator complex in operation 
today, the beam instrumentation devices and associated 
data acquisition components for the coming FAIR 
accelerators will be distributed and installed over a large 
and partially inaccessible radiation exposed area. Besides 
operation of the device itself, like acquisition of data, it is 
mandatory to control also the supporting LAN based 
components like VME/μTCA crates, front-end controllers 
(FEC), middle ware servers and more. Fortunately, many 
COTS (commercial off-the-shelf) systems provide means 
for remote control and monitoring using a variety of 
standardized protocols like SNMP, IPMI or iAMT. 
REMBRANDT, the REMote Beam instRumentation And 
Network Diagnosis Tool, is a Java framework, which 
allows the authorized user to monitor and control remote 
systems while hiding the underlying protocols and 
connection information such as IP addresses, user-ids and 
passwords. In addition to monitoring the device state (like 
voltage and current load), the main features are the 
remote power switching of the systems and the reverse 
telnet boot process observation of FECs. REMBRANDT 
is designed to be easily extensible with new protocols and 
features. The software concept, including the client-server 
part and the database integration, will be presented. 

INTRODUCTION 
At FAIR [1], the Facility for Antiproton and Ion 

Research, presently under construction at GSI, Darmstadt,  

Figure 1: Scheme of the existing GSI and the new FAIR 
accelerators. Circumference of SIS100: 1100m 

Germany, several new accelerators and storage rings such 
as the superconducting heavy ion synchrotron SIS 100, 
the high energy storage ring HESR, the collector ring CR, 
the inter-connecting high energy beam transfer lines 

HEBT, the super fragment separator S-FRS and 
experiments will be built (see Fig. 1).  

These installations are equipped with roughly 24 
different beam instrumentation (BI) device types 
combining approximately 1000 readout channels, which 
are connected to many diverse data acquisition (DAQ) 
systems. These DAQ systems are well distributed all over 
the spacious FAIR campus in 17 dedicated electronic 
rooms, several niches and experimental caves, some of 
them inaccessible at beam time due to radiation safety 
requirements. To reduce trouble-shooting efforts and 
reaction times on DAQ system failures, the BI data 
acquisition concept for FAIR includes an out-of-band 
(OOB) remote control and monitoring system for all 
network based DAQ hardware components. The 
surveillance of general IT infrastructure and services such 
as switches, DHCP, Sendmail, etc. which could be 
handled by existing tools [2] like OpenNMS or Nagios, 
are not part of REMBRANDT and belong to the 
accelerator network IT department.  

The following supported BI DAQ hardware was 
specified [3]: VME64X for multi-channel applications, 
‘μTCA for Physics (MTCA.4)’ for high data rate 
applications and Industry PC (IPC) systems, based on 
PICMG 1.3 backplanes, as low cost solution with minor 
amount of readout channels. As a main requirement, all 
these diskless systems are able to execute a full hardware 
power cycle either by OOB LAN access or indirectly via 
a remote controlled power cycle of the hosting crate. In 
addition, other device specific hardware properties, such 
as fan speed, voltages, temperatures etc. can be 
monitored.   

ARCHITECTURE 
REMBRANDT is based on a client-server architecture, 

which is shown in Fig. 2. The clients as well as the 
server are fully implemented in Java. For the clients, Java  
was an obvious choice for several reasons. First, all 
graphical user interface (GUI) applications in the control 
room will be implemented in Java. Second, with Java the 
clients will automatically run on any operating system 
supported by Java. Thus, the same application can be 
started in the main control room (Linux X-terminals) 
and/or on the office PC (typically Microsoft Windows). 
For a monitoring application, running on office PCs is a 
viable scenario. In addition, the web-start feature of Java 
makes remote deployment of the GUI clients very simple. 
Implementing the server in Java may not be as obvious. 
However, a monitoring framework is not expected to have 
a high data rate and thus does not require the utmost in 
processing speed. Java on a modern server provides more 

Proceedings of ICALEPCS2013, San Francisco, CA, USA THPPC006

Control System Infrastructure

ISBN 978-3-95450-139-7

1103 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



 

DESIGN AND STATUS OF THE SUPERKEKB ACCELERATOR CONTROL 

NETWORK SYSTEM 

M. Iwasaki
#
, K. Furukawa, H. Kaji, K. Mikawa, T. T. Nakamura, T. Obina, M. Satoh, KEK, Ibaraki, 

Japan 

T. Aoyama, M. Fujita, S. Kusano, T. Nakamura, N. Tanaka, K. Yoshii, Mitsubishi Electric System 

& Service Co. Ltd, Japan

Abstract 
We have upgraded the accelerator control network 

system for SuperKEKB, the next generation B-factory 

experiment in Japan. The designed network system has 

the higher performance based on the wider bandwidth 

data transfer, and more reliable and redundant 

configuration. For the SuperKEKB beamline construction 

and accelerator components maintenance, we have 

installed the new wireless network system consists with 

the Leaky Coaxial (LCX) cable antennas and collinear 

antennas into the 3 km circumference accelerator tunnel. 

In this paper, we describe the design and current status of 

the SuperKEKB accelerator control network system.  

 

INTRODUCTION 

SuperKEKB, the upgrade of the KEKB asymmetric 

energy electron-positron collider for the next generation 

B-factory experiment in Japan, was approved and is 

currently under construction [1]. The designed luminosity 

is 8×10
35

 cm
-2

s
-1

, 40 times higher than the world highest 

luminosity record at KEKB. For SuperKEKB, we have 

upgraded the accelerator control network system.  

For SuperKEKB, the accelerator control network 

system with the higher performance of the wider 

bandwidth data transfer, and more reliable and redundant 

network configuration is required, to ensure the robust 

network under the 40 times higher luminosity operations. 

We have designed the SuperKEKB control network based 

on the 10 gigabit Ethernet (10GbE) for the wider 

bandwidth data transfer. Optical cable installation is also 

on going to construct the redundant network. 

We reconfigure the network design to connect the 

SuperKEKB accelerator control network and the KEK 

network. It enhances the security of the accelerator 

control network. 

It is also important to provide the convenient network 

environment for the efficient accelerator construction and 

maintenance of it.  We install the new wireless network 

system based on the Leaky Coaxial (LCX) cable antennas 

and collinear antennas into the SuperKEKB 3 km 

circumference beamline tunnel.    

This paper describes the design and status of the 

SuperKEKB accelerator control network system. 

 

 

DESIGN OF THE SUPERKEKB CONTROL 

NETWORK SYSTEM 

 Fig. 1 shows the schematic view of the SuperKEKB 

accelerator main ring. The accelerator control network 

system employs a star network topology. The main 

network switch (core switch) is located at the 

SuperKEKB control room. All network switches (edge 

switches) located at 26 sub control rooms along the 

SuperKEKB main ring, the SuperKEKB injector linac 

(Linac), and AR, are connected to the core switch in the 

SuperKEKB control room with optical cables.  

In KEKB, the network bandwidth of the edge switches 

at the sub control rooms were 100MbE or 1GbE. For 

historical reasons, there exist several 10MbE media 

 

Figure 1: Schematic view of the SuperKEKB accelerator 

main ring. Red star indicates the SuperKEKB control 

room. Blue circles are the sub control rooms, located 

along the SuperKEKB main ring, Linac and AR. 

 ___________________________________________  

#masako.iwasaki@kek.jp 
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Abstract 
The report describes the equipment database for the 

control system of the Nuclotron-based Ion Collider 
fAcility (Dubna, JINR, Russia). The database will contain 
information about hardware, software, computers and 
network components of the control system, their main 
settings and parameters, and the responsible persons. The 
equipment database should help implement the Tango 
system as a control system for the NICA accelerator 
complex. The report also describes a web service to 
display, search, and manage the database. 

INTRODUCTION 
The Nuclotron is the first superconductive synchrotron, 

constructed by the Joint Institute for Nuclear Research in 
Dubna, Russia. Its purpose is to accelerate nuclei and 
heavy ions. It has a maximum energy of particles up to 6 
GeV/u. 

The Nuclotron-based Ion Collider fAcility (NICA) is a 
new accelerator complex being constructed at JINR 

aimed to  provide collider experiments with heavy ions at 
a maximum energy equal to 4,5 GeV/u. It includes a 
linear accelerator, booster, upgraded superconducting 
synchrotron Nuclotron and collider, consisting of two 
superconducting rings [1]. 

The Tango control system is a free open source device-
oriented controls toolkit for controlling any kind of 
hardware or software and building SCADA systems. It is 
used for controlling synchrotrons, lasers and physics 
experiments in over 20 sites. It is being actively 
developed by a consortium of research institutes [2,3]. 

The Tango system has been chosen as a basis for the    
control system [4]. Tango introduction to NICA has 
started with Nuclotron. Several subsystems (beam 
injection control [5], beam slow extraction control) have 
been converted to the Tango-based structure. Several 
Tango-based subsystems are being developed now.  
 
 

THE EQUIPMENT DATABASE FOR THE CONTROL SYSTEM OF THE  

Georgy Sergeevich Sedykh, Evgeny V. Gorbachev, JINR, Dubna, Moscow Region, Russia 

 

 
Figure 1:  General structure of the NICA control system equipment database. 

NICA ACCELERATOR COMPLEX 
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CONFIGURATION MANAGEMENT OF THE CONTROL SYSTEM

Vincent Hardion, Darren Paul Spruce, Mirjam Lindberg, Antonio Milan Otero, Julio Lidon-Simon,   
Jerzy Jan Jamroz, Andreas Persson, MAXIV Laboratory, Lund, Sweden

Abstract
The control system of big research facilities like 

synchrotron involves a lot of work to keep hardware and 
software synchronised to each other to have a good 
coherence. Modern Control System middleware 
Infrastructures like Tango use a database to store all 
values necessary to communicate with the devices. 
Nevertheless it is necessary to configure the driver of a 
PowerSupply or a Motor controller before being able to 
communicate with any software of the control system. 
This is part of the configuration management which 
involves keeping track of thousands of equipments and 
their properties. In recent years, several DevOps tools like 
Chef, Puppet,  Ansible or SpaceMaster have been 
developed by the OSS community. They are now 
mandatory for the configuration of thousands of servers to 
build clusters or cloud servers. Define a set of coherent 
components, enable Continuous Deployment in synergy 
with Continuous Integration, reproduce a control system 
for simulation, rebuild and track changes even in the 
hardware configuration are among the use cases. We will 
explain the strategy of MaxIV on this subject, regarding 
the configuration management.

INTRODUCTION
The term configuration refers to the actions that need to 

be taken for a software to run in a coherent state with its 
environment without any intrinsic changes involving 
development.

Device Re-partition
The MAX IV control system is based on Tango for the 

middleware layer and Sardana for the application layer, 
with it's Taurus Framework as the graphical user interface 
and additionally spock as the command line interface.

Each beamline and the Machine will have their own 
control system on different separated networks.

The linac will be composed by around 1500  Tango 
devices to control  75 different types of device. A majority 
of the physical values will be monitored with PLCs and 
also, most of the controllers will be driven by TCP/IP 
communication.

Configuration of the Control System
The different types of software in the MAX IV Control 

System consist of a set of operating systems, network 
services and base frameworks such as Tango, device 
drivers, libraries, Tango devices and applications such as 
GUIs, Sardana macros and controllers which all need to 
be deployed and configured before usage. The 
configuration is not only necessary for the installation but 
also during the lifetime of each component when a new 
version update needs to activate new functionalities.

Any difference of configuration between computers is a 
potential risk the consequence being to change the 
behaviour of a piece of software. To avoid these 
differences, a best practice in the Continuous Integration 
process is to compile and test in the environment closest 
possible to  the target platform[1]. This can be done by 
cloning a production server but a preferable method is to 
track the minimal dependencies and configuration.

EXPERTISE DEVELOPMENT AS 
STRATEGY, AUTOMATION AS A TOOL
The first principle for the long term strategy of the 

Kontrol and IT  Support (KITS) group at MAX IV is to 
develop the expertise of the group. This is inspired by the 
Toyota way[2]. One action involves eliminating repetitive 
manual interventions which in the end bring little value.

Defining the necessary entry points of configuration is 
one of the tasks involved in building a piece of software. 
During the development, the configuration of the test 
instance is done manually. But on a deployment-wide 
scale each manual operation is (time consuming). This is 
a common pattern when the information must pass 
through different levels of the control system.

For example a Tango device is developed to 
communicate with a PLC, a field bus controller, but each 
instance is configured differently. The MAX IV Linac 
vacuum system is managed by several Allen Bradley PLC 
controllers. Each Tango device needs to be configured 
with the IP address of the PLC but also with a list of tags 
to expose around 1000 parameters.  The automation of this 
configuration is going to dramatically reduce a repetitive 
manual task.

Conditions
There are several conditions to fulfill in order to 

achieve the automatic deployment of the configuration:
• the information needs to be centralised
• the medium has to be independent from the system 

that is to be configured.

Pros
Several advantages to have automation of the 

configuration are:
• to greatly reduce the  time to deploy
• to keep track of the essential configuration version if 

a content versioning system is used (GIT, SVN, ...).
• to keep coherence between configuration data and 

the process using it by considering the version of a 
software component as part of the configuration 
management.

• apply an additional configuration entry while at the 
same time being able to upgrade to the last version of 
the software which is able to process it (e.g. new 
property for a Tango device server, ...)
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CMX - A GENERIC SOLUTION TO EXPOSE MONITORING METRICS  

IN C AND C++ APPLICATIONS 

Felix Ehm, Yves Fischer, Georgia-Maria Gorgogianni, Steen Jensen, Peter Jurcso, 

CERN, Geneva, Switzerland 

 

Abstract 
CERN’s Accelerator Control System is built upon a 

large number of C, C++ and Java services that are 

required for daily operation of the accelerator complex. 

The knowledge of the internal state of these processes is 

essential for problem diagnostic as well as for constant 

monitoring for pre-failure recognition. The CMX library 

follows similar principles as JMX (Java Management 

Extensions) and provides similar monitoring capabilities 

for C and C++ applications. It allows registering and 

exposing runtime information as simple counters, floating 

point numbers or character data. This can be subsequently 

used by external diagnostics tools for checking 

thresholds, sending alerts or trending. CMX uses shared-

memory to ensure non-blocking read/update actions, 

which is an important requirement in real-time processes. 

This paper introduces the topic of monitoring C/C++ 

applications and presents CMX as a building block to 

achieve this goal. 

INTRODUCTION 

CERN’s accelerator control system [1] is essential for 

operating the accelerator complex; hence its availability, 

performance and correct functioning are critical. 

Consequently, a pro-active approach to problem 

resolution is desirable, where anomalies are detected and 

corrected even before operation is affected.  

In terms of software, the control system is comprised of 

some 3500 processes written in Java, C and C++. The 

latter two are in comparison to Java rather “black boxes” 

with very limited support for identification and diagnostic 

of problems. Simple process existence checks, and 

probing their functionality regularly (e.g. ”they do what 

they supposed to do”) as well as a manual core dump 

after a problem is suspected, are the usual ways. 

However, blocked threads for example cannot be 

automatically detected. Another example is a “delayed 

problem”: software is updated during working hours 

which introduces faulty code. Although working in the 

beginning it eventually stops in the night, for example, as 

an internal message queue has filled up. The 

consequence: Experts have to be called in and the 

resolution of the situation takes much longer than during 

the day. Both problem types negatively impact running 

costs and overall service availability. 

 

To overcome such situations and to improve pro-

activeness, the detailed “health” (state) of each process 

must be known at any time, which in turn requires two 

mechanisms: 

1) Each process exposes internal numeric values and 

character data (metrics) indicative of its state. 

2) A centralized system for monitoring, offering the 

full range of features like history, trending, status 

displays and notification in case of values 

breaching pre-configured thresholds. 

DIAMON [2] is such a centralized system at CERN and 

currently monitors computers and the presence of 

required processes. For Java services it additionally 

accesses metrics exposed via the Java Management 

Extensions (JMX) [3] and uses this information to further 

determine the overall health state. For C/C++ programs in 

contrary, we found no suitable equivalent to JMX or a 

similar technology which fits the requirements for our 

(real-time) processes. 

Consequently, we set out to implement a light-weight 

library, providing a sub-set of JMX’s extensive 

functionality, and accordingly named the library CMX. 

The current state of CMX is presented in this article. 

REQUIREMENTS 

The following high-level requirements were identified 

for CMX: 

- Exposure of numeric values and character data 

outside the process context. 

- Low latency operations for reading or updating 

metrics, actions must deterministically finish 

independently from their result within 10 

milliseconds. 

- Operable in a disk-less environment. 

- Lightweight dependencies and minimal memory 

footprint, < 200 Kilobytes. 

- User-friendly C and C++ API, which allows 

dynamic registration of metrics. 

- Simple integration with existing monitoring 

systems. 

- Portable to Microsoft Windows, Linux and 

LynxOS [4] operating systems. 

Why Can’t We Use Existing Solutions? 

The search for existing generic solutions showed that 

this area is quite uncovered. The only promising 

technology is the Simple Network Management Protocol 

SNMP [5]. It is an IETF protocol for managing devices 

on IP networks. Devices that typically support SNMP 

include routers, switches, servers, workstations, printers, 

modem racks and more. It is being widely used by many 

hardware vendors to allow remote monitoring of their 

network devices and supported by the majority of 
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MANAGING INFRASTRUCTURE IN THE ALICE DETECTOR CONTROL 
SYSTEM 

M. Lechman1, A. Augustinus1, P. M. Bond1, P. Chochula1, P. Rosinsky1, O. Pinazza1, 2, 
A. Kurepin1, 3 

1CERN, Geneva, Switzerland 
2INFN-Bologna, Bologna, Italy 

3RAS/INR, Moscow, Russia

Abstract 
The main role of the ALICE Detector Control System 

(DCS) is to ensure safe and efficient operation of one of 
the large high energy physics experiments at CERN. The 
DCS design is based on the commercial SCADA software 
package WinCC Open Architecture. The system includes 
over 270 VME and power supply crates, 1200 networked 
devices, over 1,000,000 monitored parameters, as well as 
numerous pieces of front-end and readout electronics. 
This paper summarizes the computer infrastructure of the 
DCS as well as the hardware and software components 
that are used by WinCC OA for communication with 
electronics devices. The evolution of these components 
and experience gained from the first years of their 
production use are also described. We also present tools 
used for monitoring the DCS infrastructure and for 
supporting its administration together with plans for their 
improvement during the first long technical stop in LHC 
operation. 

INTRODUCTION 
ALICE (A Large Ion Collider Experiment) [1] is one of 

the big LHC (Large Hadron Collider) detectors at CERN 
that is optimized to study quark-gluon plasma generated 
from Pb-Pb nuclei collisions. 

ALICE consists of 18 sub-detectors constructed by 
different research institutes taking part in the project. All 
these subsystems have dedicated control systems 
implemented using the commercial SCADA package 
WinCC Open Architecture (WinCC OA) [2]. 

The central Detector Control System (DCS) [3] 
integrates all the sub-detectors and allows operating the 
whole experiment in a safe and efficient way from 
a single workspace in the ALICE control room. 

The DCS also provides many services (like rack 
management, B-field and environment monitoring, etc.) 
as well as the exchange of information with many other 
critical systems (e.g. responsible for magnets, gas, safety, 
etc.). 

The supervisory and control layers of the DCS have 
been implemented largely from common software 
components developed jointly by all the LHC 
experiments and CERN Engineering Department within 
the Joint Controls Project (JCOP) framework [4].  

In order to hide the complexity of the detector (over 
1,000,000 monitored parameters) from the operator, the 
hierarchy of control units has been built using the SMI++ 

package [5] implementing a concept of finite state 
machine. 

  HARDWARE INFRASTRUCTURE 
The field layer of the DCS includes various types of 

equipment - HV and LV power supplies, VME crates, 
ELMBs [6], PLC controllers, power distribution units 
(PDU) controlled via Ethernet  and front-end and readout 
electronics (FERO) of particular sub-detectors. In total, 
there are over 1200 networked devices and over 270 
VME and power supply crates. 

 An important part of the infrastructure is the computer 
cluster with over 200 machines serving to host worker 
and operator nodes of the control system as well as 
supplementing services like the archive and configuration 
database, booting servers for diskless cards, file servers, 
network gateways, etc.  

Connectivity 
Most of the devices are connected via Ethernet, 

nevertheless, there are also different industrial buses 
(CAN, RS232, Profibus, Modbus, JTAG) being used for 
communication with the equipment. It has been necessary 
to install and validate an additional layer of hardware 
interfaces (e.g. CAN-to-USB) for these non-networked 
devices, so that they could be linked with the control 
servers. That additional complexity has resulted in 
an increase in the effort required for providing support for 
the system. Fortunately, one can observe on the market 
that more and more industrial hardware is equipped with 
network cards. Thus, in the future it should be possible to 
gradually replace ageing devices with such equivalents. 

The DCS uses a private computer network isolated 
from the CERN general domain for safety reasons. The 
CERN IT department provides and manages the network 
infrastructure. 

Standardization 
Despite substantial differences in designs of particular 

sub-detectors, a big emphasis has been placed on the 
standardization of all the hardware components, aiming to 
minimalize the total cost of their maintenance during the 
whole lifecycle of the LHC project. Thanks to this policy 
it was possible to limit the number of various types of 
equipment (e.g. there are only 3 power supplies vendors). 
The key to success included regular reviewing of the 
requirements and the proposing of common solutions by 
the central DCS team from the beginning of the project. 
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CONTROL SYSTEM CONFIGURATION MANAGEMENT  

AT PSI LARGE RESEARCH FACILITIES 

R. Krempaská, A. Bertrand, H. Lutz, Paul Scherrer Institute, 5232 Villigen PSI, Switzerland

Abstract 

At the Paul Scherrer Institute, the control system 

configuration is done in a uniform way for all large 

research facilities. To achieve this, a set of tools has been 

developed. This paper describes methodologies and 

processes used for the control system configuration 

management.  

INTRODUCTION 

The control system of the PSI accelerator facilities and 

their beamlines consists mainly of the so-called Input 

Output Controllers (IOCs) running EPICS. There are 

several flavours of EPICS IOCs at PSI running on 

different CPUs, different underlying operating systems 

and different EPICS versions. We have hundreds of IOCs 

which control the facilities at PSI. The goal of the Control 

system configuration management is to provide a set of 

tools to allow a consistent and uniform configuration for 

all IOCs. In this context the Oracle database contains all 

hardware-specific information including the CPU type, 

operating system or EPICS version. The installation tool 

connects to Oracle database. Depending on the IOC-type 

a set of files (or symbolic links) are created which 

connect to the required operating system, libraries or 

EPICS configuration files in the boot directory. In this 

way a transparent and user-friendly IOC installation is 

achieved. The control system expert can check the IOC 

installation, boot information, as well as the status of 

loaded EPICS process variables by using Web 

applications. Our implementation software runs on 

Scientific Linux derived from Red Hat’s Enterprise 
Linux. 

CONFIGURATION AND INSTALLATION 

Configuration files and all the software needed to run 

an IOC are created on the file system. The configuration 

for specific IOC functionality, (e.g. magnet power supply 

control system), is defined as a project which is stored 

using CVS (Concurrent Versioning System). An 

installation tool, swit [1], retrieves all related data for the 

IOC, (such as board and CPU architecture, operating 

system and EPICS version, etc.) from the Hardware 

Inventory Database [2]. Then swit collects the 

configuration files stored in the CVS, or in a developer’s 
directory, and installs the software needed to boot and run 

the IOC in its boot directory. A uniform IOC boot 

directory structure is used for all IOCs in large research 

facilities at PSI (GFA). The installation data flow can be 

seen in Fig. 1.  

The swit tool allows IOC software installation for 

testing or production. Since one project often contains 

software for several IOCs, based on the naming 

convention of the individual IOCs, swit can install 

software for multiple IOCs. On the other hand the 

functionality of a particular IOC may consist of several 

projects with many developers. Based on the IOC naming 

convention, again swit installs the software from different 

projects into target IOC. All IOCs types running on GFA 

facilities are installed by swit.  

 

 

Figure 1: Configuration and IOC(s) installation data flow. 

swit gets the configuration from the file system or from 

the CVS repository, connects to the Hardware Inventory 

database for IOC’s specific information and installs the 

software into the IOC boot directories. 

HARDWARE INVENTORY DATABASE 

Information about the hardware components is stored in 

a hierarchical way in a Hardware Inventory Database [2]. 

The hierarchy facilitates the work flow in which 

requested hardware components are ordered, labeled, 

delivered and finally installed. This procedure 

automatically keeps track of all components used. 

Inventory data can be modified or viewed by using a Web 

interface [3]. An example of a user interface representing 

a VME crate containing several types of cards plugged in 

the front- and the back-side can be seen in Fig. 2. 

Moreover, the system stores for each component, a set of 

attributes, (e.g. location, price, purchase date, test 

information, etc.). In the case of an IOC there is host 

related information, for example host name, operating 

system, EPICS version, as well as information about 

network and serial connections useful for IOC boot 

parameters setup and/or for IOC remote access. 

The Hardware Inventory Database is to some extend 

managed manually by the Controls section members. On 

the other hand data are also automatically collected from 

the file system by using dedicated programs or by 

connecting to the standard PSI tools [4]. 

Proceedings of ICALEPCS2013, San Francisco, CA, USA THPPC017

Control System Infrastructure

ISBN 978-3-95450-139-7

1125 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



CONSTRUCTION OF THE TPS NETWORK SYSTEM 

Y. S. Cheng, Y. T. Chang, C. H. Huang, C. H. Kuo, Jenny Chen, K. T. Hsu 

National Synchrotron Radiation Research Center, Hsinchu 30076, Taiwan

Abstract 

Project of 3 GeV Taiwan Photon Source (TPS) need a 

reliable, secure and high throughput network to ensure 

facility operate routinely and to provide better service for 

various purposes. The network system includes the office 

network, the beamline network and the accelerator control 

network for the TPS and the TLS (Taiwan Light Source) 

sites at NSRRC. Combining cyber security technologies 

such as firewall, NAT and VLAN will be adopted to 

define the tree network topology for isolating the 

accelerator control network, beamline network and 

subsystem components. Various network management 

tools are used for maintenance and troubleshooting. The 

TPS network system architecture, cabling topology, 

redundancy and maintainability are described in this 

report. 

INTRODUCTION 

Taiwan Photon Source (TPS) [1] is a new 3 GeV 

synchrotron radiation facility at National Synchrotron 

Radiation Research Center, featuring ultra-high photon 

brightness with extremely low emittance.  The 

construction began in February 2010, and the 

commissioning is scheduled in 2014.  

The control system network (CSLAN) is used for the 

operations of accelerators and beamlines. TPS control 

system will be implemented using the Experimental 

Physics and Industrial Control System (EPICS) [2, 3] 

software toolkit. Control devices are connected by the 

control network and integrated with EPICS based Input 

Output Controller (IOC). The control network will be a 1-

Gbps switched Ethernet network with a backbone at 10-

Gbps.  

Various subnets for accalerator subsystems, beam 

line/experimantal stations, information service, 

internet/intranet service will deploy also to satisfy 

different requirements and interesting of different groups. 

ACCELERATOR CONTROL SYSTEM 

NETWORK 

The main goal of this planning is to build a reliable, 

agile and secure network for TPS control system. The 

design will provide enough flexibility and scalability for 

future expansion [4]. 

Accelerator operators are the principal users of the 

control system. Control consoles with remote multi-

display will be used to manipulate and monitor the 

accelerator through network. For remote monitoring and 

control Taiwan Light Source (TLS) facility, dedicated 

control consoles are planned to be installed in TPS control 

room. 

Control system computer room contains EPICS control 

servers, database servers, control console computers, and 

network equipments. Network services will be available 

at the control room, control system computer room, 24 

Control Instrumentation Areas (CIA), linear accelerator 

equipment area, transport lines, and main power supply 

equipment room which are distributed along the inner 

zone just outside of the machine tunnel.  Each CIA serves 

for one cell of the machine control and beamline interface. 

Major devices and subsystems connected to the control 

system are installed inside CIAs. 

Control network connects to NSRRC campus network 

through a firewall with Network Address Translation 

(NAT) function. Segregating the network will strengthen 

the security for those devices that need additional 

protection and high availability. Network traffic burden 

will also be lowered by isolating from general purpose 

network. Remote access mechanism will be constructed 

for maintenance and troubleshooting. 

Connection to the TLS control network is required for 

remote operations of the TLS facility. Control system 

laboratories for software development and hardware 

maintenance are also connected with control network. 

The TPS control network infrastrcture is shown in Figure 

1. 
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Figure 1: TPS control network infrastrcture. 

 

A high performance switch with 48 10-Gbps fiber ports 

will be defined as the core switch. Two core switches will 

be used for redundancy, one is located inside the Control 

System Computer Room and the other is located inside 

CIA #22. Optical fiber links between core and edge 

switches are matched up with redundant cabling structure. 

There are two types of switches be used in every CIA. 

The first type is defined as the edge switch which is used 

to connect IOC nodes and uplink to the high-speed 

backbone through 10-Gbps fiber uplinks. A 24-port 
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SECURING MOBILE CONTROL SYSTEM DEVICES:
DEVELOPMENT AND TESTING

Stefani Banerian*, Clinical Neutron Therapy System, University of Washington School of
Medicine, Seattle, WA, 98105, USA

Abstract
Recent  advances  in  portable  devices  allow end users

convenient  ways  to  access  data  over  the  network.
Networked control  systems have traditionally been kept
on local or internal  networks to prevent external threats
and isolate traffic. The UMWC Clinical Neutron Therapy
System  has  its  control  system  on  such  an  isolated
network.  Engineers  have  been  updating  the  control
system  with  EPICS,  and  have  developed  EDM-based
interfaces  for  control  and  monitoring.  This  project
describes  a  tablet-based  monitoring  device  being
developed to allow the engineers to monitor the system,
while, e.g.  moving from rack to rack, or room to room.
EDM is being made available via the tablet. Methods to
maintain security of the control system and tablet, while
providing  ease  of  access  and  meaningful  data  for
management are being created. In parallel with the tablet
development, security and penetration tests are also being
produced.

INTRODUCTION
The Radiation Oncology Department at the University

of Washington Medical Center is unique in that it has a
Clinical  Neutron Therapy System (CNTS) for treatment
of  selected  types  of  cancer.  The  CNTS  has  been  in
operation since 1984. The system includes on Isocentric
treatment room, with a gantry and leaf collimator for the
cancer  treatment,  and  a  fixed  beam  room  for
experimentation.  Additionally  there  are  beam  lines  for
isotope  production  and  specialty  operation,  testing,  and
development.  Initially,  the  system  had  a  vendor-made
control system, running on a PDP-11 computer. In 1999,
the  therapy  portion  of  the  control  was  replaced  with
VxWorks running on a Motorola 68040 board in a VME
crate [1].  

The engineers  and staff  of the CNTS are now in the
process  of  converting  both  the  cyclotron  and  therapy
portions  of  the  control  system to  the  EPICS[2]  control
program.  Over  the  past  seven  years,  much  of  the
cyclotron system has been converted, the main significant
remaining  piece  of  the  control  system  being  the  RF
control. The therapy control system is in the process of
being  converted  to  a  combination  of  EPICS,  special
python programs, with use of PostgreSQL for maintaining
tratment data.

Concomitant  with the change of  the control  systems,
new  operator  interfaces  are  also  being  created.  EDM

displays now serve as many of the operational displays of
the cyclotron  control.  The therapy system is also being
converted, in several stages, to an EDM-based display.

For  ease  of  use  by  Radiation  Treatment  Therapists
(RTTs), we have opted to try a modern touch-screen LCD
for some displays.   Initially the layout  of the treatment
display  will  mimic  the  current  interface,  the  exception
being that  the source  is  EDM running on a  Linux PC,
with  the  touch-screen  monitor  replacing  the  need  for
keyboard and mouse input.

Display  and  tablet  PC  advances  have  allowed  the
opportunity  to  consider  mobile  device  support  at  the
CNTS. This paper describes some issues, considerations,
and limitations that need to be addressed for such devices.

CONSIDERATIONS
For this development process, designing of the mobile

devices  proceeds  with  the  same  process  used  in  many
other  scenarios.  Indentification  of  the  the  users  comes
first;  the  userbase  is  rather  narrow,  as  the  CNTS  and
Department itself is limited. Typically, only engineeers or
operators,  physicists, and therapists are even allowed to
access the controls, and even so, only in well-defined and
circumscribed  instances.  Thus,  for  example,  therapists
constitute one user group,  and can access  only selected
devices,  with  a  small  set  of  interface  displays  at  the
therapy system.  Physicists are another small group, and
only access the Isocentric Gantry room and Fixed-beam
room  controls  through  a  separate  set  of  displays.
Engineers have a third set of displays, and operators use a
subset of those used by engineers.

System access is then to be constrained by considering
authentication  and  authorizations.  Frequently  medical
devices  have  been  configured  with  a  common (single)
systemID. Our authentication tries to employ the one-id-
per-person  standard,  with  a  strong  methodology  for
mapping  a  user  to  some  standard  secure  account
ceredentials. We have determining the four types of users,
thus four groups for authorization to access a device or
display.

For mobile devices, one also would like to find ways to
identify, authenticate, and authorize the device itself.

The clinical situation in a hospital offers another set of
matters.  Safety  of  the  accelerator  and  its  controls,
minimization of exposure to staff, correct and verifiable
treatment  of  patients,  institutional  and  management
concerns,  administrative  requirements,  oversight  by
external  entities,  legal  requirements,  et  al.,  need  to  be
determined.

______________________________________________

*banerian@uw.edu
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INTEGRATION OF WINDOWS BINARIES IN THE UNIX-BASED RHIC
CONTROL SYSTEM ENVIRONMENT*

P. Kankiya, J. Jamilkowski, L. T. Hoff, BNL, Upton

Abstract
Since its inception, the RHIC control system has been

built  on  top  of  UNIX  or  LINUX  and  implemented
primarily in C++. Sometimes equipment vendors include
software packages developed in the Microsoft Windows
operating system. This leads to a need to integrate these
packaged executables into existing data logging, display,
and alarms systems. This paper describes an approach to
incorporate such non-UNIX binaries seamlessly into the
RHIC  control  system  with  minimal  changes  to  the
existing code base, allowing for compilation on standard
LINUX  workstations  through  the  use  of  a  virtual
machine.  The implementation resulted in the successful
use  of  a  Windows  dynamic  linked  library  (DLL)  to
control  equipment  remotely  while  running  a  synoptic
display interface on a LINUX machine.

INTRODUCTION
Large  enterprises  that  involve  the  integration  of

multiple   engineering  groups  such  as  the  Collider
accelerator  Department  at  BNL,  rely  on  a  consolidated
control system framework. It is the primary responsibility
of the control system to provide an interface for device
management and data acquisitions. 

With  the  rapid  growth  in  software  development
techniques, it is not uncommon for merchants supplying
control  equipment  to  also  provide  software  support  in
form of a packages like portable executable(PE) library
files  - the Windows equivalent of ELF files. It  is time
consuming  to  reproduce  these  PE files  with  in  house
code t on Unix platforms. I some cases this is not even an
option. There needs to be a technique to take advantage of
such pre-built  programs without  rewriting the complete
interface for each target platform.

In this paper we propose a technique that can be used to
incorporate  Windows  executables  into  a  Unix-based
control  infrastructure,  while  maintaining  compatibility
with  our legacy suite of applications used for archiving,
logging, storage and alarming.  

EXISTING COMPONENTS  OF
SOFTWARE DEVELOPMENT 

The  RHIC  control  system  consists  of  two  physical
levels: console level computers and front-end computers
(FECs). FECs provide access to accelerator equipments.

A code generation mechanism called “adogen” facilitates
the development of ADO code and associated database.

For the scope of this paper, the flow of data at RHIC
from a  device  to  the  user  consists  of  four  stages.  The
control equipment tier represents the hardware devices in
use  at  accelerator  complex.  The  rudimentary  device
access  to  such  equipment   is  provided  by  the  ADO
classes.  The  Accelerator  Device  Object  (ADO)  is
implemented  as  a  C++  class  [1]  that  contains  a   data
structure  and  full  set  of  actions  or  "methods"  that  are
needed to control and monitor the accelerator device(s).
To  publish  this  data  across  controls  applications,  an
interface  layer  known  as  adoIfServer  has  been
implemented  (see  Figure  1).  The  ADO  protocol
implemented  by  the  adoIfServer serves  as  the  RHIC
Controls  System  API  for  application  programs.  The
communication  between  ADO  class  and  the  client
applications  is  achieved  through  client-server  model
utilizing TCP/IP communications[2]. 

Figure 1: SW architecture of RHIC control system.

The  latter  two  stages  refer  to  multiple  applications
which  make  use  of  information  made  addressable  via
ADOs.  These  applications  are  responsible  for
fundamental  data  interaction.  Example  of  these  tools
include parameter Editing Tool (PET), live data graphing
through  the  General  Purpose  Monitor  (GPM)
application,and  logged  data  can  be  plotted  through  the
LogView  application.  Console  software  has  been
primarily developed in the C++ language. 

* Work supported by Brookhaven Science Associates, LLC under 
Contract No. DE-AC02-98CH10886 with the U.S. Department of 
Energy.
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OPERATING SYSTEM UPGRADES AT RHIC*

S.Binello†, J.Laster, R.Katz, J.Piacentino, A.Fernando
Collider-Accelerator Department, BNL, Upton, NY, USA

Abstract
Upgrading  hundreds  of  machines  to  the  next  major

release of an Operating system (OS), while keeping the
accelerator  complex  running,  presents  a  considerable
challenge. Even before addressing the challenges that an
upgrade represents, there are critical questions that must
be answered. Why should an upgrade be considered? (An
upgrade is labor intensive and includes potential risks due
to  defective  software.)  When  is  it  appropriate  to  make
incremental  upgrades to the OS? (Incremental  upgrades
can  also  be  labor  intensive  and  include  similar  risks.)
When  is  the  best  time  to  perform  an  upgrade?  (An
upgrade  can  be  disruptive.)  Should  all  machines  be
upgraded to the same version at the same time? (At times
this may not be possible, and there may not be a need to
upgrade  certain  machines.)  Should  the  compiler  be
upgraded at the same time? (A compiler upgrade can also
introduce  risks  at  the  software  application  level.)  This
paper examines our answers to these questions, describes
how upgrades to the Red Hat Linux OS are implemented
by  the  Controls  group  at  RHIC,  and  describes  our
experiences.

INTRODUCTION
Operating  system  upgrades  are  labor  intensive,

disruptive and almost always come with incompatibilities
and  software  bugs.  Deciding  when  to  perform  OS
upgrades at RHIC has been an evolving process. On the
one  hand,  there  is  the  desire  to  maintain  a  stable
functioning controls system. On the other hand, there is
the desire for new features and capabilities that come with
new versions of an OS. 

Operating system upgrades  come in two flavors.  The
first  is  a  major  OS  upgrade,  where  significant  new
features and revisions are released. At RHIC, where we
use the Linux OS distributed by Red Hat, major releases
are reflected by version number changes, such as Red Hat
Enterprise  Linux(RHEL)5  to  RHEL6.  The  second  type
consists of updates to the current OS version that mainly
consist  of  bug  fixes,  security  fixes,  and  minor
enhancements.  For  Red Hat,  this  is  reflected  by minor
version number changes such as RHEL6.1 to RHEL6.2.

OS UPGRADES AND UPDATES AT RHIC
The Controls group is responsible for upgrading several

hundred Linux machines  at  RHIC.  Over time, we have
mostly reached a consensus that major upgrades to the OS
will be performed based on Red Hat's  schedule for life

cycle  support.  In  the  past,  this  has  been  a  rather
challenging  schedule,  in  that  its  basic  support  phase
(called Production 1) was limited to four years.  Lately,
that  schedule  has been  relaxed a little,  as  Red Hat  has
extended its basic support phase to five and one-half years
[1].  The  Production  1  phase  differs  from  subsequent
phases  in  that  it  includes  software  enhancements  and
support for new hardware.  

Mindful  of  the  inherent  risks  involved  in  adopting  a
new major OS release, we have taken the position that we
will not upgrade to a new version within the first year of
its introduction.

Aside from major OS upgrades,  Red Hat  also makes
minor  releases,  as  well  as  continuous  asynchronous
security and bug fixes, called erratas.  Red Hat provides
software  that  has  the  capability  to  install  these  erratas
automatically when they become available. However,  to
maintain strict control over our update schedule, we have
decided  not  to  use  this  feature.  Instead,  we  update
machines annually to coincide with the RHIC shut-down.
As we intend to run the whole year with a particular OS
update,  and  unlike  major  OS upgrades,  our  policy  has
been  to  install  the  most  recent  minor  release,  and  to
incorporate the erratas at that time.

Our goal is to perform no updates or upgrades to our
systems while the accelerators are operational. However,
we make an exception for bug fixes that correct problems
that  we  actually  encounter,  and  lately  we  have  also
decided  to  include  security  erratas  deemed  critical  by
ITD. Our intention is to limit disruptions, and reduce the
possibility of introducing problematic software while the
accelerators are running. Whether it's a major OS upgrade
or simply an update, it is a rare occurrence where it has
not also introduced bugs that have caused a wide range of
disruptions,  running  the  gamut  from  kernel  crashes,  to
NFS  issues,  to  desktop  difficulties.  Just  recently  a
relatively  innocuous  application  like  the  Nautilus  file
browser  was  found  to  be  causing  major  performance
problems with our NAS file server.

Upgrade Schedule
In  an  effort  to  extend  the  amount  of  test  time,  all

upgrades and updates are scheduled as early as possible
during the summer months when the accelerators are not
running.  To ensure  that  we always  have  a  copy of  the
software packages that are installed on our systems, the
packages are retrieved from Red Hat and stored in a local
repository.  This  repository  is  frozen  once  testing  is
completed and upgrades begin. 

As mentioned earlier, exceptions are made in the event
that  we experience  problems with a  particular  software

______________________________________________

*Work performed under Contract Number DE-AC02-98CH10886 with 
the auspices of the US Department of Energy.
† sev@bnl.gov 
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THE INTERACTION BETWEEN SAFETY INTERLOCK AND MOTION 
CONTROL SYSTEMS ON THE DINGO RADIOGRAPHY INSTRUMENT AT 

THE OPAL RESEARCH REACTOR 
P. Barron, D. Bartlett, W. Brown, D. Federici, M. Stephenson, L. Heffernan, C. Hughes, J. Affleck 

  Bragg Institute, Sydney, Australia

Abstract 
A neutron radiography/tomography instrument 

(DINGO) has been commissioned at the Bragg Institute, 
ANSTO. It utilises thermal neutrons from HB2 of the 
OPAL research reactor with expected flux up to 4.7 x 107 
[n/cm2s] at the sample. One component of the instrument 
is a 2.5 tonne aperture selector wheel filled with a 
shielding mixture. It provides six openings which are 
equipped with various neutron beam optics plus a solid 
‘shutter’ section to block the beam. Utilising the solid 
section as a shutter requires complex interaction between 
the safety interlock and motion control systems. A 
standardised Galil based motion system controls the 
movement of the wheel while a Pilz safety PLC specifies 
the desired position and handles other safety aspects of 
the instrument. A shielded absolute SSI encoder is 
employed to give high accuracy feedback on the position 
in conjunction with a number or limit switches. This 
paper details the challenges in creating a motion system 
with inherent safety, verifying the wheel meets 
specifications, commissioning and the considerations in 
selecting components to withstand high radiation 
environments. 

INTRODUCTION 
The DINGO Radiography instrument is the first at the 

Bragg Institute to use the HB2 thermal beam with an 
estimated flux of up to 4.7 x 107 [n/cm2s]. The main 
components of the instrument (heading outward from the 
reactor face) consist of a primary collimator, collimation 
wheel, Tertiary & Fast Shutter, sample stage, detector 
camera and beam stop (Figure 1). The collimation wheel 
is a single axis drum filled with a wax/steel shielding 
mixture and six square cut outs for neutron optics and a 
larger solid shielding sector to act as a shutter.  

 

Figure 1: DINGO instrument layout. 

All neutron scattering instruments at Bragg require an 
associated Primary, Secondary and Tertiary Shutter for 
safety reasons (some Primary/Secondary Shutters are 
shared). These shutters block the neutrons when closed 
making the instrument area safe to work in. The decision 
was taken to use the collimation wheel as a Secondary 
Shutter as well as providing collimation. This prevents the 
need for another shutter to be added and utilises a 
component that is already required thus taking up less 
space. 

The challenge in using the collimation wheel for this 
dual purpose is historically the safety interlock and 
motion control systems have minimal interactions with 
each being electronically isolated from each other. The 
only standard interaction they have is that of the estop 
function; where a motion contactor is opened disabling all 
the drive motors. 

The fact that the collimation wheel is in a high 
radiation area also requires consideration and is enclosed 
behind 500mm concrete shielding (Figure 2). Access to 
the area is by means of a crane and can take a substantial 
period of time to remove and replace. These reasons make 
the selection of components critical with attention being 
paid to robustness and radiation resistance as any failure 
can take a long time to correct. 

 

Figure 2: Instrument layout with concrete shielding. 

SYSTEM DESIGN 
Safety Interlock System (SIS) 

The Primary Shutters at Bragg are not fail safe, not 
linked to the SIS and thus cannot be relied on to act as a 
safety device; however the Secondary and Tertiary 
Shutters are controlled by the SIS. A Pilz PSS3000 Safety 
programmable logic controller is the primary control 
device for the each SIS.  
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DIAGNOSTIC CONTROLS OF IFMIF-EVEDA PROTOTYPE 
ACCELERATOR 

Jean-François Denis*, Pierre Mattei*, Daniel Bogard, Jean-François Gournay, Yves Lussignol, CEA 
(DSM/IRFU/SIS), Saclay, France  

Philippe Abbon, CEA (DSM/IRFU/SEDI), Saclay, France 

 
Abstract 

The Linear IFMIF Prototype Accelerator (LIPAc) will 
accelerate a 9 MeV, 125 mA, CW deuteron beam in order 
to validate the technology that will be used for the future 
IFMIF accelerator (International Fusion Materials 
Irradiation Facility).  

This facility will be installed in Rokkasho (Japan) and 
Irfu-Saclay has developed the control system for several 
work packages like the injector and a set of diagnostic 
subsystems. At Irfu-Saclay, beam tests were carried out 
on the injector with its diagnostics.  

Diagnostic devices have been developed to characterize 
the high beam power (more than 1MW) along the 
accelerator: an Emittance Meter Unit (EMU), Ionization 
Profile Monitors (IPM), Secondary Electron Emission 
Grids (SEM-grids), Beam Loss Monitors (BLoM and 
µLoM), and Current Transformers (CT).  

This control system relies on COTS and an EPICS 
software platform. A specific isolated fast acquisition 
subsystem running at high sampling rate (about 1 MS/s), 
triggered by the Machine Protection System (MPS), is 
dedicated to the analysis of post-mortem data produced 
by the BLoMs and currents transformers signals. 

OVERVIEW 

Irfu Control System Coordination 
Irfu is in charge of the control system coordination for the 
European group of the LIPAc project. Therefore, Irfu 
provided the control system architecture [1] for the 
different Local Control Systems (LCS).  

Diagnostics Work-package 
The LIPAc includes an ion source, a Radio Frequency 
Quadrupole (RFQ), a Medium Energy Beam transport, 
the first module of a superconducting linac (SRF Linac) 

and a High Energy Beam Transport (HEBT) line 
terminated by a beam dump.  
The diagnostics main goal is to provide all necessary 
information to accurately transport and accelerate the 
beam from the source to the beam dump, then to have the 
complete knowledge of beam characteristics. The 
diagnostics developed or improved at Saclay [1] and set 
downstream the RFQ: 
- Ionization Profile Monitors are used for transverse beam 
profile measurement: the monitor is based on the 
ionization induced by the beam on the residual gas 
enclosed in the beam pipe. 
- Current Transformers will measure the beam current all 
along the LIPAc accelerator: Saclay is in charge of a set 
of one ACCT and one FCT in the MEBT, a set of one 
ACCT and one DCCT in the Diagnostic plate (D-plate) of 
the HEBT and one ACCT located after the dipole of the 
HEBT. These monitors must have a high dynamic range 
and be able to handle duty cycle from pulsed mode to 
Continuous Wave (CW) mode. 
- Two Secondary Electron Emission Grid Monitors will 
be installed, one in the D-plate and one in the HEBT, to 
measure transverse beam profile in pulsed mode. 
Associated with two slits, one for each axes, they will 
help to measure the beam emittance during 
commissioning tests. 
- Beam Loss Monitors are mainly used for the machine 
safety and will provide an interlock signal to the Machine 
Protection System. They are based on LHC-type Ion 
Chambers (IC). 
- In order to optimize the beam core and to minimize the 
beam halo, it was chosen to use Micro-Loss Monitors 
equipped with diamond detectors to work in the 
superconducting part of the accelerator (SRF Linac). 
IC currents and CTs will be sampled to feed a Post-
Mortem system data that will give useful information to 

Figure 1: LIPAc Accelerator with all diagnostics provided by CEA Saclay. 
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A NEW EPICS DEVICE SUPPORT FOR S7 PLCS

S. Marsching∗, aquenos GmbH, Baden-Baden, Germany

Abstract

S7 series programmable logic controllers (PLCs) are

commonly used in accelerator environments. A new EPICS

device support for S7 PLCs that is based on libnodave has

been developed. This device support allows for a simple in-

tegration of S7 PLCs into EPICS environments. Develop-

ers can simply create an EPICS record referring to a mem-

ory address in the PLC and the device support takes care of

automatically connecting to the PLC and transferring the

value. This contribution presents the concept behind the

s7nodave device support and shows how simple it is to cre-

ate an EPICS IOC that communicates with an S7 PLC.

INTRODUCTION

Siemens S7 programmable logic controllers (PLCs) [1]

are prevalent in industrial automation applications because

they offer a modular architecture and a wide range of prod-

ucts for different applications. The platform is so popular

that other companies offer supposedly compatible PLCs.

As they are widely used in experimental physics facil-

ities, integration into the control system should be made

as simple as possible. Therefore, aquenos developed the

s7nodave device support [2] for EPICS [3]. It allows read

and write access to the PLC’s memory without having to

do any control-system specific programming on the PLC.

The addressing scheme used is the same that is used by

the STEP 7 [4] development environment. Thus, using

s7nodave, it is very easy for PLC developers to integrate

their devices into an EPICS-based control system.

S7 PLC PLATFORM

The family of S7 PLCs offers a wide range of devices.

A CPU module is at the center of each device and can be

extended by adding input / output (I/O) modules and com-

munication processors. Communication processors con-

nect the PLC to the outside world using various field-bus

interfaces. Some of the CPUs have some I/O interfaces and

a communication processor already built in.

In order to use s7nodave, a communication processor

supporting PROFINET or a CPU with PROFINET sup-

port is needed. PROFINET effectively offers an Ethernet-

compatible TCP/IP interface, that can be used for commu-

nication between the PLC and a PC running the EPICS

software.

The S7-1200 [5] sub-family is of particular interest be-

cause all of its CPUs have the PROFINET interface and

some I/O interfaces already built-in while being offered at

very competitive prices. Therefore, they are interesting for

∗ sebastian<dot>marsching<at>aquenos.com

applications where traditionally I/O modules based on a

field-bus would have been used.

Memory Model

From the programmer’s point of view, the memory of an

S7 PLC is divided into different areas (see Table 1). Typi-

cally, the areas of interest for access from an EPICS driver

are the input, the output, the marker, and the data block

area.

Table 1: S7 PLC Memory Areas

Name Description

I Input

Q Output

M Marker

DBn Data Block

C Counter

T Timer

The input and output areas represent the memory image

of the input and output modules. At the start of each cycle,

the state of the input and output modules is copied to these

areas. At the end of each cycle, the state stored in the out-

put area is copied back to the output modules, applying the

changes made in memory to the outputs. The data block

and marker areas are used to store the internal state of the

program running on the PLC.

The STEP 7 notation of memory addresses consists of

the area code, the width of the data (if it is not a single bit)

and the address offset within the area. For example, the

address I2.3 refers to the fourth bit in the third byte of the

input area and the address QW4 refers to the fifth and sixth

byte (two bytes form a word) in the output area.

Remote Access

For remote access over the Ethernet interface, there are

two feasible approaches: First, code that reads data from

and writes data to a TCP socket can be added to the PLC

program. A remote program, like an EPICS Input / Output

Controller (IOC), can then use this TCP socket to commu-

nicate with the PLC. This is the approach taken by the S7

PLC device support from PSI [6]. The disadvantage of this

approach is that every piece of information that is supposed

to be used outside the PLC has to be added to the mem-

ory block sent and received by the program running on the

PLC. If another piece of information (e.g. an additional in-

put) shall be read by the EPICS IOC, the PLC program has

to be changed.
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EMBEDDED EPICS CONTROLLER FOR KEK LINAC SCREEN MONITOR 
SYSTEM 

M. Satoh#, K. Mikawa, T. Suwada, and K. Furukawa, Accelerator Laboratory, High Energy 
Accelerator Research Organization (KEK), 1-1 Oho, Tsukuba, Ibaraki 305-0801, Japan 

T. Kudou and S. Kusano, Mitsubishi Electric System & Service Co., Ltd, 2-8-8 Umezono, Tsukuba, 
Ibaraki 305-0045, Japan 

Abstract 
A screen monitor is one of the fundamental beam 

diagnostic tools to measure the transverse beam profile. In 
the KEK electron/positron injector linac, the screen 
monitors have been utilized for the daily beam tuning. 
The screen monitor system comprises a screen monitor, a 
camera, and a control unit. In 1995, the compact screen 
monitor system has been previously developed and 
installed into the linac beam line. The VME-based 
computer control system has been also developed at that 
time. However, the previous screen monitor control 
system becomes obsolete and hard to maintain after more 
than decade of operation. Recently, a new screen monitor 
control system for the KEK injector linac was developed 
and fully installed. The new system is an embedded 
EPICS IOC using the Linux-based programmable logic 
controller. In this paper, we present the new screen 
monitor control system in detail. 

INTRODUCTION 
A screen monitor (SC) control system has been newly 

upgraded towards the SuperKEKB project. The SC of the 
KEK injector linac is a simple beam diagnostics device to 
measure the transverse beam profiles with fluorescent 
screen. The screen material is made of 99.5% Al2O3 and 
0.5% CrO3 (AF995R, Demarquest Co.) by which a 
sufficient amount of fluorescent light can be obtained 
when the electron and positron beams impinge the SC. By 
detecting the fluorescent light with a camera embedded 
with a charge-coupled device (CCD), the transverse 
spatial profiles of the beam can be easily measured. 

The compact SCs were previously developed in 1995 
for the commissioning stage of KEKB project. One 
hundred fifteen compact SCs were installed into the linac 
beam line at that time. The mechanical design was 
reported in detail elsewhere [1], and a VME-based 
computer control system [2] was also developed in order 
to perform fast and stable control of the monitor system. 
The compactness of the monitor along with the fast 
control system made it possible to decrease the consumed 
time for driving the monitor from its home position to the 
center of the beam line. 

The previous SC system has stably worked until the full 
stop of the KEKB operation in the end of June 2010. 
However, after fifteen years from the commencement of 

the KEKB operation, it is very difficult to maintain the 
control system because the most VME modules used in 
this system go out of production. This is the reason why 
we need to develop a new SC control system towards the 
next SuperKEKB project. 
A photograph of typical SC is shown in Fig. 1. A block 
diagram of the whole SC system is shown in Fig. 2. The 
screen actuator comprises a driving rod and an air 
cylinder driven by compressed air through a solenoid 
valve. The actuator inserts (removes) the SC into (from) 
the center of the beam line. The fluorescent light emitted 
from the SC through a glass viewport is guided down to a 
floor level by two optical mirrors, and the fluorescent 
light is detected by a CCD camera. All CCD cameras are 
shielded by a lead block with a shape of cylinder for 
avoiding the radiation damage. The video signals of the 
camera are sent to a monitor control station at the linac 
klystron gallery, where a video-signal selector selects a 
particular channel corresponding to the required SC. Then, 
the selected video signal is sent to the main control room 
through the optical-fiber cables after converting an 
electrical signal to an optical signal by an electro-optic 
converter. The transverse beam-profile image can be 
obtained by an ordinary TV monitor. The digital data of 
the beam profile image is also available because the 
image signal is also fed to a network-based video encoder 
(AXIS 241Q). Figure 3 shows the beam profile image 
captured by the video converter. The digital profile 
images can be easily uploaded to the Web page for the 
operations electric logbook. 

 

 
 
Figure 1: Photograph of the typical screen monitor 
installed in the KEK linac beam line. 
 

 ___________________________________________ _____________ 
# masanori.satoh@kek.jp 
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UPGRADE OF BPM DAQ SYSTEM FOR SUPERKEKB INJECTOR LINAC 
M. Satoh#, F. Miyahara, T. Suwada, and K. Furukawa, Accelerator Laboratory, High Energy 

Accelerator Research Organization (KEK), 1-1 Oho, Tsukuba, Ibaraki 305-0801, Japan 

T. Kudou and S. Kusano, Mitsubishi Electric System & Service Co., Ltd, 2-8-8 Umezono, Tsukuba, 
Ibaraki 305-0045, Japan 

Abstract 
The KEK electron/positron linac is a 600-m-long 

injector that provides the beams with different energy to 
four independent storage rings. The non-destructive beam 
position monitor (BPM) is an indispensable diagnostic 
tool for a long-term stable beam operation. In the KEK 
linac, about one hundred BPMs with the four strip-line 
type electrodes are utilized for the beam orbit and charge 
measurement. The measured beam orbit data is utilized 
for the beam orbit and energy feedback loops. The present 
data acquisition (DAQ) system for BPM comprises the 
twenty four fast digital oscilloscopes. They can work as a 
WindowsXP-based EPICS IOC. 

Toward the SuperKEKB project, the upgrade of 
injector linac is going on for increasing the beam intensity 
and reducing the emittance. The electron beam emittance 
will be reduced one-fifth smaller than that of former 
KEKB project by using a new rf gun. The measurement 
precision of beam position is strongly required for the low 
emittance beam transport. Two new DAQ systems are 
under development as a candidate aiming at the 
measurement precision of 10 m. In this paper, the 
system description and the result of performance 
evaluation are presented in detail. 

INTRODUCTION 
The KEK linac sequentially provides the electron and 

positron beams with different energies and intensities for 
four independent storage rings as shown in Table 1. For 
the improvement of integrated luminosity and stored 
current stability, the simultaneous injection between 
KEKB electron and positron rings has been strongly 
required. In addition, the PF top-up injection has been 
also strongly demanded even during the KEKB injection. 
For these reasons, the injector upgrade project started in 
2004 so that the simultaneous top-up of KEKB 
electron/positron and PF rings. This upgrade was 
completed in April 2009, and the simultaneous top-up 
injection among three independent rings was successfully 
achieved [1]. 

Whereas the KEKB project has completed in the 
summer of 2010, the Super KEKB project has started for 
aiming at the peak luminosity of 40 times higher than that 
of former KEKB project. For this purpose, the injector 
linac upgrade is ongoing for increasing the beam intensity 
and reducing the emittance. In this linac upgrade, main 

issues are the construction of positron damping ring, the 
development of a new positron capture system for 
increasing the positron charge of four times present, and 
the installation of a low emittance electron gun as shown 
in Fig. 1. The performance required of beam position 
measurement is a higher precision of ten micro meters for 
the stable low emittance beam transport. 

 
Table 1:Injection Beam Energy and Charge for Each Ring. 

*Primary electron for positron production 

LOW EMITTANCE PRESERVATION 
For the SuperKEKB project, the emittance of positron 

beam will be reduced 10 mm mrad from 2100 mm mrad 
by using the damping ring newly constructed. The 
emittance of electron beam will be reduced 20 mm mrad 
from 100 by using a low emittance rf gun under 
development. The low emittance electron beam should be 
delivered to the ring without a damping ring due to cost 
reduction. 

In the high intensity linacs, the accelerating structures 
should be precisely aligned since its misalignment causes 
the large emittance growth due to the short range 
transverse wake field. The simulation result based on the 
SuperKEKB linac parameters shows that the acceptable 
misalignment of accelerating structure is less than the 
standard deviation of 0.1 mm. However, it seems to be 
difficult to achieve such fine component alignment in a 

 KEKB e-
/SuperKEKB 

e- 

KEKB 
e+/SuperKEKB 

e+ 

PF PF-
AR 

Injection beam 
energy (GeV) 

8/7 3.5/4 2.5 3 

Beam charge 
/bunch (nC) 

1/5 1 (10*)/4(10*) 0.3 0.3 

 
Figure 1: Schematics drawing of SuperKEKB injector 
linac. The coloured parts will be newly installed for 
SuperKEKB project. 

Sector ASector B

Sector C Sector 1 Sector 2 Sector 3 Sector 4 Sector 5

500 m

100 m

Damping ring
for e+

To Beam Transport

RF gun

Flux Concentrator

_______________________________________________________ 
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A NOVEL ANALYSIS OF TIME EVOLVING BETATRON TUNE

S. YAMADA∗, KEK, Tsukuba, Japan

Abstract
J-PARC Main Ring (MR) is a high-intensity proton syn-

chrotron and since 2009 delivering beam to the T2K neu-
trino experiment and hadron experiments. It is essential to
measure time variation of betatron tune accurately through-
out from beam injection at 3 GeV to extraction at 30 GeV.
The tune measurement system of J-PARC MR consist of a
stripline-kicker, beam position monitors, and a waveform
digitizer. Betatron tune appears as sidebands of harmon-
ics of revolution frequency in the turn-by-turn beam po-
sition spectrum. Excellent accuracy of measurement and
high immunity against noise were achieved by exploiting a
wide-band spectrum covering multiple harmonics.

INTRODUCTION
J-PARC MR is a high-intensity slow-cycle proton syn-

chrotron started user beam operation in 2009 [1]. Main
parameters of the MR are summarized in Table 1. The ma-
chine cycle is 2.48 seconds for the T2K neutrino experi-
ment with fast extraction (FX) and 6.0 seconds for hadron
experiments with slow extraction (SX). Its beam power is
247 kW for FX mode and 24 kW for SX mode. Typical
beam intensity in the SX mode is shown in Fig. 1, overlaid
with time variation of kinetic energy of the beam.

Cycle-by-cycle monitoring of various beam properties,
such as betatron tune, over entire cycle is indispensable for
operation of a high power proton accelerator. Acquiring,
analyzing, and visualizing long waveform datum are mat-
ters of concern in MR control.

Figure 1: Measured circulating beam intensity in SX mode
(red line) overlaid with time variation of kinetic energy of
the beam (blue line). Beam is injected 4 times every 40 ms
at 3 GeV, accelerated to 30 GeV in 1.9 seconds, and slowly
extracted to hadron experiments.

∗ shuei@post.kek.jp

Table 1: Main Parameters of J-PARC MR

Circumference [m] 1567.5
Typical cycle time for FX [s] 2.48
Typical cycle time for SX [s] 6.0
Typical horizontal betatron tune for FX 22.383
Typical vertical betatron tune for FX 20.755
Typical horizontal betatron tune for SX 22.275
Typical vertical betatron tune for SX 20.770
Injection energy [GeV] 3
Extraction energy [GeV] 30
Harmonic number 9
Number of bunches 8
Number of bending magnets 96
Number of quadrupole magnets 216
Number of sextupole magnets 72
Revolution frequency [kHz] 185.7− 191.2

BETATRON TUNE MEASUREMENT
Betatron tune is wavenumber of transverse oscillation

per beam revolution in a circular accelerator. It is observed
as upper and lower sidebands surrounding a harmonic of
revolution frequency, as described in Eq. 1:

f = (N ± ν) frev, (1)

where f is sideband frequency, N harmonic number, ν
fractional part of betatron tune, and frev revolution fre-
quency.

Figure 2: Overview of betatron tune measurement in J-
PARC MR.

Hardware configuration for betatron tune measurement
is shown in Fig. 2. Two devices of the same configuration
are installed in the MR, one for horizontal betatron tune
measurement the other for vertical. A stripline kicker is
used during the measurement to shake the beam horizon-
tally (or vertically) with respect to the beam direction. The
horizontal beam oscillation is then monitored by a beam
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RF SIGNAL SWITCHING SYSTEM FOR ELECTRON BEAM POSITION 
MONITOR UTILIZING ARM MICROCONTROLLER 

Tomonori Toyoda, Kenji Hayashi, and Masahiro Katoh, IMS, Okazaki, Japan

Abstract 
In 2012, for commissioning of UVSOR-III [1], 750-

MeV synchrotron radiation facility of the Institute for 
Molecular Science, we developed a radiofrequency (RF) 
signal switching system. The main specifications are as 
follows: (1) it is a very simple and low-cost system; and 
(2) it can be controlled through LAN. To achieve these 
goals in limited development time, we adopted “mbed,” a 
32-bit ARM microcontroller development kit. Using 
“mbed” as an HTTP server, which stores the HTML (and 
CSS) files that are included a JavaScript library 
“mbedRPC.js,” we can control this system from a Web 
browser. Using this system, we efficiently obtained the 
required parameters in the commissioning. 

In the presentation, we report the overview of the RF 
signal switching system using “mbed” and the method to 
build the application of LAN control using 
“mbedRPC.js.” 

DESIGN OF RF SIGNAL SWITCHING 
SYSTEM 

At the commissioning, particularly before the success 
of the beam storage, it is important to determine the 
number of turns that the beam has circulated, where the 
beam has lost. It is also important to measure the orbit 
parameters before the storage, such as closed orbit or 
betatron tunes. Most of these can be realized by beam 
position detection by using BPM. On the other hand, such 
a system is not necessary in the daily operation. Therefore, 
we decided to construct an RF signal switching system as 
follows: 
 We designed it to be as low-cost and simple as 

possible. 
 We used an existing digital oscilloscope for 

waveform observation and recording. 
 We used existing RF cables that are normally used 

for connecting the BPM heads to the Bergoz signal 
processing system. 

 We set the oscilloscope in the ring and controlled it 
through LAN. 

 We developed a signal switching box that can be 
controlled through LAN. 

The RF signal switching box that we developed is 
shown in Fig. 1. 

OVERVIEW OF RF SIGNAL SWITCHING 
SYSTEM 

Because the BPM signal is a weak (tens of mV to sub-
mV) high-speed pulse (one hundred ps bunch length 
corresponds to several GHz in the frequency domain) 

caused by electron beams circulating at approximately 90 
MHz, we should prevent signal attenuation by switching 
the signal as much as possible. 

We also considered the use of semiconductor switches. 
However, as shown in Table 1, because the losses 
associated with coaxial switches were generally less and 
had wider frequency bands than those of semiconductor 
switches, we decided to use coaxial switches. 

 

Table 1: RF parameters of coaxial switches [2] and 
certain semiconductor switch 

 
The total number of BPM heads in UVSOR is 24, but 

because the development time was limited, we 
constructed a system in which 8 BPM heads can be 
treated. The block diagram of the RF signal switching 
system is shown in Fig. 2. 

First, we select 4 × 4 = 16 from 8 × 4 = 32 BPM signals 
by 16 SPDT (Single-Pole Double-Throw) type coaxial 
switches. Next, we select 1 × 4 = 4 by 4 SP4T (Single-
Pole 4-Throw) type coaxial switches. 

We controlled the switching of coaxial switches using 
“mbed,” which is a 32-bit ARM microcontroller 
development kit produced by NXP semiconductors [3]. 
74ACT04 and MOSFETs were connected to the outputs 
of “mbed” to drive the coaxial switches. In addition, we 
connected a 4-channel digital oscilloscope (5 GHz 

 

Figure 1: Signal switching box (front view).

Products Frequency Insertion Loss 

 (max) 

CCR-33-506 DC-6GHz 0.2 dB 

CCR-38 DC-6GHz 0.2 dB 

Semiconductor DC-2.5GHz 3.8 dB 
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EPICS CONTROL SYSTEM FOR THE FFAG COMPLEX AT KURRI∗

Y. Kuriyama† , Y. Ishi, J.B. Lagrange, Y. Mori and T. Uesugi
Kyoto University Research Reactor Institute (KURRI), Kumatori, Osaka 5900494, Japan

Abstract
In Kyoto University Research Reactor Institute, a fixed-

field alternating gradient (FFAG) proton accelerator com-
plex, which is composed of three FFAG rings, had been
constructed to make an experimental study of accelerator
driven sub-critical reactor (ADSR) system with spallation
neutrons produced by the accelerator.

The world first ADSR experiment was carried out in
March of 2009. In order to increase the beam intensity
of the proton FFAG accelerator, a new injection system
with H− linac has been constructed in 2011. To deal with
these developments, a control system of these accelerators
should be easy to develop and maintain.

The initial control system was based on LabVIEW and
the development had been started seven years ago. Thus it
is necessary to update the components of the control sys-
tem, for example operating system of the computer. The
initial control system had also some minor stability prob-
lems and it was difficult for non-expert of LabVIEW to
modify control program. Therefore, the EPICS toolkit has
been started to use as the accelerator control system in
2009.

INTRODUCTION
Kumatori Accelerator Driven Reactor Test (KART)

project has been started at Kyoto University Research Re-
actor Institute (KURRI) since the fiscal year of 2002 [1].
The main purpose of this project is to study the feasibility
of accelerator driven subcritical system (ADS).

In KART project, the FFAG accelerator complex was
developed as a proton driver for ADS. This complex was
composed of three FFAG rings: injector, booster and main-
ring (MR) [2], respectively. Figure 1 is a picture of this
complex.

With this complex, 100 MeV - 0.1 nA proton beam was
achieved with 30 Hz repetition and the world first ADS ex-
periment was carried out in March, 2009 [3].

To increase the beam intensity of this complex for the
ADS experiment, new injection scheme with H− ions was
developed [4] and the construction of this new injection
system was completed in 2011. Using this new injection
scheme, this complex achieved 100 MeV - 10 nA with 20
Hz repetition in 2012. And acceleration up 150 MeV has
been achieved with 1 nA in 2012.

The present FFAG accelerator complex with this new in-
jection system is composed of

∗This work was supported by Japan Science and Technology Agency
under its Strategic Promotion of Innovative Research and Development
Program.

† kuriyama@rri.kyoto-u.ac.jp

1. Ion source

2. Injector 3. Booster

4. Main ring

5. KUCA

Figure 1: The initial FFAG accelerator complex in KURRI.

• Negative hydrogen (H−) ion source.
• 11MeV Linac.
• Beam transport to MR from Linac (HEBT).
• 150MeV FFAG MR.
• Beam transport to KUCA from MR (MCBT).

Figure 2 shows the present status of this complex.

11MeV Linac
(Ave. 10nA)

150MeV FFAG MR
(150MeV - 1nA,
  100MeV -10nA)

Reactor
 (KUCA)

HEBT

MCBT

Irradiation Experiment

H- 
Ion-source

Figure 2: The present FFAG accelerator complex in
KURRI.

INITIAL CONTROL SYSTEM
The control system for this complex must accept such

developments and changes. The initial control system was
based on programmable logic controllers (PLC), FA-M3R
series which manufactured by Yokogawa Electric Corpo-
ration, and LabVIEW, manufactured by National Instru-
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EPICS-BASED CONTROL SYSTEM FOR NEW SKEW QUADRUPOLE
MAGNETS IN J-PARC MR

K.C. Sato , S. Yamada, J. Takano, N. Kamikubota, S. Igarashi, N. Yamamoto∗

J-PARC, KEK & JAEA, Ibaraki, Japan
S. Yoshida, Kanto Information Service (KIS), Accelerator Group, Ibaraki, Japan

Abstract
In J-PARC Main Ring (MR), a control system for new

skew quadrupole magnets has been constructed. This sys-
tem is based on EPICS (Experimental Physics and Indus-
trial Control System). The system comprises a PLC con-
troller running Linux, a function generator, and a commer-
cial DC amplifier. The function generator is controlled us-
ing VXI-11 protocol over Ethernet, and the amplifier is
connected to PLC I/O modules with hardwire. Both de-
vices are controlled by the PLC controller. The function
generator produces a ramp-up waveform at each MR ma-
chine cycle of 2.48 seconds. The DC amplifier drives the
skew quadrupole magnet. The control system for skew
quadrupole magnets was developed in 2012, and has been
in operation since January 2013.

INTRODUCTION
J-PARC (Japan Proton Accelerator Research Complex)

is a high-intensity proton accelerator facility. It has been
operated collaboratively by Japan Atomic Energy Agency
(JAEA) and High Energy Accelerator Research Organiza-
tion (KEK). It consists of three accelerators: a linear accel-
erator (LINAC), a Rapid Cycling Synchrotron (RCS), and
a Main Ring (MR).

MR started beam operation in 2008. MR has a three-
fold symmetry. Three straight sections are dedicated to
“injection and beam collimators”, “slow extraction”, and
“rf cavities and fast extraction” [1]. Four skew quadrupole
(SKQ) magnets were installed into the two of three straight
sections in November 2011. Two magnets are located in
each insertion section. Figure 1 shows locations of the
SKQ magnets. The purpose of these magnets is to reduce
the sum resonance effect, which comes from the rotational
alignment errors of the 216 quadrupole magnets and the
vertical closed orbit distortion at the 72 sextupole mag-
nets [2].

The effectiveness of quadrupole magnets was demon-
strated in the MR beam study of April, 2012. However at
that time, they were stand-alone devices: not remote con-
trollable, and not synchronized to the MR machine cycle.

In J-PARC, we have been using a control system to con-
trol the accelerator equipment [3]. It was developed by
EPICS (Experimental Physics and Industrial Control Sys-
tem) toolkit [4]. A new EPICS-based sub-system has been
constructed to control the SKQ magnets. Using a standard

∗kenichi.sato@j-parc.jp

Figure 1: Four SKQ magnets in J-PARC MR.

controller (i.e. PLC) and a commercial amplifier as a power
supply, we succeeded to develop the sub-system at lower
cost, in shorter-time, than usual.

OVERVIEW OF SKQ CONTROL SYSTEM
Control overview for two of four SKQ magnets is shown

in Figure 2. The SKQ control system is composed of four
different devices.

Figure 2: Devices of the SKQ control system.

(a) A PLC controller (YOKOGAWA F3RP61-2L [5]),
which has a CPU loading Linux and I/O modules.
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IMPLEMENT AN INTERFACE FOR CONTROL SYSTEM TO INTERACT 
WITH ORACLE DATABASE AT SSC-LINAC 

Shi An, Wei Zhang, Kewei GU, Junqi Wu, Xiaojun Liu, IMP, Lanzhou, China 

 
Abstract 

SSC-LINAC control system is based on EPICS 
architecture. The control system includes ion sources, 
vacuum, digital power supplies, etc. In these subsystems, 
some of those need to interact  with the Oracle database, 
such as power supplies’ control subsystems, which need 
to get some parameters while power supplies are running 
and also need to store some data with Oracle. So we 
design and implement an interface for EPICS IOC to 
interact with the Oracle database. The interface is a soft 
IOC which is also based on EPICS architecture, so other 
IOCs and OPIs can use the soft IOC interactive with 
Oracle via Channel Access protocol. 

INTRODUCTION 
SSC is a separated-sector cyclotron. To improve the 

efficiency of HIRFL, a linear accelerator is considered as 
a new injector for SSC of HIRFL [1]. The SSC-LINAC 
control system is based on EPICS. Also we use Oracle to 
store some history data and some parameters for control 
system. For these reasons we design a soft IOC (see Fig. 
1) be an interface between EPICS and Oracle. 

 
 
 

Ethernet 
 
 
 
 
                                                  …….  
 

 
 

Figure 1: Structure of SSC-LINAC control system. 
 

All of the other IOCs can interact with Oracle via the 
interface. For the OPI (or other IOC) they don’t need to 
know the detail of how to connect to Oracle database, just 
access the PV to interact with it. 

DESCRIPTIONS 
This part will describe design and implementation of 

the soft IOC. Descriptions include four sections and each 
section is introduced in detail as following. The structure 
of the soft IOC is shown in Figure 2. 

Structure of the Soft IOC 
The bottom of the structure is Oracle database; above 

Oracle is OCI, which provides necessary APIs for the 
database. In the middle layer is device support of EPICS 

architecture. In this case Oracle is also a soft device for 
the EPICS. The device support includes a very useful and 
convenient C++ library, OTL 4 [2]. All of function of 
write and read the database is implementation via the 
OTL. The top of the structure is record support. SSC-
LINAC control system creates some record support for 
each different subsystem.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
 
 

Figure 2: Structure of the soft IOC. 

 

Construction, Development, and Runtime 
Environment of the Soft IOC  

To development the soft IOC, a computer who runs the 
soft IOC need to construct development (or runtime) 
environment.  

First need to download the OCI from Oracle support 
web site. There are two packages are necessary, they are 
Client_Bascic (library) and Client_SDK (C/C++ header 
file). After downloaded and installed packages also need 
to set the environment variable LD_LIARARY_PATH as 
the path where the location of OCI library. 

Second step is to construct runtime environment of the 
soft IOC. Environment variable ORACLE_HOME will be 
set as the Oracle base path and TNS_ADMIN must be set 
as the path where locations of tnsnames.ora file. Figure 3 
shows a sample of tnsnames.ora file. You must correct 
configure the file to connect Oracle database. 

OTL 
The soft IOC use OTL to access OCI. First is get the 

OTL from http://otl.sourceforge.net/otl3_down.htm. The 
OTL library just is a head file. Put the head file into 
EPICS IOC source directory after downloaded it. After 
that you can use the function of the OTL. Figure 4 shows 
add OTL support into device support source code.

OPI 

IOC 

PS 

IOC 

Vacuum 

Soft IOC 

Oracle

Record 

Device Support 
OTL 

OCI 

Oracle 
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THE SSC-LINAC CONTROL SYSTEM 
W. Zhang, S. An, S. Z. Gou, K.W. Gu, X. J. Liu, M.Yue 

 IMP, LAN Zhou 730000, P.R. China

Abstract 
This article gives a brief description of the SSC-Linac 

control system for Heavy Ion Research Facility of 
Lanzhou (HIRFL) [1]. It describes in detail mainly of the 
overall system architecture, hardware and software. The 
overall system architecture is the distributed control 
system. We have adopted the EPICS system as the system 
integration tools to develop the control system of the 
SSC-Linac. We use the NI PXIe chassis and PXIe bus 
master as a front-end control system hardware. Device 
controllers for each subsystem were composed of the 
commercial products or components designed by 
subsystems. The operating system in OPI and IOC of the 
SSC-Linac control system will use Linux. 

INTRODUCTION 
Heavy Ion Research Facility in Lanzhou is component 

by the SFC, SSC, CSRm and CSRe.The HIRFL is 
currently operating in series. As the sole HIRFL injector, 
SFC running time over 7000 hours per year. It not only to 
work alone, but also provide SSC and CSR beam. 

When the SFC working alone, SSC and CSR are in the 
stopped state; When the SFC + SSC for beam time, CSR 
is in shutdown state; When the SFC + CSR for beam time, 
SSC is in shutdown state. This situation makes the whole 
accelerator performance of the device cannot be fully 
exploited for beam time has been greatly hampered. Build 
a platform for the SSC linear injector - SSC-LINAC is for 
Heavy Ion Research Facility in Lanzhou platform upgrade 
is an important content. Additional injector combined 
with time-sharing method for beam can ease the pressure 
of SFC , but also can achieve SFC, SSC, CSR 
independent work in parallel, effectively improve the 
system for the accelerator beam capacity, increasing the 
actual time for the beam , the beam to meet growing 
customer demand. 

SSC-LINAC is the injector of separated sector 
cyclotron (SSC). SSC-LINAC mainly is composed by the 
ion source, low energy beam transport line (LEBT), RFQ 
accelerator , Medium energy beam line (MEBT), IH -type 
DTL linear accelerator and high-energy beam injection 
line (HEBT). Overall Layout of SSC-LINAC shows in 
Fig. 1. 

SSC-LINAC control system has nine major categories. 
They are the power supply control system, RF control 
system, vacuum control system, beam diagnostic control 
systems, magnet field control system, the ECR control 
systems, Basic conditions control systems, safety 
interlock protection control system and radiation safety 
and protection control system. 

  
Figure 1: Overall Layout of SSC-LINAC. 

 

SYSTEM INTRODUCTION 
The SSC-LINAC uses a distributed control system, also 

called the "standard model.” It is divided into the operator 
interface layer, the front-end layer and the device control 
layer. Different levels between devices us the network 
and field bus for data communication. The new control 
system requires the improvements based on the HIRFL-
CSR control system. Combining with the current 
international LINAC device control system status and 
development trend, we use EPICS [2] system as system 
integration tools to develop SSC-LINAC control system. 
It includes some front-end computers installed real-time 
operating system. The Front-end computer communicates 
with field I/O devices through different fieldbus. The 
operator interface achieves communication with the front 
end computer through the Internet. In addition to the 
three-tier structure, there is a gateway used to isolate 
control network and devices network. At same times, it 
provides all control system parameters for computer of 
external control network. The structure shows in Fig. 2. 

Figure 2: System structure of SSC-LINAC. 

HARDWARE 
SSC-LINAC control system hardware consists of three 

parts: the operator console devices, the front-end control 
equipment and the network and database devices. The 
front-end computer generated real-time database systems, 
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UPGRADE OF THE NUCLOTRON INJECTION CONTROL AND 
DIAGNOSTICS SYSTEM 

Evgeny V. Gorbachev, Alexander Kirichenko, Sergey Romanov, Tatyana Vladimirovna 
Rukoyatkina, Vladimir Tarasov, Valery Volkov, Georgy Sergeevich Sedykh, JINR, Dubna, Russia

Abstract 
The Nuclotron is a 6 GeV/u superconducting 

synchrotron operating at JINR, Dubna since 1993. It will 
be the core of the future accelerating complex NICA 
which is under development now. The report presents 
details of the Nuclotron injection hardware and software 
upgrade to operate under future NICA control system 
based on Tango. The designed system provides control 
and synchronization of electrostatic and magnetic 
inflector devices and diagnostics of the ion beam injected 
from 20MeV linear accelerator to the Nuclotron. The 
hardware consists of a few controllable power supplies, 
various National Instruments’ acquisition devices and a 
custom-designed controller module. The software consists 
of a few C++ Tango device servers and NI LabView 
client applications. 

INTRODUCTION 
The project to build a new accelerator complex NICA 

(Nuclotron-based Ion Collider fAcility) on the basis of the 
modernized Nuclotron accelerating facility is currently 
under development at JINR. The main goal of the project 
is to provide experiments with colliding ion beams to 
study both hot and dense strongly interacting baryonic 
matter and spin physics (in collisions of polarized protons 
and deuterons). Experiments on the Nuclotron extracted 
beam and internal target will be continued as well. 

The project implementation requires the construction of 
new high intensity ion sources, modernization of the 
existing linear accelerator LU-20 and construction of a 
new heavy ion linear accelerator, a superconducting 
booster synchrotron, two superconducting collider rings 
and a few necessary beam transfer lines. 

The main element of the collider injection chain is the 
Nuclotron synchrotron. It will provide the acceleration of 
heavy ions up to the experiment energy in the range of 
1÷4.5 GeV/u and protons in the 5÷12.6 GeV energy range 
[1].  The Nuclotron is currently used for fixed target 
experiments at extracted beams and experiments with the 
internal target. 

The new accelerator complex distributed control system 
based on TANGO is being developed within the 
framework of the NICA project. Particularly, the 
modernization of the existing Nuclotron synchrotron 
control system is carried out now. Several Nuclotron 
subsystems were fully rebuilt during the last year to 
upgrade their hardware and implement new software 
compatible with the TANGO based control system. The 
upgrade of the Nuclotron injection control and diagnostics 
system is described in the report. 

SYSTEM OVERVIEW 
The Nuclotron injection system (see Fig. 1) is intended 

for a one-turn injection of the heavy ion beam with the 
energy of 5MeV/u from the linear accelerator LU-20 into 
the Nuclotron ring.  

The injection scheme provides beam deflection in the 
vertical plane. The layout of the one-turn injection 
consists of two main elements – the superconducting 
deflecting septum magnet and the electrostatic kicker 
(inflector plates) [2]: 

 
Figure 1: Nuclotron injection layout. 

The superconducting septum magnet is supplied with 
direct current while the voltage between inflector plates is 
periodically changing. One of the plates is charged to 
voltage, which is required for the final beam fitting into 
the Nuclotron orbit, and then discharged by a gas-filled 
thyratron after the one-turn injection. The residual voltage 
between the plates must be rather small to prevent 
disturbance of the circulating beam. 

The main characteristics of the electrostatic kicker are 
shown in the table below: 

Table 1: Electrostatic Kicker Parameters 
1. Nonlinearity of electric field in the 

working area < 1% 

2.  Voltage on the plates (40+0.4)kV 
3.  Discharge time <100 nsec 
4. Rest voltage for 1 msec after 

discharge 
<2% 

5. Total capacity of the potential plate 
relative to ground 280pF 

6. Total inductance 0.4 μH 
7. Wave impedance 37.8 Ohm 
The injection control and diagnostics system upgrade 

includes design and installation of the new hardware - 
septum magnet and electrostatic kicker power supplies, a 
thyratron modulator, custom-designed electronics units, a 
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THE POWER SUPPLY SYSTEM FOR ELECTRON BEAM ORBIT 
CORRECTORS AND FOCUSING LENSES OF KURCHATOV 

SYNCHROTRON RADIATION SOURCE 

N.I.Moseiko, A.G. Valentinov, V.N. Korchuganov, Yu.V. Krylov, V.V. Kordjekov, L.A. Moseiko,  
S.G.Pesterev, National Research Centre Kurchatov Institute, Moscow, Russia, A.S. Chepurnov, 

I.V. Gribov, A.S. Nikolaev,  SINP MSU, Moscow, Russia, A.F. Shamarin, I.V. Akimenkov 
“MARATHON” Ltd., Russia, Yu.V. Efimov CJSC RTSoft, Moscow, Russia 

Abstract 
The modernization project of the low-current power 

supply system of Kurchatov Synchrotron Radiation 
Source [1] has been designed and is under 
implementation now. It includes transition to the new 
power suppliers to feed electron beam orbit correctors and 
focusing lenses.[2] Multi-level control system, based on 
CAN/CANopen fieldbus, has been developed for specific 
accelerator applications, [3] which allows startup and 
continuous run of hundreds of power supplies together 
with the other subsystems of the accelerator. The power 
sources data and status are collected into the archive with 
the Sitect SCADA 7.2 Server и SCADA Historian Server. 
The following operational parameters of the system are 
expected: current control resolution -  0.05% of IMAX; 
current stability  -  5*10-4  ; 10 hours current variance  -  100 
ppm of IMAX ;  temperature drift - 40ppm/K0 of IMAX. 

POWER SUPPLY STRUCTURE CHART  
As a primary power source we use industrial single 

output power supply, which feeds PWM switches (fig. 1). 
The PWM frequency is determined taking into account 
acceptable level of current ripple in the resistive load, 
which must not exceed 0.1% of maximum current value. 
In our case the PWM operates at 50 KHz, allowing more 
then 1000 primary steps for each PWM channel. High 
resolution PWM of the TMS320 microcontroller provides 
extra 120-130 PWM levels within a primary step. When 
unipolar operation is used, power drivers are commutated 
from bridge circuit to the parallel one. This provides 
doubling of the maximum load current, but at the same 
time, utilization of the only PWM channel halves output 
current resolution. 
 

 
 

Figure 1: Power supply block diagram. 

 

Precision shunt resistors USR4-3425 have temperature 
coefficient not exceeding 5 ppm/K, providing long-term 
calibrated current stability better than 10-4 of maximum 
level. For current and voltage quantization we use fast 18-
bit successive approximation ADC AD7690. All current 
control tasks are executed by the microcontroller 
software. 

POWER SUPPLY PROGRAM AND 
ALGORITHMS 

Direct digital control methods, implemented by the 
power supply microcontroller, nominate additional 
requirements for the precision and stability of the current 
measurements data. 18-bit accuracy is required to utilize 
high resolution PWM full range. Primary measurements 
data is acquired by each ADC every 40 microseconds. 
Effective resolution of the data in service conditions is 
less then 14 bits. To achieve adequate accuracy two-stage 
data processing with trimmed mean method is applied. 
The first stage processing employs 1 ms data windowing 
with 25 primary ADC results. The second one utilizes 20 
results of the first stage processing with 20 ms data 
windowing. Trimming parameters are chosen to provide 
impulse noise filtering, while data window size selection 
suppresses rippling from primary power source as well as 
mains noise. In the upshot, 18-bit resolution is achieved 
with the final result obtained not later then 17 mS after 
ADC input signal is changed. 

The current control algorithm is based on optimization 
method and operates with stationary current value. It is 
assumed, that the time of the current own stability is 
longer, then the duration of transient process after PWM 
setpoint change. This means, there is explicit response 
function to the PWM setpoint single step. The algorithm 
dynamic properties are specified with two programmable 
parameters: the current slew rate and transient duration. 
Key internal parameters of the control method are slope 
values of integral and differential current characteristics. 
They are specified as the ratio of increment of the load 
current to the corresponding increment of the PWM 
setpoint. The slope values are determined by the power 
supply proper characteristics, like primary source voltage 
and by the load properties. The parameters are regularly 
calculated in the process of the power source operation. 
Their assessment is smoothed by the exponentially 
weighted moving average. The degree of weighting 
decrease for the integral current characteristics is equal to 
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UPGRADE  SYSTEM OF VACUUM MONITORING OF SYNCHROTRON 
RADIATION SOURCES OF NATIONAL RESEARCH CENTRE 

KURCHATOV INSTITUTE 
 

N. I. Moseiko, V. . Dombrovsky, V.N. Korchuganov, Yu.V. Krylov, L.A. Moseiko, D.G. 
Odintsov, B.I. Semenov, A.V. Shirokov, National Research Centre Kurchatov Institute, Moscow, 

Russia 
Yu. V. Efimov, CJSC RTSoft, Moscow, Russia 

 
Abstract 

Modernization project of the vacuum system of the 
synchrotron radiation source at the National Research 
Centre Kurchatov Institute (NRC KI) has been designed 
and implemented [1]. It includes transition to the new high-
voltage power sources for NMD and PVIG–0.25/630 
pumps. The system is controlled via CAN-bus, and the 
vacuum is controlled by measuring pump currents in a 
range of  0.0001–10 mA. Status visualization, data 
collection and data storage is implemented on Sitect 
SCADA 7.2 Server and SCADA Historian Server. The 
system ensures a vacuum of 10–7 Pa. The efficiency and 
reliability of the vacuum system is increased by this work, 
making it possible to improve the main parameters of the 
SR source. 

INTRODUCTION 
The vacuum system of the SR source (synchrotron) 

should ensure a vacuum of 10–7 Pa. In this case, NMD-
type magnetic-discharge diode pumps with a pump 
capacity of 0.16 m3/s and 0.4 m3/s are placed on the 
small ring of the synchrotron. PVIG 250/620-type 
vacuum-ion-getter stations with a pump capacity of 
0.25m3/s/630 l/s are placed on the large ring of the 
synchrotron.  

EQUIPMENT OF THE VACUUM SYSTEM 
Works on replacing outdated DIV-6 vacuum power 

sources with a 5-kV output voltage, used for energizing 
PVIG 0.25/630 pumps (800 pieces) in the BS storage of 
the synchrotron, are completed. The DIV-6 sources were 
replaced by new VIP-27 high-voltage four-channel power 
sources with a 5-kV/7-kV supply voltage [2]. The use of 
VIP-27 sources allowed us to increase pump capacity by 
30% and reduce the time it takes to bring the system (after 
opening the chamber) to the operating conditions of the 
synchrotron by 10 h. 

The VIP-27 source is controlled by BUP-27 units, 
which also measure the output voltages (UP) and currents 
of sources (IP) of the pumps (which used to be measured 
by outdated IVA-16 units). The VIP-27 power source 
with the BUP-27 control unit are placed in a standard 3U 
Euromechanics crate (Fig. 1). For powering 80 vacuum 
pumps of the large ring of the SR source, twenty crates 
with VIP-27 power sources and BUP-27 units are used. 
The SQL-server of the vacuum system controls the power 

source of all the pumps via a common CAN bus. Data on 
the pump currents (IP) obtained by it are transmitted to 
the main server of the SR source. 

 VIP-27 High-Voltage Power Source 
Let us present the main technical characteristics of the 

VIP-27 source (Fig. 1) designed at OOO KBST (Vyborg). 
The VIP-27 source ensures the following:  an open-circuit 
voltage of 5.0 ± 0.1 kV and 7.0 ± 0.1 kV,  an output 
voltage no smaller than 4 kV with a load current of 4 mA 
and a setup open-circuit voltage of 5 kV, an output 
voltage no smaller than 6 kV with a current load of 4 mA 
and a setup open-circuit voltage of 7 kV,  a short-circuit 
current of 10 ± 1 mA, and a remote switch to the START 
mode from the STOP mode and the other way around. 

 

 
Figure 1: VIP-27 power source. 

Physically, the VIP-27 source is fulfilled in a 19'' 
Euromechanics standard basket with a 3U height (133 
mm), 84TE width (426 mm), and 300-mm depth. The 
basket contains six 12TE modules of equal width (60 
mm), namely, four high-voltage modules, one power-
supply module, and one BUP-27 interface 
control/diagnostic module. The power system 
consumption is no higher than 150 W. 

The BUP-27 unit is based on a mini MODUL-167 SBC 
computer, and it is the interface card (Fig. 2). The VIP-27 
unit is intended for the control of four channels of the 
VIP-27source via the CAN bus. It is connected to the 
computer through the CAN bus or RS-232 interface. It 
ensures the on/off switch of each channel, the selection of 
the output voltage (5.0/7.0 kV) of each channel, and 
measurements of the amplitudes of the output voltage and 
current of each channel to determine the vacuum. 
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FIRST OPERATION OF NEW ELECTRON BEAM ORBIT MEASUREMENT 
SYSTEM AT SIBERIA-2 

Ye. Fomin, V. Korchuganov, N. Moseiko, S. Tomin, A. Valentinov 
NRC Kurchatov Institute, Moscow, Russia 

R. Hrovatin, P. Leban, Instrumentation Technologies, Solkan, Slovenia

Abstract 
The paper focuses on the results of commission and us-

age of the electron beam orbit measurement system at 
synchrotron radiation source SIBERIA-2 realized at pre-
sent time at Kurchatov Institute. 

The main purpose of new orbit measurement system 
creation is an improvement of the electron beam diagnos-
tic system at the storage ring. This system provides con-
tinuous measurements of the electron beam closed orbit 
during storing, ramping and operation for users. Besides, 
with the help of the system it is possible to carry out turn-
by-turn measurements of the electron beam trajectory 
during injection process. After installation of new orbit 
measurement system we obtained a very good instrument 
to study electron beam dynamics into the main storage 
ring in detail. 

The paper describes the new orbit measurement system, 
its technical performance, the results of commission and 
our experience. 

INTRODUCTION 
The SIBERA-2 is the 2nd generation synchrotron radia-

tion light source. At the present time we carry out differ-
ent works to upgrade and improve consumer quality of 
synchrotron radiation beams. In particular, new synchro-
tron radiation beam lines and user's experimental stations 
are constructed, new systems are installed, a replacement 
of some execution units and control electronic devices is 
carried out, acquired, stored and analyzed data are pro-
gressively extend, the requirements to quality of synchro-
tron radiation and electron beams are made more stringent 
and much more. Some electron beam parameters at stor-
age ring SIBERIA-2 are presented at Table 1. 

Table 1: Electron beam parameters at SIBERIA-2 

Beam current, mA 1 - 200 

Revolution frequency, MHz 2.4152 

Beam emittance, nm·rad 18 - 98 

Lifetime at 160 mA current, h ~ 20 

Number of bunches 1 - 75 

Bunch sizes, mm: σx, σz, σs  0.34, 0.059, 20.0 

In the spring of 2013 existing electron beam orbit 
readout system has been replaced by modern electronics 
providing more flexibility in data readout and high-speed 
interfaces. Libera Brilliance from Instrumentation Tech-
nologies has been adopted for the electronics upgrade. 

The accelerator has 24 beam position monitors 
(pickups) around the ring. For data processing from one 
pickup one Libera Brilliance unit is used. All Libera Bril-
liances units are concentrated in 4 groups and installed in 
4 racks inside the accelerator tunnel on the inner side of 
the shielding wall of the storage ring just above the accel-
erator median plane (See Fig.1). Measured radiation 
background at the place of racks location does not exceed 
the maximum radiation level for normal equipment opera-
tion.  

All racks are interconnected with synchronization sig-
nals (Machine revolution clock, Trigger) and Ethernet 
connection. Each devices group consists of 6 Libera Bril-
liance, 1 Clock splitter and 1 Ethernet switch. See the 
Figure 2 for detail. 

 

Figure 1: Distribution of BPMs and electronics. 

The instruments run on embedded Linux OS (armel). In 
the first stage, EPICS IOC provides the control and data 
readout to the control system. EPICS IOC (is used as IO 
server) and EDM screens (is used as graphical user inter-
face) are controlled under Ubuntu Linux operation sys-
tem.  

The detail description of Libera Brilliance units func-
tionality is presented in the reference [1]. 

SYSTEM OVERVIEW 

Upgrade Steps 
The upgrade to the new readout system required instal-

lation of new RF cables including removal and re-fitting 
of the BPM connectors. The installation of new cables 
and complete setup of Libera Brilliance instrument 
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NSLS-II BOOSTER RAMP HANDLING 
Pavel Cheblakov, Anton Derbenev, Ruslan Kadyrov, Sergey Karnaev,  
Stanislav Serednyakov, Evgeny Simonov, BINP, Novosibirsk, Russia 

Timur Shaftan, Yuke Tian, BNL, Upton, NY 11973, USA

Abstract 
The NSLS-II booster [1] is a full-energy synchrotron 

with the range from 200 MeV up to 3 GeV. The duration 
of ramping cycle is 1 or 0.5 second. A set of electronics 
[2] developed in BNL for the NSLS-II project was 
modified for the booster Power Supplies (PSs) control. 
The set includes a Power Supply Interface (PSI) which is 
located close to a PS and a Power Supply Controller 
(PSC) which is connected via 100 Mbit Ethernet to 
EPICS IOC running in a front-end computer. A sequence 
of 10k setpoints (ramp waveform) uploaded to the 
memory of PSC defines behaviour of the PS in the 
machine cycle. Special functions are implemented in the 
IOC to check a smooth shape of the ramping waveform. 
Ramp Manager (RM) high level application written in 
Python is developed to provide an easy changing, 
comparing, copying the ramping waveforms, and 
uploading them to the IOC. RM provides check of a 
waveform derivative, manual adjusting of the waveform 
in graph and text format, and covers specific features of 
the booster PSs control. This paper describes tools for the 
booster ramp handling. 

INTRODUCTION 
The control of the booster cycle is based on use of the 

ramp waveform of 10k setpoints through 100 usec which 
is implemented as a waveform process variable (PV) in 
EPICS IOC. The cycle start event coming from the 
NSLS-II timing system [3] trigger all PSCs to perform the 
uploaded ramp waveforms.  

The beam ramping in the booster is provided by 
synchronous change of magnetic fields in dipoles (three 
serially connected sets of magnets) and quadrupoles (also 
three serially connected sets of magnets) and voltage in 
RF cavities. The ramping time is about 300 ms  
(see Fig. 1).  

 

Figure 1: Ramping curves for main magnets and RF 
in 1 Hz cycle mode. 

The setpoint ramping waveforms of magnetic elements 
should match each other with relative accuracy of 10-3 
during the beam ramp. Dipole and quadrupole PSs require 
very smooth shape of curves without jumps of the fist and 
the second derivatives. The RF amplitude setpoint 
waveform also should follow the shape of the dipole 
ramping curve.  

Final checking of the ramp waveform before the 
uploading to PSC is automatically performed in PS IOC 
[4]. Forming of the shape of PSs control signal and initial 
checking of the signal are performed with a help of RM 
tool which has two modes of the ramp waveform edition: 
linear interpolation between nodes and polynomial.  

The beam injection and extraction are provided by the 
pulsed elements: septum magnets and injection and 
extraction “fast” kicker magnets. The injection septum 
and kickers are specified to operate in a double injection 
(stacking) mode in 100 ms interval. Use of the 10k 
setpoint waveform provides a flexible control of the 
reference for the each shot. Additional features are 
implemented in RM to provide a required accuracy for 
operation of the pulsed elements in the stacking mode: 
RM applies some feed forward reference voltage for 
charging devices before the second shot.  

Another feature of the booster control is a procedure of 
amplitude and phase reference voltages uploading to the 
booster RF system. This procedure requires a sequence of 
operations which is implemented as a script in RM. 

CHECK FUNCTIONS IN  
POWER SUPPLY IOC 

Before uploading to PSC the sequence of checking 
operations are performed in IOC with 10k setpoint 
waveforms for each point:  

 All values should be in the limits of PSI output 
voltage -10 … +10 V for bipolar mode of the PSI, 
and 0 – 10 V for unipolar mode; IOC reads the PSI 
polarity before this check procedure. 

 Each voltage step for each 100 us time step (first 
derivative: abs(f(xi)-f(xi-1)) should be less than 
tolerable step 1 for correspondent type of PS. 

 A difference between sequential differences for each 
100 us time step (second derivative: abs(f(xi)-f(xi-1)-
f(xi+1)-f(xi)) should be less than tolerable difference 

2 for correspondent type of PS. 
 The first and the last values (end points) in the 

waveform should be equal. 
Then the new waveform is compared with uploaded 

waveform. In case of high-energy PSs (dipoles and 
quadrupoles) if the first point of the new waveform differs 
from the last point of uploaded waveform more than 1 

Proceedings of ICALEPCS2013, San Francisco, CA, USA THPPC053

Control System Upgrades

ISBN 978-3-95450-139-7

1189 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



DESIGN AND IMPLEMENTATION OF LINUX DRIVERS FOR NATIONAL
INSTRUMENTS IEEE 1588 TIMING AND GENERAL I/O CARDS

K.A. Meyer*, K. Vodopivec, Cosylab Ltd, Ljubljana, Slovenia
R. Sabjan, K. Zagar, COBIK, Solkan, Slovenia#

Abstract
Cosylab  is  developing  GPL Linux  device  drivers  to

support  several  National  Instruments  (NI)  devices.  In
particular, drivers have already been developed for the NI
PCI-1588, PXI-6682 (IEEE1588/PTP) devices and the NI
PXI-6259 I/O device. These drivers are being used in the
development of the latest plasma fusion research reactor,
ITER, being built at the Cadarache facility in France. 

In  this  paper  we  discuss  design  and  implementation
issues, such as driver API design (device file per device
versus  device  file  per  functional  unit),  PCI  device
enumeration, handling reset, etc. We also present various
use-cases  demonstrating  the  capabilities  and  real-world
applications of these drivers.

BACKGROUND
ITER,  the  next  generation  of  magnetically  confined

plasma  fusion  reactor,  is  being  built  at  the  Cadarache
facility  in  France.  Designed  to produce  up to  10 times
more energy than it consumes, ITER succeeds the Joint
European  Torus  (JET),  and  precedes  the  future
commercial plasma fusion demonstrator (DEMO).

The  National  Instruments  (NI)  hardware  selected  by
ITER is versatile, of high manufacturing quality, provides
important  features  such  as  triggering  signals  on  the
backplane and is also cost effective. However, since ITER
has also adopted Red Hat Enterprise Linux (RHEL) as the
operating  system  (OS)  for  their  instrumentation  and
control systems (I&C), they require Linux device drivers
for  the NI hardware,  which is ordinarily only provided
with  drivers  for  Microsoft  Windows  or  LabView
embedded devices. Cosylab has developed both the kernel
modules  and the user-space libraries  required by Linux
applications.

SUPPORTED HARDWARE
The two hardware types are:

· IEEE 1588 Precision Time Protocol (PTP)
· Multifunction input/output (I/O)
The supported NI PTP hardware modules are the PCI-

1588 and the PXI-6682, which provide advanced timing
capabilities and a few digital I/O channels. The supported
NI  multifunction  I/O  module  is  the  PXI-6259,  which
provides multiple analogue and digital channels for both
input and output. 

DRIVER DESIGN

Application Programming Interface (API)
In  the  initial  design  stages  it  was  known  that  each

hardware module consisted of multiple functional  units,
such as I/O channels or timing triggers. It was also known
that many of these units could be independently accessed
by more than one process at a time. This meant that the
driver  had  to  support  simultaneous  access  to  multiple
CPUs and threads.  The development  team decided  that
OS features should be leveraged to manage concurrency
issues.

Linux  provides  so-called  “device  files”  to  access
system resources such as custom hardware and there was
a choice of whether to implement the drivers to expose
either a single device file per device or a device file per
functional unit.

If  only  a  single  device  file  per  device  was  used,  it
would not be possible to block only a single functional
unit, as the entire device would be unblocked when any
functional unit completed its activity.

By choosing to implement a device file per functional
unit the OS regulates concurrency issues. Another benefit
is that the resulting device file naming scheme means that
any  functional  unit  is  accessed  simply  by  opening  the
appropriate device file, and the simple device file names
help make user source files easy to read.

PCI Device Enumeration
The supported NI devices  are  all  either  PCI or PCIe

devices, and are installed in a chassis. All these devices
are enumerated during the boot processes according to the
PCI bus protocol, which probes connected PCI buses. By
default, when a bus bridge is detected, the new bus behind
the  bridge  is  probed  before  remaining  devices  on  the
parent  bus  according  to  the  so  called  “depth  first”
enumeration algorithm [1]. Depending on how the chassis
backplane  buses  are  configured,  chassis  slots  are  not
guaranteed  to  be  probed  in  physical  slot  order,  so
ordinarily one can not assume that devices will be probed
in  physical  slot  order.  This,  in  turn,  affects  the  name
indices assigned to “/dev/” device file entries.

If  the  devices  are  not  enumerated  correctly,  the
following issues may occur:

· In a large facility with many I&C installations, if the
device names used by planned-for I&C hardware are
not  known  before  the  hardware  is  installed  then
configuration can not be set  up ahead of hardware
installation. 

______________________________________________

* kevin.meyer@cosylab.com 
# The Centre of Excellence for Biosensors, Instrumentation and 
Process Control - COBIK is an operation financed by the European 
Union, European Regional Development Fund and the Republic of 
Slovenia, Ministry of Higher Education, Science and Technology.
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VALIDATION OF THE DATA CONSOLIDATION IN LAYOUT DATABASE

FOR THE LHC TUNNEL CRYOGENICS CONTROLS UPGRADE 

A. Tovar-Gonzalez, C. Balle, E. Blanco, E. Fortescue-Beck, C. Fluder, V. Inglese, 

CERN, Geneva, Switzerland

Abstract 

 The control system of the Large Hadron Collider

cryogenics manages over 34’000 instrumentation and

actuator channels. The complete information on their

characteristics and parameters can be extracted from a set

of views on the Layout database, to generate the

specifications of the control system; from these, the code

to populate PLCs (Programmable Logic Controller) and

SCADA (Supervisory Control & Data Acquisition) is

automatically produced, within the UNICOS framework

(Unified Industrial Control System). The Layout database

is, since 2003, progressively integrating and centralizing

information on the whole CERN Accelerator complex. It

models topographical organization (layouts) as functional

positions and relationships. After three years of machine

operation, many parameters have been manually adjusted

in SCADA and PLCs; they now differ from their original

values in the Layout database. Furthermore, to

accommodate the upgrade of the UNICOS Continuous

Process Control package to version 6, some data

structures and values have been modified. This paper

describes the methodology to update and validate the new

data, and the software tools developed for that purpose. 

INTRODUCTION 

The Layout data base is the principal CERN-wide

database for centrally maintaining the topology of all

CERN installations, aiming to capture the system

architecture. It was originally designed to manage the

functional positions of the LHC ring components (mainly

magnets). However since 2003 the database model was

reshaped, in order to be more generic and scalable; its

scope was then extended geographically and opened to

any LHC machine domain [1].  

CRYOGENIC INSTRUMENTATION DATA

IN THE LAYOUT DATABASE 

The cryogenics instrumentation and control teams used

the Layout Database to  structure a large amount of

operational data in a  so that it could be used to configure

several types of  equipment for manufacturing, to produce

the global specifications for the cryogenic control system,

and to help install, maintain and debug the

instrumentation channels. 

The cryogenic data in the Layout database describes the

physical instrumentation attached to magnet assemblies

and cryogenic distribution, as well as the electrical 

M. Pezzetti, P. Gomes, T. Wolak, M. Dudek, F. Frassinelli, A. Drozd, M. Zapolski  

components of the controls infrastructure [2] including

the cables, connections, pin-outs, electronic modules,

crate and racks. The data is structured in the Layout

Database in a way that models precisely the physical

implementation of each instrumentation channel, to a very

high level of detail.  

Over time, the scope of the original Layout data model

was broadened as it was acknowledged to be flexible

enough to accommodate a wider range of objects and

properties [3]. Thus, it became possible to apply a

coherent treatment to both physical and conceptual

objects required by cryogenic control system. 

Therefore it is not only storing data about individual

physical IOs but also other software objects required for

the control system which are high-level relationships

between sensors and actuators. These conceptual objects,

Process Control Objects, Controllers and Alarms were

also successfully integrated into the database, using the

same model. 

The control system of the Large Hadron Collider

cryogenics currently manages over 26500 physical

instrumentation and actuator channels, 8000 spare and

virtual channels and more than 30000 conceptual objects.

All of the objects and parameters necessary for

configuring the cryogenic control system are stored in the

Layout database, apart from calibration data which is

stored in a dedicated calibration database. The code to

populate PLCs and SCADA is automatically produced

within the UNICOS framework [4] from a control system

specification file holding all the necessary data to specify

the functioning of all the objects used. 

Cryo Control System Specifications 

Until 2010, the control system specifications were

produced by a complex automatic generator that extracted

data from several databases and various external files

before applying a complex set of rules and calculations. It

contained a large amount of code to handle each special

case and exception; and thus it became difficult and time-

consuming to maintain. It was crucial to remove all of the

knowledge embedded in the generator code and transfer it

to the Layout database. However the rules to generate part

of the control software - logic parameters required to

generate process logic code - were not simply recoded.

Instead, the resulting data values produced by the rules

were imported directly into the database as instrument

proprieties [3].  

Furthermore, the following methods were applied to

ensure coherence of data: coherent structure to the

database, dedicated rules to validate the consistency of

data and the production of a set of views.  
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LSA- THE HIGH LEVEL APPLICATION SOFTWARE OF THE LHC AND 

ITS PERFORMANCE DURING THE FIRST 3 YEARS OF OPERATION 

Delphine Jacquet, Roman Gorbonosov, Grzegorz Kruk, Pablo Pera Mira 

 CERN, Geneva, Switzerland 

 

Abstract 
The LHC Software Architecture (LSA) [1] project was 

started in 2001 with the aim of developing the high level 

core software for the control of the LHC accelerator. It 

has now been deployed widely across the CERN 

accelerator complex and has been largely successful in 

meeting its initial aims. 

The main functionality and architecture of the system is 

recalled and its use in the commissioning and exploitation 

of the LHC is elucidated. 

INTRODUCTION 

 

Even though the project’s main target was to provide 

the control system for the LHC, it started with the idea 

that much of the accelerator control functionality is 

common to all particle accelerators and therefore the LSA 

system and associated tools could be re-used and 

extended for other machines. Since many operational 

aspects of the LHC were still under discussion at the 

beginning of 2000s, the initial design was based on the 

SPS requirements and on operational experiences from 

the previous control system used for the LEP accelerator. 

The initial milestones of the system included LHC 

transfer line tests in 2003 and 2004, first operational 

deployment in the LEIR accelerator in 2005 and 

progressive replacement of the existing SPS software in 

2006. 

By 2007, the foundations for the LHC control were 

well established and the system was used for the LHC 

beam commissioning. There were still a number of 

features under development but most of them were 

completed and deployed by the time of the LHC start-up 

in 2009.  

LSA PRINCIPLES 

 
LSA is a software suite, covering the most important 

aspects of the accelerator control. It is composed of a data 

model, a set of software modules based on that model, 

providing accelerator control services, and a set of generic 

applications using these services. 
 

The data model includes: 

• Definition of accelerators and transfer lines  layout 

and all the elements 

• Information about all controlled devices and their 

interfaces (properties) 

• Beam optics and twiss parameters such as phase 

advance, beta function or dispersion 

• Device parameters and associated settings 

 

The software modules provide all necessary 

functionality for accelerator control: 

• Access to the configuration data (Oracle 

database[2]) 

• Generation of initial settings based on optics 

• Coherent settings changes (aka trim) with history 

and rollback 

• Abstraction of the equipment access layer 

• Hardware control and measurements 

 

The core functionality of LSA is the management of 

device’s settings. One of the main concepts is the 

parameter which represents a settable or measurable 

property of a device like voltage or current. Parameters 

can be organized in hierarchies which describe 

relationships between them. Typically roots are the high-

level physics parameters and leaves are the hardware 

parameters. Any change of physics parameter value is 

propagated to the hardware level and sent to the 

equipment, see Fig 1. 

 

 
Figure 1: Parameter hierarchy for beam 1 chromaticity. 

 

LSA is based on 3-tier architecture. The logic is 

implemented at the server side that exposes a simple 

interface used by LSA generic applications or many other 

client applications. All equipment and database accesses 

are made through the server, see Fig. 2.  
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A PXI-BASED LOW-LEVEL CONTROL SYSTEM FOR THE FAST PULSED 
MAGNETS IN THE CERN PS COMPLEX 

J. Schipper, E. Carlier, T. Fowler, T. Gharsa, CERN, Geneva, Switzerland

Abstract 
Fast pulsed magnet (kicker) systems are used for beam 

injection and extraction in the CERN PS complex. A 
novel approach, based on off-the-shelf PXI components, 
has been used for the consolidation of the low-level part 
of their control system. Typical functions required like 
interlocking, equipment state control, thyratron drift 
stabilisation and protection, short circuit detection in 
magnets and transmission lines, pulsed signal acquisition 
and fine timing have been successfully integrated within a 
PXI controller. It comprises a National Instruments NI 
PXI-810x RT real time processor, a multifunctional RIO 
module including a Virtex-5 LX30 FPGA, a 1 GS/s 
digitiser and a digital delay module with 1 ns resolution. 
National Instruments LabVIEW development tools have 
been used to develop the embedded real time software as 
well as FPGA configuration and expert application 
programs. The integration within the CERN controls 
environment is performed using the Rapid Application 
Development Environment (RADE) software tools, 
developed at CERN. 

INTRODUCTION 
A typical PS kicker magnet installation comprises a 

number of individual pulse generator modules grouped 
together. The generator modules are completely 
independent of each other and are individually 
controllable from the top layer or the Frontend Controller 
(FEC) as shown in Fig. 1. The FEC groups the generators 
together to perform a single function or a number of 
different functions, for example extraction over multiple 
turns or multiple batch operations. See layout, Fig. 2. 
 

 
Figure 1: Block diagram of a typical kicker system 
layout. 

 

The FEC acts as the master and data concentrator for 
all generators and provides a uniform interface to the 
hardware equipment as seen from the application layer. 
Communication with the generators is done via Ethernet. 

 

Figure 2: Kicker system layout. 

 
The CERN PS complex kicker control system is fully 

multi-user compatible allowing a dynamic management 
of different operational settings per machine cycle with a 
minimum machine cycle length of 1.2 sec.   

The timing signals are generated at the FEC level and 
distributed to the different generator module(s) for 
synchronisation with the different machine cycles (cycle 
start, cycle end and cycle warning) or for synchronisation 
with the current beam process (pre-pulse).  

GENERATOR MODULE 
A generator module can be seen as three different 

subcomponents: 
 The kicker magnet with its pulse forming network 

and fast thyratron switches; 
 The power electronics for power distribution, 

triggering and charge control; 
 The generator electronics, for state control, 

interlocking logic, fast protection, signals acquisition 
and data monitoring. 

A typical kicker system module (Fig. 3) consists of a 
cable Pulse Forming Line (PFL), resonantly charged to a 
given high voltage with the so-called Resonant Charging 
Power Supply (RCPS), connected via a high-voltage 
switch to a magnet load. Due to the very fast rise-time 
requirements, and relatively short pulse lengths, in the PS 
a cable PFL is preferred to a lumped element in most of 
the systems.  The PFL is discharged by a Main Switch 
thyratron (MS) into the magnet. Some systems have a 
terminated magnet for faster rise times, others have a 
shorted magnet for larger deflections. The other end of the 
PFL is connected to a terminating resistor and a Dump 
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 SwissFEL MAGNET TEST SETUP AND ITS CONTROLS AT PSI 
 P. Chevtsov*, V. Vrankovic, W. Hugentobler, D. Vermeulen, Paul Scherrer Institute, 5232 Villigen, 

Switzerland  

 
Abstract 

High brightness electron bunches will be guided in the 
future Free Electron Laser (SwissFEL) at the Paul 
Scherrer Institute (PSI) by several hundred magnets. The 
SwissFEL machine imposes very strict requirements not 
only at the field quality but also at the mechanical and 
magnetic alignments of these magnets. To ensure that the 
magnet specifications are met, and to develop reliable 
procedures for aligning magnets in the SwissFEL and 
correcting their field errors during machine operations, 
the PSI magnet test system was upgraded. The upgraded 
system is a high precision measurement setup based on 
Hall probe, rotating coil, vibrating wire and moving wire 
techniques. It is fully automated and integrated in the PSI 
controls. The paper describes the main controls 
components of the new magnet test setup and their 
performance. 

INTRODUCTION 
 The Free Electron Laser Facility (SwissFEL) is under 

construction at Paul Scherrer Institute (PSI) [1]. About 
740 m long, the facility is going to be a highly precise 
source of extremely short X-ray pulses. The electron 
beam steering magnets will be installed in 2015-2016, and 
user operations are expected to begin shortly after that.  
   SwissFEL magnets are designed by PSI specialists and 
will be produced by industry. Upon delivery, to make sure 
that field quality specifications are met, all magnets will 
be systematically measured at PSI. The parameters that 
have to be measured include the integral field strength 
and the magnetic length, the field uniformity and 
harmonics, the quadrupole axis position with respect to 
magnet fiducials and the hysteresis effect. The 
measurement results will be included in the SwissFEL 
magnet measurement database, which can be used, for 
example, to align magnets in the SwissFEL and correct 
their field errors during machine operations.  
   In order to provide a modern, user friendly environment 
for SwissFEL magnet measurements, the PSI magnet test 
system was upgraded to become a fully automated, high 
precision measurement setup based on Hall probe, 
rotating coil, vibrating wire and moving wire techniques. 

HALL PROBE MEASUREMENTS 
   Main magnetic field measurements and field mapping 
in dipoles are performed using Hall probes. A 
computerized Magnet Measuring Machine (MMM) for 
automatic fast magnetic field measurements has been in 
operations at PSI for more than 40 years. It was upgraded 

several times. The last upgrade was finished just few 
months ago (see Fig. 1). 
 

 

Figure 1: MMM setup at Paul Scherrer Institute. 

 
Basically, the MMM is an extremely precise 

positioning device sliding on compressed air pads over a 
flat, carefully machined granite block. The position is 
determined by an Inductosyn detector unit providing one 
half micron accuracy. The Hall probes are attached to a 
titanium measuring arm, which can move with five 
degrees of freedom (three translation directions plus two 
rotations in the horizontal plane and around the arm). 
Each movement is done by a dedicated stepping motor. 
The magnet current is set by PSI digital power supply 
controllers. Probe potentials are recorded by the Agilent 
3458A digital multimeter (DVM device). Periodic Hall 
probe calibrations are done with the use of the Metrolab 
PT2025 NMR teslameter (NMR device). 
 All measurements are performed in a continuous scan 

on the fly mode, i.e. the machine doesn’t stop to make a 
particular measurement. With the maximum speed of the 
machine along the longest axis (which is a longitudinal 
axis Z) the longest drive takes less than one minute per 
line and is totally independent of the number of 
measurement points. We note that the measurement axis 
can be any of three translation directions while two 
rotation directions are used only for probe positioning. 
Therefore, a measured field map corresponds to a line, a 
plane, or a volume in a Cartesian coordinate system. 
 The MMM controls are built in the frames of the PSI 

control environment, which is based on EPICS [2]. The 
main controls hardware is implemented in the VME-64x 
standard. The VME controls computer (IOC) is a single 
board CPU MVME-5100 running the VxWorks real time 
OS. This IOC (we call it mmmIOC) also runs the real 
time EPICS database handling all MMM components and 
containing the information about the state of these 
components and all measurement data. 

 ____________________________________________ 
* pavel.chevtsov@psi.ch 
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CONTROL ENVIRONMENT OF POWER SUPPLY FOR TPS BOOSTER 

SYNCHROTRON 

            P. C. Chiu, C. Y. Wu, Jenny Chen, Y. S. Cheng, K. H. Hu, C. H. Kuo, K. T. Hsu, K. B. Liu, 

NSRRC, Hsinchu 30076, Taiwan

Abstract 
The TPS is a latest generation of high brightness 

synchrotron light source and scheduled to be 

commissioning in 2014. Its booster is designed to ramp 

electron beams from 150 MeV to 3 GeV in 3 Hz. The 

control environments based on EPICS framework are 

gradually developed and built. This report summarizes the 

efforts on control environment of power supply for TPS 

booster synchrotron. 

INTRODUCTION 

The TPS [1] is a latest generation of high brightness 

synchrotron light source which has been under 

construction at the National Synchrotron Radiation 

Research Center (NSRRC) in Taiwan since 2010. It 

consists of a 150 MeV electron Linac, a 3 GeV booster 

synchrotron, and a 3 GeV storage ring. Civil construction 

has started from February 2010 and the constructions are 

complete in this year. Accelerator system installation and 

integration will be proceeding in the late 2013. 

Commissioning with beam is scheduled in the late 2014. 

The EPICS (Experimental Physics and Industrial Control 

System) which is a set of open source software tools, 

libraries and applications developed collaboratively and 

used to create distributed soft real-time control systems 

for scientific instruments is chosen for the TPS 

accelerator control. Therefore, the TPS booster power 

supply should support EPICS for display creation, 

archiving, alarm handling and etc. 

The control interfaces of TPS booster power supplies 

have two major categories: one is for the large main 

power supply which could provide current up to 1200 and 

130 amperes and used for dipole and quadrupoles 

respectively; the other is small/medium power supply 

which supports 10 amperes current output and used for 

sextupole, correctors and bending trim coils. Table 1 

summarizes the specifications of booster ring power 

supplies. 

Table 1: TPS booster Ring Power Supply Summary 

Magnet Type Max 

Current 

Stability 

ppm 

Number 

of PS 

Vendor Control Interface 

Dipole Unipolar 1200 A ±10 1 IE  

Power 

(Eaton) 

Ethernet* 

Quadrupole Unipolar 130 A ±10 4 IE  

Power 

(Eaton) 

Ethernet* 

Sextupole Bipolar ± 10 A ±10 2 ITRI CPSC 

(Ethernet) 

with Waveform 

support in CPSC 

Corrector Bipolar ± 10 A ±10 HC: 60 

VC: 36 

ITRI CPSC 

(Ethernet) 

with Waveform 

support in CPSC 

 

 

All of these power supplies should have features of 

waveform play with trigger functionalities to enable 

electron beams ramp from 150 MeV to 3 GeV in 3 Hz. 

The large power supply provides Ethernet control 

interface and trigger input for waveform download and 

play. One dedicated EPICS IOC will be built to serve its 

control, monitor, and status display.  The small power 

supply has a special designed EPICS IOC allocated at 

power supply rack for its control. The environments of 

these two power supply control will be summarized in 

this reports. 

BOOSTER POWER SUPPLY STATUS AND 

CONTROL INTERFACE 

The booster main power supplies are composed of one 

dipole power supply with maximum current 1200 Ampere 

and four family quadrupole power supplies with 

maximum current of 130 Ampere. The IE Power [2] 

initially won the bid and was contracted the project. But 

later it was acquired by Eaton. This complicates 

administrant process and caused the delivery delay. The 

power supply now is still under vender’s test and 

modification phase the delivery is expected a half year 

later. These power supplies will be equipped with the 

same controller with serial control interface internally. 

Serial to Ethernet adapter will interface with control 

system. These power supplies will support external trigger 

and internal waveform generator for booster power supply 

ramping.  

The small/medium power supply for booster corrector 

and sextupole is a sophiscated switching power supply 

with analogue regulator. It is designed by our power 

supply group and contratced to be manufactured by 

Industrial Techonology Research Institude (ITRI) [3].The 

power supply module will be also applied for TPS storage 

ring slow correctors, fast correctors, skew quadrupoles 

and etc. Each power suply sub-rack accomodates up to 

eight power supply modules. The center slot is allocated 

to install a special designed EPICS IOC with waveofrm 

play features.   

The booster power supply EPICS IOC and GUI has 

been designed and tested before the power supply arrival. 

Fig. 1 shows the overall booster ring power supplies 

control interface. The most probably booster ramping 

waveform is sinusoidal wave. Two family of sextupole 

are driven by two small power supplies. There are 60 

horizontal corrector and 36 vertical correctors. Corrector 

power supplies of the booster will adopt CPSC also. If 

corrector ramping is necessary, the CPSC has built-in 

waveform generator which can fulfil this functionality.  

Proceedings of ICALEPCS2013, San Francisco, CA, USA THPPC062

Control System Upgrades

ISBN 978-3-95450-139-7

1213 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



 

 

STATUS OF THE TPS INSERTION DEVICES CONTROLS 

   C. Y. Wu, Jenny Chen, C. Y. Liao, Y. S. Cheng, K.T. Hsu 

NSRRC, Hsinchu 30076, Taiwan  

Abstract 
The Insertion devices (ID) for Taiwan Photon Source 

are under construction. There are eight insertion devices 

under construction. These devices include in-vacuum 

undulators with or without taper, elliptical polarized 

undulators. Control framework for all IDs was developed. 

Using common hardware and software components are as 

possible. Motion control functionality for gap and phase 

adjustment supports servo motors, stepper motors, 

absolute encoders, and protection. The control system for 

all IDs is based on the EPICS architecture. Trimming 

power supply for corrector magnets and phase shifter 

control functionality are also addressed. Miscellaneous 

controls include ion pumpers and BA gauges for vacuum 

system, temperature sensors for ID environmental 

monitoring and baking, limit switches, emergency button. 

User interface for ID beamline users are included to help 

them to do experiment, such as ID gap control and on-the 

fly experimental. The progress of IDs control system will 

be summarized in the report. 

INTRODUCTION 

The TPS is planned to install one set of EPU46, two 

sets of EPU48 and seven sets of IU (In-Vacuum 

Undulator) which are arranged in seven straight sections 

to fulfill various experimental requirements in the first 

phase of TPS project.  

Two IU22 which is 2 meter long and two EPU48 have 

been delivered to NSRRC. The control system of IU22 is 

developed in-house and used to support filed 

measurement of two IU22s in the laboratory including 

gap motion, vacuum pressure and temperature 

reading/archiving for baking, interlock system, GUI 

development and so on. The control system of EPU48 is 

developed including gap/phase motion, protection system 

(hardware and software) and GUI development. Insertion 

devices of TPS phase-I are shown in Fig. 1. 

EPU48 x 2 sets

EPU46 x 1 set

2 m IU22 x 2 sets

3 m IU22 x 4 sets

3 m IU22 with taper option x 1 set

 

Figure 1: Insertion devices of TPS in the phase-I. 

The main hard X-ray undulator source will be from 

IU22, and out-of-vacuum EPU48 and EPU46 will cover 

soft X-ray regions. EPU48 and EPU46 which are most 

commonly used permanent magnet based device requires 

up to six or eight motors whose motions must be 

coordinated. With gap / phase change, the corrector 

magnets for IDs require very intricate power supply 

controls to maintain the very stringent beam stability 

requirements. 

The parameters of IDs are shown in Table 1. Features 

related to control of the insertion devices and its motors 

used [1-3] are summarized. 

 

Table 1: Insertion devices plan for TPS phase-I 

3 GeV  EPU48 EPU46 IU22 IU22 IUT22 

Photon 

Energy 

(keV)  

HP  0.45-1.5 5-20 5-20 5-20 

VP  - - - 

Period (mm)  48 46 22 22 22 

Nperiod  67 83 95 137 137 

By (T)  0.85 0.83 0.79 0.79 0.79 

Bx (T)  0.59 0.59 - - - 

Kymax  3.81 3.57 1.54 1.54 1.54 

Kxmax  2.6 2.5 - - - 

L (m)  3.2 3.57 2 3 3 

Gap (mm)  13 13.5 3.5 5 5 

Number of 

devices  

2 1 2 4 1 

Number of 

gap/(phase) 

motors  

2/(4) 4/(4) 1 1 2 

Type of motor Servo motors Stepping Servo motors 

Main body 

vendor 

In-

house 

ADC*, 

In-house 

Hitachi-Metals 

Controls TPS standard insertion devices control environment (In-

house) 

* ADC delivers frame and magnetic blocks.  Mechanical improvement, 

shimming, and controls were done in-house. 
 

Control system for all insertion devices are developed 

in-house by NSRRC control team to achieve the goal to 

deliver a similar control environment and economically.  

INSERTION DEVICES CONTROL 

ENVIRONMENT 

Insertion devices project for the TPS phase-I is in 

proceed. All insertion devices will share the same control 

environments even these devices are in-house developed 

and/or contract to vendors. The control environment will 

support the operation of insertion devices. 

 Hardware Architecture 

Control for the phase-I insertion device is based on the 

standard TPS cPCI EPICS IOC. Motion controller is 

based upon Galil DMC-40x0 series Ethernet based 

motion controller [4]. The controller is a full-featured 
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THE HISPARC CONTROL SYSTEM 
R. Hart, B. van Eijk, D. Fokkema, A. de Laat, Nikhef, Amsterdam, Netherlands 

 
Abstract 

The purpose of the HiSPARC project is twofold. First 
the physics goal: detection of high-energy cosmic rays. 
Secondly, to offer an educational program in which high 
school students participate by building their detection 
station and analysing their data. Approximately 70 high 
schools, spread over the Netherlands, are participating. 
Data are centrally stored at Nikhef in Amsterdam. 

The detectors, located on the roof of the high schools, 
are connected by means of a USB interface to a Windows 
PC, which itself is connected to the high school’s network 
and further on to the public internet. Each station is 
equipped with GPS providing exact location and accurate 
timing. 

This paper covers the setup, building and usage of the 
station software. It contains a LabVIEW run-time engine, 
services for remote control and monitoring, a series of 
Python scripts and a local buffer. An important task of the 
station software is to control the dataflow, event building 
and submission to the central database. Furthermore, 
several global aspects are described, like the source 
repository, the station software installer and organization. 

 

INTRODUCTION 
HiSPARC is an acronym for High School Project on 

Astrophysics Research with Cosmics. It is a cosmic ray 
air shower detector on a large surface (approximately the 
size of the Netherlands) with a significant outreach 
component towards the Dutch high-school physics 
community. Every high school in the Netherlands may 
participate. Special education material is available for 
both junior and senior students. They build their own 
detector and analyse the data. At Nikhef, the Dutch 
institute for sub-atomic and particle physics, all data are 
collected for further analysis to detect air showers. 

GENERAL DESCRIPTION 
The basic design of the detector was originally 

developed at the Radboud University of Nijmegen, but 
later on the management, maintenance and development 
was taken over by Nikhef. It consists primarily of a 
plastic scintillator with a photomultiplier tube (PMT) 
mounted inside a ski-box carrier and placed on the roof of 
the high school. At least two ski-boxes, ten meters apart 
and each equipped with a scintillator and PMT, are 
required to have a first-order correlation to detect an 
event. It reduces the amount of noise significantly. In 
addition a GPS device is installed in between, to provide 
the location and, even more important, an accurate 
timestamp of the event. Some stations use four detectors 
on one roof, which makes it possible to detect the 

direction of the event. The majority of the HiSPARC 
stations have two detectors. Figure 1 shows a detector as 
used by a HiSPARC station. 

 

 
Figure 1: Typical HiSPARC detector. 

  The ski-boxes are ideal to store the scintillator, because 
they are weatherproof and relatively cheap. The two (or 
four) detectors and the GPS device are connected by 
cables (max. 30 meters) to the HiSPARC II readout and 
control box. Figure 2 shows the front of it. 
 

 
Figure 2: Front of the HiSPARC II. 

  The HiSPARC II box is responsible for the data-
acquisition (DAQ), the control of the PMTs (high-
voltage) and the control and readout of the GPS device. It 
is connected to a PC by means of USB, using FTDI chips. 
One of the requirements of the HiSPARC detector was to 
keep it cheap. A minimum setup (the hardware) costs 
around US$ 6,000, consisting of two ski-boxes with 
scintillator and PMT, a HiSPARC II unit, cables and 
installation material. Furthermore the software should use 
only free or open-source software (FOSS). Another 
requirement is that the readout software has to run on a 
Windows XP or Windows 7 PC, because most high 
schools in the Netherlands use Windows. It has to be 
connected to the school’s intranet, which itself should be 
connected to the public internet. At this time more than  
100 HiSPARC stations are active, as shown in Figure 3. 
  The HiSPARC setup is not limited to the Netherlands. It 
is expanding to neighbouring countries like Denmark and 
England.  
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SOFTWARE SYSTEM FOR MONITORING AND CONTROL AT THE 

SOLENOID TEST FACILITY * 

J. M. Nogiec
#
, R. Carcagno, S. Kotelnikov,  K. Trombly-Freytag, FNAL, Batavia, IL 60510, USA 

 

Abstract 
A new facility to test superconducting solenoid 

magnets has recently been commissioned at Fermilab. At 

the heart of this facility’s control and monitoring system 

lies a highly configurable scan subsystem targeted at 

precise measurements of low temperatures with uniformly 

incorporated control elements. A multi-format archival 

system allows for the use of flat files, XML, and a 

relational database for storing data, and a Web-based 

application provides access to historical trends. The DAQ 

and computing platform includes COTS elements.  The 

layered architecture separates the system into data 

archival subsystem, Windows operator stations, the real-

time operating system-based DAQ and controls, and the 

FPGA-based time-critical and safety elements.  The use 

of the EPICS CA protocol opens the system to many 

available EPICS utilities. 

 

 
Figure 1: Solenoid Test Facility. 

INTRODUCTION 

The purpose of the Solenoid Test Facility (SolTF) [1], a 

unique magnet test facility recently commissioned at 

Fermilab, is to provide an environment for testing large 

aperture superconducting solenoid magnets [2] at 

temperatures ranging from 300 K to 4.5 K. Such magnets 

usually have different dimensions than typical accelerator 

magnets and produce strong fringe magnetic fields. A new 

monitoring and control system has been developed for the 

facility. The system is integrated with a quench detection 

and characterization subsystem and a power control 

system to  allow  for  testing  while  protecting  the magnet
 (see Fig. 1).

ARCHITECTURE 

The SolTF monitoring and control system has a layered 

architecture, incorporating a Web-based data layer, a 

Windows PC-based user interface layer, and a real-time 

target-based data acquisition layer (see Fig. 2). It follows 

an architectural client-server pattern, with the servers 

located in the real-time system and the clients in the 

Windows-based user interface stations. The DAQ 

hardware has been assembled relying on National 

Instruments COTS products, such as cRIO crates with the 

VxWorks RTOS and GPIB instruments.  

The monitoring and control subsystem employs an 

EPICS server to provide a unified and standardized 

interface to its process variables and, therefore, allows for 

the use of any EPICS tools in addition to the specialized 

programs developed for the facility.    

Strong fringe field generated during testing of large 

solenoids necessitates distant operation of the facility. 

Therefore, provisions have been made for remotely 

operating the test stand, either from an auxiliary location 

in the same building or from the main control room of the 

magnet test facility. The SolTF is equipped with video 

and sound surveillance equipment to further enhance the 

remote operations experience. 

 

 
Figure 2: Architecture. 

MONITORING 

Monitoring and control functionality is implemented in 

the data acquisition layer. The monitoring and control 

system is built on the concept of a scan. A scan is a 

periodically executed sequence of reads and/or writes 

from/to device channels. A hardware channel corresponds 

to a single input or output of some physical quantity and 

is either direct access (DIO, AIO) or multiplexed 

(Keithley DMM with a multiplexer). The physical 

quantities such as temperatures, pressures, levels, and 

flows are obtained from raw voltages using calculations 

attached to channels and are presented to the user as 

 ____________________________________________ 

* Work supported in part by Fermi Research Alliance, LLC, under 

contract No. DE-AC02-07CH11359 with the U.S. Department of 

Energy, and in part by the Japan-U.S. cooperative program in High 

Energy Physics. 

#nogiec@fnal.gov           
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ACSYS CAMERA IMPLEMENTATION UTILIZING AN ERLANG 
FRAMEWORK TO C++ INTERFACE 

C. Briegel, J. Diamond, FNAL†, Batavia, IL 60510, U.S.A.

Abstract 
Multiple cameras are integrated into the Accelerator 

Control System (ACSys) utilizing an Erlang framework.  
Message passing is implemented to provide access into 
C++ methods.  The framework runs in a multi-core 
processor running Scientific Linux.  The system provides 
full access to any 3 cameras out of approximately 20 
cameras collecting 5 Hz frames.  JPEG images in memory 
or as files are provided for visual information.  PNG files 
are provided in memory or as files for analysis.  
Histograms over the X & Y coordinates are filtered and 
analyzed using Root.  This implementation is described 
and the framework is evaluated. 

INTRODUCTION 
The Fermilab control system’s [1] [2] camera 

implementation consists of a 1U X86 multi-core computer 
connecting a dedicated 1G Ethernet to several Prosilica 
cameras.  A framework written in Erlang runs on a 
Scientific Linux (32-bit or 64-bit) operating system to 
provide access and control to the control system.  The 
user has the choice of writing interfaces for data 
acquisition in either Erlang or C++ .   

The utilization of cameras for instrumentation has 
evolved with research and development of electron 
accelerators.  The application is targeted for the test 
facility proposed as ASTA [3] (Advanced 
Superconducting Test Accelerator).  The cameras range is 
between 1.3 megapixel to 5 megapixel with up to 12-bit 
resolution. 

REQUIREMENTS 
The following is a summary of the important 

requirements.  The requirements document [4] specifies 
up to 3 cameras can capture and write to disk loss-less 
PNG images at 1Hz without gaps.  The cameras can be 
triggered with any clock event plus delay.  These images 
must be accessible via the control system as well as 
available to the user for off-line analysis.  The images 
must have the capability for background subtraction.  
Histograms of the X and Y axis will be evaluated with a 
Gaussian fit providing the mean, standard deviation, peak 
intensity, sigma, and “goodness of fit.”  Essentially, all the 
available control and read back functions available via the 
camera interface should map to parameters accessible by 
the control system.  

ERLANG INTERFACE 
The Erlang-based front end framework [5] provides a 

very reliable interface for C++ via  a standard Erlang-C 
message passing protocol.  The framework provides a set 
of generic functionality to monitor and control the 
framework itself.   

The user adds functionality via a configuration file as in 
Figure 1.  This file loads the added functionality (5 
methods in this case) to the framework.  The integer 35 in 
Figure 1 is the object id used by the request to route the 
query to the correct method.  The data is typed with a 
maximum return size which is checked by the framework.  
The method is specified with associated descriptive text. 

 
{daq,  
    [{apps,[]}, 
   {device_list, [ 
    {35, cexternal, {"prosilica",cdev, ["nothing"]            
     [{'UInt32',256,readData,"Prosilica Rd"}          
      {‘Char',32768,readDataArray,"Prosilica Ascii"}, 
      {'Float',256,readsetData,"Prosilica Rd/Wt"}, 
      {'UInt32',4096,readDataArray32,"Prosilica UI32"}, 
      {'Float',4096,readDataArrayFP,"Prosilica FP"}]}} 
     ]} 
   ] 

Figure 1: Configuration file. 
The user’s code registers these callbacks as in Figure 2.  

The methods are passed request information to index the 
data to be returned or set.  The framework automatically 
detects illegal requests before it can be received by the 
user’s methods.  The framework enables the user to easily 
add devices for all attributes of the control system. 

 
registerMethods(0,*this,&prosilica::readData, 
                            &prosilica::setData); 
registerMethods(1,*this,&prosilica::readDataArray, 
                            &prosilica::setDataArray,8192*32); 
registerMethods(2,*this,&prosilica::readsetfpData, 
                            &prosilica::setfpData); 
registerMethods(3,*this,&prosilica::readDataArray32, 
                            &prosilica::setDataArray32,8192*32); 
registerMethods(4,*this,&prosilica::readDataArrayFP, 
                            &prosilica::setDataArrayFP,(4096+11)*32) 

Figure 2: User callbacks. 
To track status and errors, the framework provides a 

revolving set of log files for user diagnostics.  Also, the 
Erlang framework provides alarm announcements to the 
owner’s email every 12 hours reporting potential 
problems or abnormal behaviour. 

_____________________________ 

†Operated by Fermi Research Alliance, LLC under Contract No. DE-
AC02-07CH11359 with the United States Department of Energy. 
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NEW EPICS DRIVERS FOR KECK TCS UPGRADE 

J. Johnson, K. Tsubota, J. Mader W.M. Keck Observatory, Kamuela, HI, USA 

 

Abstract 
MOCOAAB05 describes how the telescope control 

system at the W.M. Keck Observatory is being upgraded.  

A key change is that the control system is moving from a 

VxWorks/VME platform to a RHEL/PC+COTS solution. 

The control system will continue to use EPICS but will 

move from R3.13.10 to R3.14. Upgrading from 

VxWorks/EPICS has resulted in the need for a number of 

new drivers. This paper assumes that the reader is familiar 

with EPICS, Device Support and the ASYN driver 

framework [1] and will focus on the domain specific portions 

of the drivers. The primary focus will be on the drivers 

for the following hardware: Heidenhain Encoder Interface 

Box (EIB) [2], National Instruments RIO [3] and 

Symmetricom BC635 [4]. Throughout this paper the 

Telescope Control System Upgrade will be referred to as 

TSCU. 

OVERVIEW 

Fig. 1 provides a high level overview of the drivers for 

TCSU.  The ASYN framework [1] and StreamDevice are 

being reused from EPICS in addition to the PMAC [5] 

and EtherNet/IP [6] drivers. The remainder were 

developed at Keck. Each driver is documented with 

technical background material specific to the driver and 

also includes information such as to how to build, how to 

use and how to test (including db examples). All drivers 

use the asynPortDriver framework, typically support the 

asynInt32 and asynFloat64 interfaces and follow the 

standard EPICS CONFIG.Defs build convention. 

 

 
Figure 1: EPICS drivers for TCSU. 

 

National Instruments provide a Linux solution for RIO 

communication, Symmetricom provide a Linux driver and 

API for the BC635 card and Heidenhain provide a Linux 

driver and API for their Encoder Interface Box (EIB). 

Keck provided an EPICS driver adaptation on top of 

these. All other drivers were ported directly from 

VxWorks to ASYN and two were redone to use 

StreamDevice. 

 

HEINDENHAIN ENCODER DRIVER 

For TCSU, we are using the Heidenhain EIB 749 

encoder interface box for precise position measurement 

for the Azimuth and Elevation. A maximum of four 

Heidenhain encoders with sinusoidal incremental signals 

(1 VPP) or EnDat can be connected to the EIB 749. The 

EIB subdivides the periods of the incremental signals 

4096-fold for measured-value generation reduced by 

adjusting the sinusoidal incremental signals. Internal or 

external triggers can be used for axis-specific storage of 

the measured values.  

A standard Ethernet interface using TCP or UDP 

communication is available for data output. The method 

of transmission can be set via the operating mode. 

Heidenhain provide a Linux driver and user API which is 

well documented. The EIB 749 supports the following 

operating modes: Polling, Soft Real-Time, Streaming and 

Recording 

All modes except for polling are associated with one or 

more triggers. A trigger can be external via hardware or 

internal using the EIB clock. The driver uses Soft Real-

Time where the position data is transported with UDP 

packets from the EIB 749 to the client. This occurs 

parallel to the TCP communication via the standard 

Ethernet interface. With each trigger event, a data packet 

is sent to the client automatically and stored locally in a 

FIFO managed by the Linux driver. 

From here, the application can read out the data within 

a program loop or register a callback function to be 

executed when data is available. The driver uses the 

callback method which allows it to be woken each time 

there are N or more items in the FIFO. This allows for 

easy oversampling and optional filtering. I/O INTR and 

Scan are supported by the driver.   

 

The driver reports  

 The unit hostname, firmware and ip address 

 General configuration such as nominal 

increments, system line count etc. 

 Trigger counts 

 Per head information that includes: Head Status, 

the EIB sampling timestamp, Head Signal 

Strength, the incremental position, Absolute 

Reference Information (A, B & C), if there is an 

error, if the head is referenced 

Commands include:  Reference 1 or more heads, Reset 

the EIB and Reconnect to the EIB. 

 

Signal strength is returned as 4 bytes from the EIB, 2 

bytes for the A signal and 2 for the B signal. These are 

adjusted by the driver to the "zero-value of 0x800" of the 

signal, so: 

A1 = 12-bit AD converter value - 0x800 

B1 = 12-bit AD converter value - 0x800 
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MACHINE PROTECTION DIAGNOSTICS ON A RULE BASED SYSTEM
Timmy Lenscha, Yuri Nechaev∗a, Winfried Schüttea, Victor Soloviev† a, Marcus Walla‡ a, and

Matthias Wernera

aDeutsches Elektronen-Synchrotron DESY, Hamburg, Germany

Abstract
Since commissioning the high-brilliance, 3rd-generation

light source, PETRA-3 in 2009 [1] the accelerator oper-
ation has become routine. To guard the machine against
damage a Machine Protection System (MPS) was built [2].
Alarms and beam information are collected by the MPS
and can be used to analyse beam losses and dumps. The
MPS triggers a visual diagnostic software [3], which is
used to analyse the hardware dump cause. The diagnostic
software is based on a Domain Specific Language (DSL)
architecture. The MPS diagnostic application is designed
with a server-client architecture and written in Java. The
communication protocol is based on TINE [4]. We charac-
terise the data flow of the alarms and the DSL specification
and describe the composition from the delivered structure
to a single, human understandable message.

MOTIVATION
For an ordinary operator it is often difficult to identify

the cause of a beam loss in the MPS Client application,
see Fig. 1. Numerous small coloured squares representing
mixed devices are horizontally sorted according to its po-
sition in the storage ring. Unrelated conditions can eas-
ily confuse the operator as to the cause of a beam loss
event. Expert analysis is often required. Thus a rule-based
logic which effectively automates the expert’s knowledge
was implemented in the MPS Diagnostic application. It
deduces from the collection of distributed devices across
the entire PETRA storage ring an easy and comprehensi-
ble message of the beam loss cause. As a communication
protocol for transferring information between the dedicated
hosts the TINE protocol [5] and its dedicated TINE Event
Archive service [6] (EAS) is utilised, where raw event data
is stored. All involved applications are written in Java.

INTRODUCTION
The MPS Diagnostic software is a collaboration of

DESY groups for instrumentation (MDI) and controls
(MCS). The purpose of the MPS Diagnostic software is to
allow a human operator to determine the cause of a beam
loss with a useful and comprehensible tool. A short intro-
duction to the hardware and server follows.

The MPS hardware is a fast technical interlock system
which is distributed over the whole PETRA storage ring. If

∗Retired 2013.
† Retired 2012.
‡ marcus.walla[at]desy.de

Figure 1: MPS Client application with the MPS alarm state
on the left side. On the right side you see a description of
the involved modules. At the bottom are buttons to manu-
ally dump the beam.

an interlock alarm of certain devices such as Beam Position
Monitors (BPM), vacuum shutters, radio frequency (RF)
system or magnet power supplies indicates an unsafe con-
dition the MPS generates within a few hundred nanosec-
onds a dump trigger which is then sent to the RF system.
The RF then shuts down the beam during several orbits in
approximate 400 µs. The beam is then dumped.

The protection part of the MPS hardware is independent
of its diagnostic feature and furthermore is also indepen-
dent of the function of the field bus and server connection.

Additionally, the MPS measures the effective beam cur-
rent to detect fast beam losses. Due to the MPS hardware
synchronisation on the timescale of sub-microseconds it
can determine if a beam loss forced an alarm (e.g. BPM) or
if the alarm occurred first and forced the MPS to dump the
beam. A typical situation is beam loss due to an RF failure.
This is immediately detected by a BPM because of orbit
deflection. The BPM then triggers an alarm to the MPS
which dumps the beam. This dump is only a consequence
of the prior beam loss.

To allow diagnostic investigation on a beam-loss event
all data provided by the MPS hardware are transmitted to
the MPS server as a snapshot and is provided for post-
mortem analysis [7]. The MPS server fills the internal
buffer with the new event and stores the data in the event
archive. As a unique identifier for the event archive the
time stamp of the event is taken.
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SUPERCONDUCTING CAVITY QUENCH DETECTION AND

PREVENTION FOR THE EUROPEAN XFEL

J. Branlard∗, V. Ayvazyan, O. Hensler, C. Schmidt, H. Schlarb, DESY, Hamburg, Germany,

W. Cichalewski, DMCS, Łódź, Poland

Abstract

Due to its large scale, the European X-ray Free Elec-

tron Laser accelerator (XFEL) requires a high level of au-

tomation for commissioning and operation. Each of the

800 superconducting RF cavities simultaneously running

during normal operation can occasionally quench, poten-

tially tripping the cryogenic system and resulting into ma-

chine down-time. A fast and reliable quench detection sys-

tem is then a necessity to rapidly detect individual cavity

quenches and take immediate action, thus avoiding inter-

ruption of machine operation. In this paper, the mecha-

nisms implemented in the low level RF system (LLRF) to

prevent quenches and the algorithms developed to detect

accidental cavity quenches are explained. In particular, the

different types of cavity quenches and the techniques devel-

oped to identify them are shown. Experimental results ac-

quired during the testing of XFEL cryomodules prototypes

at DESY are presented, demonstrating the performance and

efficiency of this machine operation and cavity protection

tool.

INTRODUCTION

The European X-ray Free Electron Laser (XFEL) [1] in

Hamburg Germany consists of a pulsed 17.5 GeV elec-

tron beam accelerator and an undulator section providing

27,000 photon flashes per second with a wavelength as low

as 0.05 nm. The accelerator section comprises 800 super-

conducting radio frequency (SRF) cavities housed into 8-

cavity cryomodules. The XFEL has a total of 25 RF sta-

tions, each consisting of 4 cryomodules driven by a single

10 MW klystron. The role of the low level radio frequency

system (LLRF) is to control the gradient inside these accel-

erating structures with an accuracy better than 0.01% RMS

in amplitude and 0.01 deg. RMS in phase [2]. Every SRF

cavity has a maximum sustainable gradient above which

it will quench: the cavity becomes then normal conduct-

ing releasing its stored energy in the form of heat dissi-

pated into its surrounding cryogenic helium bath. This re-

sults in a loss of accelerating gradient affecting the overall

beam acceleration, as well as a disturbance to the cryogenic

superconducting cooling circuit, potentially compromising

accelerator operation depending on the number and sever-

ity of quenches. One important responsability of the LLRF

system is hence to prevent, detect and promptly react on

cavity quenches, to avoid such events, or to minimize the

impact on machine operation if a quench happens anyways.

∗ julien.branlard@desy.de

QUENCH PREVENTION

Prior to string assembly and installation into the tunnel,

the performance of each cavity is measured to determine its

quenching gradient. Except for cavity degradation or con-

tamination, the quench gradient is expected to remain at the

same value for a given cavity. The cavity can then be safely

operated so long as its nominal gradient remains below its

quenching limit. Two sets of gradient limiter mechanisms

are implemented inside the LLRF system to guarantee that

every cavity be operated lower than its quenching gradient.

Gradient limiters are implemented inside the LLRF con-

troller board, effectively comparing each cavity gradient to

a settable threshold for the entire duration of the RF pulse.

As a compromise between safe operation and performance

optimization, the limiters are conservatively set 1-2 MV/m

below quench limit for nominal RF pulse length. This ac-

tion is effective in feedforward and in feedback mode and

is illustrated in Fig. 1 (a). The RF drive and cavity gradient

profiles with and without cavity limiter action are shown in

solid and dashed lines respectively. If the cavity gradient

exceeds the limiter value, the klystron RF drive is inter-

rupted, the cavity gradient decays, hence remaining below

the cavity limiter value and avoiding a potential quench.

Figure 1: Action triggered by the cavity limiters (a) and

pre-limiters (b).

During the RF pulse, each cavity gradient is also com-

pared to a pre-limiter value, typically set 0.5-1 MV/m be-

low the cavity limiter. If this threshold value is reached (for

any cavity), the vector sum set point [3] is lowered within

the pulse, by 1 μsec increments until the cavity gradient

falls back into its safe zone, or until a maximum number

of down steps is reached. The action of cavity pre-limiters

is depicted in Fig. 1 (b). Because it is acting on the vector

sum set point, this action is only effective when operating

in feedback mode.
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RE-ENGINEERING CONTROL SYSTEMS USING AUTOMATIC 
GENERATION TOOLS AND PROCESS SIMULATION: THE LHC WATER 

COOLING CASE 

B. Bradu, E. Blanco, W. Booth, L. Gomez, M. Quilichini, D. Willeman 
CERN, Geneva, Switzerland 

 

Abstract 
This paper presents the approach used at CERN 

(European Organization for Nuclear Research) to perform 
the re-engineering of the control systems dedicated to the 
LHC (Large Hadron Collider) water cooling systems. It 
concerns the re-engineering of around 20 PLC 
(Programmable Logic Controllers) managing around 
11000 Inputs/Outputs over 27 kilometers of the 
accelerator. These cooling systems are composed of 
cooling towers, chilled water production units and water 
distribution systems. Due to the very short timescale for 
these re-engineering projects, due to scheduling 
constraints for LS1, the first long shutdown of the LHC in 
2013-2014, each PLC had to be completely re-
commissioned on-site within only three weeks. To 
achieve this challenge, automatic generation tools were 
used with the CERN control framework UNICOS-CPC 
(Unified Industrial Control System for Continuous 
Process Control) to produce the PLC code. Moreover, 
dynamic process simulations using the software 
EcosimPro were also developed to perform virtual 
commissioning of the new control systems for the most 
critical processes in order to minimize the real 
commissioning time on site. 

INTRODUCTION 
The Large Hadron Collider (LHC) is a circular 27 km 

accelerator using superconducting magnets where a 
significant amount of cooling water is required along the 
ring for different purposes. To provide water to the 
different clients, several water plants have been setup to 
extract around 160 MW heat between 34 C and 24 C: 
• SF:	  Primary water cooling systems using cooling 

towers and providing cooling capacity for cryogenic 
plants, demineralized water distribution plants and 
chilled water plants (Figure 1). 

• SU: Chilled water production and distribution, 
mainly for ventilation and air conditioning for the 
LHC tunnel. 

• UW: Distribution of demineralized water to the 100 
meters underground LHC tunnel for different clients 
(power converters, collimators, cables, etc.). 
 

Table 1 summarizes the different industrial equipment 
composing the LHC water cooling system.  

Table 1: LHC Water Cooling Equipment 

Equipment LHC 

Cooling towers 25 

Chilled water plants 9 

Pumping stations 12 

Pipes length (km) 520 

Pumps 120 

Air compressors 22 

 
In total, the LHC comprises 6 SF, 11 SU and 4 UW 

plants with a total of about 11 000 Inputs/Outputs (I/O). 
The process control of those plants is based on PLCs 
(Programmable Logic Controller) and a SCADA 
(Supervisory Control and Data Acquisition).  

The controls of these water cooling plants were 
originally outsourced by CERN to different firms and 
they started showing maintenance problems both at the 
PLC and the SCADA layers.  
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Figure 1: SF primary circuits of LHC Point 5. 

In 2010, CERN decided to unify the control systems for 
the cooling and ventilation systems in order to ease the 
operation and the maintenance during the next decades 
using the CERN control standard UNICOS-CPC [1]. This 
package is dedicated to industrial process control systems. 
After several control projects in the domain of cooling 
and ventilation with UNICOS-CPC, it has been decided to 
upgrade the control of the LHC water cooling plants 
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A FUZZY-ORIENTED SOLUTION FOR AUTOMATIC DISTRIBUTION OF 
LIMITED RESOURCES ACCORDING TO PRIORITY LISTS 

M. Pezzetti, V. Inglese, A. Tovar-Gonzalez CERN, Geneva, Switzerland  
H. Coppier, ESIEE, Amiens, France 

M. Almeida, UFMG, Belo Horizonte, Brazil

ABSTRACT 

This project provides a solution for problems in which 
there is a limited cryogen resource that supplies several 
clients in parallel, which can cause the resource’s 
depletion. This study emerged from the need to solve a 
specific problem of the Cryogenics Group of the 
European Organization for Nuclear Research (CERN). A 
generic solution is proposed for the application in a larger 
number of situations. The solution is based on the Fuzzy 
algorithm model, which bases itself on the human 
reasoning as a problem-solving technique. The Fuzzy 
approach is presented as well as the limited resource 
distribution problem, via a cryogenic simulation tools. 
The paper describes also the comparison of the fuzzy 
solutions with a former one that has been previously 
adopted by CERN’s Cryogenic Group. 

INTRODUCTION 
This study emerged from the need to solve a specific 

problem for the distribution of a limited cryogens 
resource at CERN Cryogenics Group. However, as the 
project progressed, the problem has proven to be more 
recurrent than previously thought and a generic solution 
has been developed in order to solve a larger number of 
applications. Nowadays the most common way of 
controlling industrial facilities is by using the classic 
control theory (PIDs). 

However, this approach is usually advantageous when 
the system dynamic is well known. When it is not, 
literature brings several other approaches, and Fuzzy 
Logic is one of them. Fuzzy-based methods are useful 
when precise mathematical formulations are not feasible, 
being well-adapted to control systems with unknown 
dynamics. Therefore, a Fuzzy system [1] fits well as a 
generic solution, since it doesn’t depend on the system 
dynamic. 

  

PROBLEM DESCRIPTIONS 
This project aims to provide a solution for problems in 

which there is a limited resource that supplies ‘n’ clients 
in parallel. The clients system should have different 
priorities so that their supplies are calculated from the 
resource availability and the own clients priorities. 
Moreover, the resource has to decrease dynamically its 
level as clients are consuming it but it should also be able 
to be refilled from an external source. 

The proposed solution should be such that in cases 
where there is an abundant quantity of resource, all the 

clients are supplied equally. However, as the resource 
decreases its amount, the supply to the low-priority clients 
should be limited in order to ensure that there will be 
enough resource to the high-priority ones, also avoiding 
deadlocks. Figure 1 illustrates these different scenarios. 

 

Figure 1: Parallel distribution of resources according to 
priorities. 

Test Bench Priority Handling 
The “Test Benches Priority Handling” (TBPH) is a 

control approach developed at CERN in 2004 [2], 
offering a solution for the parallel distribution of liquid 
helium into prioritized test benches. Although the TBPH 
does not use Fuzzy Logic, it provides a control structure 
that will be used on the Fuzzy solution. The TBPH was 
implemented at the CERN-SM18 test facility area. The 
cryogenic system cools down the LHC superconducting 
magnets from ambient temperature until 1.9 K. One stage 
of this process counts with supplying liquid helium at 4.5 
K to the cooling clients.  

The 4.5 K helium is produced by a He liquefier, 
stocked in a dewar of 25000 L and is used to supply 12 
different clients when they demand for it. 

One of the problems of the TBPH was to avoid 
lowering down too much the helium pressure between the 
dewar and the client line. If the pressure went down lower 
than a limit value, the system limited the helium supply to 
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D. Anderson, M. Audrain, K. Fuchsberger, J.C. Garnier, R. Gorbonosov, A.A. Gorzawski, A. Jalal,

A. Moscatelli, P.C. Turcu, K. Stamos, M. Zerlauth,

CERN, Geneva, Switzerland

Abstract

The Large Hadron Collider (LHC) at CERN requires

many systems to work closely together to allow reliable

operation and at the same time ensure the correct func-

tioning of the protection systems required when operating

with large energies stored in magnet systems and particle

beams. The systems for magnet powering and beam opera-

tion are qualified during dedicated commissioning periods

and retested after corrective or regular maintenance. Based

on the experience acquired with the initial commissioning

campaigns of the LHC magnet powering system, a frame-

work was developed to orchestrate the thousands of tests

for electrical circuits and other systems of the LHC. The

framework was carefully designed to be extendable. Cur-

rently, work is on-going to prepare and extend the frame-

work for the re-commissioning of the machine protection

systems at the end of 2014 after the LHC Long Shutdown.

This paper describes the concept, current functionality and

vision of this framework to cope with the required depend-

ability of test execution and analysis.

MOTIVATION

The number of tests executed at CERN to ensure the

proper functionality of the superconducting circuits in the

LHC is increasing year by year. Just last year about 7000

individual tests were performed with the help of the Ac-

cTesting framework (”AccTesting” in the following) which

is the central tool to manage this important process. Even

if the initial goal of this framework was to take care of the

LHC hardware commissioning, it was designed from the

beginning to be able to execute and track tests for any kind

of accelerator system. After a short Overview of the design

of the framework, this paper will focus on the work which

was done since the framework was introduced for the first

time [1] and the ongoing work, which has to cover the up-

coming challenges. The most important challenges are:

• Full Automation of the Test Analysis.

• Integration of tests for the commissioning of the LHC

machine protection systems.

All this is necessary to prepare the framework for a smooth

workflow during the restart of the LHC in 2014.

DESIGN OVERVIEW

Managing a large number of tests must take into account

the scheduling of parallel sessions between different users.

For this reason AccTesting has been structured to central-

ize the administration of the tests in the AccTesting server

which is the only one able to access the database where all

the test execution and the analysis results are stored. The

AccTesting server orchestrates the whole testing workflow

by providing the schedule of the different tests requested

from the users and avoiding execution conflicts between

them. An overview of the architecture is shown in Fig. 1.

Figure 1: The components of the AccTesting framework.

This centralization allows the users to have a global view

of the executed and scheduled tests at any time. An exam-

ple of a test plan overview is shown in Fig. 2. A screenshot

of an example test schedule which is produced by the cen-

tralized scheduler [2] is shown in Fig. 3.

Figure 2: The GUI to start tests and monitor their status.

The main building blocks of a test plan within AccTest-

ing are illustrated in Fig. 4. In short, they are:
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USING A JAVA EMBEDDED DOMAIN-SPECIFIC LANGUAGE

FOR LHC TEST ANALYSIS

M. Audrain, K. Fuchsberger, J.C. Garnier, R. Gorbonosov, A.A. Gorzawski, A. Jalal, J. Suchowski,

P.C. Turcu, M. Zerlauth, CERN, Geneva, Switzerland

Abstract

The Large Hadron Collider (LHC) at CERN requires

thousands of systems to work in close cooperation. All

these systems have to be tested during Commissioning and

after interventions on them. Starting from the experience of

Hardware Commissioning, the execution of such tests were

already automated to a high degree. The remaining time in

commissioning campaigns is now spent in analyzing test

results, which is done manually to a certain extent. To im-

prove this situation, a new project was launched which aims

to automate the analysis of such tests as much as possible.

For this purpose, a dedicated Java embedded Domain Spe-

cific Language (eDSL) was created which allows system

experts to describe analysis steps in a simple way. The ex-

ecution of these checks finally can produce, along with the

simple decisions on the success of the tests, plots for the

experts to quickly track down the source of problems ex-

posed by the tests. This paper explains the concepts used

and the future vision of this first version of the eDSL.

INTRODUCTION

During a LHC hardware commissioning campaign,

about 10000 tests are run to determine if the machine is safe

for operation. The system which orchestrates the test runs

is the Accelerator Testing (AccTesting) framework [1]. A

test within AccTesting consists of the following three steps:

• The test execution performs a sequence of tasks on

a system under test, for example applying a specific

Current to a magnetic circuit.

• The test analysis validates the results of the test by

analyzing the data recorded during its execution.

• The test signing allows experts to stamp the two previ-

ous test steps with one or several signatures, ensuring

that the hardware device is behaving properly with re-

gard to the performed test.

With the experience gained over several years and cam-

paigns of hardware commissioning, it was found that the

most time spent in those campaigns concerns the second

test step: the analysis of the data read out from tests ex-

ecution. This analysis can be time consuming because it

is usually performed manually by experts or using semi-

automated LabView analysis programs. Moreover, those

LabView programs are often written and maintained by one

expert, with no version control over them. To automatize

the analysis execution and ensure analysis scripts maintain-

ability, the analysis framework project was launched. As an

essential part of this framework an eDSL was introduced

which is called Analysis language in the following.

The first section of this paper will present the motiva-

tion and requirements for an automated analysis frame-

work, which led to the creation of an eDSL. The second

section will present the eDSL’s basic concepts and their

application for our analysis language. The third section

will present the processing of the language, from the script

writing to its calculated result. Finally, the last section will

present the detection of syntax errors provided by the anal-

ysis framework.

MOTIVATION

The analysis framework’s primary need was to provide

a user-friendly Application Programming Interface (API)

for the system experts to formalize an analysis script to be

performed on the data read out from the execution of a spe-

cific test on a specific hardware device. Using this API, the

experts would write the different assertions (statement that

checks that a predicate is true) to be executed for the anal-

ysis to be considered as valid. The analysis scripts should

be version controlled so any change is tracked and the ver-

sions can be shared between experts.

Figure 1: The display of an analysis result consists of a

list of assertion lines, and a chart showing the detail of the

selected line. The graph highlights the area covered by the

assertion in orange and the failing part in red.

All in all, this API’s main goal is to take care of math-

ematical comparison and calculation so the hardware ex-

pert can focus on the formalization of the analysis. Ad-

ditionally, hardware experts are not necessarily software

developers, so the analysis framework API should be self-
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TESTING & VERIFICATION OF PLC CODE FOR PROCESS CONTROL

B. Fernández, E. Blanco, A. Merezhin, CERN, Geneva, Switzerland

Abstract

Functional testing of PLC programs has been historically

a challenging task for control systems engineers. This

paper presents the analysis of different mechanisms for

testing PLC programs developed within the UNICOS

(UNified Industrial COntrol System) framework. The

framework holds a library of objects, which are represented

as Function Blocks in the PLC application. When a

new object is added to the library or a correction of an

existing one is required, exhaustive validation of the PLC

code is needed. Testing and formal verification are two

distinct approaches selected for eliminating failures of

UNICOS objects. Testing is usually done manually or

automatically by developing scripts at the supervision layer

using the real control infrastructure. Formal verification

proves the correctness of the system by checking whether

a formal model of the system satisfies the properties or

requirements. The advantages and limitations of both

approaches are presented and illustrated with a case study,

validating a specific UNICOS object.

INTRODUCTION

Nowadays any software functionality is required to be

delivered faster and with minimum cost while maintaining

the quality expected. This applies to any software and

also to process automation applications. These critical

applications needs to be extensively tested to validate

the requirements and ensure a smooth execution 24/7 in

industrial plants as manufacturing, nuclear plants, pharma,

cooling systems, etc.

Generally, it is accepted to divide tests according to their

level of specificity into: (1) unit testing, where a specific

section of code is tested separately, (2) integration testing,

where all individual units are put together to be checked

globally and (3) system testing where the complete system

is tested as a whole application.

Currently, testing is applied to process control applica-

tions as a black box tests of function blocks or modules

in combination with input simulations and visualization

of the results by the manual tester. Test cases are

manually created from the requirements or specifications

by the developer and basically testing is considered as

another activity of development. Following the industrial

automation standard ISA-62381 [1], process control appli-

cations testing is done in two main stages: Factory and

Site Acceptance Tests, FAT and SAT respectively. The

difference being whether the tests are performed in the

factory or in the real plant.

Automated tests allow a better implementation of repeti-

tive or tedious duties and can be hardly accomplished by

a manual tester [2]. These tests are a complement and

not a replacement of the tests procedures done by hand,

indeed not all test are easily automated. The manual tester’s

analytic skills can hardly be replaced and these testers are

frequently needed in the interpretation of the test results.

Therefore manual and automated tests are not unrelated but

complement each other.

Formal methods, within this context, are mathematical

techniques for the specification, development and veri-

fication of software and hardware systems. Applied to

programming code, formal methods provide a precise

semantics of a program. Having this formalization we can

prove that the program is correct, meaning it meets the user

specifications. Considering that other testing mechanisms

can never guarantee error-free applications this technique

appears to be a solution, however the complexity is an

evident drawback.

The paper describes the environment where testing

procedures must be applied, the test methods employed

focusing basically in automated tests mechanisms and

formal methods. Finally a summary of results and analysis

of the advantages and disadvantages of applying these

mechanisms is depicted.

UNICOS PLC CONTROL SYSTEMS

UNICOS is an object-based framework providing a

methodology and a set of tools to develop industrial control

systems. This framework is used in industrial installations,

e.g. the LHC (Large Hadron Collider) cryogenic control

systems, cooling and ventilation control systems, and the

LHC vacuum control systems. This framework, which has

been developed at CERN over the past 10 years, contains

several packages, according to the kind of control system to

be developed. The UNICOS-CPC package [3] is devoted

to process control systems. The control systems studied in

this paper are composed by two layers: the control layer

based on PLC (Programmable Logic Controller), and the

supervision layer based on a SCADA (Supervisory Control

And Data Acquisition).

UNICOS Object Library

In the framework, each physical device (e.g. valve)

and process units are modeled as UNICOS objects, the

complete set of objects is called the Baseline library.

Each new object to be designed under the UNICOS

framework must follow the UNICOS metamodel [4]. This

metamodel defines a predefined structure with a naming

convention, thus the interface of the new object is defined.

However the object functionality is not expressed and

validated at this stage.
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HIGH-LEVEL FUNCTIONS FOR MODERN CONTROL SYSTEMS: A 
PRACTICAL EXAMPLE 

W. Fabian, P. Golonka, M. Gonzalez-Berges, L. Petrova, F. Varela#, CERN, Geneva, Switzerland

Abstract 
Modern control systems make wide usage of different 

IT technologies and complex computational techniques to 
render the data gathered accessible from different 
locations and devices, as well as to understand and even 
predict the behaviour of the systems under supervision.  

The Industrial Controls Engineering (EN-ICE) Group 
of the Engineering Department develops and maintains 
more than 130 vital controls applications for a number of 
strategic sectors at CERN, like the accelerator, the 
experiments and the central infrastructure.  All these 
applications are supervised by MOON, a very successful 
central monitoring and configuration tool developed by 
the group that has been in operation 24/7 since 2011.  

The basic functionality of MOON was presented in 
previous editions of these series of conferences. In this 
contribution we focus on the high-level functionality 
recently added to the tool to grant access to multiple users 
through the web and mobile devices, as well as a first 
attempt to data analytics with the goal of identifying 
useful information to support developers during the 
optimization of their systems and help in the daily 
operations of the systems. 

INTRODUCTION 
Control Systems for particle accelerators and High 

Energy Physics Experiments must enable the coherent 
and safe operation of the equipment. Traditional control 
systems focus on retrieving and logging data from sensors 
in the field, triggering of alarms, displaying the online 
status of the equipment, as well as on allowing operators 
to send commands onto the hardware.  

The strong requirements for high availability and 
reliability of the control systems sometimes push 
engineers to follow a conservative approach on the tools 
selected for implementation by preferring rather old 
although well-proven technologies, as well as to 
streamline the functionality of the control system.  

This approach is in contradiction with the continuous 
proliferation of new technologies and practises in the IT 
domain. Moreover, nowadays users of the control systems 
are more and more familiar with the possibilities offered 
by present web and mobile applications and expect to find 
similar functionalities in modern control systems. 
Furthermore, the introduction of modern computing 

technologies and practises in control systems is not only 
justified by the users’ expectations. In fact, the utilization 
of recent IT techniques in the controls domain may bring 
an important added value to the control systems ranging 
from enriching the user experience to predicting the 
evolution of the system under supervision. 

In the following, a set of high-level requirements for 
modern control systems will be discussed where 
innovative IT tools and methods play a crucial role. 
Several of these tools are currently being evaluated by 
EN-ICE to enrich the functionality of MOON [1] and at a 
later stage, possibly in other EN-ICE applications. 
Wherever applicable, the work done for MOON so far is 
discussed as an example. 

MOON 
MOON is a centralized software management and 

monitoring tool that builds on top of the commercial 
SCADA package WinCC Open Architecture [2] and the 
CERN JCOP [3] and UNICOS [4] Frameworks. The basic 
functionality of MOON was presented in a previous 
edition of this conference series [1]. MOON presently 
monitors and configures more than 130 WinCC OA based 
applications developed by EN-ICE and other CERN 
groups that supervise critical systems for the LHC 
accelerator, the CERN technical infrastructure, as well as 
for the LHC Experiments. MOON has now become a key 
application for the operation of the CERN facilities and of 
the EN-ICE on-call service. 

Status Update 
The basic functionality of MOON has been largely 

extended in the last two years. In particular, the 
configuration of the tool has been streamlined to add new 
devices to the monitoring with only a few mouse-clicks. 
Devices are now declared in a configuration database and 
inherit all characteristics like alarm handling, notification, 
URLs associate to alarms, from predefined templates at 
importation time. Moreover, all functionalities of the tool 
were re-worked to behave in a dynamic manner such that, 
newly added devices are automatically included in all 
services provided by the tool, e.g. web, daily and long-
term reports, etc. In addition, the monitoring capabilities 
of the tool have been largely extended to cover: 

• Front-End Computers (FEC) and WorldFIP 
devices [5]. 

• Critical parts of the EN-ICE computing 
infrastructure like the automatic WinCC OA 
license generator or the LHC dashboard [6]. 

Furthermore, the range of applications monitored by 
MOON was extended to other CERN groups and the LHC 
experiments. Table 1 shows the list of equipment 
monitored by the tool at the time of writing this paper. 

MOON now also features a role-based access control 
model that distinguishes 4 different types of users – 
standard operators, application experts, on-call service 
and MOON experts. Moreover, all reconfiguration actions 
on the controls applications performed by the experts 
using the tool are now logged. 

 ____________________________________________  

#fernando.varela.rodriguez@cern.ch 
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MONITORING OF THE NATIONAL IGNITION FACILITY INTEGRATED 
COMPUTER CONTROL SYSTEM* 

Abstract 

-

 

 

 

-

 
 
2013/06/17 15:14:21.8973 T_LOG 

OPG|Q25T|AMC|Shape_Sys (TID 0055) Entering 
Setpoint_Monitors.Create_Mappers to map taxon 
OPG|Q25T|AMC|Shape_Sys 

 

-

-

 

 

 
 
Msg_Log_Api.Log_Exception("Unexpected 

exception releasing AMC LCU", Get_Taxon (Self)); 
 

 
 
log.logException("Unable to initialize 

controller", ex); 
 

 

. 

 ___________________________________________  

- -07NA27344. #LLNL-ABS-632634, LLNL-CONF-644263
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SOFTWARE TOOL LEVERAGES EXISTING IMAGE ANALYSIS RESULTS 
TO PROVIDE IN-SITU TRANSMISSION OF THE NIF DISPOSABLE 

DEBRIS SHIELDS 
Victoria Miller Kamm, Abdul Awwal, Jean-Michel Di Nicola, Pascale Di Nicola, Sham Dixit, 

Roger Lowe-Webb, David McGuigan, Brett Raymond, Karl Wilhelmsen 
 Lawrence Livermore National Laboratory, Livermore, CA 94550, USA 

 
Abstract 
The Disposable Debris-Shield (DDS) Attenuation Tool is 
software that leverages Automatic Alignment image 
analysis results and takes advantage of the DDS 
motorized insertion and removal to compute the in-situ 
transmission of the 192 NIF DDSs. The NIF employs 
glass DDSs to protect the final optics from debris and 
shrapnel generated by the laser-target interaction. Each 
DDS transmission must be closely monitored and 
replaced when its physical characteristics impact laser 
performance. The tool was developed to calculate the 
transmission by obtaining the total intensity of transmitted 
light with the debris shield inserted and removed. These 
total intensities are calculated in the Automatic Alignment 
image processing [1] algorithms. The tool uses this data, 
adding the capability to specify DDS to test, moves the 
DDS, performs calculations, and saves data to an output 
file. It operates on all 192 beams of the NIF in parallel. 
The tool has discovered a discrepancy between models 
and actual measurements. The software was qualified with 
DDS of known transmissions as supplied by the vendor. 
This demonstrated the tool capable of measuring in-situ 
DDS transmission to better than 0.5% rms. 

INTRODUCTION 
The National Ignition Facility (NIF) employs a vast set 

of optics to carry out laser experiments. The Final Optics 
Assembly (FOA) is the last set of optics before the laser 
reaches target chamber center. These optics are crucial to 
NIF for focusing and frequency conversion operation. To 
protect these optics, debris shields are utilized and reside 
between the FOA and the target. The optic transmission of 
these optics and also the debris shields are important to 
achieving the NIF experimental goals. Predictive 
computer models are employed to estimate the 
transmission of the debris shields, but without actual 
measurements, the validity of these models was unknown. 
To address this issue, a software tool was developed that 
coordinates two functions. First, it leverages existing 
Automatic Alignment (AA) software to measure beam 
quality metrics like image intensity. Next it coordinates 
movements of the debris shields for the measurements, 
and calculates the transmission based on this data. 

 

Automatic Disposable Debris Shield (ADDS) 
The NIF employs a Final Optics Assembly (FOA) to 

frequency convert and focus the laser on the target [2]. 

ADDSs are inserted between the optics and the target to 
protect the final optics. Figure 1 shows the elements in the 
final optics assembly and the location of the disposable 
debris shield. ADDSs are disposable because they absorb 
shrapnel damage from exploding targets and their 
transmission is diminished due to re-deposition of 
vaporized mass. Each NIF beamline contains a 
mechanism with 10 debris shields. The system is 
automatic because each shield is motorized and positioned 
remotely. Only one shield is inserted in the beam path at a 
time. Shields are disposable, but are also high quality 
optics. They are large (44 x 44 cm.) and are fabricated 
from borosilicate glass with anti-reflective coatings [3]. In 
order to maximize laser performance and minimize cost 
expense, it is essential to monitor each ADDS. Shields are 
tracked by serial number with their pertinent information 
stored in a database. Measurement and analysis is 
performed on a particular shield to determine 
transmission. The ability to perform this analysis coupled 
with the availability of 10 shields enables NIF to maintain 
the high transmission of its optics. 

 
 

Figure 1: NIF Final Optics Assembly Layout showing 
location of ADDS. 

 

ADDS Attenuation Tool Software 
The software tool allows the user to develop an Excel 

configuration file that defines which shields, 1 - 10, will 
be analyzed. The configuration file is selected and loaded 
into the tool before performing a data acquisition. The 
first step after reading and evaluating the configuration 
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IMAGE ANALYSIS FOR THE AUTOMATED ALIGNMENT OF THE
ADVANCED RADIOGRAPHYCAPABBILITY (ARC) DIAGNOSTIC PATH∗

Randy Roberts† , Abdul Awwal, Richard Leach, Michael Rushford,

Erlan Bliss and Karl Wilhelmsen,

Lawrence Livermore National Laboratory, Livermore, CA 94550, USA

Abstract

The Advanced Radiographic Capability (ARC) at the

National Ignition Facility was developed to produce a se-

quence of short laser pulses that are used to backlight an

imploding fuel capsule. This backlighting capability will

enable the creation of a sequence of radiographs during

capsule implosion and provide an unprecedented view into

the dynamics of the implosion. A critical element of the

ARC is the diagnostic instrumentation used to assess the

quality of the pulses. Pulses are steered to the diagnostic

package through a complex optical path that requires pre-

cision alignment. A central component of the alignment

system is the image analysis algorithms, which are used

to extract information from alignment imagery and provide

feedback for the optical alignment control loops. Align-

ment imagery consists of complex patterns of light result-

ing from the diffraction of pilot beams around cross-hairs

and other fiducials placed in the beam path. This paper

describes the alignment imagery for two ARC automated

alignment loops, and the image analysis algorithms used

to extract information required for the operation of those

loops.

INTRODUCTION

Laser pulses produced by the Advanced Radiographic

Capability (ARC) at the National Ignition Facility (NIF)

require comprehensive characterization to ensure that they

meet design specifications. To perform this characteriza-

tion, selected pulses from the ARC are directed to a diag-

nostic table containing a variety of instrumentation. The

optical path that directs these pulses is complex and re-

quires automated alignment of a large number of optics.

The alignment process consists of manipulating mirrors to

center and point the beams (pulses) along the optical path.

Feedback loops provide inputs to actuators on the mirror

mounts, and adjust the actuators to decrease the distance

between reference and beam-position fiducials extracted

from alignment imagery. Control loops execute two image

processing algorithms, one for centering the beam and one

for pointing the beam. Imagery for the centering operation

is collected by a near-field camera, and imagery associated

with pointing operations is collected by a far-field camera.

Figure 1 illustrates a simplified schematic of the beam

∗This work was performed under the auspices of the U.S. Department

of Energy by Lawrence Livermore National Laboratory under Contract

DE-AC52-07NA27344. LLNL-CONF-644268. 
† roberts38@llnl.gov

path from the compressor vessels to the diagnostic ta-

ble. ARC compressor vessels CV1 and CV2 each com-

press pulses from two modified NIF beams using arrays of

diffraction gratings [1]. NIF beams are directed out of CV1

and CV2 toward the target chamber by the AM5 mirrors.

The AM5 mirrors are partially transmitting, allowing 0.2%

of each ARC beam and 70% of each pilot beam to propa-

gate to its DM1 mirror. Each DM1 mirror is mounted on a

vertical translation stage, which enables it to reflect either

the upper or lower output from the associated compressor

vessel. After DM1, the beams are reflected by the DM2

mirrors towards calorimeters positioned behind the DM3

mirrors. Beams from CV1 and CV2 are directed by the

DM3 mirrors to mirror DM4. This mirror pivots to select

the output beam from either CV1 or CV2. From there, a

single beam is directed into the diagnostic table by mirrors

DM5, DM6 and DM7.

In the ARC diagnostic path, there are three sets of

pointing and centering loops that control the DM1/DM2,

DM3/DM4 and DM5/DM7 mirror pairs. Near-field and

far-field cameras for these loops are positioned respectively

behind the DM3, DM5 and on the ARC Diagnostic Ta-

ble. In this paper, we describe image processing algorithms

associated with the DM3/DM4 and DM5/DM7 centering

loops. (Space limitations preclude a discussion of all image

processing used to align the path from the ARC compressor

vessels to the ARC diagnostic table. The DM3/DM4 and

DM5/DM7 centering loops were selected for their techni-

cal interest.)

Pointing and centering loops DM1/DM2, DM3/DM4

and DM5/DM7 are aligned using small-diameter pilot

beams positioned beneath the larger NIF/ARC beams.

Three pilot beams are associated with each NIF beam, a

980 nm beam straddled by two 1053 nm beams. These

pilot beams propagate alignment references positioned at

surveyed locations along the beam path. These cross-hairs

and apertures impose patterns on the intensity profiles of

the pilot beams which serve as alignment fiducials. For

example, cross-hairs beneath the AM5 mirrors identify the

correct position for the pilot beams as they pass through.

These crosshairs create a diffraction pattern in the pilot

beam profiles, and features in this pattern are used in subse-

quent control loops. As another example, apertures placed

beneath the DM5 mirror provide centering references for

beams from the CV1 or CV2 compressor vessel for the

DM3/DM4 centering loops.

Development of the image processing algorithms and

implementation of ARC diagnostic path hardware are pro-
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ANALYZING OFF-NORMALS IN LARGE DISTRIBUTED CONTROL 
SYSTEMS USING DEEP PACKET INSPECTION AND DATA MINING 

TECHNIQUES*  
M. Fedorov, G. Brunton, C. Estes, J. Fisher, C. Marshall, E. Stout  

Lawrence Livermore National Laboratory, P.O. Box 808, Livermore, CA 94550, USA

Abstract 
Network packet inspection using port mirroring 

provides the ultimate tool for understanding complex 
behaviors in large distributed control systems. The 
timestamped captures of network packets embody the full 
spectrum of protocol layers and uncover intricate and 
surprising interactions. No other tool is capable of 
penetrating through the layers of software and hardware 
abstractions to allow the researcher to analyze an 
integrated system composed of various operating systems, 
closed-source embedded controllers, software libraries 
and middleware. Being completely passive, the packet 
inspection does not modify the timings or behaviors. The 
completeness and fine resolution of the network captures 
present an analysis challenge, due to huge data volumes 
and difficulty of determining what constitutes the signal 
and noise in each situation. We discuss the development 
of a deep packet inspection toolchain and application of 
the R language for data mining and visualization. We 
present case studies demonstrating off-normal analysis in 
a distributed real-time control system. In each case, the 
toolkit pinpointed the problem root cause which had 
escaped traditional software debugging techniques. 

INTRODUCTION  
In a distributed control system, the system components 
interact over a network, usually with the help of one of 
the middleware frameworks, such as CORBA (Common 
Object Request Broker Architecture). Having full details 
of such interactions traveling over the network opens up 
attractive opportunities for monitoring and debugging of 
the system. The high-end network routers usually provide 
a port mirroring feature which allows redirection of the 
interesting network traffic to a dedicated router port. At 
that port, a computer running a packet capture application 
(for example, open source tcpdump, [1]) or a dedicated 
appliance (e.g. OPNET ACE Live, [2]) receives the 
packets and stores them into a file, typically in the pcap 
format. After the capture, the offline analysis of the 
packets can be performed using a deep packet inspection 
tool, such as open source Wireshark [3]. The deep packet 
inspection tools are capable of recovering the high level 
protocol information from the raw capture files. In the 
case  of  CORBA,  the   object   method    names,    object  
 
 

*This work performed under the auspices of the U.S. 
Department of Energy by Lawrence Livermore National 
Laboratory under Contract DE-AC52-07NA27344. #LLNL-
ABS-631632 

 
references and parameter values are recoverable. Given 
that the packet captures are timestamped with millisecond  
precision, an accurate application level trace of a network 
event can be reconstructed after an event occurred. An 
important advantage of the network-based monitoring is 
that it works equally well across a variety of server and 
embedded platforms, which is common for large control 
systems. Achieving the same breadth of monitoring with 
traditional debugging and logging tools would require 
significant effort running multiple native tools and then 
stitching log files together. 
 
 

 
Figure 1: Deep packet inspection toolkit .

For a real-time control system, the introduction of any 
logging, debugging or profiling tool comes with a risk of 
drastically modifying the timings or behaviors of the 
monitored events. Network packet monitoring is stealthy: 
it is entirely passive; it does not modify the timing or 
sequencing of events. Since the packet capture and 
inspection tools run on dedicated computers, the 
computing resources of the core control system are not 
affected. The computing capacity allocated for packet 
monitoring can be increased or decreased based on 
situational needs. 

In addition to the primary control system middleware 
communications, the network captures can include other 
protocols. For example, NFS (Network File System) 
packets are translated to file operations (open, close, read, 
write) by the deep packet inspection tools. Network-
attached hardware events can be derived from the 
VISA/GPIB and MODBUS/TCP packets and others. 

Setting up network packet monitoring for a control 
system does require additional resources. A high-end 
network router is usually required, as well as fast 
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HIGH REPETITION RATE LASER BEAMLINE CONTROL SYSTEM∗

T. Mazanec†, ELI Beamlines, Prague, Czech Republic

Abstract
ELI-Beamlines will be a high-energy, high repetition-

rate laser pillar of the ELI (Extreme Light Infrastructure)
project. It will be an international user facility for both
academic and applied research, scheduled to provide user
capability from the beginning of 2017.

As part of the development of L1 laser beamline we
are developing a prototype control system. The beamline
repetition rate of 1kHz with its femtosecond pulse accu-
racy puts demanding requirements on both control and syn-
chronization systems. A low-jitter high-precision commer-
cial timing system will be deployed to accompany both
EPICS- and LabVIEW-based control system nodes, many
of which will be enhanced for real-time responsiveness.
Data acquisition will be supported by an in-house time-
stamping mechanism relying on sub-millisecond system re-
sponses. The synergy of LabVIEW Real-Time and EPICS
within particular nodes should be secured by advanced
techniques to achieve both fast responsiveness and high
data-throughput.

INTRODUCTION
ELI Beamlines Czech Republic will provide a facility

for physics experiments offering four petawatt class laser
beamlines and six experiment halls. Most of the facility
systems will be developed in-house using local resources.
There is an on-going development of the common laser
front-ends and the first beamline, L1, situated in prototyp-
ing laboratories. The pulse distribution switch-yard and ex-
perimental target chambers are being designed, and prepa-
rations for facility services (vacuum, cryogenics, etc.) are
on-going.

From the laser technology point of view, ELI beamline
is composed of a laser oscillator, continuous-wave diode
pump lasers, regenerative and multi-pass amplifiers, sec-
ond harmonic generators, optical parametric power ampli-
fiers and pulse compressors.

Since development milestones are quite close, we are
procuring the majority of subsystems and selecting ready-
to-use technologies, both for the control systems and laser
hardware.

CONTROL SYSTEM OVERVIEW
For the purposes of this outline of the L1 beamline con-

trol system, we focus only on the “laser technology” con-
trol system (CS). The Personal Safety System (PSS) is be-

∗ The authors acknowledge the support of the following grants
of the Czech Ministry of Education, Youth and Sports
"CZ.1.05/1.1.00/02.0061" and "CZ.1.07/2.3.00/20.0091".

† tomas.mazanec@eli-beams.eu

ing simultaneously designed at ELI, yet the system is seg-
regated from the laser technology CS and considered in-
dependent. The laser technology CS merely monitors PSS
status and automatically reacts to PSS interlock trips. PSS
has to be managed from the very beginning of beamlines
development because light intensities sufficient to cause
permanent blindness from scattered light and skin burns are
present in every beamline hall. There is a simple PSS at the
beamline prototyping site used for daily operation.

Another segregated system is the Machine Interlock Sys-
tem (MIS), which offers automatic protection against unin-
tended damage of laser technology. We are also developing
MIS prototype in parallel, with the goal to keep it close to,
but independent of the CS. MIS monitoring and trip actions
are continuously included in CS.

Nevertheless the laser technology CS deals with the ma-
jority of SCADA tasks. The requirements on the CS are
further complicated by the 1kHz repetition rate and the fs
or ps duration of all seed and pump lasers in L1.

Survey on CS Hardware
From the CS point of view, the L1 beamline control

will be covered by: slow- and fast-controllers, a tim-
ing/triggering system, motion control and image acquisi-
tion devices.

Apart from usual sensors (for thermometry, hygrometry,
flow, etc.) we will interface a variety of COTS (Commer-
cial off-the-shelf) devices for beam diagnostics; spectrom-
eters, power-meters, etc. CS integration of these specialist
devices can be tricky due to inconvenient HW buses, pro-
prietary protocols and limited SW integration support from
manufacturers.

We expect tens of fast-photodiode detectors with a max-
imum of tens of picoseconds rise-time. These will scan
ultra-short laser pulses and will push the speed require-
ments on Data Acquisition (DAQ) cards to giga-samples
per second. A standalone high-speed system is currently
being developed for picosecond-level jitter stabilization in
Optical Parametric Chirped-Pulse Amplifiers (OPCPA). It
will be deployed six-times in total for different laser am-
plifiers. The system includes a PXIe (PCI eXtensions for
Instrumentation - Express variant) chassis with high-speed
digitizer and FPGA processing. Fast closed-control-loop at
1kHz drives piezo-actuators to compensate jitter in ampli-
fier optics.

Various electro-optical devices like pulse-pickers and
Pockels cells are also frequent. These devices and their
high-speed control HW require precise timing and trigger-
ing in the sub-nanosecond range. Requirements on timing
are such that a standalone system for electronic timing is
being commissioned (refer to the next section for details).
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PICOSECOND TIMING SYSTEM 
 

Dominique Monnier-Bourdin,* Bernard Riondet,**  Greenfield Technology, Massy 91300, France  
Stéphane Perez,# CEA/DIF, F-91297 Arpajon, France 

 

Abstract 
The instrumentation used to synchronize large 

physics experiments often require timing with 
resolution down to a few picoseconds. These 
experiments also require different sampling rates for 
multi-shot or single-shot triggering for each instrument 
distributed in a large area. 

Greenfield Technology offers a commercial solution 
with a Picoseconds Timing System built around a 
central Master Oscillator which delivers a serial data 
stream over an optical network to synchronize local 
multi-channel digital delay generators. This system is 
able to provide several hundred triggers pulses with 
coordinated 1ps timing resolution and jitter below 15 
ps. The timing signals may be distributed over an area 
up to 100,000 square feet. 

The properties of this Picosecond Timing System are 
presented herein with actual measurements taken and 
functions performed from recently deployed systems. 
The existing systems referenced are as follows: Laser 
MegaJoule Prototype, France; Ligne d’Intégration 
Laser, France; Petawatt Laser Applications and 
Synchrotron Soleil, France. 

Packaging of the local Digital Delay Generators at 
each trigger point has been installed in several form 
factors based on the application. Benchtop, 19” 
RackMount, cPCI and PXI cards have all been used. 
Additionally, trigger pulse shaping options make the 
Greenfield Picosecond Timing System an ideal 
solution to synchronize Synchrotron experiments, High 
Energy Lasers or other large physics experiments. 

INTRODUCTION 
The purpose of a timing system is to synchronize all 

the equipment used in picoseconds lasers experiments. 
A typical picosecond laser system application is shown 
below in Figure 1. 

The 80 MHz oscillator (or front end) provides a fast 
pulse laser at low power. This pulses are amplified by a 
“laser chain” composed of an amplifier running at 100 
Hz and then by a second amplifier running at 10 Hz. 

At the output of the “laser chain” the beam laser has 
sufficient optical power to generate specific anticipated 
effects such as mechanical compression, plasma 
heating and ignition in a “target chamber” where the 
experiment is done. 
To control the proper operation of the laser system 
several kinds of diagnostics (measurement and control) 

are implemented. These include a photodiode, digitizer, 
calorimeter, CCD camera and streak camera. 

In general the oscillator, the laser chain and the target 
chamber are situated in three separate areas, often 
separated by considerable distances. 

Oscillator

Timing system 80 MHz

Photot
iode

Experiment

Detector

Diagnostics

Q-Switch

Pumplaser

Crystal Pockel
Cell

Pockel
Cell

Amplifier N°1 Amplifier N°2

Q-Switch

Pumplaser

Crystal Pockel
Cell

Pockel
Cell

 
Figure 1: Typical picoseconds laser system. 

TIMING REQUIREMENT 
The timing requirement for a typical picoseconds laser 

system is shown in Table 1. In some applications there 
are others functions like a flash (typically 1ms before the 
shot) or a beam shutter or compressor. 

 
Table 1: Timing Requirement 

 
Equipment Function Frequency Delay before 

the Shot 
Amplifier N°1 Pump laser 100 Hz 2 ms 

Q-switch 100 Hz 10 ns 
Pockels cell 
on /off 

100 Hz 1 μs / -1 μs 

Amplifier N°2 Pump laser 10 Hz 300 μs 
 Q-switch 10 Hz 10 ns 
 Pockels cell 

On /Off 
Single shot 0.5 μs /- 1 μs 

Diagnostics Digitizer, 
Streak camera 

Single shot 10 ns / 1 ns 

Timing system Synchronise 
the equipment 

5 repetitive 
frequency 
2 single 
shot 

- 1 second to up 
1 second 

TIMING SYSTEM 
To meet the requirements, Greenfield Technology 

proposes a picoseconds system that provides several 
hundred trigger pulses to equipment distributed over a 
large area of up to 100,000 square feet. The system 
architecture is shown in Figure 2.  

 A central Master Oscillator transmitter provides 
Master triggers and time base (synchronised on 
external clock) and allows the transmission of them 
via a serial data stream to synchronize local delay 
generator. 

* d.monnierbourdin@greenfieldtechnology.com 
** b.riondet@greenfieldtechnology.com 
# stephane.perez@cea.fr 
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FAIR TIMING SYSTEM DEVELOPMENTS BASED ON WHITE RABBIT

C. Prados, R. Bär, D. Beck, J. Hoffmann, N. Kurz, S. Rauch, W. Terpstra, M.
Zweig (GSI, Darmstadt, Germany), M. Kreider (GSI, Darmstadt, Germany; Glyndwr University, U.K.)

Abstract
A new timing system based on White Rabbit (WR) is

being developed for the upcoming FAIR facility at GSI,
in collaboration with CERN, other institutes and industry
partners. The timing system is responsible for the synchro-
nization of nodes with nanosecond accuracy and distribu-
tion of timing events, which allows for real-time control
of the accelerator equipment. WR is a fully deterministic
Ethernet-based network for general data transfer and syn-
chronization, which is based on Synchronous Ethernet and
PTP. The ongoing development at GSI aims for a minia-
ture timing system, which is part of a control system of a
proton source, that will be used at one of the accelerators
at FAIR. Such a timing system consists of a Data Master
generating timing messages, which are forwarded by a WR
switch to a handful of timing receivers. The next step is
an enhancement of the robustness, reliability and scalabil-
ity of the system. These features will be integrated in the
forthcoming CRYRING control system in GSI. CRYRING
serves as a prototype and testing ground for the final con-
trol system for FAIR. The contribution presents the overall
design and status of the timing system development.

INTRODUCTION
The GMT triggers and synchronizes accelerator equip-

ment accordingly to the accelerator cycles [1]. Cycle
lengths range from 20 ms (present UNILAC), several sec-
onds (synchrotrons SIS18 and SIS100/300) to several hours
(storage rings) [2]. The beam production chain is an impor-
tant concept in accelerator control systems. It describes the
production of a beam from an ion source through the ac-
celerators to a target. Properties of such a beam production
chain include the ion type (from protons to uranium), en-
ergy, intensity, focus and emittance and other parameters at
the final destination. This information is conveyed to the
GMT, which has an integral view on the tightly synchro-
nized accelerators and beam transfer sections. The GMT
must take into account the execution of several beam pro-
duction chains in the accelerator complex at the same time.
For each part of the machine, switching between different
beam production chains will be possible between cycles,
which implies a high degree of true parallel operation.

The GMT is made of an interconnected network of Tim-
ing Receiver Nodes (TRN) and special nodes so-called
Masters. The TRN are devices synchronized to the Timing
Master, source of time and frequency for all the network,
and they are also the receivers of timing messages from the
Data Master. The interconnection is established using WR
Switches, which are responsible of the propagation of the
synchronization and timing messages to the TRN.

In about four years, first beam will be injected into the
FAIR accelerator complex. By then, the General Machine
Timing system must support about 2000 Front End Con-
trollers (FEC) with integrated TRN. The main tasks of
the GMT are distribution of timing messages, clocks and
timestamps. Timing messages synchronize actions of the
accelerator in hard real-time on a level of about 1 ns, even
if components are a few kilometers apart. Clock and times-
tamps distribution, inherently provided by White Rabbit
PTP, will be used for correlating data acquired at distinct
places throughout the facility.

The GMT is linked to other systems. It must react with
upper bound latency on external signals like interlock sig-
nals [3] by executing predefined alternatives in the sched-
ule. All systems connected to the timing system depend
on it’s high availability. Distribution of timing messages,
clocks and timestamps must be guaranteed for commis-
sioning and testing even when the accelerator does not pro-
duce beam. As a failure in synchronizing equipment may
led to loss of beam, the distribution of timing messages
must be robust - at most one timing messages per year may
be lost. Furthermore, critical components of the GMT must
be implemented redundantly.

The GMT not only serves for the operation of the FAIR
accelerator machines. Also Data AcQuisition (DAQ) sys-
tems of experiments will link to the GMT for correlating
experimental data with accelerator actions. Moreover, a
connection to the GMT allows for time stamping of data
in case of globally triggered DAQ systems, fan-out of time
stamps for free running DAQ systems and finally provides
distribution of precise synchronous clock signals.

DESIGN
GMT is a decentralized design, Fig. 1, based on a net-

work where every kind of device is responsible of carrying
out an specific tasks. The Clock Master is source of time
and frequency for the network. The Clock Master creates,
schedules and sends timing messages to control the accel-
erator and the WR Network (WRN) provides synchroniza-
tion propagation and transports the data (e.g timing mes-
sages) to the TRN. The hardware and software design of
this devices is being developed in GSI (e.g TRNs) and in
collaboration with other institutes and companies (e.g WR
Switch).

White Rabbit
White Rabbit (WR [4]) is a protocol developed to syn-

chronize nodes in a packet-based network with sub-ns ac-
curacy. WR is based on existing standards: Ethernet (IEEE
802.3 [5]), Synchronous Ethernet (SyncE [6]) and PTP [7].
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A PROOF-OF-PRINCIPLE STUDY OF A SYNCHRONOUS MOVEMENT OF 

AN UNDULATOR ARRAY USING AN EtherCAT FIELDBUS AT 

European XFEL 

S. Karabekyan, A. Beckmann, J. Pflüger, M. Yakopov, European XFEL GmbH, Hamburg, Germany

Abstract 

The European XFEL project is a 4th generation X-ray 

light source. The undulator systems SASE 1, SASE 2 and 

SASE 3 are used to produce photon beams. Each 

undulator system consists of an array of undulator cells 

installed in a row along the electron beam. The motion 

control of an undulator system is carried out by means of 

industrial components using an EtherCAT fieldbus. One 

of its features is motion synchronization for undulator 

cells which belong to the same system. This paper 

describes the technical design and software 

implementation of the undulator system control providing 

that feature. It presents the results of an on-going proof-

of-principle study of synchronous movement of four 

undulator cells as well as study of movement 

synchronization between undulator and phase shifter. 

SYSTEM OVERVIEW 

The European XFEL is using the principle of “self-

amplified spontaneous emission” (SASE). The first beam 

will be delivered at the end of 2015 and will produce 

spatially coherent ≤80fs short photon pulses with a peak 

brilliance of 1032-1034 photons/s/mm2/mrad2/0.1% BW in 

the energy range from 0.26 to 29.2 keV at electron beam 

energies of 10.5 GeV, 14 GeV, or 17.5 GeV [1, 2]. The 

startup configuration includes three undulator systems 

called SASE1, SASE2, and SASE3. SASE1 and SASE2 

are optimized for the hard X-ray range from 4 to 29.2 

keV. In order to do so, 35 cells are required. SASE3, 

which is using the spent beam from SASE1, is serving the 

soft X-ray range from 0.26 to about 2 keV and therefore 

needs only 21 cells. 

An undulator system is a periodic array of undulator 

cells. A cell consists of a 5 m long undulator segment and 

a 1.1 m long intersection (see Fig. 1). 

 

Figure 1: Undulator cell, showing undulator segment and 

intersection in array. 

An undulator is controlled by four servo motors, which 

are used to set the gap between magnet structures. The 

intersections contain important elements that are 

necessary for free electron laser (FEL) operation: 

quadrupole magnets and movers for electron beam 

focusing and steering, beam position monitors, vacuum 

pumps, air coil correctors, which are necessary to 

compensate residual gap dependent steering errors of 

undulator segments and finally the phase shifters, which 

are needed to adjust the phase between electrons and 

photons field.  

At fixed electron energy the photon wavelength of an 

FEL is only determined by the gap of the undulator 

system. This provides a possibility of fast tuning of the 

radiation wavelength and is highly desirable for many 

spectroscopic techniques requiring fast variation or 

scanning of the wavelength. From this point of view the 

synchronous movement of all undulator segments in one 

system as well as synchronization of the undulator gap 

change with a corresponding change of the phase shifter 

gap is of a great importance for user operation. 

To control an undulator system consisting of 35 cells 

with more than 450 controlled elements is a challenging 

task. Such control system must fulfil the following main 

requirements: 

 Possibility of building a complex control system with 

a large variety of components 

 Using of high-speed fieldbus systems 

 Synchronization of multiple axes. 

 Cost-economic solutions 

During the past decade industrial motion control 

technology has been developed to a high level of 

perfection. For the control of undulator systems, industrial 

components produced by Beckhoff Automation GmbH 

using the EtherCAT fieldbus and the TwinCAT software 

were selected [3]. 

FORMULATION OF THE PROBLEM 

One of the important tasks for the control of the 

undulator system is a synchronized gap change of the 

undulator cells. The simplest way to achieve this is to 

issue a common start command for all undulator cells. 

The assumption is that if the start commands on all 

undulators will be synchronized, if there is no big 

difference in mechanical and magnetic properties of the 

undulators and all dynamic control parameters of 

undulators are the same, although the undulators are 

running freely, the gap change delay could stay in a 

reasonable small range of several milliseconds. 

A more advanced technique uses a virtual master axis. 

This is already implemented in the Local Control Node 
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COMPARISON OF SYNCHRONIZATION LAYERS FOR DESIGN OF

TIMING SYSTEMS

A. Aulin Söderqvist, N. Claesson, J. Neves Rodrigues, Lund University, Lund, Sweden∗

R. Tavčar, R. Štefanič, J. Dedič, Cosylab, Ljubljana, Slovenia†

Abstract

Two synchronization layers for timing systems in large

experimental physics control systems are compared. White

Rabbit (WR), which is an emerging standard, is compared

against the well-established event based approach. Several

typical timing system services have been implemented on

an FPGA using WR to explore its concepts and architec-

ture, which is fundamentally different from an event based.

Both timing system synchronization layers were evalu-

ated based on typical requirements of current accelerator

projects and with regard to other parameters such as scal-

ability. The proposed design methodology demonstrates

how WR can be deployed in future accelerator projects.

INTRODUCTION

The timing system (TS) is an essential part of the con-

trol system (CS) in current accelerator projects. In gen-

eral, the TS provides services to the CS according to the

requirements of the accelerator, see Fig. 1. Commercial

off the shelf (COTS) products with adequate firmware are

available that fits certain accelerators. On the other hand,

usually different machines have unique requirements that

make customization inevitable.

A given COTS product together with part of its firmware

may be called a synchronization layer (SL), as it provides

synchronous action and a well defined interface, see Fig. 2.

This article reviews two different SLs using this definition.

Their interfaces are compared as they have direct implica-

tions on how the TS can be implemented.

A limited set of TS services were implemented to eval-

uate the interfaces of White Rabbit (WR) [1]. Other TSs

were also studied in combination to this implementation,

i.e., the Real-time Event Distribution Network (REDNET)

[2], the SINAP timing system [3] and the General Machine

Timing system (GMT) [4].

REDNET is a recently finished, Micro-Research Finland

(MRF) based [5], TS, which is being deployed at MedAus-

tron. MRF is a well-established event based SL.

The SINAP timing system is another event based TS,

developed for SSRF (SINAP, Shanghai) and already suc-

cessfully installed in other facilities.

GMT is being developed for GSI/FAIR and will be WR

based. WR is an open source project and the reference im-

plementations are manufactured by several suppliers.

∗ et07aa0@student.lth.se, et07nc7@student.lth.se,

joachim.rodrigues@eit.lth.se
† rok.tavcar@cosylab.com, rok.stefanic@cosylab.com,

joze.dedic@cosylab.com

Figure 1: The control system needs several timing critical

services, which are provided by the timing system. The

timing system itself is constructed on a synchronization

layer which provides the basic capabilites to enable imple-

mentation of such services.

Figure 2: The timing receiver firmware can be seen as

two separate modules. The synchronization layer, which

is given by the vendor (MRF/WR), and the custom part,

which is implemented as part of the timing system.

TIMING SYSTEM SERVICES

Given the task to design a TS it can be tempting to take a

COTS product to see its capabilities and base the TS imple-

mentation on existing functionality. If a COTS is chosen

before the real requirements are known it can lead to un-

necessary work with adaptation of its features to match the

required services. Instead requirements need to be defined
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TIMING SYSTEM AT MAX IV 
J. Jamroz, J. Lidon-Simon, V. Hardion, A. Milan-Otero, D. Spruce, R. Nilsson, L. Malmgren, A. 

Mitrovic, M. Sjöström, MAX IV Laboratory, Lund, Sweden 

Abstract 
The MAX IV Laboratory is the successor of the MAX-

lab national laboratory in Sweden. The facility is being 
constructed at Brunnshög in the North Eastern part of 
Lund and will contain one long linac 3GeV (full energy 
injector), two storage rings (SR 1.5GeV and SR 3GeV) 
and a short pulse facility (SPF). This paper describes the 
design status of the timing system in 2013. 

INTRODUCTION 
The purpose of the timing system is to allow 

synchronization of various machine components. 
Moreover, the timing signal distribution has to be 
provided around a machine. 

A proposal for an event based timing system for MAX 
IV was investigated. The basic event topology can be 
viewed in Figure 1 (one event generator - EVG, plus 
many event receivers - EVRs/nodes). The network 
cabling between all the components will consist of optical 
fibres. 

 
Figure 1: Timing system - event based. 

MAX IV MACHINE 
An overview of the facility is shown in Figure 2. 

Figure 2: MAX IV layout. 

Linac 
The MAX IV linac [1] has following parameters: 

maximum energy: 3GeV, number of accelerating 
structures: 39, overall length: ~300 m, bunch structures: 1 
x 100pC at 100Hz, 10 x 3 x 100pC at 10Hz (see Figure 
3), bunch lengths: 100fs - 5ps. 

The linac will be working in 3 main modes: 
 SPF injection (RF1, Figure 3A). 
 SR 1.5GeV injection (RF2, Figure 3B). 
 SR 3GeV injection (RF3, Figure 3B). 

Storage Rings 
The generic parameters for both SRs are presented in 

Table 1. 
Table 1: SRs Parameters 

 SR 1.5GeV SR 3GeV 
Circumference 96m 528m 
Nr of straight sections 12 20 
Injection Full energy, top-

up 
Full energy, top-
up 

Stored current (max) 500mA 500mA 

RADIO FREQUENCIES 
An injection into the different accelerator parts requires 

synchronization between the following frequencies: 
 RF1 ≈ 80MHz for the laser of the photocathode gun 
driving the SPF (timing 1 – TIM1). 
 RF2 ≈ 100MHz for SR 1.5GeV (timing 2 – TIM2). 
 RF3 ≈ 100MHz for SR 3GeV, where RF3≠RF2 
(timing 3 – TIM3). 

The reason that those two 100MHz frequencies are 
different is related to parameters derived from the exact 
circumference and temperature of the rings after 
construction. The bunch patterns of the linac electron 
beam are presented in Figure 3. 

 

 
Figure 3: Linac electron beam structure for injection into 
the SPF [A] and any one of the storage rings [B]. 

[A] 

[B] 

EVG 
(synchronous event 

broadcast) 

EVR1 sector X1 
(trigger generation, 
trigger reception) 

EVR2 sector X2 
(trigger generation, 
trigger reception) 

EVR3 sector X3 …. 
(trigger generation, 
trigger reception) 

SPF 

SR 3GeV 

Linac 

SR 1.5GeV 
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A TIMING SYSTEM FOR CYCLE BASED ACCELERATORS 

J. Gutleber, CERN, Geneva, Switzerland 
Z. Croflic, J. Dedic, R. Stefanic, Cosylab, Ljubljana, Slovenia 

Abstract 
Synchrotron accelerators with multiple ion sources and 

beam lines require a high degree of flexibility to define 
beam cycle timing sequences. We have therefore designed 
a ready-to-use accelerator timing system appliance based 
on off-the-shelf hardware and software that can fit mid-
size accelerators and that is easy to adapt to specific user 
needs. This Real Time Event Distribution Network 
(REDNet) has been developed under the guidance of 
CERN within the MedAustron-CERN collaboration. The 
system is based on the MRF transport layer and has been 
implemented by Cosylab. While we have used the NI 
PXIe platform, it is straightforward to obtain receivers for 
other platforms such as VME. The following 
characteristics are key to its readiness for use: (1) turn-
key system comprising hardware, transport layer, 
application software and open integration interfaces, (2) 
performance suitable for a range of accelerators, (3) 
multiple virtual timing systems in one physical box, (4) 
documentation developed according to V-model. Given 
the maturity of the development, we have decided to 
make REDNet available via the integration partner. 

MOTIVATION 
Traditionally, timing systems for particle accelerators 

tend to be solutions that are tailored to a particular 
project, whether based on custom or on off-the-shelf 
components. The Proton Ion Medical Machine Study 
(PIMMS) at CERN [1] defined the characteristics for an 
entire class of mid-scale synchrotron-based particle 
accelerators for light-ion cancer therapy. That class of 
machine requires a high degree of configurability, induced 
by the need for large amounts of different beam 
characteristics needed for medical irradiation sessions. 
Although the motivation to design and implement a main 
timing system has its origin in the MedAustron project at 
CERN [2,3], the goal was to provide a generally usable 
main timing system appliance for a mid-size class of 
particle accelerators for industrial and medical 
applications. PIMMS-type accelerators are now emerging 
in several places. They share a set of commonalities, 
which define the operation concept and required timing 
functions, which we outline in the following two sections.  

OPERATION CONCEPTS 
The task of the main timing system is to distribute 

events in real-time to front-end controllers of beam-line 
elements, where they trigger actions, which are 
associated to particular events. The system enables front-
end controllers to carry out the actions in a synchronized 
fashion. Hence, we call the system REDNet, Real-Time 
Event Distribution Network. The point in time at which 
actions take place determine the beam-generation process. 

We call a pre-defined sequence of events for a particular 
process that generates a beam with a certain set of 
characteristics a cycle. A medical irradiation session or an 
experimental physics beam application consists of a 
sequence of pre-defined cycles, called a run, see Fig. 1.  

 

Figure 1:  Events trigger actions in frontend  controllers
 in real-time. The actions are responses to events  that  are
 used for beam generation purposes.  

DESIGN 

Overview 
The overall design goal was to come to an accelerator 

timing system appliance that can be part of a general 
Medical Accelerator Control System [4]. It includes all 
elements spanning from transport to processing hardware, 
including software drivers, libraries and a generally 
usable timing system sequencer application that can be 
integrated with industrial SCADA systems and tools, see
 Fig. 2.
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Figure 2: Schematic overview of appliance.  
 

Although a specific hardware, operating system and 
programming language environment had to be selected, 
care was taken that the appliance can be integrated 
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THE LHC INJECTION SEQUENCER 

Delphine Jacquet, Jean-Claude Bau, Ioan Kozsar, CERN, Geneva, Switzerland 

 
 

Abstract 
 

The LHC injection process is controlled by the 
injection sequencer. Predefined filling schemes stored in 
the LHC control database are used to indicate the number 
of injections, the type of beam and the longitudinal place 
of each. The injection sequencer sends the corresponding 
beam requests to the CBCM, the central timing manager 
which in turn synchronizes the beam production in the 
injectors. The injection sequencer is also in charge of 
giving information on the next injected beam to other 
LHC systems, e.g. instrumentation that need to be 
configured accordingly. 

This paper will describe how the injection sequencer is 
implemented and its interaction with the other systems 
involved in the injection process. 

 

INTRODUCTION 
 
The LHC is the largest accelerator at CERN. The 2 

beams of the LHC are colliding in four experiments. Each 
beam can be composed up to 2808 high intensity bunches. 
The LHC beam is generated at the source of the LINAC, 
and then accelerated in the Booster, PS and SPS 
accelerators to 450 GeV, before being injected to the 
LHC through the 3km long transfer lines called TI8 and 
TI2. The injected beam contains up to 288 high intensity 
bunches, corresponding to a stored energy of 2 MJ. This 
powerful beam could easily create damage, and many 
protections at different level are in place to prevent from 
any incident. To build for each LHC ring the complete 
bunch scheme that ensures a desired number of collision 
for each experiment, several injections are needed from 
the SPS to the LHC. The type of beam that is needed and 
the longitudinal place of each injection have to be defined 
with care.  

The LHC injection sequencer is the user interface that 
allows the LHC operator to request the beam to be 
injected into the LHC, following predefined schemes 
created for the purpose of different type of operation like 
physics production, beam studies or injection tests for 
example. The request is transmitted to the central timing 
manager that will ensure the beam production in the 
injectors and synchronize the whole accelerator complex. 
In parallel other pieces of software have been 
implemented to check the beam at different stages and 
ensure that the injected beam has the requested 
characteristics (bunch spacing, bunch number, 
longitudinal position in the LHC…). 
 

 

LHC INJECTION SCHEMES 
 

 

 
Figure 1: LHC injection scheme. 

 
The LHC beam is constructed and shaped in the 

different injectors as showed in Figure 1. An example 
with 50ns bunch separation is presented, this is the beam 
that was used during the first 3 years of operation, but the 
nominal LHC beam has 25ns bunches separation. 

The SPS beam for LHC is composed of a variable 
number of PS injections. Larger spaces appear in the 
bunch structure of the SPS batch due to the injection 
kicker raise time. Similarly in the LHC, 2 consecutive 
injections have to be separated by at least 925ns (LHC 
injection kicker raise time). In the LHC, SPS batches are 
injected at longitudinal positions defined by the first 
injection bucket. A gap of 3µs has to be left empty for the 
beam dump kicker raise time. The longitudinal 
distribution of beam 1 and beam 2 determine the number 
of collision in each interaction points.  

An injection scheme is made-up of injection requests 
for beam 1 and beam 2. An injection requests specifies the 
number and distribution of bunches and the longitudinal 
position and ring of the beam. Many injections schemes 
are stored in the control database for diverse operational 
needs. In 2012 for luminosity production, beams of 1374 
bunches were used, with a bunch spacing of 50ns. Full 
scheme was built with 12 injections per beam, the number 
of injected bunches varying from 6 to 144. The number of 
collisions was 1368 for Atlas and CMS, 1262 for LHCb 
and none for Alice. 
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TIMING AND SYNCHRONIZATION AT BEAM LINE EXPERIMENTS

Helena Blaettler Pruchova, Timo Korhonen, Paul Scherrer Institute, Villigen, Switzerland

Abstract
Some experiment concepts require a control system with

the individual components working synchronously. At PSI
the control system for X-Ray experiments is distributed in
several VME crates, on several EPICS soft ioc servers and
linux nodes, which need to be synchronized. A timing net-
work using fibre optics, separated from standard network is
used for distributing of time stamps and timing events. The
synchronization of all control components and data acqui-
sition systems has to be done automatically with sufficient
accuracy and is done by event distribution. Data acquisi-
tion is synchronized by hardware triggers either produced
by sequences in event generator or by motors in case of on-
the-fly scans. Some detectors like EIGER with acquisition
rate up to 22 kHz, fast BPMs connected to current measur-
ing devices like picoammmeters with sampling frequences
up to 26 kHz and photodiodes are integrated to measure
beam properties and radiation exposures. The measured
data are stored on various file servers situated within one
BL subnetwork. In this paper we describe a concept for
implementing such a system.

INTRODUCTION
The purpose of this work was to provide a user friendly

method for synchronizing various detectors and devices
when different devices are controlled by different IOCs.
The beam line user needs a simple way of defining the pulse
trains and sequences for the experiment consisting of vari-
ous devices. Sequences could be runned very fast and it is
easy for user to process it. Having a timing system that dis-
tributes events and time stamps enables to run aquisitions
which are triggered by a unique master clock.

METHOD
Timing system of Swiss Light Source is based on Micro-

Research Finland Oy timing hardware. The VME standard
cards used mainly in our system are the event generator
EVG-230 and event reciever EVR-230RF. Timing signals
needed for synchronisation of subsystems are generated by
the EVG and distributed to the receivers (see Fig. 1).

The receivers then in turn do the actions that belong to
this event; the actions can be programmed by the user. The
important functionality for this application is the possibility
to create event sequences that are loaded to a sequencer
RAM in the event generator. These sequences are in fact
tables that define which event is sent out at which time, as
defined by the clock of the event generator. This clock is
typically (but not necessarily for this application) locked to
the RF signal of the accelerator. The events in the table
are sent out at times defined in the table by the hardware

Figure 1: Hardware Structure of the Beamline.

after it receives a trigger. A trigger can be generated by
software or via a hardware input or by a number of other
methods that the hardware supports. More details are in the
hardware documentation [1], [2]. An event sequence in the
generator could look like the one shown in Fig. 2.

Figure 2: Creating of the sequence for one device.

S is a time since trigger was started, W is the width.

The rule: S1< S1+W1 < S2 < S2+W2 < S3 ... .

Each device needs two event numbers (for high and low).

The typically used EPICS support for the sequencers has
been to use so called ”egevent” records, a single record that
defines one event to be put into the sequencer. This ap-
proach does not lead itself to implementing an arbitrary se-
quence and for this reason we selected a different method.

To make it easy for the end user to define the trigger
sequences, the user needs only to think about the time se-
quences for triggering the devices. The underlying system
takes care of the tasks of allocating the event numbers and
programming the sequences. The user starts by defining
a timeline for each of the components in the experiment
that need triggering. The timeline defines the synchroniza-
tion pulses (start time, pulse width) relative to the start time
(Figure 2). There can be an arbitrary number of these se-
quences, depending on the need of the experiment and lim-
ited only by the hardware capabilities, mainly by the num-
ber of available event codes.
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STATUS OF THE TPS TIMING SYSTEM  

      C. Y. Wu, Jenny Chen, Y. S. Cheng, K. T. Hsu 
NSRRC, Hsinchu 30076, Taiwan  

Abstract 
Implementation of timing system of the Taiwan Photon 

Source (TPS) is underway. Timing system provides 
synchronization for electron gun, modulators of linac, 
pulse magnet power supplies, booster power supply ramp 
trigger, bucket addressing of storage ring, diagnostic 
equipments, beamline gating signal for top-up injection, 
synchronize for the time-resolved experiments. The 
system is based on event distribution system that 
broadcasts the timing events over optic fibre network, and 
decodes and processes them at the timing event receivers. 
The system also supports uplink functionality which will 
be used for the fast interlock system to distribute signals 
like beam dump and post-mortem trigger with less than 5 
μsec response time. Software support is in preceded. 
Time sequencer to support various injection modes has 
been developed. Timing solutions for the TPS project will 
be summarized in the following paragraphs.  

INTRODUCTION 
The TPS is the latest generation synchrotron light 

source under construction and commissioning is planned 
in 2014. Event based timing system will be applied for 
TPS [1-4]. Implementation of timing system is in 
proceeding. The test system had been already applied for 
the TPS 150 MeV linear accelerator (linac) 
commissioning and acceptance during the second quarter 
of 2011. Various supports for the timing system are in 
preparation. 

The timing system is based on the events coming from 
event generator. EVG handles the accelerator 
synchronization and trigger the injection and the 
extraction pulse devices. In order to provide an efficient 
management of the sequence RAM in the event generator, 
the sequencer design of timing system is on going.  

EVENT BASED SYSTEM FOR TPS 
PROJECT 

The TPS timing system is an event based system. A 
central EVG generates events from an internal sequence 
RAM and external sources [5]. These events are 
distributed over optic fiber links to multiple event 
receivers (EVRs) [6]. The EVRs, which are located in the 
control system interface layer, decode the events referred 
to as hardware triggers or software interrupts. For the 
linac, the decoded events are further encoded by a gun 
transmitter and sent over a fiber link to the gun high 
voltage deck. The external event sources include pulse per 
second (PPS) signal which is locked to global positioning 
system (GPS), AC mains 60 Hz trigger, post-mortem 
trigger after beam loss and machine protection system 

activated. The event clock is derived from the 499.654 
MHz master oscillator so that it is locked to the RF 
frequency. The master oscillator can be locked to external 
reference from a GPS disciplined Rubidium 10 MHz 
clock. TPS timing modules with 6U CompactPCI form 
factor modules include cPCI-EVG-300, cPCI-EVR-300, 
cPCI-EVRTG-300 and linac gun trigger receiver. 
Adopting PCIe-EVR-300 to accompany with fanless 
embedded EPICS IOC for some applications is also 
supported. Configuration tools were developed. Save and 
restore supports are also available. Sequencer design is 
current work. Installation of the system is scheduled in 
early 2014. 

ACCELERATOR TIMING 
A prototype of sequence control by EPICS sequencer 

was tested. The timing sequence control is based on state 
machine. The timing sequencer will manipulate several 
PVs to define the transition among different states and 
communication with the other IOCs.  The sequence RAM 
will be disabled by the stop interrupt of the sequence 
RAM and replaces sequence RAM contents.  

BR Injection

BR Ext

~ 1034 A (3 GeV)

~ 50 A (150 MeV)

~ 1034 A

~ 50 A

~ 20 msec
~146 msec 166.666 msec

DC with repetition 
rate control
( 3 Hz trigger)
- RF OFF
- RF ON

Ramp
( 3 Hz trigger)

- RF ON

333.333 msec

T-ZERO

Operation Modes

T-ZERO

BR Injection (3 Hz Trigger) – Manual ON/OFF Control

T0

Imin ~ 10 A

On-the-fly Injection
- Symmetry -

TINJ TEXT TEND

 
Figure 1: Booster synchrotron power supply waveform 
plans. 

The TPS accelerators will be operated in 3 Hz 
repetition rate. The booster power supply could be 
operated in DC mode or ramping mode with on the fly 
injection. The booster ring can work like storage ring in 
DC mode of booster supply. It will help to check booster 
equipment and parameters through beam which is from 
linac can survive at booster ring. The on the fly injection 
mode provide flexibility for the booster tuning ramping 
performed just active ramp trigger as shown in Fig. 1.  
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TIMING OF THE ALS BOOSTER INJECTION AND EXTRACTION

C. Serrano∗, J. Weber, LBNL, Berkeley, CA 94720, USA

Abstract
The Advanced Light Source (ALS) timing system up-

grade introduces a complete replacement of both the hard-
ware and the technology used to drive the timing of the
accelerator. The implementation of a new strategy for the
booster injection and extraction mechanisms is conceptu-
ally similar to the one in place today, but fundamentally
different due to the replacement of the technology. Here
we describe some of the building blocks of this new imple-
mentation as well as an example of how the system can be
conf gured to provide timing for injection and extraction of
the ALS booster.

INTRODUCTION
The ALS timing system is currently being replaced as

part of the ALS control system upgrade. The current tim-
ing system [1] was implemented around 20 years ago based
on booster f eld measurements and the generation of analog
triggers to drive the different components of the machine.
The timing system upgrade currently undergoing will ben-
ef t from 20 years of improvements in the electronics and
optics f elds.

The solution adopted to implement the new timing sys-
tem is based on a commercial solution (MRF [2]), which is
an event-based system with the ability of distributing RF-
synchronous events around the machine from a centralized
Event Generator (EVG). At the ALS, the current timing
system is very much centralized around the measurement
of the booster bending dipole to deduce the appropriate
times for both injection into the booster from the linac, and
extraction from the booster into the storage ring. A large
majority of the rest of the triggers generated by the current
timing system are deduced from these fundamental f eld-
based triggers.

The injection and extraction mechanisms are of particu-
lar interest in the process of upgrading the timing system
due to the change in the technology. We have been evaluat-
ing different options and the new architecture really favors
a purely time-based system, where instead of having the
booster bending magnet drive the start of the injection and
extraction sequences, these processes will be entirely pre-
dicted and driven having a time base from the centralized
Event Generator.

Here we show the different mechanisms involved in the
transition from a f eld-based system to an event-based sys-
tem putting special emphasis in the injection and extraction
sequences which are of special interest.

∗CSerrano@lbl.gov

Figure 1: ALS booster bend magnet cycle.

BOOSTER FIELD CYCLE
Figure 1 shows the ALS booster bend magnet cycle,

which has a programmable rate limited to around 1 Hz in
normal operation. During this cycle, up to 12 bunches are
generated at the 125 MHz electron gun and accelerated in
the 3 GHz linac for injection into the booster ring. The
booster bend magnet has a controlled power supply with a
programmable ramp [3] in order to accommodate for dif-
ferent machines modes, however the existing timing sys-
tem still implements a measurement of the f eld to generate
the main injection and extraction triggers. The reason be-
hind this f eld measurement was originally that the booster
ramp was not controlled and was therefore unpredictable,
following the L/R time constant of the magnet along with
some shot-to-shot variability due to hysteresis.

Time-based Architecture
The new timing system is entirely time driven, where an

event sequencer is triggered in the EVG at the beginning of
each booster cycle, and the time that it will take the magnet
to reach the appropriate f eld for injection and extraction
has to be predicted. Even though the bend magnet power
supply is currently being controlled, we have found that
the reproducibility of the actual magnetic f eld inside the
magnet varies considerably in a cycle-per-cycle basis and it
is not possible to accurately predict when these f eld levels
will be reached in a time basis.

A f eld tracking mechanism has been designed in order
to monitor the bend ramp for diagnostics purposes, having
the capability of modifying the event tables and delays at
the receiver ends in order to correct for large amounts of
variability in the f eld measurement with respect to time.
The new scheme combining the f eld tracking mechanism
and the MRF based system has already been tested during
user operations in the machine and has shown to not pro-
vide any degradation in injection or extraction eff ciency
with respect to the f eld-based scheme.
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THE LANSCE TIMING REFERENCE GENERATOR* 

R. Merl
#
, R. Clanton, E. Bjorklund, S. Baily, F. Shelley, LANL, Los Alamos, NM 87545, USA 

 

Abstract 
The Los Alamos Neutron Science Center is an 800 

MeV linear proton accelerator at Los Alamos National 

Laboratory. For optimum performance, power modulators 

must be tightly coupled to the phase of the power grid. 

Downstream at the neutron scattering center there is a 

competing requirement that rotating choppers follow the 

changing phase of neutron production in order to remove 

unwanted energy components from the beam. While their 

powerful motors are actively accelerated and decelerated 

to track accelerator timing, they cannot track 

instantaneous grid phase changes. A new timing reference 

generator has been designed to couple the accelerator to 

the power grid through a phase locked loop. This allows 

some slip between the phase of the grid and the 

accelerator so that the modulators stay within their timing 

margins, but the demands on the choppers are relaxed. 

This new timing reference generator is implemented in 64 

bit floating point math in an FPGA. Operators in the 

control room have real-time network control over the AC 

zero crossing offset, maximum allowed drift, and slew 

rate - the parameter that determines how tightly the phase 

of the accelerator is coupled to the power grid.  

INTRODUCTION 

The power modulators at the Los Alamos Neutron 

Science Center (LANSCE) have gains that change with 

the phase of the AC power grid [1]. The variation in gain 

can be up to 30% over the full 360 degree AC cycle. This 

gain variation is mitigated by forcing the operating point 

to be phase coupled with AC power.  This coupling means 

that the acceleration of protons, all accelerator timing 

signals, the timing of protons-on-target, and the 

subsequent production of neutrons at the Manual Lujan 

Neutron Scattering Center are all similarly phase coupled 

to the AC power grid.  

 

Figure 1: Neutron chopper. 

 

High frequency phase changes can occur on the AC line 

that are easily tracked by the electronic systems that drive 

the accelerator timing. All would be well with this 

situation except for the fact that massive rotating pieces of 

shielding known as choppers must move into place to 

block fast neutrons at the neutron scattering center and 

then rotate out of the way a few milliseconds later. A 

neutron chopper is shown in Figure 1. These choppers can 

weigh hundreds of pounds and their motors cannot 

accelerate and decelerate them fast enough to respond 

directly to high frequency phase changes in the AC line. If 

the chopper does not arrive at it’s top-dead-center position 

in time to block the high-energy neutrons, then the 

distribution of energy at the neutron scattering 

instruments will not be evenly distributed and the data 

that instrument collected will have to be discarded. This 

wastes valuable accelerator beam time and it is something 

we wish to avoid [2].  

 

 
 

Figure 2: The LANSCE timing reference generator. 

 ___________________________________________  

*Work supported US DOE under contract DE-AC52-06NA25396    

#merl@lanl.gov                      LA-UR-13-26955 
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INTEGRATED TIMING SYSTEM FOR THE EBIS PRE-INJECTOR * 
John Morris†, Severino Binello, Lawrence T. Hoff, Charles Theisen, 

Collider-Accelerator Department, BNL, Upton, NY 11973 USA

Abstract 
The Electron Beam Ion Source (EBIS) began operating 

as a pre-injector in the Collider-Accelerator Department 
(C-AD) RHIC accelerator complex in 2010.   Historically, 
C-AD RHIC pre-injectors, like the 200MeV Linac, have 
had largely independent timing systems that receive a 
minimal number of triggers from the central C-AD timing 
system to synchronize the injection process.  The EBIS 
timing system is much more closely integrated into central 
C-AD timing, with all EBIS machine cycles included in 
the master supercycle that coordinates the interoperation 
of C-AD accelerators.   The integrated timing approach 
allows better coordination of pre-injector activities with 
other activities in the C-AD complex. Independent pre-
injector operation, however, must also be supported by the 
EBIS timing system. This paper describes the design of 
the EBIS timing system and evaluates experience in 
operational management of EBIS timing. 

INTRODUCTION 
Electron Beam Ion Source 

The Electron Beam Ion Source (EBIS) began operating 
as a pre-injector in the C-AD RHIC accelerator complex 
in 2010.   Beam from the EBIS pre-injector is delivered to 
the Booster Synchrotron via the 37m long EBIS to 
Booster (ETB) transfer line.  EBIS replaces two existing 
Tandem Van de Graaff accelerators as the heavy ion pre-
injector for both the Relativistic Heavy Ion Collider 
(RHIC) and NASA Space Radiation Laboratory (NSRL).   
The last 4m section of the ETB transfer line is shared with 
the Tandem to Booster (TTB) transfer line. [1] 

An Electron Beam Ion Source traps ions around an 
electron beam. Ions of the desired species are introduced 
into the C-AD EBIS trap from one of two ion sources.  A 
third ion source is being installed in fall of 2013. [2] Ions 
are step-wise ionized while held in the trap and extracted 
from EBIS when the desired charge state is reached.  The 
charge state of the extracted ions is a function of the time 
of confinement in EBIS. [3] Typical EBIS confinement 
times are less than 100ms.  EBIS can operate at a 5Hz 
rate. 

C-AD Timing 
The C-AD accelerator complex consists of the EBIS 

heavy ion pre-injector, the 200 MeV Linac proton pre-
injector, the Booster Synchrotron, the Alternating 
Gradient Synchrotron (AGS), the Relativistic Heavy Ion 
Collider (RHIC), the transfer lines that connect these 
accelerators, and the extraction line for the NSRL facility.  

All C-AD accelerators other than RHIC support Pulse to 
Pulse Modulated (PPM) operation in which accelerator 
equipment rapidly switches between PPM contexts to 
serve different accelerator programs.  Timed coordination 
of machine activities at C-AD is accomplished using a 
supercycle link with events marking major milestones for 
each C-AD machine.  For example, supercycle events 
mark the start of machine cycles and switching of PPM 
contexts for the EBIS, Linac, Booster, and AGS 
accelerators.  Placement of events on the supercycle event 
link is specified in terms of 60hz clock ticks synchronized 
with AC line power. Supercycle events, along with 
accelerator-specific intracycle events, are delivered to 
controls equipment on accelerator-specific event links. [4]  
C-AD supercycles are typically 3 to 5 seconds in length. 

Operational Scenarios 
EBIS is operated in two distinct modes with different 

timing requirements. When EBIS beam is used for RHIC 
or NSRL programs, EBIS beam cycles must be 
synchronized at the microsecond level with the operation 
of the Booster Synchrotron.  During stand-alone 
operation, ions are injected into EBIS and extracted down 
the ETB line but not delivered to Booster.  In stand-alone 
mode, EBIS beam cycles do not need to be synchronized 
with the operation of the rest of the C-AD complex.  C-
AD Main Control Room operators play no role in stand-
alone EBIS operation.  Stand-alone mode is used for the 
development of new beams or for tuning beams in 
preparation for delivery to RHIC or NSRL. Supercycles 
can include a mix of stand-alone and Booster 
synchronized EBIS beam cycles with different PPM 
contexts. 

EBIS TIMING SYSTEM 
EBIS Intracycle Timing 

Timing signals are delivered to EBIS equipment by one 
of two mechanisms.  Many timing signals are delivered by 
a local trigger system that is built from a generic 16 bit 
function generator module that is widely used in the C-
AD control system.  Each output bit of the function 
generator can be used as an independent trigger.  The 
EBIS application interface allows an EBIS operator to 
specify start time and pulse length for each trigger.  The 
function generator module is then programmed to provide 
a two state output function for each of the 16 bits.  Two 
such modules are used to provide 32 local triggers. 
Trigger times are specified relative to the start of the EBIS 
cycle (EBIST0).   The function generator module provides 
10us timing resolution.  For triggers that require finer 
timing, the output of the function generator is used to 
trigger a standard C-AD controls delay module with 
100ns timing resolution. 

 ____________________________________________  

* Work performed under Contract Number DE-AC02-98CH10886 
with the auspices of the US Department of Energy.  
†	  jtm@bnl.gov  
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FAST ORBIT FEEDBACK IMPLEMENTATION AT ALBA 
SYNCHROTRON 

X. Serra-Gallifa, S. Blanch-Torné, D. Fernandez-Carreiras, A. Gutiérrez, Z. Martí, O. Matilla,        
J. Moldes, A. Olmos, R. Petrocelli, CELLS-ALBA Synchrotron, Cerdanyola del Vallès, Spain

Abstract 
After the successful accelerator commissioning and 

with the facility already in operation one of the top short 
term objectives pointed out by accelerator division was 
the Fast Orbit Feedback implementation (FOFB). The 
target of the FOFB system is to hold the electron beam 
position at submicron range both in vertical and 
horizontal planes correcting the instabilities up to 120 Hz. 
This increased beam stability performance is considered a 
major asset for the beamlines user operation. To achieve 
this target, the orbit position is acquired from the 88 
Libera BPMs at a 10 kHz sampling rate, distributed 
through an independent network and the corrections are 
calculated and sent to the 176 power supplies (PSU) that 
drive the corrector coils. This correction loop is executed 
at 10 kHz and the total latency of the system is 
characterized and minimized optimizing the bandwidth 
response. 

INTRODUCTION 
ALBA [1] is a 3 GeV third generation synchrotron light 

source of 268m of perimeter located in Cerdanyola del 
Vallès (Barcelona). The synchrotron gave its first light to 
the beamlines in 2011 and the first beamlines commenced 
operation one year ago. 

From almost the beginning of construction of ALBA, 
FOFB system was used in other light sources as a 
technique for beam stabilization. For this reason 
preliminary studies [2] about noise sources were done and 
the equipment needed for the correction was foreseen and 
installed. However, FOFB is not an essential need for a 
synchrotron use and the final development was delayed to 
a second phase. This time offers a good opportunity to 
analyse the noise sources before applying FOFB 
corrections, showing that Alba have an amazing low noise 
in electron orbit without FOFB, see figures 1 and 2. 

 

Figure 1: Horizontal FFT of 88 BPM during 1 second. 

 

Figure 2: Vertical FFT of 88 BPM readings during 1 
second. 

 
At Alba with booster off, the beam stability is in a 10% 

beam size window, and this is the target value FOFB, but 
without FOFB. However, when booster is on, there is a 
significant increase of noise near 3Hz that kick us out of 
the target. This year the top-up system will start its 
commissioning and booster will be permanently on, 
adding the aim of the facility of a continuous 
improvement its performance FOFB have to be 
implemented.  

THE SYSTEM IN ALBA 
Alba installed from the beginning 104 Libera Brillance 

electron beam monitors (eBPM), which were used for 
diagnostics and for the slow orbit feedback. Also there are 
88 sextupoles with 2 dipoles for correction of each axis, 
which are powered by OCEM PSU. These elements are 
distributed in 16 sectors, each of them has cPCI CPU 
based system with a 3U card containing FPGA 
responsible to read the eBPM data and write PSU values. 
The eBPMs are connected in a nested ring configuration, 
see figure 3.  

For the first phase of FOFB, Alba takes advantage of 
spare FPGA boards of timing system compatible with the 
eBPM optical communications to speed up the project. 
With these boards and the help of Diamond Light Source 
(DLS), we have been able to read the position of the 104 
eBPM at 10 kHz using the DLS Communication 
Controller [3].  
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TEMPERATURE PRECISE CONTROL IN A LARGE SCALE HELIUM 
REFRIGERATOR  

J. Wu, W. Pan, B. Wang, Qiang Li, Qing Li 

Key Laboratory of Cryogenics, TIPC/CAS, Beijing, China, 100190 
 

Abstract 
Precise control of operating load temperature is a key 

requirement for application of a large scale helium 
refrigerator. Strict control logic and time sequence are 
necessary in the process related to main components 
including a control load, turbine expanders and 
compressors. However control process sequence may 
become disordered due to improper PID parameter 
settings and logic equations, and causes temperature 
fluctuation, load augmentation or protection of the 
compressors and cryogenic valve function failure etc. The 
experimental study, PID parameters for temperature 
adjustment, in a large scale helium refrigerator of 
2kW@20K at TIPC is present. The methods and rules of 
general parameter settings are revealed and the suitable 
control logic equations are discussed for temperature 
stabilization. 

INTRODUCTION 
As the development of science, a lot of new results had 

been discovered under a series of extreme conditions, 
such as super high magnetic field, very low temperature 
and so on. The human being looks forward to the critical 
breakthrough in the fundamental theory as well as some 
very important technical progresses for the globe societies. 
Such important progress can not be reached without some 
super large scale science project, such as LHC in CERN, 
as well as NIF in Lawrence Livermore National 
Laboratory (LLNL).  In such large science project, there 
are a lot of cryogenic systems, which supplied low 
temperature sources to cool down some sub-systems to 
setup the special function for the project. Such high 
technical sub-system requires a series of features, in 
which the temperature is one of the most important 
parameters. This paper discussed the study on precise 
temperature control in our developed a large scale helium 
refrigerator.   

A LARGE SCALE HELIUM 
REFRIGERATOR 

The basic refrigeration thermodynamic cycle for a large 
scale refrigerator is reverse Brayton Cycle [1], the 
principle cycle diagram shown in Fig. 1. But each large 
scale helium refrigerator will modify some parts 
according to the practical refrigeration system. Normally, 
a large scale helium refrigerator are composed mainly by 
helium screw compressor (light blue), regenerated heat 
exchanger (at low temperature, gray), control valve (gray), 
turbine expander (green). For testing the large scale 

helium refrigerator, a cold load as well as a control load 
(heater at low temperature, yellow) is needed. The 
function of the control load will be explained later.  

 
 
 
 
 
 
 
 
 
 
 
 
 
 
Figure 1: Diagram of a large scale helium refrigerator. 

 
In China, one of national large science project, Chinese 

Spallation Neutron Source (CSNS) has been under 
constructed, in charged by the Institute of High Energy 
Physics, Chinese Academy of Sciences. In the project one 
of a large scale helium refrigerator will help to cool down 
the most important neutron source, according to the 
design, the refrigeration capacity is 2kW@20K.   The key 
laboratory of Cryogenics, Technical Institute of Physics 
and Chemistry, Chinese Academy of Sciences developed 
such large scale refrigerator in the last three years, which 
can supply 2kW@20K cold capacity. Fig. 2 shows the 
onsite picture of the large scale helium refrigerator.  

 

 
 

Figure 2: The large scale helium refrigerator on site. 
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 A CONTROL STRATEGY FOR HIGHLY REGULATED MAGNET POWER 
SUPPLIES USING A LQR APPROACH 

S. Srivastava#, Y. Kumar, A. Misra, S. Sahoo, S. K. Thakur and V. S. Pandit. 
Variable Energy Cyclotron Centre, Kolkata, India 

 
 

Abstract 
A linear quadratic regulator (LQR) based proportional-
Integrator-derivative (PID) controller is proposed for the 
SMPS based magnet power supply of the high current 
proton injector operational at VECC. The state weighting 
matrix Q of the LQR based controller, for a fixed control 
weighting matrix R, is derived analytically using 
guaranteed dominant pole placement approach for desired 
maximum overshoot and rise time. The uniqueness of this 
scheme is that the controller gives the desired closed loop 
response with minimum control effort, hence avoiding the 
actuator saturation by utilizing both optimum approach of 
LQR technique and simplicity of the conventional PID 
controller. The perturbation of controller and power 
supply parameters is studied along with the load 
disturbance to verify the robustness of proposed control 
mechanism.  

INTRODUCTION 
A PID controller is one of the favorite controllers in the 

industry. The three controlling parameters of PID 
controller are proportional (Kp), integral (Ki) and 
derivative (Kd) [1]. The magnet power supply having 
rating 10V/200A feeds the solenoid coil, which produces 
desired magnetic field in the plasma chamber. For 
efficient performance of the ion source we need a highly 
stable and reliable power supply. In this paper a LQR 
based PID controller is proposed for the design of the 
DC-DC converter pulse width modulator (PWM) 
controller. The PWM controller will be finally used to 
regulate the magnet power supply. The simulation is 
performed in MATLAB software. The design methods of 
PWM controller have been discussed extensively in the 
literature [2, 3]. We have used LQR approach for 
obtaining an optimal control which is finally re-arranged 
to give the parameters of a PID controller [4]. Buck 
converter is a DC-DC converter that is widely used in the 
industry today, due to its high efficiency, low cost and 
more important small size. This small size results due to 
the use of high frequency switching, which is 
accomplished by using high frequency IGBT [2]. Figure 1 
shows the closed loop optimal controller where X(t) is the 
state variable matrix, u(t) is the control vector, A is the 
state transitions matrix, B is the control matrix, C is the 
output matrix, R is the control weighting matrix and P is 
the Riccati coefficient matrix. 

LQR gives the value of control vector u(t) in an 
optimum way using Calculus of Variation approach [5] 
which minimizes the quadratic performance cost function 
as given by 

   dttttttuJ TT





0

)()()()()( RuuQXX     (1) 

with the plant dynamics given in the state space form as 

00 )(;)()()()()( XXuBXAX  tttttt   (2) 

)()()( ttt XCY       (3) 

where X0 is the initial values of the state variables. Q is 
the state variable weighting matrix. The optimal control 
u(t) is given by [5]  

)()()( ttt KXPXBRu T1       (4) 

The value of matrix P can be evaluated by solving the 
continuous algebraic Riccati equation,  

  0PBPBRQPAPA T1T   .  (5) 

After getting the optimal gain vector u(t), the PID 
parameters can be easily calculated using the procedure 
discussed in reference [4]. Since in the present work we 
have studied only linear time invariant system, the 
matrices A(t), B(t) and C(t) are therefore, independent of 
time i.e. A(t)=A, B(t)=B and C(t)=C.  

 
Figure 1: Schematic of a closed loop optimal controller. 

  MAGNET POWER SUPPLY DESIGN 
The buck converter is a switch based DC-DC converter 

[2]. The output current is regulated based on the control 
of switch element which is generally IGBT. Figure 2 
shows the closed loop block diagram of the buck 
converter based power supply. The PID controller is used 
to regulate the duty cycle of the PWM signal. e(t) is the 
error signal, u(t) is the control signal, D(t) is the duty 
cycle and Y(t) is the final output.   ___________________________________________  

#saurabh@vecc.gov.in             
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SOFTWARE ARCHITECTURE FOR THE LHC BEAM-BASED FEEDBACK 
SYSTEM AT CERN 

L. K. Jensen, M. Andersen, K. Fuchsberger, S. Jackson, L. Ponce, R. J. Steinhagen, J. Wenninger
 CERN, Geneva, Switzerland

Abstract 
This paper presents an overview of beam based 

feedback systems at the LHC at CERN. It will cover the 
system architecture which is split into two main parts – a 
feedback controller (OFC) and a service unit (OFSU). 
The paper presents issues encountered during beam 
commissioning and lessons learned including proposed 
follow-up from a recent internal review which took place 
at CERN. 

INTRODUCTION 
The Large Hadron Collider (LHC) at CERN employs 

beam-based feedbacks for the closed-orbit and betatron 
tune parameters to facilitate setting-up of new operational 
scenarios to reach a reference situation allowing the feed-
forward, simplify daily machine operation due to slow 
parameter drifts and ensure proper functioning of beam 
cleaning systems. 
The required closed-loop feedback bandwidth at the LHC 
of ~1 Hz allowed using commercial hardware with large 
amounts of memory which proved advantageous with 
respect to the controller’s numerical complexity with 
1000’s of input signals. 

FEEDBACK ARCHITECTURE 
The feedback controller handles input data from about 

118 front-end computers (FECs) via CERN’s technical 
network backbone at a data rate of typically 25 Hz (UDP 
protocol). Due to stability requirements and the 
distributed systems involved, global control loops rather 
than local ones were implemented. This minimised the 
need for inter-process communication and kept the overall 
code structure more compact and maintainable [1]. 

Using CERN's Ethernet-based technical network 
infrastructure rather than a dedicated and costly RT-
network infrastructure was justified by experiments 
including initial prototype tests at the SPS [2] verifying 
worst-case network latencies well below 1 ms (~1% if the 
required bandwidth). In fact most of the encountered 
latencies occurred due to non-RT behaviour of FECs or 
overload of local network switches rather than the 
technical network infrastructure itself. The overall 
numerical complexity, medium to firm real-time 
requirements and availability of high-performance 
computing hardware, enabled splitting the feedback 
system into two functional parts as illustrated in Figure 1 
below. 

 
Figure 1: Overall functional diagram of the LHC beam 
feed-back loops between the feedback (OFC) and the 
service-unit (OFSU). 

OFC SERVER 
Aiming for maximum robustness, the OFC server was 

designed as a simple input-processing-output streaming 
server, executing a limited number of concurrent threads. 
The aim was reducing the dynamic load to quantify and 
guarantee compliance within the given real-time 
constraints. Consequently, conditional statements, jumps 
and semi-random/user-driven function execution were 
avoided whenever possible. The OFC process (as the 
OFSU) is executed on a multi-CPU/multi-core HP 
Proliant server (DL380 G5) with a real-time enhanced 
Linux (SLC5) kernel. Where possible, CPU shielding 
technique is used and the threads pinned to a given core to 
avoid undesired process context switching. 

The two network interfaces on the Proliant servers are 
for the OFC server used for 1) communication with beam 
instrumentation and power converter front-ends over 
UDP and 2) to exchange data over a private network link 
with the OFSU server using a mixture of UDP and TCP 
protocols as described later in this article. 

Figure 2 below shows an overview of the OFC server. 

Figure 2: OFC software overview. The pink box to the 
right shows the ROOT-based “TInterlink” library used for 
the OFC/OFSU communication. 

A large part of the OFC’s resources is spent on data 
consistency checks. A specific issue for the OFC is 
implementing strict rules on the maximum latency for 
UDP packets from the many distributed FECs to the same 
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A SIMPLIFIED MODEL OF THE 
INTERNATIONAL LINEAR COLLIDER FINAL FOCUS SYSTEM 

M. Oriunno,  T. Markiewicz, SLAC National Accelerator Laboratory, Menlo Park, CA 94025 USA 

C. Collette, D. Tshilumba,  BEAMS Department, University of Brussels, Belgium 

 
Abstract 
In this paper, we present a simplified vibration model of 
the SID detector, where the QD0 doublet is captured 
inside the detector and the QF1 magnet is inside the 
machine tunnel. Ground Motions spectra measured at the 
SLD detector hall at SLAC have been used together with 
a spectrum of the technical noise on the detector. The 
model predicts that the maximum level of rms vibration 
seen by QDO is below the capture range of the IP 
feedback system available in the ILC. With the addition 
of an active stabilization system on QD0, it is also 
possible to achieve the stability requirements of CLIC. 
These results can have important implications for CLIC. 

INTRODUCTION 
Ground motion and mechanical vibrations are one of the 
main sources of Luminosity Loss at the Final Focus 
System (FFS) of the future Linear Colliders, where the 
beams are nanometric and are required to be stable better 
than fractions of their size. Reliable vibration models are 
therefore needed during the design process to establish 
the real effectivness of the supporting scheme adopted, 
toward the protection of  the FFS from the external 
vibration sources. Where the beam structure allows it, as 
for ILC, intra-trains Luminosity Feedback schemes are 
possible, losening the maximum vibration budget up to 
few hundreds of nanometers. Where this is not possible, 
as for CLIC [1], a combination of a carefull design of the 
support with active stabilization system is required. 
Further complications arise from the optics and beam 
dynamic requirements, which place the final doublet very 
close to the IP (~4m), captured in the innermost part of 
the forward region of the detector, and from the push-pull 
operation mode where two detectors need to perform fast 
(few days) swap on the IP after each data runs (~1 
month). The SiD detector at the ILC has developed a 
support scheme for  the FFS which allows the reduction 
of the vibrations and a “fast” push-pull. If coupled with an 
active stabilization system, this design can be applied 
effectivety also to CLIC, where the IP Feedback system is 
not efficient. In such scheme the QD0 doublet is 
supported from the Iron of the Door and therefore moving 
with the detector, while the QF1 magnet is stationary in 
the machine tunnel (Fig.1). In order to evaluate the level 
of vibration seen by the QD0 and the QF1 we developed a 
linear vibration  model with lump-mass and springs, 
which represent the fundamental parts of the detector. The 
variables are the vertical degrees of freedom and the input 
are the ground vibrations and the detector noise generated 

by the technical systems on the detector. A closed loop 
analysis has been implemented to study the effects of the 
active stabilization. 

 

Figure 1 Artist view of the ILC SiD detector. 

DESCRIPTION OF THE MODEL 
A simplified model of the SiD detector is shown in Fig.2. 
The last four quadrupoles (QD0 and QF1 on each side) 
are represented by masses m0 and m1. The detector 
structure is represented by ms and mp, both having a 
vertical and tilt degree of freedom. The system includes 
also a model of the ground, represented by kg [2]. 

Table 1: Numerical Values of the Parameters 

Variable Value Units 
 1,00E+03 [Kg] 
 1,00E+03 [Kg] 
 8,00E+06 [Kg] 
 3,49E+06 [Kg] 

 1,34E+08 [Kg m2] 
 1,21E+08 [Kg m2] 
 1,00E+09 [N/m] 
 1,00E+11 [N/m] 
 3,48E+10 [N/m] 
 3,16E+10 [N/m] 
 1,41E+05 [Ns/m] 
 5E+06 [Ns/m] 
 1,15E+07 [Ns/m] 
 6,28E+04 [Ns/m] 

7 [m] 
6 [m] 

The magnitudes of the transfer functions from the ground 
to the quadrupoles are shown in the Fig.3. We see on the 
figure that the quality factor of the four peaks below 30 
Hz is about 10, i.e. that the modal damping is around 5 % 
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FEEDBACKS AND AUTOMATION AT THE FREE ELECTRON LASER IN 
HAMBURG (FLASH) 

R. Kammering, C. Schmidt, DESY, Hamburg, Germany  

 
Abstract 

For many years a set of historically grown Matlab 
scripts and tools have been used to stabilize transversal 
and longitudinal properties of the electron bunches at the 
FLASH. 

Though this Matlab-based approach comes in handy 
when commissioning or developing tools for certain oper-
ational procedures, it turns out to be quite tedious to 
maintain on the long run as it often lacks stability and 
performance e.g. in feedback procedures. To overcome 
these shortcomings of the Matlab-based approach, a serv-
er-based C++ solution in the DOOCS (Distributed Object 
Oriented Control System) [1] framework has been real-
ized at FLASH. Using the graphical UI designer jddd [2] 
a generic version of the longitudinal feedback has been 
implemented and put very fast into standard operation. 
The design uses sets of monitors and actuators plus their 
coupling which can easily be adapted to operation re-
quirements.  
The daily routine operation of this server-based FB im-
plementation has proven to offer a robust, well maintain-
able and flexible solution to the common problem of au-
tomation and control for such complex machines as 
FLASH and will be well suited for the European XFEL 
purposes. 

INTRODUCTION 

The FLASH Facility 

 
Figure 1: The Free Electron Laser in Hamburg (FLASH) 
with the extension FLASH 2 which is being constructed 
at the moment. 

The Free electron Laser in Hamburg (FLASH) has 
been the world's first soft X-ray free-electron laser (FEL). 
It is available to the photon science user community for 
experiments since 2005. The main Linac is driven by sev-
en superconducting accelerator modules. Many of the 
technologies in use have been further developed to adopt 
it at the European XFEL project. At the moment FLASH 
is extended by a second undulator line (FLASH 2) provid-
ing multiple photon users with beam at the same time. 

 Control System Infrastructure at FLASH 
The prominent control system used at FLASH is 

DOOCS. A key concept of the here shown feedback loops 
is to use the central data acquisition service (DAQ) [3] for 
synchronizing all data of a single machine shot. This syn-
chronized data can be used within so called middle layer 
servers to compute higher level monitoring data like e.g. 
beam energy (derived from beam position monitors plus 
optics data) or be used for feedback within the machine. 
As can be seen in figure 2 can these middle layer servers 
(e.g. the energy server) itself provide data to servers fur-
ther downstream (in this case the slow RF feedback). 

 

 
Figure 2: Data flow for a typical DAQ based middle layer 
server – here for the slow longitudinal feedback.  

EVOLUTION OF FEEDBACKS AT FLASH 
In the beginning most of the automation got its origin 

in simple processing scripts to ease operation “put togeth-
er during a shift”. At FLASH these where mostly Matlab 
scripts with rudimentary GUIs without or only poor ex-
ception handling. 

If such a tool has proven to be needed for standard op-
eration it is good practice to turn it into a server properly 
integrated into the control system infrastructure. 

As an example (and since it is an essential tool for 
standard operation of a FEL) the slow longitudinal feed-
back (also called slow RF feedback) will be discussed 
here in more detail. 

 
Figure 3: Some examples of Matlab based feedback pro-
grams. 
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C. Schmidt , L. Butkowski, M. Hoffmann, H. Schlarb, DESY, Hamburg, Germany∗

R. Rybaniec, M. Grzegrzolka, I. Rutkowski, ISE, Warsaw University of Technology, Poland

Abstract
The European XFEL project at DESY requires a very

precise RF control, fulfilling the objectives of high perfor-
mance FEL generation. Within the MTCA.4 based hard-
ware framework a LLRF system has been designed to con-
trol multi-cavity applications, require large processing ca-
pabilities. A generic software structure allows to apply
the same design also for single-cavity applications, reduc-
ing efforts for maintenance. It has be demonstrated that
the MTCA.4 based LLRF controller development achieves
XFEL requirement in terms of amplitude and phase con-
trol. Due to the complexity of the signal part, which is
not essential for a single cavity regulation an alternative
framework has been developed, to minimize processing
latency which is especially for high bandwidth applica-
tions very important. This setup is based on a fast pro-
cessing advanced mezzanine card (AMC) combined with a
down-converter and vector-modulator rear transition mod-
ule (RTM). Within this paper the system layout and first
measurement results are presented, demonstrating capabil-
ities not only for LLRF specific applications.

INTRODUCTION
The European Free Electron Laser XFEL generates X-

Ray laser light of tunable wavelength by the SASE process,
using an electron beam accelerated to about 17.5 GeV, in
a pulsed operation mode. Providing its users stable and
reproducible photons, requires a very precise control of ac-
celeration fields. The latest renovation of the LLRF system
is a change of the controller hardware to an uTCA based
technology standard, [1]. This hardware platform allows
to fulfill the requirements for fast, high performance and
reliable data processing within a modular framework. Reg-
ulation concepts and hardware developments can be shared
and extended to operate at different locations or facilities,
e.g REGAE [2].

The linear accelerator REGAE (Relativistic Electron
Gun for Atomic Exploration) at DESY delivers electron
bunches with a few femtosecond duration for time-resolved
investigation of material structures, in a pump-probe con-
figuration. The electrons of a pC bunch charge are emitted
by impinging picosecond laser pulses onto a photo-cathode
mounted in a 1.5-cell S-band RF-gun, [3].

Regulation aspects like system bandwidth, pulse dura-
tion and number of channels to be processed strongly vary
in between both applications. Therefore a special setup
has been developed dedicated for normal conducting (nc)

∗ christian.schmidt@desy.de

acceleration structures, which is optimized in low latency
processing and costs. Usually these applications process
only a few channels, which aims to optimize the crate size
to this hardware setup.

In this paper, first measurements of this single cavity
LLRF controller is presented. The system has been setup at
REGAE for a digital feedback loop, controlling a 6 us RF
pulse at a sampling rate of 125 MHz. Internal loop delays
have been measured. Further the amplitude and phase sta-
bility, mainly determined by imbalances of the high power
amplifier has been measured as function of the proportional
feedback gain. Finally extension to further facilities is out-
lined.

LLRF SYSTEM BASED ON MTCA.4
For high performance regulation of high frequency

fields, fast processing capabilities are essential. One can
distinguish between two types of applications currently be-
ing operated at DESY. For super conducting (sc) applica-
tion usually many RF channels are combined to a so called
VS which is used to control one high power klystron. Par-
allel processing of more then 100 channels is done within
a LLRF crate. All signals have to be transferred to a cen-
tral controller using low latency links. This is a well suited
setup for this type of application and can be applied also to
single cavity, NC systems.

Figure 2: XFEL GUN mTCA.4 LLRF system in 2U crate.

However while processing single channels, this setup is
over-determined in terms of cost per RF station. In addition
the strategy of data preprocessing and collecting at a central
controller introduces latency in the control loop which pre-
vents from operating in closed loop mode with reasonable
gain margins. An example for a cost and space optimized
LLRF version can be found in Fig. 2.

HIGH PERFORMANCE AND LOW LATENCY SINGLE CAVITY RF
CONTROL BASED ON MTCA.4
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ONLINE LUMINOSITY OPTIMIZATION AT THE LHC 

F. Follin, R. Alemany-Fernandez, R. Jacobsson, CERN, Geneva, Switzerland 
 

 

Abstract 

 

The online luminosity control of the LHC experiments 

consists of an automatic slow real-time feedback system 

controlled by a specific experiment software that 

communicates directly with an LHC application. The 

LHC application drives a set of corrector magnets to 

adjust the transversal beam overlap at the interaction 

point in order to keep the instantaneous luminosity 

aligned to the target luminosity provided by the 

experiment. This solution was proposed by the LHCb 

experiment and tested first in July 2010. It has been in 

routine operation during the first two years of physics 

luminosity data taking, 2011 and 2012, in LHCb.  It was 

also adopted for the ALICE experiment during 2011. The 

experience provides an important basis for the potential 

future need of levelling the luminosity in all the LHC 

experiments. This paper describes the implementation of 

the LHC application controlling the luminosity at the 

experiments and the information exchanged that allows 

this automatic control. 

INTRODUCTION 
The four major LHC experiments have different 

objectives and different luminosity needs. Whereas CMS 

and ATLAS can work at the LHC design luminosity of 

1x10
34 

cm
-2

s
-1

 with the beams colliding head on and with 

high pileup of more than 20 (number of proton-proton 

collisions per bunch crossing), the LHCb flavour 

precision physics relies on resolving properly the vertex 

structure and event pileup significantly complicates this 

task. The increased detector occupancy also leads to 

excessive reconstruction times in the High-Level Trigger. 

As consequence, the LHCb experiment was initially 

designed to run at a luminosity of 2x10
32

 cm
-2

s
-1 

corresponding to an average pileup of about 0.4 [1]. The 

ALICE experiment is designed for ion physics but used 

proton collisions for calibrations and physics 

normalizations. In proton physics mode, the ALICE 

luminosity working point is between 5x10
29 

cm
-2

s
-1

 and 

5x10
30

 cm
-2

s
-1 

with a pileup of less than 0.05 [2]. In 

particular for ALICE, there is also the potential risk of 

detector damage by high luminosity peaks and it may also 

be responsible for premature ageing of the detectors. 

In order to run at two or four orders of magnitude lower 

than the LHC design luminosity, a beam defocusing at the 

LHCb and ALICE interaction point is required. The 

number of collisions is also optimized for the experiment 

needs. 

A fundamental but extremely challenging turn point in 

the operational strategy came when the LHC changed 

approach in June 2010 from commissioning many 

bunches with low intensity to rather commissioning 

nominal (and above) intensity per bunch. As the choice of 

beam focussing at the LHCb experiment had been chosen 

for low intensity, the average event pileup in LHCb 

quickly reached as high as 3 collisions per bunch 

crossing. Many LHCb systems performed extremely well 

in this exceptional high pileup environment [1]. 

Nevertheless, the High-Level Trigger and the offline 

reconstruction suffered from excessively long processing 

times and a solution had to be found. 

LUMINOSITY CONTROL BY 

TRANSVERSE BEAM SEPARATION 

The concept of a real-time luminosity control based on 

adjusting the beam transversal overlap was proposed and 

tested in July 2010 at the LHCb interaction point. This 

concept became a direct tool to maximize the LHCb 

physics yield since the optimal pileup and luminosity 

were always under control, stable fill after fill and over 

months.   

Aligning the detector instantaneous luminosity to a 

given target luminosity all along the fill duration or until 

the instantaneous luminosity reaches the natural 

luminosity decay, can be achieved in different ways. The 

easiest implementation, given the current LHC 

operational scenario, consists of controlling the transverse 

beam separation at the interaction point [2][3]. Initially 

when the bunch intensities are large and the emittances 

are small, the beam separation is kept large. As the 

intensity drops and the emittance grows during the fill, 

the beam separation is reduced successively to maintain a 

stable luminosity. 

 

Figure 1: Beam 1 (blue) and Beam 2 (red) orbit for a beam-

beam separation at IP8 of 700 µm in the vertical plane. 

 

The beam separation at the interaction point is achieved 

by a set of four dipole correctors per beam and per plane 

(magenta symbols in Figure 1) which are located on the 

long straight sections of all the LHC experiments. The 

correctors provide a local bump as illustrated in Figure 1 

in order to maintain the beams separated or colliding head 

y
 (

m
m

) 
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EVALUATION AND IMPLEMENTATION OF ADVANCED PROCESS 
CONTROL WITH THE COMPACTRIO MATERIAL 

FROM NATIONAL INSTRUMENTS 
G. Maire, A. Kehrli, M. Pezzetti, S. Ravat, CERN Geneva, Switzerland 

B. Charnier, H. Coppier, ESIEE Amiens, France

 
Abstract 

Programmable Logic Controller (PLC) is very 
commonly used in many industries and research 
applications for process control. However a very complex 
process control may require algorithms and performances 
beyond the capability of PLC’s, very high-speed or 
precision controls may also require other solutions. This 
paper describes recent research conducted to implement 
advanced process controls with the compactRIO (cRIO) 
material from National Instruments (decoupling of MIMO 
process control, steady state feedback, observer, Kalman 
filter, etc…). The cRIO systems consist of an embedded 
real-time controller for communication and processing, a 
Reconfigurable Field Programmable Array (FPGA) and 
hot-swappable I/O modules. The paper presents 
experimental results and the ability of the cRIO to treat 
complex process control. 

INTRODUCTION 
Programmable Logic Controller (PLC) is very 

commonly used in many control systems at CERN. 
However, PLCs show limitations to perform very high-
speed treatment or complex calculations for advanced 
controls. After a brief description of the cRIO material 
from National Instruments, this paper presents the 
capability and the performances of the cRIO on the basis 
of two case studies. The first study is a decoupling 
controller with a full state feedback for Multiple Input 
Multi Output (MIMO) process control. The second study 
is a linear Kalman filter at very high-speed with 
calculations of complex algorithms. 

THE COMPACTRIO 
The cRIO is a reconfigurable embedded control and 

acquisition system (Figure 1). The cRIO is made of: 
 A Real-Time Controller containing a processor 

running a real-time operating system (RTOS), that 
reliably and deterministically executes LabVIEW 
Real-Time applications and offers multirate control, 
execution tracing, onboard data logging, and 
communication with peripherals. 

 A FPGA containing a matrix of reconfigurable gate 
array logic circuitry that, when configured, is 
connected in a way that creates a hardware 
implementation of a software application. 

 A large number and hot-swappable I/O module are 
available. 

 

 
Figure 1: Architecture of compactRIO. 

 
Unlike the real-time controller processor, the FPGA 

uses dedicated hardware for processing logic and does not 
have an operating system. Because the processing paths 
are parallel, different operations do not have to compete 
for the same processing resources. That means speed can 
be very fast, and multiple control loops can run on a 
single FPGA device at different rates. 

MULTI INPUT MULTI OUTPUT (MIMO) 
PROCESS CONTROL 

Introduction 
To investigate the feasibility and assess the 

performance of the cRIO for advanced control systems, 
this subchapter presents the design of a decoupling 
MIMO corrector (Figure 2) and full state-feedback pole 
placement required to perform the matrix-vector 
multiplication. 

In order to validate this type of advanced control, we 
applied it to the SPS beam transfer lines at CERN. 

 
Figure 2: MIMO process. 

Main Power 
Converter 

Bypass 1 

Bypass 2 

Bypass 3 

Bypass 4 
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THE FEEDBACK SYSTEM FOR DAMPING COHERENT BETATRON AND 
SYNCHROTRON OSCILLATIONS OF ELECTRON BEAM AT DEDICATED 

SYNCHROTRON RADIATION SOURCE SIBERIA-2 
A. Valentinov, V. Korchuganov, N. Moseiko, A. Smygacheva, Yu. Tarasov, Ye. Fomin 

National Research Center "Kurchatov Institute", Moscow 123182, Russia 
D. Tinta, R. Hrovatin, R. Cerne, Instrumentation Technologies, Solkan, Slovenia

Abstract 
In the article the bunch-by-bunch feedback system for 

damping coherent betatron and synchrotron oscillations of 
the electron beam which is realized at the present time at 
the synchrotron radiation source of the Kurchatov 
Institute is presented. 

An installation of the new feedback system into the 
storage ring will allows to improve a quality of 
synchrotron radiation beams. In particular, with the help 
of the feedback system it's possible to increase a 
maximum stored beam current at the beam injection 
energy (450 MeV) and at the operation beam energy (2.5 
GeV) the system will provides an additional electron 
beam spatial stabilization. 

In the article a description of the new feedback system, 
principals of the operation and its technical characteristics 
are presented. Also, kickers used in the system, which 
design is of a special interest, are described. 

INTRODUCTION 
At the present time works on modernization of the 

synchrotron radiation source and improvement of the 
quality of synchrotron radiation beams are carried out at 
the storage ring Siberia-2. In particular, new radiation 
sources (superconducting and warm wigglers), new 
output channels of synchrotron radiation and 
experimental stations are established. In this connection 
requirements to the quality of photon and, therefore, 
electron beams will become tougher only. 

Some of electron beam parameters at the storage ring 
SIBERIA-2 are presented in Table 1. 

Table 1: Electron Beam Parameters at SIBERIA-2 

Beam current, mA 1 - 200 

Injection / operation beam energy, MeV 450 / 2500 

Revolution frequency, MHz 2.4152 

Beam emittance, nm·rad 18 - 98 

Lifetime at 160 mA current, h ~ 20 

Number of bunches 1 - 75 

Bunch sizes, mm: σx, σz, σs  0.34, 0.059, 20.0 

One of steps to improve qualities of the facility is to 
increase the stored beam current at the synchrotron 
radiation source. One of reasons limiting the current is the 
development of coupled-bunch instabilities of the electron 
beam, due to an interaction of the beam with high order 
modes of cavities, the environment (elements of the 
vacuum chamber, elements of the diagnostic system and 
etc.) or ions of the residual gas. An influence of collective 
instabilities on dynamic of the electron beam is 
particularly strong at the beam injection energy. 
Herewith, as a rule, there is a partial or complete loss of 
the beam current. At the operation beam energy the 
influence of collective instabilities on the beam is greatly 
weakened. But, nevertheless, instabilities are possible to 
cause the increasing of the effective beam emittance, and 
in some cases lead to the beam loss. For our facility it's 
most optimum to cure beam instabilities will be the 
development of the fast feedback system for damping of 
coherent electron beam oscillations. 

BUNCH-BY-BUNCH FEEDBACK SYSTEM 
The feedback system for damping of coherent betatron 

and synchrotron electron beam oscillations at the storage 
ring SIBERIA-2 is created on the basis of Libera Bunch-
by-Bunch and Libera Bunch-by-Bunch Front End units, 
developed by the company Instrumentation Technologies, 
Slovenia. 

The system architecture is standard. The schematic 
layout of the feedback system is shown in Fig. 1. The 
system consist of a pickup, hybrid junctions, three Libera 
Bunch-by-Bunch processing units (X-, Z- and S-plane), 
Libera Bunch-by-Bunch Front End unit, different 
splitters, 25 W (X- and Z-plane) and 100 W (S-plane) 
power amplifiers and three different kickers (X-, Z- and 
S-plane). 

The Hybrid junctions and Libera Bunch-by-Bunch 
Front End pre-processing module are used for an 
amplitude and phase conversion of broadband signals 
received from pickup electrodes into two signals for the 
transverse feedback system and one for the longitudinal 
feedback system. 
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EVOLUTION OF THE FERMI BEAM BASED FEEDBACKS* 
G. Gaio, M. Lonza, Elettra - Sincrotrone Trieste S.C.p.A., Trieste, Italy 

Abstract 
FERMI is the first seeded Free Electron Laser (FEL) 

users facility. A number of shot-to-shot feedback loops 
running synchronously at the machine repetition rate 
stabilize the electron beam trajectory, energy and bunch 
length, as well as the trajectory of the laser beams used 
for the seeding and pump-probe experiments. They are 
based on a flexible real-time distributed framework 
integrated into the control system. The interdependence 
between feedback loops and the need to react co-
ordinately to different operating conditions lead to the 
development of a real-time supervisor capable of 
controlling each loop depending on critical machine 
parameters not directly involved in the feedbacks. The 
overall system architecture, performance and user 
interfaces are presented. 

INTRODUCTION 
About four years have passed since the start of the 

commissioning of FERMI. After the initial phase 
dedicated to technical systems commissioning and 
understanding of the accelerator behaviour, a long time 
has been spent to characterize the parameters of the 
radiation emitted by the seeded FEL. In the meanwhile, in 
parallel to machine dedicated studies, an increasing 
number of shifts have been assigned to beamlines 
commissioning and users experiments [1].  

The demanding users requests in terms of FEL 
radiation quality and the growth of the number of possible 
machine configurations (electron beam energy, repetition 
rate, photon polarization/wavelength, etc.) have 
dramatically increased the complexity of the operations 
that the control system has to manage. For this purpose, a 
number of software “supervisors” have been developed to 
coordinate and automate complex operations with the 
goal to reduce the workload in the control room, 
minimize the duration of such operations and possibly 
reduce errors. 

In this context, a number of beam based feedbacks play 
a key role since they are not only used to stabilize the 
beams but also as servos to set and maintain the main 
machine parameters (beams trajectory, electron energy, 
bunch length, etc.). 

SEEDED FEL  
In the FERMI FEL, a bunched electron beam at up to 

50 Hz repetition rate is first accelerated by a 1.5 GeV 
linac and then injected into a chain of undulators 
(modulators and radiators), where it interacts with an UV 
“seed” laser. A dispersive section transforms the electron  
______________________________________________ 
* This work was supported in part by the Italian Ministry 
of University and Research under grants FIRB-
RBAP045JF2 and FIRB-RBAP06AWK3. 

 
energy modulation produced by this interaction in bunch 
charge modulation thus creating a micro-bunched beam 
that generates ultra-short high-energy radiation pulses in 
the following radiator undulators.   

There are two parallel chains of undulators, FEL-1 and 
FEL-2, working alternatively one at a time. In FEL-1, 
which covers the 100-20 nm radiation wavelength range, 
after being generated by the radiators, the photon pulses 
are directly sent to the beamlines for the experiments. In 
FEL-2, which uses a two-stage harmonic cascade 
configuration, the output of the first stage of 
modulator/radiators is used as a seed in the second stage, 
allowing the generation of radiation with wavelength 
down to 4 nm. 

The key to keep the radiation output stable is to 
guarantee the transverse and in particular the longitudinal 
(temporal) stability of the interaction point between the 
seed laser pulses and the electron bunches along the 
modulators. A shot-to-shot jitter of 70 fsrms in the arrival 
time and of 10 mrms  in the position of the seed laser 
pulse with respect to the electron bunch has been 
achieved [2]. 

Besides the uncorrelated shot-to-shot noise that cannot 
be reduced by feedback systems, other instabilities are 
mainly due to slow thermal drifts which affect the RF 
plants and the laser systems. These instabilities have 
frequencies below 0.1 Hz and can be effectively damped 
by the beam based feedbacks. 

SHOT-TO-SHOT BEAM BASED 
FEEDBACKS 

All the shot-to-shot beam based feedbacks share the 
same software architecture. Sensors and actuators are 
interfaced to PPC VME frontend computers running 
Linux with real-time extension and are managed by 
kernel modules [3] [4]. The only sensors that are acquired 
by conventional user space applications are the CCD 
cameras used in the laser feedbacks.  

The sensor values are shared among the control system 
computers by means of a real-time shared memory called 
Network Reflective Memory (NRM). The feedback loops 
that run on two real-time servers, one devoted to the 
electron beam feedbacks the other to the lasers feedbacks, 
collect data from the NRM, perform the feedback 
processing and write the new actuator settings into the 
NRM. 

The real-time applications that manage the actuators on 
the frontend computers read the new settings from the 
NRM and set the values on the controlled devices.  

Although until now FERMI has been mainly operated 
at 10 Hz repetition rate, a machine run has been dedicated 
to testing the systems at 50 Hz. During that run the 
feedbacks have been used smoothly and no modification 
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FROM PULSE TO CONTINOUS WAVE OPERATION OF TESLA

CRYOMODULES LLRF SYSTEM SOFTWARE MODIFICATION AND

DEVELOPEMENT
∗

W. Cichalewski † , A. Piotrowski, K. Przygoda, A. Napieralski TUL-DMCS, Lodz, 90-924 Poland

V. Ayvazyan, J. Branlard, H. Schlarb, J. Sekutowicz, DESY, Hamburg, 22607 Germany

W. Jalmuzna, EicSys, Hamburg, 22525 Germany

J. Szewinski, NCBJ, Swierk/Otwock, Poland

Abstract

Higher efficiency of TESLA based free electron lasers

(FLASH, XFEL) by means of increased quantity of pho-

ton bursts can be achieved using continuous wave (CW)

operation mode. In order to maintain constant beam ac-

celeration in superconducting cavities and keep short pulse

to CW operation transition costs reasonably low some sub-

stantial modification of accelerator subsystems are neces-

sary. Changes in: RF power source, cryo systems, electron

beam source, etc. have to be also accompanied by adjust-

ments in LLRF system. In this paper challenges for well es-

tablished pulsed mode LLRF system are discussed (in case

of CW and long pulse (LP) scenarios). Firmware, software

modifications needed for maintaining high performance of

cavities field parameters regulation (for CW and LP cryo-

module operation) are described. Results from studies of

vector sum amplitude and phase control in case of res-

onators high Ql factor settings (Ql=1.5e7) are shown. Pro-

posed modifications implemented in VME and microTCA

(MTCA.4) based LLRF system have been tested during

studies at CryoModule Test Bench (CMTB) in DESY. Re-

sults from these tests together with achieved regulation per-

formance data are also presented and discussed

INTRODUCTION

Although the European X-ray Free Electron Laser

(XFEL) [1] is still in the construction stage possible facility

upgrades are already under discussion. The possibility of

constant beam acceleration is one of the attractive option of

future laser operation. In order to evaluate the potential im-

pact of the operation scenario change to the existing infras-

tructure and define initial requirements for linac systems

adjustments set of tests have been done on single TESLA

cryomodule test bench (CryoModule Test Bench CMTB).

One of most important limitation concerning CW opera-

tion in pulsed-designed machine (as XFEL) is the increased

load on the cryogenic system (caused by continuous cavi-

ties operation). As the cryogenic system has limited capac-

ity it has been evaluated that the cryogenic losses should be

kept below 20 W per cryomodule, in order to avoid costly

modifications of the cryogenic plant in the future [2].

∗Work supported by National Science Center (Poland) grant no

5593/B/T02/2010/39
† wojciech.cichalewski@desy.de

Additionally the current design of the superconducting

cavities input couplers puts limitations concerning accept-

able power level. This limitation have to be also obey dur-

ing CW and LP to avoid fundamental power coupler break-

down.

In order to fulfill mentioned conditions the CW and LP

operation have been tested for modified cavities work pa-

rameters. Cavities ability of energy storage has been in-

creased in order to achieve higher accelerating field gra-

dients with lower input power level by means of exter-

nal quality factor adjustment. Additionally the prototype

power supply tube IOT, has been used in place of 10MW

klystron which is in operation for standard short pulse op-

eration.

All these modifications have been accompanied by

LLRF system adjustments in terms of controller firmware

and software parts.

CW/LP TEST ENVIRONEMENT

The CMTB facility has been equipped with the infras-

tructure needed for 8 TESLA cavities cryomodule exam-

ination. Presence of cryogenics system, high power RF

sources (klystron for pulse operation study and IOT for

CW, LP), LLRF system infrastructure, slow motor fre-

quency tuners, piezo tuners control system allows for var-

ious tests scenarios in wide range of module working pa-

rameters (for example cavities operation above 40MV/m

pulse operation).

IOT for Cavities Supply

Dedicated RF source has been built for described tests.

The Inductive Output Tube prototype produced by CPI has

been installed in the module cave. This device is designed

for CW operation with frequency of 1.3GHz. Its mea-

sured output power of 85 kW is enough for the single cryo-

module evaluation.

Although it can be used for both scenarios (CW and LP)

experience shows it is much more stable in operation for

continuous operation. Pulses achieved from the tube dur-

ing LP studies suffered occasionally from overshoots and

oscillations caused most probably by drops in the cath-

ode voltage. Next prototype version is in production and

is expected to be delivered before the end of 2013. The

LLRF feedback system can compensate for the problems
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STABILIZING THE BEAM CURRENT SPLIT RATIO IN TRIUMF'S 500 MeV 
CYCLOTRON WITH HIGH LEVEL, CLOSED-LOOP FEEDACK SOFTWARE 

J.J. Pon, K.S. Lee, M.M. Mouat, T. Planche, P.J. Yogendran 
TRIUMF, Vancouver, Canada 

Abstract 
In the pursuit of progressively more stable beam currents 

at TRIUMF’s 500 MeV cyclotron there was a proposal to 
regulate the beam current split ratio for two primary 
beamlines with closed-loop feedback. Initial runs have 
shown promising results and have justified further efforts in 
that direction. This paper describes the software to provide 
the closed-loop feedback, and future developments. 

INTRODUCTION 
Initially, TRIUMF’s 500 MeV cyclotron extracted beams 

simultaneously into two primary beamlines, at variable 
energies and currents. Over time this was expanded to three 
and then four simultaneous beams. Only three beamlines are 
presently in use but there are plans for a new fourth 
beamline. Extracting multiple beams is relatively straight 
forward but stabilizing the beam currents in multiple 
beamlines is challenging. 

One of the main requirements for stable beam current 
involves the production of rare isotopes for TRIUMF’s 
ISAC Facility. This facility employs targets that run 
extremely hot and where the power on target is largely 
deposited by an incident beam of protons. Variations in the 
proton beam current changes the power deposited on the 
target. Running too cool reduces the output of ions, while 
running too hot can damage the target. A stable incident 
beam is important to optimize isotope production and target 
lifetime. 

For a number of years closed-loop feedback software has 
been used on the extracted beams to stabilize beam current 
and beam position on target(s) [1]. The first of these loops 
started more than 8 years ago. Beam current stability using 
the existing electrostatic pulser in the low energy injection 
line has been applied to stabilize the current in the beamline 
for rare isotope production (Beamline 2A). This 
stabilization technique works as expected but results in 
greater beam instability on the other beamlines (Beamlines 
1A and 2C). The greater instability was acceptable but not 
desirable. Subsequently, new ideas have been proposed with 
the goal of stabilizing beam currents on two beamlines 
[2][3].  

One of these new proposals involves the introduction of 
additional closed-loop feedback software to stabilize the 
split ratio between two extracted beams (Beamlines 1A and 
2A). The ratio of the two beam currents can be affected by 
using a local magnetic field to shift the beam orbit before 
extraction from one extraction foil to the other. An existing 
harmonic coil’s Bz component is used to produce the local 
magnetic field to shift the beam orbit horizontally. Initial 

tests of this technique showed improved current stability 
simultaneously on the two beamlines. 

Recently, better and additional power supplies were 
installed. These changes, combined with enhanced software, 
have provided better and finer control over the harmonic 
coils. 

Initial software developments to monitor the beam 
currents and stabilize the split ratio using the harmonic coil 
have worked so well they have been left running. 
Enhancements are planned but limited resources have 
slowed progress. 

BEAM CURRENT ADJUSTMENT BY 
HARMONIC COIL 

The 500 MeV cyclotron accelerates H- and uses stripping 
foil extraction to extract protons. A number of trim and 
harmonic coils exist to alter the beam path of the H- as it 
spirals out toward the extraction foils. The coils can be used 
to provide radial (Br) and vertical (Bz) magnet field 
components, which move the beam vertically and radially 
(horizontally) respectively.  

The ratio of the currents extracted from the two high 
energy, high current beamlines (Beamlines 1A and 2A) is 
determined by a number of factors. The primary factor is 
the relative position of the circulating/accelerating beam to 
the position of the two extraction foils. By moving the beam 
horizontally, current can quickly be re-positioned from one 
foil to the other. This re-positioning is done using a 
harmonic coil’s Bz field to move the beam radially. 

The harmonic coil in use is driven by six power supplies 
and has six windings on each of the top and bottom of the 
vacuum tank. 

There is a process which monitors the adjusted, extracted 
currents for the two beamlines, calculates the split ratio and 
exports the value for use by other programs. 

A closed-loop feedback software application running in a 
server monitors the split ratio and adjusts the position of the 
beam to stabilize the split ratio. Users interact with the 
feedback application via an X Window based user interface. 

DEVICE IMPLEMENTATION 
The TRIUMF cyclotron has thirteen harmonic coils, each 

at a different radius. Each harmonic coil comprises six pairs 
of windings located in a 6-fold symmetrical manner on the 
cyclotron tank. They are used to adjust the local magnetic 
field at a particular radius. The Bz mode is used for orbit 
centering and Br mode for median plane tilt. Harmonic coil 
13 is the outermost and was chosen for use in the split ratio 
stability program. There are six parameters for this 
harmonic coil: the 1st harmonic amplitude, the 1st harmonic 

THPPC136 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

1370C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Feedback Systems



TIME-DOMAIN SIMULATION SOFTWARE FOR THE APS STORAGE
RING REAL-TIME ORBIT FEEDBACK SYSTEM UPGRADE ∗

H. Shang † , S. Xu, N. Sereno, G. Decker,
F. Lenkszus, L. Emery, J. Carwardine, ANL, Argonne, IL 60439, USA

Abstract
The APS storage ring real-time feedback (RTFB) system

will be upgraded as part of the Advanced Photon Source
(APS) Upgrade project. Time-domain simulation software
was implemented to optimize feedback system parameters
and evaluate the performance of different feedback sys-
tem configurations. The software includes two parts: a
corrector noise model generator and the RTFB simulation.
The corrector noise model generates realistic beam motion
based on turn-by-turn BPM measurements of the actual
storage ring orbit. The noise model orbit motion data is
then used as input for the RTFB simulation. This paper in-
troduces the noise model and RTFB system algorithms as
well as high-level software used to realize the noise model
and feedback system simulation.

INTRODUCTION
The existing APS has two feedback orbit correction sys-

tems that operate in parallel: slow orbit correction using
slow correctors is effective up to 1 Hz and fast orbit correc-
tion that is effective up to 60 Hz horizontally and 100 Hz
vertically. The fast correction systems use a limited num-
ber of correctors with special vacuum chambers that extend
the usable bandwidth of each fast corrector to 800 Hz. The
upgraded system will integrate the two systems into one
feedback system as well as increase the sampling rate from
1.5 kHz to 22.6 kHz. S. Xu et al. [1] did an initial feed-
back simulation in the frequency domain using MATLAB,
which simulated orbit motion using a model derived from
BPM measurements. This paper builds on these ideas and
introduces a time-domain simulation that is integrated with
software used to operate, control, and configure the exist-
ing storage ring feedback system.
The simulation is broken into two parts: the noise

model and the feedback simulation. The noise model
uses turn-by-turn data from field-programmable gate array
(FPGA) [2] BPMs to model real orbit motion in the stor-
age ring. The feedback simulation then takes the modeled
open-loop beam motion calculated from the noise model
as input to test various feedback algorithms and corrector-
BPM configurations. The APS ring has 40 sectors, 36 of
which have been upgraded to FPGA BPMs. The final 4
sectors of FPGA BPMs will be installed by January 2014.
Each storage ring sector has 7 FPGA BPMs used by the
noise model. The APS SR ring has a total of 470 BPMs.

∗Work supported by the U.S. Department of Energy, Office of Science,
under Contract No. DE-AC02-06CH11357.

† shang@aps.anl.gov

A tool for collecting FPGA BPM turn-by-turn history data
was developed and used to supply the noise model with or-
bit position information.

CORRECTOR NOISE MODEL
The noise model algorithm generates corrector drive set-

points by multiplying turn-by-turn FPGA BPM data by a
user-specified inverse response matrix (IRM). These set-
points are used to compute the beam position at every BPM
by multiplying by the forward response matrix (RM). The
correctors used to generate the simulated beam motion us-
ing the IRM are not used for feedback. In fact, we usu-
ally compute corrector drive setpoints using 3 correctors
per sector, which has the effect of approximating the aver-
age beam motion through the sector as recorded by the 7
FPGA BPMs. In computing corrector drive setpoints, all
FPGA BPMs in each sector are used except for those not
yet installed and a few that are not connected or otherwise
disabled. The simulated beam motion data was created as
follows:

1. Process measured FPGA BPM turn-by-turn noise
data, filter out those BPMs whose standard deviation
or offset exceed the given limit, and select the good
BPM data for use.

2. Create an inverse response matrix (IRM) using
sddspseudoinverse [3] with chosen correctors and
good BPM data sets found in step 1.

3. Create forward response matrix (RM) with the cor-
rectors selected in the IRM and all APS storage ring
existing BPMs.

4. Compute the corrector turn-by-turn drive settings with
the IRM computed in step 2 and the measured BPM
turn-by-turn data.

5. Compute the beam position at every BPM with the
RM generated in step 3 and corrector drive computed
in step 4. The computed beam position at every BPM
will be used in the feedback simulation.

When generating the IRM using singular value decomposi-
tion (SVD) all singular values are use since the number of
correctors is small compared to the number of FPGA BPMs
used. Alternatively, one could use few singular values and
more correctors and end up with similar average simulated
beam motion for use by the feedback simulation. The best
way to create beammotion from actual data continues to be
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A SYSTEM FOR AUTOMATIC LOCKING OF RESONATORS OF LINAC 
AT IUAC 

R. N. Dutt, A. Rai, A. Pandey, B. K.Sahu, P. Patra, J.Karmakar, D. S. Mathuria, G.K. Chaudhary, 
S.Ghosh and D. Kanjilal, Inter University Accelerator Centre, New Delhi 110067, India 

Shantonu Sahoo, Variable Energy Cyclotron Centre, Kolkata 700 064, India

Abstract 
The superconducting LINAC booster of IUAC consists 

of five cryostats housing a total of 27 Niobium quarter 
wave resonators (QWRs). The QWRs are phase locked 
against the master oscillator at a frequency of 97 MHz. 
Frequency tuning of the resonator prior to phase locking 
is done by a Helium gas based mechanical tuner (slow 
tuner). The frequency tuning and phase locking is done 
from the control room consoles. To make LINAC 
operation smoother, automation of phase locking of the 
resonator has been done. A detailed about the automation 
system and its implementation in LINAC have been 
presented in this paper. 

INTRODUCTION 
The 27 QWRs of IUAC LINAC distributed in five 

modules ( one in superbuncher, eight each in three 
accelerating modules and two in rebuncher) are 
independently phase locked with the Master Oscillator 
(MO) during the operation[1] [2]. The phase and 
amplitude locking of the resonators is based on dynamic 
phase control method along with additional control for the 
mechanical tuner. For slow frequency and phase 
variations, the Helium gas based tuner has been 
implemented in the first LINAC cryostat. The tuner is 
also responsible for frequency tuning prior to phase 
locking. The tuner bellows and the resonator are shown in 
Fig 1. 

 

 

Figure 1: The resonator and the slow tuner. 

As shown in the Figure 1, the slow tuner consists of a 
Niobium bellows that forms a capacitive gap with the 
central conductor of the resonator. The expansion and 
contraction of the bellows, which is a function the gas 

pressure inside it, defines the resonant frequency of the 
cavity. The pressure in the tuner bellows is maintained 
using valves V1 and valve V2 as shown in figure 2. When 
the resonator frequency is different from the MO 
frequency, the opening of the valves is changed to 
compensate for the shift. Earlier this was being done 
manually. The operation was done remotely from control 
room using a combination of analog and digital 
techniques. The automation using digital technique is 
described in [3]. A mechanism for automatic operation of 
the valves is worked out for smooth LINAC operation. 

DESCRIPTION 
Dynamics of the Tuner 
The digital compensator is required to compensate for the 
time response characteristics of the tuner system in the 
feedback mode. The identification of the time response 
has been done experimentally by applying a voltage step 
to the valve drive. The result is shown in figure 2. A first 
order open loop response of the bellows and valve system 
with a comparatively low dead time can be seen. 

 

 

Figure 2: Time response of the pneumatic system

 This response can be mathematically expressed as 
follows: 

 

 
1+s

G(s) K
 

Where K is the steady state gain and is the time 
constant of the system. in the gas valve system is of the 
order of one second. This type of response can be easily 
corrected with a PID compensator. A digital feedback 
system offers several advantages with large time constant 
systems. 

. 
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MTCA UPGRADE OF THE READOUT ELECTRONICS FOR THE BUNCH

ARRIVAL TIME MONITOR AT FLASH

Jaroslaw Szewinski∗, Grzegorz Boltruczyk, Stefan Korolczuk, NCBJ Swierk, Otwock, Poland

Samer Bou Habib, Jaroslaw Dobosz, Dominik Sikora, ISE WUT, Warsaw, Poland

Christopher Gerth, Holger Schlarb, DESY, Hamburg, Germany

Abstract

Bunch Arrival time Monitor (BAM) is an electro-optical

device used at FLASH accelerator in DESY for the high

precision, femtosecond scale, measurements of the mo-

ment when electron bunch arrives at the reference point in

the machine. The arrival time is proportional to the aver-

age bunch energy, and is used to calculate the amplitude

correction for the RF field control. Correction is sent to

the LLRF system in less than 10 us, and this creates a sec-

ondary feedback loop (over the regular LLRF one), which

is focused on beam energy stabilization - beam feedback.

This paper presents new MTCA BAM readout electronics

design based on the MTCA.4 - “MTCA for Physics”, and

FMC mezzanine boards standards. Presented solution is

a replacement for existing, VME based BAM readout de-

vices. It provides higher efficiency by using new measure-

ment techniques, better components (such as ADCs, FP-

GAs etc.), and high bandwidth MTCA backplane. MTCA

provides also different topology for data transfers in the

crate, which all together opens new opportunities for the

improvement of the overall system performance.

INTRODUCTION

Bunch Arrival Time Monitors (BAMs) are precise beam

measurement devices used to measure with femtosecond

precision, moment when particular bunch is passing refer-

ence point. Electric signal from the beam pickup is used to

control electro-optical modulator (EOM), which modulates

amplitude of the laser pulses. Detailed operation of BAM

is described in [1]. Information from this detector is avail-

able as laser pulses with modulated amplitude, and the aim

of readout electronics is to measure their the relative height.

Bunch arrival time is proportional to beam energy, because

electrons with different energies travels over different tra-

jectories (shorter or longer) in the bunch compressor. Aver-

age bunch energy estimation is used to calculate correction

for the LLRF system amplitude control.

BEAM FEEDBACK AT FLASH

The LLRF systems are focused on the RF field (ampli-

tude and phase) stabilization, and they do not know much

about the actual beam conditions (except beam loading).

This is not enough to stabilize beam parameters directly,

∗ J.Szewinski@ncbj.gov.pl

and additional devices are needed. FLASH accelerator is

equipped with many different beam parameters detectors.

Two types of these detectors, BAMs and Pyroelectric bunch

compression monitors (PYROs) has been used to imple-

ment feedback beam feedback loops. BAMs has been used

for energy stabilization by correcting RF field amplitude,

and PYROs has been used for compression stabilization by

adjusting phase of the RF field. More about beam feed-

back at FLASH can be found in [1], this paper will focus

on improvements of the BAM readout system.

EXISTING VME BASED BAM SYSTEM

The first, VME based BAM electronic readout system

has been made of two units, digital and analog. Digital

part was FPGA based VME carrier board (Fig. 1(a)), and

optical-analog electronics has been implemented as custom

(non-standardized) mezzanine unit placed in the shielded

box (Fig. 1(b)). This system has been used successfully for

several years[1, 2, 3, 4], but now it’s performance is limited

by used technology.

Main limitation is amount of data which can be trans-

ferred between accelerator pulses from the acquisition

board to the CPU board via VME bus. If the data trans-

fer will not complete before the next pulse, then data is not

consistent (some of it is from old pulse, some data is from

new pulse), and such pulse has to be dropped. A lot of

effort and overhead (on both, hardware and software side)

was made to keep data consistency.

Existing system is equipped in 125 MSPS 16-bit ADCs,

which in case of 216 MHz laser pulse repetition rate is

enough only to sample every second laser pulse. Another

inconvenience was that VME based devices are not hot-

swap capable, and it was required to shutdown whole crate,

with all (not only broken) devices, to do any hardware

change.

In one case, it was confirmed, that when BAM readout

devices has been placed in one crate with other system,

which was also transferring a lot of data over the VME af-

ter each pulse, it was falling into a deadlock. BAM control

server has been blocked on the VME access in such a way,

that is was an unkillable process in the Solaris operating

system, and CPU power cycle was required. This error was

difficult to track, because it was occurring with a period of

several weeks.
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AUTOMATIC ALIGNMENT OF THE ADVANCED RADIOGRAPHIC 
CAPABILITY FOR THE NATIONAL IGNITION FACILITY* 

 
Karl Wilhelmsen , Erlan Bliss, Gordon Brunton, Barry Fishler, John Heebner, Roger Lowe-Webb, 

David McGuigan, Randy Roberts, Mike Rushford 
Lawrence Livermore National Laboratory, Livermore, CA 94550, USA 

 
Abstract 

Experiments and operation of the National Ignition 
Facility (NIF) will soon benefit from a new, high-energy 
x-ray (60 – 200 keV), radiography diagnostic [1]. To 
generate these x-rays, in the summer of 2014, NIF will be 
deploying the Advanced Radiographic Capability (ARC) 
which is designed to generate precise, high-energy short-
pulses, amplified through a NIF beamline, and aimed at 
backlighter filaments near ignition targets. The alignment 
precision for ARC is an important element in the success 
of this enhancement.  A key challenge for the ARC 
automatic alignment (AA) process lies in implementing 
the new alignment capabilities without disturbing the 
existing operations of NIF.  Any risks that may occur by 
the addition of the ARC system are mitigated through 
careful design and control of the ARC/AA interfaces. In 
this paper, we will describe some of the new ARC 
alignments, the ARC Split Beam Injector (SBI) and ARC 
Compressor. The SBI combines two independent ARC 
beams into a single NIF beam before being aligned and 
injected into the main NIF amplifier chain.  After main 
amplification, the pulsewidths are compressed in the ARC 
compressor vessel and aimed at backlighter targets in the 
NIF target chamber.  Alignment verification of the 
compressor grating will be critical to ensuring the ARC 
pulses meet their design specifications.  

ARC OVERVIEW 
For ARC, the normal NIF shot light from the master 

oscillator room (MOR) is replaced with a pair of pulses 
which are chirped (change in frequency over time as 
shown in Fig. 1).  These pulses are injected into the Dual 
Regenerative Amplifiers and, subsequently the pair of 
Gaussian beams are propagated into the Split Beam 
Injector (SBI) package (see Fig. 2) producing two 
“beamlets” within the standard NIF beam aperture.  The 
ARC SBI light is then injected into one of the forty-eight 
Pre-Amplifier Modules (PAMs), where an ARC 
waveplate is inserted at the Multi-Pass Amplifier (MPA) 
input [2,3,4].  Hardware changes to the existing PAM and 
Main Laser (ML) amplifier are limited to allow the main 
components of the laser to be operated and conventional 
alignment to be maintained when ARC is not in use. Both 
the conventional PAM and ARC PAM amplify the MOR 
pulse energy to the Joule level before it is distributed to 
four beamlines. The energy of each beamline is further 

amplified to the kilojoule level in the main laser 
amplifiers before it is directed to the target chamber. 
When configured for ARC, at the end of each ML, the 
light will be redirected, via an insertable mirror carriage, 
into the ARC compressor vessel and aimed at backlighter 
filaments or other targets in the NIF target chamber.  

When the ARC beamline enhancement is complete, 
each ARC beamline could be used to produce two high-
energy beamlets that can be independently pointed within 
the target chamber and independently timed to provide 
spatially and temporally resolved radiographs. When 
ARC is completed on 4 beamlines, ARC will be able to 
produce eight independent spatially and/or temporally 
distributed pulses. 

Typical operations for the completed ARC system will 
illuminate multiple backlighters. As an example, an 
experiment setup for using ARC would use timed 
sequence pulses on backlighters to produce six 
independent temporally separated pulses, with the timing 
between pulses being evenly spaced at 500 ps.  This 
example setup requires the use of three beamlines each 
split into A and B ARC pulses.  The timing offset for the 
example ARC pulses requires the adjustment of a 
trombone style mirror assembly in two of the three 
beamlines used for ARC pulses.  The delay of each pulse 
is set by translating the “elbow” of the trombone.  Next, 
the second beamline will be set to be 1 ns longer than the 
first. The third beam line will be adjusted to be 1 ns 
longer than the second and 2 ns longer than the first.  The 
movement of the trombones, for these large temporal 
shifts, will affect the optical path length, which will 
change alignment and wave front adjustments, see 
reference [5] and [6] for details on trombone operation 
and wave front control. 

 
 Split Beam Injector (SBI) 

To setup for ARC light pulse propagation, changes in 
hardware will be made with automated devices.  The SBI 
will be configured to allow transmission of the ARC 
pulses by opening shutters in the Dual Regenerative 
Amplifier cavities (from their normal NIF operating 
position of closed) and setting the waveplates for full 
pulse transmission. A waveplate in the PAM MPA will 
also be inserted to allow for the transmission of all ARC 
pulses. The ARC beams from the SBI will then be aligned 
with the NIF beam using a camera in the input sensor 
package (ISP).  See reference [7] for an overview of the 
NIF ISP.  All automatic alignment and verification image 
collection, for the SBI, will be done with the ISP. 

____________________________________________  

      * This work was performed under the auspices of the U.S. Department 
of Energy by Lawrence Livermore National Laboratory under Contract 
DE-AC52-07NA27344. 

wilhelmsen1@llnl.gov 
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AN UPGRADED ATLAS CENTRAL TRIGGER FOR 2015 LHC

LUMINOSITIES

Christian Ohm, CERN, Geneva, Switzerland

on behalf of the ATLAS TDAQ Collaboration [1]

Abstract

The LHC collides protons at a rate of 40 MHz and for

each collision, the ATLAS detector produces ∼1.5 MB of

data. The ATLAS trigger system is implemented in three

levels and selects only the most interesting collision events

to reduce the event storage rate to about 400 Hz. The

first level is realized in custom electronics modules and re-

duces the input rate to ∼75 kHz with a decision latency of

∼2.5 us. Based primarily on information from calorime-

ters and muon trigger detectors, the Central Trigger Pro-

cessor (CTP) produces the Level-1 trigger decision. After

a very successful first run, the LHC is now being upgraded

to operate with increased luminosity and a center-of-mass

energy of up to 14 TeV. To cope with the new conditions,

the Level-1 trigger system will have to perform a more re-

fined selection in order to not lose interesting physics data,

while keeping the total Level-1 rate below 100 kHz. In the

following, the current Level-1 Central Trigger system will

be reviewed, the motivation for its upgrade will be outlined

and the plans for how to meet the requirements for post-

2014 physics runs at the LHC will be described.

INTRODUCTION

The Large Hadron Collider (LHC) [2] collides bunches

of protons at rate of 40 MHz. To study the most inter-

esting proton collisions, the ATLAS experiment [3] has a

trigger system that selects a few hundred collision events

per second for further analysis offline. As illustrated in

Fig. 1, the trigger system consists of three levels which se-

quentially refine the selection. The hardware-based Level-

1 trigger system uses reduced-granularity detector data to

bring down the rate to at most 75-100 kHz, after which the

Level-2 trigger and Event Filter perform the final selection

by applying algorithms implemented in software on more

detailed event information.

The Level-1 trigger is based on custom electronics mod-

ules and operates synchronously with the LHC collision

frequency. Since the sub-detector data are kept in on-

detector pipeline memories, the latency is limited to 2.5 µs.

The system can be divided into three parts: the calorimeter

and muon trigger processors and the central trigger pro-

cessor (CTP). The CTP will be discussed in some detail

in the following sections, but in summary it is responsible

for forming the decision and generating the Level-1 Accept

(L1A) signal by applying programmable criteria to the sig-

nals received from the Level-1 trigger detectors.

The calorimeter trigger processors apply algorithms im-

plemented in hardware to find jet, e/γ and τ candidates,

and also estimate the total deposited energy, its transverse

component and the missing transverse momentum. These
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Figure 1: Overview of the trigger and data acquisition sys-

tem in ATLAS.

calculations are done by processing the analog sums of the

signals in so-called trigger towers from the electromagnetic

and hadronic calorimeters, each typically covering an η×φ
region of 0.1 × 0.1. For each event, the observed can-

didate multiplicities passing various energy thresholds are

reported, together with the energy-sum thresholds which

were passed.

Two types of fast muon trigger detectors are used

in ATLAS: resistive plate chambers cover the barrel re-

gion (|η| < 1.05) while the endcap and forward regions

(1.05 < |η| < 2.47) are instrumented with thin-gap cham-

bers. The muon trigger electronics identify muon candi-

dates by looking for patterns of hits resembling those ex-

pected for muons emanating from the interaction point.

Due to the bending of their trajectory in the magnetic

field, the pT of each candidate is estimated using six pro-

grammable thresholds.

Additional trigger input signals to the CTP come from

beam pick-up detectors, minimum-bias trigger scintillators,

the zero-degree calorimeter, luminosity detectors and beam

condition monitors.

When a L1A signal is issued by the CTP, the read-out

of all sub-detectors is triggered. The Level-2 trigger sys-

tem receives Region of Interest (RoI) data signalling from

where in the detector higher-granularity data should be re-
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AUTOMATING CONTROL OF THE BEAMS FOR THE NASA SPACE

RADIATION LABORATORY
∗

K.A. Brown† , S. Binello, M. Costanzo, T. D’Ottavio, J. Jamilkowski,
J.T. Morris, S. Nemesure, R.H. Olsen, C. Theisen

Collider-Accelerator Department., BNL, Upton, NY, USA

Abstract

The NASA Space Radiation Laboratory (NSRL) at BNL
uses many different beams to do experiments associated
with evaluating the possible risks to astronauts in space en-
vironments. This facility became operational in 2003 and
operates from the AGS Booster synchrotron. In order to
simulate the space radiation environment some of these ex-
periments need to make use of beams of various energies.
To simulate solar flare events, we implemented the Solar
Particle Simulator in 2005. This system put in modifica-
tions to the accelerator controls to allow beam energies to
be changed automatically, enabling target samples to be ir-
radiated with many energies of the same type of ion, with-
out having to make use of degraders. To simulate Galac-
tic Cosmic events, they need to also be able to automati-
cally change the ions used to irradiate a single sample. This
project aims to allow NSRL to change ions as well as beam
energies within a very short period of time. To do this re-
quires modifications to existing controls as well as building
new controls for a Laser Ion Source. In this paper we de-
scribe NSRL, our plans to implement the Galactic Cosmic
Event Simulator, and the status of the Laser Ion Source.

INTRODUCTION

NSRL was designed to provide many types of beams
at many different energies and intensities. Previous re-
ports describe the facility, it’s design and commision-
ing [1, 2, 3, 4, 5]. The facility has a target hall at the end of
a beamline that was built extending from the AGS Booster
Synchrotron. They make use of slow and fast extracted
beams, from protons to many different heavy ion beams.

NSRL was built to provide a dedicated laboratory for
NASA researchers to study radiation effects and to simulate
the radiation conditions in space [6]. The two main sources
of radiation in space are from the Sun and from high-energy
particles originating from outside the solar system, Galac-
tic Cosmic Rays (GCR). The most significant source of ra-
diation from the Sun is from solar flares, or Coronal Mass
Ejections (CME), usually designated by NASA as Solar
Particle Events (SPE).

NASA researchers want to reproduce the environment in
space, due to these two sources of radiation, as much as
possible. This has led to two initiatives. First is the devel-
opment of the NSRL Solar Particle Event Simulator, built
and commissioned in 2005 [7]. This system made use of

∗Work performed under Contract Number DE-AC02-98CH10886 with
the auspices of the US Department of Energy.

† kbrown@bnl.gov

Figure 1: The AGS Booster and NSRL beamline.

sequencing tools developed for RHIC operations, modified
applications for controlling the AGS Booster systems, and
new tools for managing energy changes [8, 9]. The main
innovation of the Solar Particle Event Simulator was to au-
tomate the process of changing beam energy for NSRL.
This system was designed to change the extraction system
settings while not impacting the injection and RF capture
processes.

The other initiative is to build a GCR simulator. The
main difference between the GCR simulator and the SPE
simulator is that CMEs are primarily composed of high-
energy protons while GCRs are composed of many ions,
from protons up to very heavy ions [10, 11]. The ener-
gies of the ions range from a few MeV/nucleon to well
above 1 TeV/nucleon. But the peak of the distributions
tend to be around the range from 100 MeV/nucleon to
1 GeV/nucleon, exactly the range of energies for which
NSRL was designed.

The GCR simulator project has been started and is com-
posed of three primary parts. First, an ion source is needed
that will allow fast selection from many different ions. For
this purpose the Laser Ion Source is being constructed and
will be added as another source to the existing Electron
Beam Ion Source (EBIS) system [12]. The second part of

THCOBB03 Proceedings of ICALEPCS2013, San Francisco, CA, USA

ISBN 978-3-95450-139-7

1392C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s

Control System Upgrades



OVERVIEW OF THE ELSA ACCELERATOR CONTROL SYSTEM

D. Proft∗, F. Frommberger and W. Hillert, ELSA, Bonn, Germany

Abstract

The Electron Stretcher Facility ELSA provides a beam

of polarized or unpolarized electrons with a maximum en-

ergy of 3.2 GeV for hadron physics experiments. The in-

house developed control system has continuously been im-

proved during the last 15 years of operation. Its top layer

consists of a distributed shared memory database and sev-

eral core applications which are running on a linux host.

The interconnectivity to hardware devices is built up

with a second layer of the control system operating on PCs

and VMEs. High level applications are integrated into the

control system using C and C++ libraries. An event based

messaging system notifies attached applications about pa-

rameter updates in near real-time.

The overall system structure and specific implementa-

tion details of the control system will be presented.

HISTORY

Until 1994 the ELSA stretcher ring was operated in

stretcher mode or storage mode only [1]. In the stretcher

mode an electron beam prepared in the 50 Hz booster-

synchrotron could be injected into the stretcher ring and

extracted to hadron physics experiments at variable energy

between 0.5 GeV and 1.6 GeV. In the storage mode the

electron beam can be stored in the stretcher for a lone time

(up to several hours). In the early 1990s higher energies (up

to 3.2 GeV) were asked for by the experiments, making a

post-acceleration mode inevitable.

Going along with the energy increase, a fast ramp of

the main magnets’ power supplies in the stretcher ring is

needed. Therefore, a considerable amount of magnetic

field calculations beside long vectors containing power

supply current ramps have to be processed. Additionally,

a fast ramp up to 3.2 GeV within 300 ms puts high re-

quirements on the beam diagnostics devices and the data

analysis.

Neither the hardware running the existing control sys-

tem, nor the control system itself had enough capabilities

to fulfill these new requirements [2]. Hence, a new control

system running on three HP workstations with support for

the existing hardware (approx. 50 in-house developed, so-

called MACS IO boards interfacing the hardware devices)

was developed in-house [3]. In 1995, the old control sys-

tem was successfully replaced by the new one.

Besides continuous improvements of the software and

hardware components over the last years the system was

ported from HP-UX to linux in the end of 2012, so it can

now be run under any linux operating system.

∗proft@physik.uni-bonn.de
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Figure 1: Hard- and software layers of the control system.

DESIGN PRINCIPLES

Some basic design decisions have been made before the

development took place [4]. The main features include a

completely event based data handling model and a sepa-

ration of core functionality (database and event handling

by the kernel) from userspace applications. It combines

steering tasks and real time beam diagnostics in one homo-

geneous environment. A transparent design allows access

to the X windows-based graphical user interface from any

computer.

Menu System

The whole control system consists of 5 hard- and soft-

ware layers (see Fig. 2). On top of them the graphical user

interface gives access to all the accelerators parameters. It

combines all steering tasks and the beam diagnostics in one

platform. The user can choose from approximately 600 hi-

erarchically ordered menus, reaching the desired menu in

less than eight clicks.

Every menu can easily be created or modified by using

an intuitive WYSIWYG menu editor. All menu elements

can be positioned and linked to parameters from within the

editor. The menu gets saved to a human readable and ed-

itable text file, which enables an automatic and scripted cre-

ation of new menus.

The whole menu system is written using native Xlib li-

brary calls for graphical output. It was ported to JAVA al-

lowing the execution of the menu system on Android oper-

ating systems. This gives easy access to device settings via
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SWITCHING SOLUTION – UPGRADING A RUNNING SYSTEM 
K. Tsubota, J. Johnson, J. Mader, W.M. Keck Observatory, Kamuela, HI 96743, USA

Abstract 
The control system for the Keck telescopes is 

undergoing a major upgrade as described in 
MOCOAAB05[1].  This is called the Telescope Control 
System (TCS) Upgrade and is an upgrade on the existing 
system which is known as the Distributed Control System 
(DCS). One of the greatest challenges of the project will 
be faced during integration and commissioning.  A key 
goal is to minimize downtime and maximize science 
throughput during the commissioning stage of the project.  
The  team has sought solutions that will allow daytime 
testing and integration of TCS while providing a simple 
path to revert back to DCS for night time observing. After 
evaluating all the interfaces and the impacts of switching 
between the old and new systems, a number of different 
solutions were developed to achieve this goal. These 
include parallel operations, signal splitting, signal 
switching, modularization and software backwards 
compatibility.  

OVERVIEW 
All areas impacted by TCSU were identified and 

analysed and a set of solutions developed that support the 
ability to quickly and reliable switch back and forth 
between the old and new systems. From this analysis the 
following approaches were identified:  

- Parallel Operations: allows us to work on the new 
system in parallel with the current system 

- Signal splitting: simple tapping off of a signal, 
ideally suitable for monitoring, limit switching etc. 

- Switching Signals: a physical box to route signals 
between old and new hardware 

- Modular: functional and physical split of systems 
- Software backwards compatibility: maintain 

existing interfaces and minimize impact to existing 
tools and GUIs 

Takeaways from this safe and modular approach are: 
- Eliminated “point of no return” 
- Minimizes telescope down time 
- Allows a subsystem by subsystem update 
- Ability to move back and forth between current 

and  new system 
- Backwards compatible system 
- Easily upgradable system 
Currently the infrastructure is in place for all TCS 

subsystems which have their own controllers, upgraded 
versions of EPICS, a new timing system, IOC monitoring, 
CSS based alarming and archiving and newly 
implemented EPICS tools. The headquarters lab is close 
to being fully populated with the necessary hardware to 
perform headquarters integration and testing. On the 
summit there is a parallel elevation encoder in place and 
there is a new pointing subsystem running in parallel with 
the current operational control system. 

The following sections describe in more details each of 
the solution options, its benefits, and how they were 
implemented.. 

SWITCHING SOLUTION OPTIONS 
Parallel Solution 

The parallel solution allows for implementation of the 
upgrade without impacting the existing system.  This is 
the preferred approach but in practice there are limited 
opportunities to avail of parallelism. The most intense 
parallel solution implemented to date is the telescope 
elevation encoder.  This was implemented without 
disturbing the existing operational system.  It involved 
finding a suitable place to install the new optical encoder 
tape and read heads that did not interfere with the 
telescope movement and the existing encoder system.  
This also allows  more time for daytime installation and 
testing since there is no need to daily “revert” back to 
operations.  Currently daytime characteristics and 
performance tests are being run using the operational 
encoder as the base.  At night data is gathered from old 
encoder systems for comparison and long term 
repeatability tests. The first night time on-sky parallel test 
occurred on Sept 12, 2013 and more night time tests are 
scheduled. 

The new pointing software subsystem has also been 
experimentally deployed as a parallel solution. It 
currently uses a different EPICS channel name prefix than 
the operational system but it uses the actual operational 
inputs.  These inputs are processed in parallel to DCS 
resulting in pointing demands to the telescope and 
rotators that are recorded for offline comparison and 
validation with the operational system.  The outputs to the 
actual devices are currently disabled.  Once the output 
demands are validated the upgraded pointing subsystem 
will be taken online by updating its EPICS channel name 
prefix to the same as the operational version and disabling 
the operational pointing subsystem. 

 

Signal Splitting Solution 
There are two subsystems that require signal splitting 

and signal switching: the telescope axes control (AXE) 
and the rotator control (ROT). The majority of the 
hardware for these subsystems exists within two large 
enclosures in each telescope’s computer room. These 
enclosures are the servo amplifier assembly (SAA) for 
AXE and the auxiliary amplifier assembly (AAA) for 
ROT. 

Approximately one third of the total signals can be 
simultaneously utilized by both systems. These include 
analogue and digital input signals. Examples of these are 
current monitoring, various faults, limits and various 
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CLIC-ACM: ACQUISITON AND CONTROL SYSTEM

B. Bielawski, F. Locci, S. Magnoni, CERN, Geneva, Switzerland

Abstract

CLIC [1] (Compact Linear Collider) is a world-wide

collaboration to study the next terascale lepton collider,

relying upon a very innovative concept of two-beam-

acceleration. In this scheme, the power is transported to the

main accelerating structures by a primary electron beam.

The Two Beam Module (TBM) is a compact integration

with a high filling factor of all components: RF, Mag-

nets, Instrumentation, Vacuum, Alignment and Stabiliza-

tion. This paper describes the very challenging aspects

of designing the compact system to serve as a dedicated

Acquisition & Control Module (ACM) for all signals of

the TBM. Very delicate conditions must be considered, in

particular radiation doses that could reach several kGy in

the tunnel. In such severe conditions shielding and hard-

ened electronics will have to be taken into consideration.

In addition, with more than 300 ADC&DAC channels per

ACM and about 21000 ACMs in total, it appears clearly

that power consumption will be an important issue. It is

also obvious that digitalization of the signals acquisition

will take place at the lowest possible hardware level and

that neither the local processor, nor the operating system

shall be used inside the ACM.

CLIC OVERVIEW

CLIC is designed to be a positon-negaton collider. Each

of the two beams line, when built in full scale, will reach

1.5 TeV, giving a center-of-mass energy of 3 TeV. To

achieve such high energy RF systems must generate a gra-

dient of 100 MV

m
and even then each of two linacs will need

to be 21 kilometers long.

Both linac will consist of 24 sectors, each 876 meters

long. Each sector will house 440 Two Beam Modules

(TBM) and a radiation free zone called “alcove” carved in

the beam turnaround. Sectors will be decelerating the drive

beam and feeding the extracted power from the drive beam

to the main beam achieving its acceleration.

CLIC’s linac will be composed of over 21000 TBMs

which are therefore considered their basic building blocks.

However not all TBMs are identical; it is in fact possible

to subdivide them within five different category depending

on the number of Power Extraction and Transfer Structures

(PETS) and quadrupoles. Each TBM will present the fol-

lowing subsystems:

• RF — beam acceleration and instrumentation;

• Quadrupoles driving;

• Vacuum and cooling;

• Prealignment and Stabilization.

PHYSICAL CONSTRAINS

The design of the ACM has two major physical con-

strains:

Power

The global requirements from tunnel cooling and venti-

lation systems limit the amount of power dissipated in the

tunnel to 150 W

m
. Due to the limited efficiency of power

transfer between drive beam and main beam it is expected

that about 250 W will be lost per module. This limits power

budget available for the Acquisition and Control Module to

50 W.

Radiation

Radiation effects on electronics are clear to be a dom-

inant constraints in the design of the ACM’s electronics.

The particle shower generated by the main beam and the

drive beam are known to be generating radiation, however a

clear estimation of their level is not yet available. A model

of the current situation is under design and will have to be

kept up to date during design changes.

Current estimations show a possible Total Ionising

Doses (TIDs) of 100–1000 Gy per year and a proportionate

safety margin will have to be considered. Available solu-

tions to counter effects of radiation of this magnitude will

be described later.

REQUIREMENTS

The ACM is a device providing timing, data acquisition

and control to the TBM module. It must embed redun-

dant power supply units, optical communication interfaces

to communicate with master side placed in alcoves and ex-

pandable system for hosting cards interfacing directly with

TBM subsystems.

Channels

A survey has been conducted amongst groups responsi-

ble for different subsystems to gather precise requirements

concerning number and types of channels. A summary of

currently requested channels is available in Table 1.

The estimations have been made taking into account

50% extra spare channels and some supplementary chan-

nels for each acquisition/control card. As a result each

ACM module will require around 500 channels.

The survey also covered additional requirements such as

maximum length of cables, sampling window, the need for

post processing, and supplied timing precision. Using this

information and assuming a 50 Hz repetition rate it was
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EVOLUTION OF THE MONITORING IN THE LHCB ONLINE SYSTEM

C. Haen∗, E. Bonaccorsi, N. Neufeld, CERN, Geneva, Switzerland

Abstract
The LHCb online system relies on a large and hetero-

geneous I.T. infrastructure: it comprises more than 2000

servers and embedded systems and more than 200 network

devices. The low level monitoring of the equipment was

originally done with Nagios. In 2011, we replaced the

single Nagios instance with a distributed Icinga setup pre-

sented at ICALEPCS 2011. This paper will present with

more hindsight the improvements we observed, as well as

problems encountered. Finally, we will describe some of

our prospects for the future after the Long Shutdown pe-

riod.

INTRODUCTION
LHCb [1] is one of the four large experiments at the

Large Hadron Collider at CERN. This experiment relies on

a large computing infrastructure to control the Data Acqui-

sition system and the detector, as well as to manage the

data it produces. In addition to the supervision of PLCs

and readout boards done by the SCADA system WinCC, a

lower level monitoring is needed at the system level. Until

2011, a single instance of Nagios [2], an industry standard

monitoring tool, was used to accomplish this task. It was

replaced by a distributed Icinga setup [3], an open source

fork of Nagios, primarily to increase the performance of

our monitoring infrastructure. After two years of usage,

we have a much clearer view of the pros and cons of such

a solution, and the long shutdown period of the LHC is a

good opportunity to look at potential alternatives.

CURRENT INFRASTRUCTURE
A full description of our current setup is visible in [4].

Nagios, Icinga and many other tools, monitor hosts

(servers, switches, etc) and services (software, resources,

etc) by periodically executing light weight programs called

plugins. A plugin will return the status of the resource

(like ’OK’ or ’CRITICAL’) and eventually extra informa-

tion (e.g. error message, performance data). Typically, the

amount of checks to be executed is in the order of tens of

thousands in a few minute interval. This explains that the

monitoring of large environments, like the LHCb one, can-

not be achieved by a single instance of the monitoring soft-

ware, without reaching huge latencies. The latency repre-

sents the difference of time between the scheduled execu-

tion time of the check, and the actual execution time.

For large environments the execution of the checks re-

quires to be parallelized and distributed. The solution ap-

plied in LHCb is to have a central Icinga instance delegate

∗ christophe.haen@cern.ch

the check execution to workers. This is achieved using the

plugin functionality of Icinga: the mod gearman plugin [5]

intercepts the checks scheduled by Icinga and places them

into queues. Remote servers, called workers, running a

gearman client program fetch instructions from the server

queues, execute them, and put the result back in a result

queue. This result queue is treated by the Icinga instance

as if it executed the checks itself. This setup requires the

workers to have the plugins executed by Icinga available

locally. At LHCb, the Icinga server distributes its plugins

with the workers using an NFS share.

By default, Icinga stores the check results in flat files.

They are presented to the user using a CGI based web in-

terface which parses these files. The id2db plugin allows

to dump the monitoring data into a database. An advanced

and flexible web interface makes use of the database and

even offers a REST API. We are using a MySQL database

running on the same server as the Icinga instance.

Users are alerted about problems after they have been

tested faulty a configurable amount of time. The notifica-

tion is made using external plugins, as for the checks. The

most common one is of course the ’mail’ command. To

avoid receiving too many emails, we use Nand[6], which

aggregates emails for ten minutes before sending them all

in only one email. Critical alerts bypass this buffering.

FEEDBACK
The setup previously described has been running since

two years in the LHCb online environment. Although the

general setup remain the same, it was several times slightly

changed. In overall terms, we are happy with this config-

uration, but a two year experience allows us to spot weak-

nesses in it.

Positive Aspects
The very positive aspect of this setup is its performance.

We are running about 40 000 checks in a 5 minute window

with absolutely no latency. This performance is made pos-

sible thanks to mod gearman, which allows us to balance

the check executions over 60 nodes. The server running

the Icinga instance (8 cores @ 2.50 GHz, 16 Gb memory)

could not achieve this in standalone mode.

A nice aspect of mod gearman is the ease of adding new

servers to the pool of workers. It requires very few pack-

ages on the worker side, and no configuration at all on the

server side. It provides a very flexible way to increase the

performance or the redundancy of the check execution.

An intrinsic characteristic of Icinga we are heavily using

in LHCb is the group and inheritance functionalities of the

configuration format. It allows to factorize objects — like
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UNIDIRECTIONAL SECURITY GATEWAYS:  
STRONGER THAN FIREWALLS 

Andrew Ginter, Waterfall Security Solutions, New York, USA

Abstract 
In the last half decade, application integration via 

Unidirectional Security Gateways has emerged as a 
secure alternative to firewalls. The gateways are deployed 
extensively to protect the safety and reliability of 
industrial control systems in nuclear generators, 
conventional generators and a wide variety of other 
critical infrastructures. Unidirectional Gateways are a 
combination of hardware and software. The hardware 
allows information to leave a protected industrial 
network, and physically prevents any signal whatsoever 
from returning to the protected network. The result is that 
the hardware blocks all online attacks originating on 
external networks. The software replicates industrial 
servers to external networks, where the information in 
those servers is available to end users and to external 
applications. The software does not proxy or emulate bi-
directional communications protocols. Industrial security 
standards and regulations are evolving to reflect this 
strong alternative to network firewalls. 

INTRODUCTION 
Large physics experiments may face safety concerns 

including: handling radioactive materials and toxic 
materials and operating dangerous equipment such as 
high-powered lasers and powerful electromagnets. These 
experiments may also face reliability concerns including: 
disruption of costly experiments due to mis-operation of 
experimental apparatus and possible damage to costly 
equipment as a result of mis-operation or other errors. 

These large research experiments constitute large, 
dangerous physical processes – in that sense similar to 
large, dangerous industrial processes used world-wide to 
automate production of a wide variety of goods and 
services. Both these large experiments and large industrial 
processes rely on a variety of both commercial and 
custom industrial control system components to operate 
these physical processes safely and reliably. 

Cyber security has been a topic of concern for 
industrial control systems for over a decade. Cyber threats 
range from conventional viruses and botnets impairing 
operations to the point that costly physical processes must 
be shut down while control system components are 
repaired, to targeted or advanced threats to specific 
facilities due to “hacktivists,” terrorists and even nation-
state militaries and intelligence agencies. 

Large physics experiments face all of these threats, as 
well as additional threats unique to these experiments. For 
example, visiting researchers may not be familiar with 
removable media controls or limitations as to which 
networks visiting laptops may safely be connected. In 
addition, industrial sites generally do not transmit 
extremely detailed information regarding the operation of 

the physical process to external networks, but such 
transmissions may be essential to the research and 
educational missions of large experiments. It is very 
difficult to carry out such communications via 
conventional firewalls without introducing the risk of 
cyber compromise to the experiment’s control systems.  

This paper introduces unidirectional security gateways 
as a strong alternative to firewalls, and describes how the 
gateways are being used to secure industrial control 
systems, as well as how industrial control systems 
standards and regulations are evolving to reflect the 
security offered by hardware-enforced unidirectional 
security gateways. 

UNIDIRECTIONAL SECURITY 
GATEWAYS 

Unidirectional security gateways are a combination of 
hardware and software, designed to securely integrate a 
variety of external applications with industrial control 
systems components, by replicating servers from 
industrial networks to external networks [1].  

Gateway Hardware 
While commercially available unidirectional 

communications components may be bundled in a variety 
of ways, the majority protect industrial systems through 
optical isolation. A typical hardware implementation 
consists of a pair of network appliances joined by a fibre-
optic cable. The “TX” or “transmit” appliance contains a 
fibre-optic transmitter, and the “RX” or “receive” 
appliance contains a fibre-optic receiver. Unlike 
conventional fibre-optic communications components 
which contain both transmitters and receivers, the TX 
appliance does not contain a receiver, and the RX 
appliance does not contain a transmitter. 

The equipment is usually oriented to transmit 
information out of the control system network into an 
external network, or directly out to the Internet, without 
any risk of any cyber attack or any other signal 
whatsoever returning into the control system to put safe 
and reliable operation of the physical process at risk. 
When the unidirectional gateway hardware is deployed as 
the only online connection between the control system 
network and any external network, the control system 
network is effectively protected against any online attack 
originating on an external network. The gateways 
eliminate this threat vector entirely. 

The gateway hardware is similar to “data diode” 
hardware [2], which is used to allow information to pass 
into classified military and government networks, without 
leaking any sensitive information out of those networks. 
Unlike data diodes, which tend to be accompanied by 
comparatively simple file transfer and Internet Protocol 
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DIAMON2 - IMPROVED MONITORING OF CERN’S ACCELERATOR 
CONTROLS INFRASTRUCTURE 

W. Buczak, M. Buttner, F. Ehm, P. Jurcso, M. Mitev, CERN, Geneva, Switzerland

Abstract 
Monitoring of heterogeneous systems in large 

organizations like CERN is always challenging. CERN's 
accelerators infrastructure includes large number of 
equipment (servers, consoles, FECs, PLCs), some still 
running legacy software like LynxOS 4 or Red Hat 
Enterprise Linux 4 on older hardware with very limited 
resources. DIAMON2 is based on CERN Common 
Monitoring platform. Using Java industry standards, 
notably Spring, Ehcache and the Java Message Service, 
together with a small footprint C++ -based monitoring 
agent for real time systems and wide variety of additional 
data acquisition components (SNMP, JMS, JMX etc.), 
DIAMON2 targets CERN’s environment, providing 
easily extensible, dynamically reconfigurable, reliable and 
scalable monitoring solution. This article explains the 
evolution of the CERN diagnostics and monitoring 
environment until DIAMON2, describes the overall 
system’s architecture, main components and their 
functionality as well as the first operational experiences 
with the new system, observed under the very demanding 
infrastructure of CERN’s accelerator complex. 

INTRODUCTION 
The controls infrastructure of CERN’s particle 

accelerator complex covers large surfaces and integrates 
significant number and wide variety of equipment, 
including legacy hardware and software. Since the 
successful introduction of DIAMON [1] in 2007, the 
operational experience and the additional requirements 
surfaced, justified further development, which finally led 
to DIAMON2. 

The main requirements identified were: improved 
scalability, simplified maintenance including system wide 
dynamic re-configuration at runtime, higher level 
business logic, improved analysis capabilities, possibility 
to replay historical events and to create synoptic panels. 
Last but not least DIAMON1 was getting obsolete, with 
its technological choices justified few years ago, but not 
anymore, notably oc4j EJB container and SonicMQ. 

The new improved DIAMON2 should have been 
realized by better use of the available resources with 
emphasis on applying industry standards wherever 
possible and reusing existing components. Since two 
departments at CERN, the Beams (BE) and General 
Services (GS) deal with similar topics, a decision was 
taken to set-up a collaboration [2] which resulted in the 
creation of the CERN Control and Monitoring (C2MON) 
platform – a generic framework for building inter-
operational monitoring solutions. 

DIAMON2, similarly to the Technical Infrastructure 
Monitoring (TIM2) [3] is based entirely on the C2MON 
framework. The implementation time was shortened by 

delivering ready-to-use solutions for the majority of 
required functionalities, allowing us to focus on specific 
DIAMON2 features and customizations, especially on the 
design of the server-side business logic, system’s 
configuration tools, development of the required Data 
Acquisition (DAQ) components and finally on the 
improvement of the GUI applications. At the same time, 
the active contribution of the DIAMON team to the 
C2MON project resulted in the extension of the 
framework’s functionality and significantly improved its 
robustness. 

THE DIAMON2 ARCHITECTURE 
DIAMON2 is following the classic multi-layer system 

approach allowing high level of flexibility. As illustrated 
in Figure 1, specific DAQ modules, based on the C2MON 
DAQ Core ensure the communication between a variety 
of data providers and the DIAMON2 server. The 
communication can be uni- or bi-directional (support for 
settings and commands).  

 
Figure 1: DIAMON2 architecture. 

With a set of DAQ core plugins we establish 
communication to all required types of devices. The 
DIAMON2 server handles the messages received from 
the DAQ layer, computes the state of the rules (business 
logic) and provides the results to the client applications 
through C2MON Client API. The communication between 
components of the system layers is based on JMS 
messages and configured through a set of web 
applications operating on DIAMON2 configuration 
database [4]. All configured points (further called 
metrics), alarms and rules (so-called limits) are handled 
inside the server’s internal cache (Ehcache) and the states 
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CONTROL SYSTEM VIRTUALIZATION FOR THE LHCB ONLINE 
SYSTEM 

E. Bonaccorsi, L. Granado Cardoso, N. Neufeld CERN, Geneva, Switzerland 
F. Sborzacchi, INFN/LNF, Frascati, Roma, Italy 

 

Abstract 
Virtualization provides many benefits such as more 

efficiency in resource utilization, less power consumption, 
better management by centralized control and higher 
availability. It can also save time for IT projects by 
eliminating dedicated hardware procurement and 
providing standard software configurations. In view of 
this virtualization is very attractive for mission-critical 
projects like the Experiment Control-System (ECS) of the 
large LHCb experiment at CERN. This paper describes 
our implementation of the control system infrastructure 
on a general purpose server-hardware based on Linux and 
the RHEV enterprise clustering platform. The paper 
describes the methods used, our experiences and the 
knowledge acquired in evaluating the performance of the 
setup using test systems, constraints and limitations we 
encountered. We compare these with parameters 
measured under typical load conditions in a real 
production system. We also present the specific measures 
taken to guarantee optimal performance for the SCADA 
system (WinCC OA), which is the backbone of our 
control system. 

INTRODUCTION 
LHCb is a dedicated heavy-flavour physics experiment 

designed to perform precise measurements of CP 
violation as well as rare decays of B hadrons in the Large 
Hadron Collider (LHC) [1]. The experiment is located at 
point 8 of the LHC particle accelerator. 

The LHCb online system has been designed to run 
completely isolated and independent, as an autonomous 
system. It consists of ~2000 physical servers and 
embedded systems interconnected through three main 
high density routers and ~100 distribution switches. The 
only connection to CERN networks and the Internet is 
through the boundary network.  

Hosts in the system are grouped as Experiment Control 
System (ECS) [2] hosts, Data Acquisition (DAQ) hosts 
and general infrastructure hosts. LHCb's ECS is in charge 
of the configuration, control and monitoring of all the 
components of the online system. This includes all 
devices in the following areas: data acquisition, detector 
control, trigger, timing and the interaction with the 
outside world. 

The servers in the ECS network are common data 
centre infrastructure servers (DNS, DHCP, etc.) and 
control PCs that run the standard LHC SCADA system, 
PVSS/WinCC, on top of Linux or Windows.  

It has proven, at least in our experience, advantageous 
to distribute different control application over different 

computer minimizing the number of different functions of 
a single server, typically assigning one SCADA project 
per control PC. 

Virtualization solves the problem of the increasing 
number of single role machines, reassigning hardware 
resources on demand. Because of redundancy, operation, 
consolidation and economical reasons many control PCs 
of the LHCb experiment are already migrated to the 
virtual infrastructure. 

CURRENT VIRTUALIZATION 
INFRASTRUCTURE 

Servers 
The first implementation deployed on a single blade 

chassis consisting of ten blade servers (Dell Poweredge 
M610) based on Intel Xeon E5530 has been extended to 
twenty servers distributed across two independent blade 
chassis. The specification of the memory and the I/O 
cards of the servers are summarized in Table 1 

 
Table 1: Server Hardware Specifications 

CPU Memory I/O cards 

x E5530 @ 
2.4GHz (8 
real cores + 
Hyper 
Threading) 

3 x 16GB = 48GB 
RAM 

2 x 10Gb network 
interfaces ( for 
VLAN sharing, 1 
linked to LHCb) 
2 X 8Gb Fiber 
channel switches 
(linked to two 
isolated fabrics) 

Figure 1. Storage Area Network map. 
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VIRTUALIZATION AND DEPLOYMENT MANAGEMENT FOR THE
KAT-7 / MeerKAT CONTROL AND MONITORING SYSTEM

Neilen Marais, SKA, Cape Town, South Africa

Abstract
To facilitate efficient deployment and management of

the Control and Monitoring software of the South African
7-dish Karoo Array Telescope (KAT-7) and the forthcom-
ing Square Kilometer Array (SKA) precursor, the 64-dish
MeerKAT Telescope, server virtualization and automated
deployment using a host configuration database is used.
The advantages of virtualization are well known; adding
automated deployment from a configuration database, ad-
ditional advantages accrue: server configuration becomes
deterministic, development and deployment environments
match more closely, system configuration can easily be
version controlled and systems can easily be rebuilt when
hardware fails. We chose the Debian GNU/Linux based
Proxmox VE hypervisor using the OpenVZ single ker-
nel container virtualization method, along with Fabric (a
Python SSH automation library) based deployment au-
tomation and a custom configuration database. This paper
presents the rationale behind these choices, our current im-
plementation and our experience with it, and a performance
evaluation of OpenVZ and KVM. Tests include a compar-
ison of application specific networking performance over
10GbE using several network configurations.

INTRODUCTION
The Control and Monitoring (CAM) subsystem of the

current KAT-7 and under-construction MeerKAT tele-
scopes [1] mostly consists of high-level control software
written in Python, talking KATCP (Karoo Array Tele-
scope Control Protocol) [2] over Ethernet to lower level
controllers. While the CAM software is logically fairly
complex, pulling together a large number of distributed
lower-level controllers into a single cohesive telescope,
the use of an Ethernet fieldbus allows the core CAM to be
hosted on a physically centralised set of servers.

Around the end of 2011, KAT-7’s history as an exper-
imental prototype was showing. Work was undertaken to
improve the deployment management from a point where
CAM software was hosted directly on servers that were
maintained by hand. Deployment of a new CAM software
revision was a fraught process, and hardware failure re-
sulted in extended downtime. Only a limited number of
development environments, none which matched the de-
ployed environment closely, was available. We set out to:
have deterministic and repeatable system configurations;
keep versioned configuration history by storing configura-
tion scripts under version control; minimize the number of
manual steps required for deployment; minimize downtime

when deploying software; allow quick revision roll-back;
minimize downtime in case of CAM system hardware fail-
ure; provide better isolation in terms of resource usage be-
tween components that share a physical server; quickly and
easily deploy a number of development environments on a
limited development hardware resource; and deploy devel-
opment testing environments that match deployment envi-
ronments quite closely.

CHOSEN TECHNOLOGIES

Proxmox VE as Hypervisor
Several server virtualization technologies are available;

they may be graded between the extremes of Full Virtual-
ization where a complete virtual computer is emulated and
Virtual Private Servers where a single hypervisor OS kernel
is shared by multiple containers; the kernel has accounting
and isolation features to make each container act like a sep-
arate server without the overhead of hardware emulation or
multiple OS kernels, and no special hardware support is
needed for good performance.

The Debian GNU/Linux based Proxmox VE [3] hyper-
visor supports both kinds of virtualization. The majority of
the CAM system runs on a common GNU/Linux platform
and is deployed to containers. Full virtualization is avail-
able if e.g. an MS Windows server needs to be deployed.
Other desirable features are: our familiarity with Debian-
like systems; positive prior experience by our IT depart-
ment; new containers can be provisioned, stopped and
started quickly; ability to perform zero-downtime backup
snapshots; the simplicity and speed of installing the base
Proxmox hypervisor on a fresh server; the ease of scripting
container management over SSH; Free and Open Source
(FOSS) licensing; an easy to use Web UI for simple server
management and diagnostics. Other advanced Proxmox
functionality, such as live container migration and high
availability clusters, is not currently utilized.

Virtualbox for Workstation Based Virtualization
Developers and commissioners use a mix of Linux, Ap-

ple and MS Windows workstations. To provide a com-
mon local development environment, Toy-KAT VMs that
run the full CAM software stack but simulate only a subset
of the telescope are used. Virtualbox, a FOSS virtualiza-
tion environment that works across multiple platforms, was
chosen for hosting Toy-KAT VMs. Virtualbox is not part
of our production deployments, but experiences with it as a
developer tool have been quite positive.
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THE ROLE OF DATA DRIVEN MODELS IN OPTIMIZING THE 
OPERATION OF THE NATIONAL IGNITION FACILITY 

K. P. McCandless, S. N. Dixit, J. M. Di Nicola, E. Feigenbaum, R. House, K. Jancaitis, 
K. LaFortune, B. J. MacGowan, C. Orth, R. A. Sacks,  M.J. Shaw, C. Widmayer, S. Yang 

 LLNL, Livermore, CA 94550, USA

Abstract 
To meet the laser performance goals at Lawrence 

Livermore National Laboratory’s National Ignition 
Facility (NIF), the NIF relies upon the Laser Performance 
Operations Model (LPOM) to automate the setup of the 
laser by simulating the laser energetics of the as-
configured system. The physics engine of this model is a 
Java based simulation code called the Virtual Beam Line 
(VBL)[1].  VBL simulates paraxial beam propagation, 
amplification, aberration, spatial shaping and nonlinear 
self-focusing. Each of the NIF’s 192 beam lines are 
modelled in parallel on the LPOM Linux compute cluster 
during shot setup and validation. On September 27th, 
2013, with a 1.8MJ shot, NIF achieved the highest DT 
neutron yield to date, estimated at over 5 × 1015 (five 
quadrillion!).   LPOM and VBL were key to delivering 
the required pulse shape and energetics. 

THE NATIONAL IGNITION FACILITY 
 

The National Ignition Facility (NIF) is a highly complex 
and energetic laser system.  The primary objective for 
building the NIF is to achieve thermonuclear ignition and 
burn in a laboratory setting and to facilitate the task of 
stockpile stewardship [2].  The secondary efforts are to 
increase our understanding of materials science in 
general, and fusion as a potential carbon neutral 
renewable energy source.   
 

 
Figure 1: A sample beam line layout with Master 
Oscillator Room (MOR) at the beginning (B) and Target 
Chamber at the end (A). 
 
  The general goal of laser performance is to deliver the 
requested pulse shape at the target chamber center, to the 
ignition capsule, for all 192 beams at the specified 
wavelength.  There are strict requirements on the 
temporal shape of the pulse, which are derived from the 
designed plasma-laser interaction for each experiment, 
see Figure 1 part A [3].  There is also a general 

requirement that the laser beam be flat in space.  Spatial 
flatness is a critical laser performance requirement to 
ensure consistent illumination on all optics in the optical 
chain.  If the spatial distribution of the beam has too much 
tilt or inhomogeneity it can lead to catastrophic 
intensifications and cause equipment protection failures.   
 
   It is the goal of laser performance to deliver the 
requested pulse shape (see Figure 1, A), and to do so we 
must accurately compute the input pulse shape with 
which to seed the laser (See Figure1, B).  This process 
requires a series of iterative self-consistent VBL 
calculations, we call pulse solving, until a convergence 
criteria is met and equipment protection requirements are 
not violated. 
  

 
Figure 2: Example of pulse shapes for different 
experiments.  Both small features (picket) and larger scale 
features must be accurately shaped. 
 

SUPPORTING A VARIETY OF 
MISSIONS 

 
Since the National Ignition Campaign (NIC) ended in 

2012, we have seen an increase in the diversity of laser 
experiments conducted on the NIF laser.  Each of these 
experiments typically require custom pulse shaping and 
precision control of the timing of all 192 beam lines.  To 
truly capture the nonlinear effects and wide parameter 
space of the pulse shaping – you need a physics 
simulation code capable of modeling the behavior of the 
laser beam as it moves in time and space through each of 
the optics. 

 
Figure 2 illustrates a grouping of various pulse shapes 

which have been shot on the NIF.  The features important 
to precision shape include the timing of the main energy 
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FAST AUTOMATIC BEAM-BASED ALIGNMENT
OF THE LHC COLLIMATION SYSTEM!

G. Valentino† , CERN, Geneva, Switzerland and University of Malta, Msida, Malta
R. W. Aßmann‡ , R. Bruce, S. Jackson, S. Redaelli, B. Salvachua,
D. Wollmann, C. Zamantzas, CERN, Geneva, Switzerland

N. Sammut, University of Malta, Msida, Malta

Abstract
Maximum beam cleaning efficiency and LHC machine

protection is provided when the collimator jaws are prop-
erly adjusted at well-defined distances from the circulating
beams. The required settings for different locations around
the 27 km long LHC rings are determined through beam-
based collimator alignment, which uses feedback from the
Beam Loss Monitoring (BLM) system. After the first expe-
rience with beam, a systematic automation of the alignment
procedure was performed. This paper gives an overview of
the algorithms developed to speed up the alignment and re-
duce human errors. The experience accumulated in four
years of operation, from 2010 to 2013 is reviewed.

INTRODUCTION
The Large Hadron Collider (LHC) at CERN is the

world’s highest energy particle accelerator. Proton beams
circulate at a nominal beam energy of 7 TeV, and particle
losses of only 7.6" 106 ps!1m!1 (2.5" 10!6% of the cir-
culating beam) are sufficient to quench the superconduct-
ing magnets [1]. A multi-stage, multi-turn collimation sys-
tem [2] is installed to clean the halo particles and protect
the machine from damage.
The primary collimator (TCP) jaws are placed tightest

around the beam, followed by the secondary collimators
(TCSG), tertiary collimators (TCT) and absorbers (TCLA).
The LHC consists of 8 arcs and 8 straight sections, called
insertion regions (IRs). The collimators are located mainly
in IR3 and IR7 for momentum and betatron cleaning re-
spectively. An LHC collimator consists of two parallel
blocks, or jaws, of carbon, tungsten or copper material.
Each of the 86 collimators is oriented azimuthally to clean
in the horizontal, vertical or skew planes. The four jaw
corners can be moved individually by dedicated stepping
motors with a minimum step size of 5 µm.

ALIGNMENT PROCEDURE
Maximum beam cleaning efficiency and LHC machine

protection are provided when the collimator jaws are prop-
erly adjusted at well-defined distances from the circulating

!Research supported by EuCARD ColMat WP 8
† gianluca.valentino@cern.ch
‡ presently at DESY, Hamburg, Germany

beams, therefore respecting a pre-defined collimation hi-
erarchy [3]. The required settings for different locations
around the LHC rings are determined through beam-based
collimator alignment. Alignments are performed during
beam commissioning at the start of each year of LHC oper-
ation. They are also performed throughout the year when-
ever the orbit and optics configuration parameters at the ex-
perimental regions are changed, such as the beam crossing
angles and !-functions at the interaction points (known as
the !"), as well as for dedicated beam studies.
Each collimator is aligned in a four-step procedure,

which was established in [4]. A jaw is aligned when a sharp
increase followed by a slow exponential decrease appears
in the signal read out from a Beam Loss Monitoring (BLM)
detector [5] placed downstream of the collimator. As from
January 2012, a new BLM data buffer was implemented
to allow for automatic and faster collimator alignment [6].
The BLM data is now transmitted to the collimation soft-
ware application in the form of User Datagram Protocol
(UDP) packets at a rate of 12.5 Hz, instead of the previous
1 Hz.
The alignment sequence, involving the reference colli-

mator and the collimator i to be aligned, is shown in Fig. 1.
The collimator jaw of a reference collimator is moved in
steps towards the beam to form a reference cut in the beam
halo (step 1 in Fig. 1). The reference collimator is taken
to be the primary collimator in the same plane (horizontal,
vertical or skew) as the collimator i. A BLM signal spike
can be attributed to a particular jaw movement if only that
jaw was moving when the spike occurs. Therefore, the left
and right jaws are aligned separately. After aligning both
jaws of the reference collimator, the same procedure is per-
formed for the collimator i (2), and the reference collimator
is aligned once again (3). The beam center can then be de-
termined from the aligned jaw positions of collimator i:

!xi =
xL,m
i + xR,m

i

2
(1)

where xL,m
i and xR,m

i are the measured left and right jaw
setup positions. The inferred beam size is expressed as a
function of the half gap, with n1 being the cut of the refer-
ence collimator in units of nominal " (with nominal beam
emittance # = 3.5 µm):

"inf
i =

xL,m
i # xR,m

i

2n1
(2)
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USING AN EXPERT SYSTEM FOR ACCELERATORS TUNING AND AUTOMATION
OF OPERATING FAILURE CHECKS 

M. Ounsy, S. Pierre-Joseph, G. Viguier, Synchrotron SOLEIL, France 
E. De Ley, Isencia, Belgium

Abstract 
Today at SOLEIL abnormal operating conditions cost 

many human resources involved in plenty of manual 
checks on various different tools interacting with different 
service layers of the control system (archiving system, 
device drivers, etc.) before recovering a normal 
accelerators operation. These manual checks are also 
systematically redone before each beam shutdown and 
restart. All these repetitive tasks are very error prone and 
lead to a tremendous lack in the assessment of beam 
delivery to users. Due to the increased process complexity 
and the multiple unpredictable factors of instability in the 
accelerators operating conditions, the existing diagnosis 
tools and manual check procedures reached their limits to 
provide practical reliable assistance to both operators and 
accelerators physicists. The aim of this paper is to show 
how the advanced expert system layer [1] of the 
PASSERELLE [2] framework, using the CDMA API [3] 
to access in a uniform way all the underlying data sources 
provided by the control system, can be used to assist the 
operators in detecting and diagnosing abnormal 
conditions and thus providing safe guards against these 
unexpected accelerators operation conditions. 

INTRODUCTION 
Using Passerelle as a Model Driven Architecture 

programming environment and its integration with JBoss 
drools for modeling workflows based on event processing 
and rules’ matching provides us a good platform to build 
step by step an “expert system” for diagnosing 
Accelerator abnormal operation conditions. 

Processes (a.k.a sequences) developed to this aim will 
act on data collected from various data sources (control 
system, archiving system, experimental data) .This can 
add complexity to rules definition. Accelerator’s operators 
who are expected to elaborate these rules must get rid of 
the complexity related to the programming technical 
details needed to access a given source of data. 
Integrating CDMA within Passerelle as an abstract data 
access layer will show us how this goal can be achieved. 

After presenting overviews of the three building blocks 
of the system, Passerelle, JBoss Drools and CDMA we 
will show them working on an accelerator operational 
diagnosis example and then come to the conclusions. 

PASSERELLE 
Passerelle is a toolkit for designing sequences (and 

more generally data workflows) in a “drag and drop” 
graphical environment. Its core functionalities are based 
on the Java technology standards.  

To design/develop/program sequences, called models, 
ISencia company provides a graphical IDE (Integrated 

Development Environment) (see Fig. 1). The IDE offers 
an execution engine as well as a number of essential 
framework services which will be described below. 

Using Passerelle graphical IDE, a given process can be 
easily mapped from its functional design onto a graphical 
model of inter-connected components. The solution 
model can be gradually refined, starting from high-level 
composite components, to define how each composite 
component can be assembled from more elementary 
building blocks. Models can be immediately tested inside 
the Passerelle IDE, after which they can be directly 
deployed to the Passerelle model executors. 

In the Passerelle process engine, a workflow is defined 
by a graphical assembly of actors that each performs a 
step of the complete process (Fig. 1). These graphical 
models are stored in XML files. Each actor has a well-
defined interface/responsibility and is completely 
functionally independent from the other actors. There are 
actors available to control Tango devices, to make routing 
decisions in the workflow, to query databases or fetch 
experimental data from HDF5 [4] files. 

 
 

  
Figure 1: A step by step scan sequence. 

 
 
Hence within Passerelle, all processes are defined in 

graphical models and can be launched in different 
execution environments. The most high level execution 
environment is provided by the Passerelle Manager, a 
web-based process automation server platform. 

 

EXPERT SYSTEM LAYER 
JBoss Drools was integrated within Passerelle to cope 

with “expert system” like modelling. That is to cater with 
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THE LHCB ONLINE LUMINOSITY MONITORING AND CONTROL 
R. Jacobsson, R. Alemany-Fernandez, F. Follin, CERN, Geneva, Switzerland

Abstract 
The LHCb experiment searches for New Physics by 

precision measurements in heavy flavour physics. The 
optimization of the data taking conditions relies on 
accurate monitoring of the instantaneous luminosity, and 
many physics measurements rely on accurate knowledge 
of the integrated luminosity. Most of the measurements 
have potential systematic effects associated with pileup 
and changing running conditions. To cope with these 
while aiming at maximising the collected luminosity, a 
control of the LHCb luminosity was put in operation. It 
consists of an automatic real-time feedback system 
controlled from the LHCb online system which 
communicates directly with an LHC application which in 
turn adjusts the beam overlap at the interaction point. It 
was proposed and tested in July 2010 and has been in 
routine operation during 2011-2012. As a result, LHCb 
has been operating at well over four times the design 
pileup, and 95% of the integrated luminosity has been 
recorded within 3% of the desired luminosity. 

INTRODUCTION 
The LHCb experiment [1] is located at one of the four 

interaction points on the Large Hadron Collider (LHC) at 
CERN. The LHCb search strategy for new physics 
beyond the Standard Model is based on measuring 
precisely the effects of new physics in CP violation and in 
rare decays by exploiting the large production of - and 

-quark pairs at the LHC. The LHC accelerator was 
designed to deliver a luminosity of 1034cm-2s-1 in its first 
phase through a very large number of proton-proton 
interactions per bunch crossing. However, flavour 
precision physics relies on resolving properly the vertex 
structure and the entire final state decay chains. Event 
pileup significantly complicates the reconstruction and 
flavour tagging, and increases the combinatorial 
background. At higher event pileup, the increased detector 
occupancy also leads to excessive reconstruction times in 
the trigger and the offline processing. The systematic 
errors in a large number of analyses are sensitive to the 
consequences of varying event pileup, and varying 
detector performance and ageing rate. These effects are 
further aggravated by operating at a high luminosity. To 
maximize the integrated luminosity with bunch crossings 
containing only single interactions, the LHCb experiment 
was initially designed to take data at a luminosity of 
2x1032cm-2s-1 with ~2600 bunches at 25ns spacing, 
corresponding to an average number of visible 
interactions per crossing of ~0.4. In order to run at two 
orders of magnitude lower luminosity than the LHC 
design, the LHCb interaction point required less beam 
focussing. A progressive trigger scheme was initially 
envisaged to ensure efficient data taking as a function of 
the luminosity decay in each fill with the consequence of 

complicating severely the physics analyses with changing 
trigger efficiencies on top of the intrinsic sub-detector 
performance and ageing variations. 

As the number of bunches and the bunch intensity was 
expected to remain limited in the first year of LHC 
operation 2010, the same beam focussing as the Atlas and 
CMS experiment was applied at the LHCb interaction 
point. However, a fundamental but extremely challenging 
turn point in the operational strategy of LHCb came when 
the LHC commissioning changed strategy in June 2010 
from commissioning many bunches with low intensity to 
rather commissioning first nominal intensity per bunch. 
The average event pileup in LHCb quickly reached as 
high as three. The sub-detectors and the readout system 
performed extremely well and the reconstruction was 
much more robust than anticipated in these conditions of 
high occupancy. This opened the possibility to operate 
LHCb at an instantaneous luminosity well beyond the 
design specifications [2]. In order to run in an 
environment with event pileup and at an instantaneous 
luminosity well above the design of LHCb, the concept of 
an LHCb-driven real-time luminosity control based on 
adjusting the beam transversal overlap at the LHCb 
interaction point was proposed and tested in July 2010. 

LUMINOSITY MONITORING 
The need for event reconstruction to achieve high 

trigger efficiencies has driven the design of the LHCb 
trigger and the readout architecture. The main event 
filtering is performed on a very large processing farm 
based on commercial multi-core PCs by a software High-
Level Trigger (HLT) with access to all detector 
information. Consequently, LHCb has opted for a 
relatively simple and inclusive first level trigger (L0), and 
full event readout to the event filter farm at 1 MHz. 

The physics motivation and the readout architecture put 
strong requirements on a flexible readout and trigger 
control with minimal dead-time and accurate event 
accounting. For a large number of analyses, an accurate 
measure of the integrated recorded luminosity is required. 
These features are integrated into the LHCb Timing and 
Fast Control (TFC) system [3] and its associated control 
system. The TFC system performs the LHCb readout 
control and event management by managing real-time the 
timing, synchronization and control of the trigger and the 
entire dataflow from the front-end electronics up to the 
event filter farm. It is entirely based on custom-made 
electronics, all of which are implemented with large 
FPGAs. The master of the TFC system is the readout 
supervisor ODIN. It is interfaced directly to the L0 trigger 
hardware and receives several types of physics decisions. 
It sequences internally the LHC bunch crossing scheme, 
which is loaded automatically into ODIN during the 
filling process of the LHC. Using this information, ODIN 
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A DESIGN OF SUB-NANOSECOND TIMING AND DATA ACQUISITION 
ENDPOINT FOR LHAASO PROJECT 

Weibin Pan#, Qiang Du, Guanghua Gong, Hongming Li, Jianmin Li  
Department of Engineering Physics, Tsinghua University, Beijing, 100084 China 

Key Laboratory of Particle & Radiation Imaging (Tsinghua University), Ministry of Education 

Abstract 
The particle detector array (KM2A) of Large High 
Altitude Air Shower Observatory (LHAASO) project 
consists of 5631 electron and 1221 muon detection units 
over 1.2 square km area. To reconstruct the incident angle 
of cosmic ray, sub-nanosecond time synchronization must 
be achieved. The White Rabbit (WR) protocol is applied 
for its high synchronization precision, automatic delay 
compensation and intrinsic high band-width data transmit 
capability. This paper describes the design of a sub-
nanosecond timing and data acquisition endpoint for 
KM2A. It works as a FMC mezzanine mounted on 
detector specific front-end electronic boards and provides 
the WR synchronized clock and timestamp. The endpoint 
supports EtherBone protocol for remote monitor and 
firmware update. Moreover, a hardware UDP engine is 
integrated in the FPGA to pack and transmit raw data 
from detector electronics to readout network. Preliminary 
test demonstrates a timing precision of 29ps (RMS) and a 
timing accuracy better than 100ps (RMS). 

INTRODUCTION  
The Large High Altitude Air Shower Observatory 

(LHAASO) [1] is proposed to build a 1.2 km2 complex 
ground detector array at Shangri-La of Chain. The square 
KM complex detector array (KM2A) of LHAASO 
consists of 5631 electron and 1221 muon detection units, 
aiming to precisely reconstruct the air shower events with 
high angular resolution. It puts forward a big challenge to 
the timing distribution system which should be capable of 
synchronizing more than 6000 nodes with a resolution of 
0.5 ns (RMS).  

Recently an Ethernet based synchronization protocol 
called White Rabbit [2] is proposed, aiming to achieve a 
timing precision of tens of picoseconds and sub-
nanosecond accuracy for large distributed systems. It 
shows a great applicability to the LHAASO project for its 
capability of synchronizing large number of nodes and 
outstanding timing performance [3-4]. Moreover, it is 
fully compatible with the standard gigabit Ethernet, which 
provides a cost-effective solution that combines timing 
distribution and DAQ function over the same physical 
link. 

Based on the White Rabbit technology, a prototype of 
timing and DAQ network of LHAASO is proposed. 
Preliminary test has been performed to evaluate the 
timing performance under multistage cascade topology 

WHITE RABBIT NETWORK IN LHAASO 
The timing and DAQ network of LHAASO shown in 

Fig.1 [4] consists of cascaded WR switches and WR 
nodes. The WR switch recovers the synchronized clock 
and timestamp from the upstream and distributes them to 
another WR switch or a WR node. In addition, the WR 
switch serves as a standard gigabit Ethernet switch in the 
DAQ network. The timing and data links share the same 
optical fiber media. 

 
Figure 1: Topology of LHAASO timing and DAQ 
network. 

We assume that the WR switches applied in the 
LHAASO have 18 ports (e.g. WRS v3.3 [5]), two of 
which are connected to two different switches of upper 
layer for redundancy, and the other 16 ports are used as 
downlink ports. In the KM2A network, 460 WR switches 
are required in the layer 4 to support 6,856 nodes. Only 
15 downlink ports of each switch are occupied, with one 
backup port reserved.  

DESIGN OF THE CUTE-WR 
In the LHAASO, WR nodes are integrated with 

different frontend electronics of more than 6,000 
detection units. A compact universal timing endpoint 
based on the White Rabbit (CUTE-WR [6]) is developed. 
It implements the WR PTP core with minimum 
components required. The DAQ and slow control 
functions are also implemented in the CUTE-WR. 

Hardware 
The CUTE-WR, as shown in Fig.2 [6], is a FMC 

daughter card that can be integrated with any custom 
circuits. It can be treated as a network interface with sub-
nanosecond timing support. The FMC connector on the 
CUTE-WR provides synchronized time information and a 
bidirectional FIFO-like interface for the carrier board. 

 ___________________________________________  

*Work supported by National Science Foundation of China 
 (No.11005065 and 11275111) 
# pwb.thu@gmail.com 
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WHITE RABBIT STATUS AND PROSPECTS

J. Serrano, M. Cattin, E. Gousiou, E. van der Bij, T. Włostowski, CERN, Geneva, Switzerland

G. Daniluk, AGH University of Science and Technology, Krakow, Poland

M. Lipinski, Warsaw University of Technology, Warsaw, Poland

D. Beck, J. Hoffmann, M. Kreider, C. Prados, S. Rauch, W.W. Terpstra, M. Zweig

GSI, Darmstadt, Germany

Abstract

The White Rabbit (WR) project started off to provide

a sequencing and synchronisation solution for the needs of

CERN and GSI. Since then, many other users have adopted

it to solve problems in the domain of distributed hard real-

time systems. The paper discusses the current performance

of WR hardware, along with present and foreseen applica-

tions. It also describes current efforts to standardise WR

under IEEE 1588 and recent developments on reliability of

timely data distribution, finishing with an outline of future

plans.

INTRODUCTION

The White Rabbit (WR) project [1] was initiated in 2008

and will serve as the basis for the renovation of the existing

accelerator timing systems at CERN and a new clock and

event distribution system for the upcoming FAIR facility at

GSI. A WR network is basically a switched Ethernet net-

work in which nodes automatically get sub-ns synchronisa-

tion. WR switches allow users to build highly deterministic

data networks by having different internal queues for Eth-

ernet frames of different priorities, as established by the

priority header defined in IEEE 802.1Q. The combination

of deterministic latencies and a common notion of time to

within 1 ns allows WR to be a suitable technology to solve

many problems in distributed real-time controls and data

acquisition. For example, commands instructing nodes to

carry out a task can be sent with an execution International

Atomic Time (TAI) stamp attached. The actual reception

time in the nodes will have some jitter, but that jitter will

have an upper bound. Provided nodes have received the

message in a timely manner, the execution of the tasks is

synchronised using the attached TAI stamp with sub-ns ac-

curacy.

The main technologies involved in WR are the Precise

Time Protocol (PTP, IEEE 1588), layer-1 syntonization and

phase tracking, and have been described elsewhere [2].

In the following sections, we describe the basic building

blocks of a WR network.

THE WHITE RABBIT SWITCH

WR is a switched network. At its heart lies its most

important component: the WR switch, which provides 18

ports in a 1U 19” rackable enclosure. It is made of open

source hardware, gateware and software, and it is sold and

supported by a commercial company. WR switches are

fully compatible with Ethernet, and can identify if a WR

node or another WR switch is hooked to one of their ports

by using the WR extension [3] to the IEEE 1588 protocol

at link establishment time. This extension is also designed

to be backwards-compatible with standard PTP, so it is pos-

sible to connect existing PTP gear to a network made with

WR switches, along with WR nodes. In this case, the WR

nodes will benefit from the extension and therefore achieve

better accuracy, while the standard PTP nodes will run only

the standard protocol and feature reduced accuracy.

Architecture

Figure 1 shows a high-level block diagram of the WR

switch. Ethernet frames are exchanged through 18 ports

equipped with Small Form-factor Pluggable (SFP) sockets

which can host optical transceivers. The reference im-

plementation uses SFP modules for one single mode fibre,

using one wavelength for TX traffic and a different one for

RX. The use of a single fibre ensures that the symmetry in

TX and RX paths – after mathematically compensating for

fibre dispersion – is robust, in particular against changes in

cabling not notified to the final user. The SFPs are con-

nected directly to a Xilinx Virtex-6 Field Programmable

Gate Array (FPGA).

Figure 1: High-level block diagram of the WR switch.

Ethernet frames get switched inside the FPGA with very

low latency. An ARM CPU running Linux helps with

less time-sensitive processes like remote management and

keeping the frame filtering database in the FPGA up to date.
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HIGH-PRECISION TIMING OF GATED X-RAY IMAGERS AT THE 
NATIONAL IGNITION FACILITY* 

S. Glenn, P.M. Bell, L.R. Benedetti, M.W. Bowers, D.K. Bradley, B. Golick, J.P. Holder,  
D.H. Kalantar, S.F. Khan, N. Simanovskaia,  

Lawrence Livermore National Laboratory, Livermore, CA 94550 USA 

Abstract 
 

We describe techniques used to cross-time data 
acquired by gated x-ray imagers with laser beams at the 
National Ignition Facility (NIF).  The reference time 
offsets are established using a dedicated full system shot  
by collecting data from multiple groups of beam with 
spatial and temporal separation on a spherical target. By 
optimizing the experimental setup and data analysis, 
repeatable measurements of 15ps or better have been 
achieved.  This demonstrates that the facility timing 
system, laser, and target diagnostics, are highly stable 
over year-long time scales. 

BACKGROUND 
The NIF is a laser that uses 192 beams to deliver 1.8MJ 

of laser energy for inertial confinement and high energy 
density physics experiments [1].  Accurate control and 
synchronization between the laser beams and target 
diagnostics is a challenge due to the size and complexity 
of the facility.  Each beam propagates over a path-length 
that is approximately 1500m long, and the entire facility 
uses hundreds of accurately coordinated components to 
synchronously deliver beams to the center of the target 
chamber within 30 ps rms.  In contrast to the kilometer-
scale laser beam paths, experimental targets are relatively 
small – no more than a few centimeters, and physical 
phenomena of interest often occur in 100ps or less.   
Synchronizing the diagnostics to record such events 
relative to the arrivals of the beams is one of the 
experimental challenges encountered at large laser 
facilities. 

Gated x-ray instruments are used to image time-
dependent phenomena in a variety of experiments at the 
NIF.  For example, one important application is 
characterizing the quality of implosions in Inertial 
Confinement Fusion (ICF) experiments, where sequences 
of images are acquired in ~25ps intervals within an 
overall window of 100-400ps.  These images are then 
analysed to obtain crucial time-resolved information 
about the implosion, such as shape, size, and brightness 
[2-4].  High-quality results require accurate measurement 
of the cross-timing, between the NIF laser beams that 
drive the implosion and the gated imagers that record the 
x-rays emitted by the target. 

Cross-timing of gated imagers at the NIF is measured 
using an extension of techniques used previously at other 
laser facilities such as OMEGA and NOVA [5-7]. 
 

 

THE NIF LASER AND TIMING SYSTEMS 
Both the NIF laser and timing systems have been 

described in detail previously [8-9].  A brief summary is 
included here to provide context for this discussion.  

The NIF Integrated Timing System uses a precision 
10MHz master clock to drive a Facility Timing 
Transmitter that creates an optical serial data stream that 
is distributed to 14 zones over fiber optics up to 500m 
distant.  Within each zone, the data stream is distributed 
to programmable 8-channel delay generators.  Outputs 
from these delay generators trigger laser components and 
target diagnostics. 

In addition to timing controls, NIF has a precision 
Timing Fiducial Reference system. An impulse is created 
in the Master Oscillator Room that is precisely timed with 
respect to the laser pulses.  This reference pulse is 
distributed passively throughout the facility and recorded 
along with signals of interest so that jitter effects can be 
removed by measuring event timing relative to the 
reference. 

 Light from each of the 48 NIF laser quads is sampled 
at an Input Sensor Package (ISP) following the 
preamplifier stage just before it is split into four 
individual beams. Each ISP signal is analyzed for timing, 
and the arrival of each beam at target chamber center 
(TCC) is inferred from the difference between the signal 
time and a reference time after correcting for the arrival 
of the fiducial pulse on the record. 

Reference times for ISP signals are established using 
the pulse-synch target, a light collection device inserted 
into the target chamber for pulse synchronization 
measurements.  During these measurements, low power 
laser pulses are collected separately from each beam and 
transported out of the target chamber to a digitizer 
through an optical fiber.  These pulses are recorded 
relative to the fiducial pulse, and individual beams are 
adjusted to arrive at the same time at TCC relative to this 
fiducial reference.  Concurrently, the laser pulses are 
recorded relative to the fiducial pulse on the ISP power 
sensors. These data are used to obtain reference times for 
the ISP signals relative to the fiducial for beams arriving 
at TCC at t=0. 

GATED X-RAY DETECTORS 
  The Gated X-Ray Detector (GXD) is an example of a 

gated x-ray instrument that is used at NIF.  It is a general-
purpose diagnostic that is commonly used to record 
sequences of two-dimensional images of x-rays produced 
in a variety of experiments [10].  Figure 1 shows the 

 ___________________________________________  

* LLNL-CONF-644534 
 

Proceedings of ICALEPCS2013, San Francisco, CA, USA THCOCA03

Timing and Sync

ISBN 978-3-95450-139-7

1449 C
op

yr
ig

ht
c ○

20
13

C
C

-B
Y-

3.
0

an
d

by
th

e
re

sp
ec

tiv
e

au
th

or
s



UPGRADE OF EVENT TIMING SYSTEM AT SUPERKEKB

H. Kaji∗, K. Furukawa, M. Iwasaki, E. Kikutani, T. Kobayashi,
F. Miyahara, T.T. Nakamura, M. Suetake, M. Tobiyama, KEK, Japan

T. Okazaki, East Japan Institute of Technology Co., Ltd, Japan
T. Kudo, S. Kusano, Mitsubishi Electric System & Service Co., Ltd, Japan

Abstract
SuperKEKB is the upgrade of KEKB. The designed lu-

minosity is 40 times larger than the KEKB achievement.
One of key items for this luminosity enhancement is twice
larger storage beam current. Injector Linac is required
more efficient injections although the injection control be-
comes complicated. The Event Timing System at Main
Trigger Station is upgraded. We perform the basic study for
the new configuration of Event Timing System and confirm
it satisfies the SuperKEKB requirement.

SUPERKEKB
SuperKEKB[1, 2] is the electron-positron collider at

KEK, Japan and will be started the commissioning in early
2015. This is the upgrade of KEKB[3, 4] which achieved
the world’s largest luminosity for colliders[5]. The en-
ergy of electron (positron) beam is 7.0 GeV (4.0 GeV)
so that the center of mass energy is on the Υ(4S) reso-
nance of 10.58 GeV. The designed luminosity is set to be
8 × 1035 cm−2s−1 and 40 times larger than the KEKB
achievement. This luminosity upgrade project is realized
by two parts. One is 20 times smaller vertical beta function
at the interaction point. The other is, related to this report,
twice larger storage beam current at both main rings (MRs).

INJECTION CONTROL
Injector Linac[6] plays more important roles in the

SuperKEKB project. The beam current at two MRs is dou-
bled and it must be kept with the top-up injection. Be-
sides injection scheme becomes complicated for positrons
because of the newly constructed Damping Ring (DR). In
this section, Linac is explained briefly. Then the injection
controls at SuperKEKB are described.

Injector Linac
Linac provides beams into four rings, namely, KEKB

HER (High Energy Ring), KEKB LER (Low Energy Ring),
PF[7], and PF-AR[8]. Positrons are injected into KEKB
LER while electrons are injected into other three rings. The
beams provided by Linac are summarized in Table 1.

There are new features at SuperKEKB. Positrons are
once stored into DR for at least 40 ms and injected into
KEKB LER. The top-up injection for four rings1 are per-

∗hiroshi.kaji@kek.jp
1Top-up injection for three rings (KEKB HER, KEKB LER, and PF)

has already been realized in the KEKB era.

Table 1: Beams Provided by Linac

Direction Particle Eneragy Charge

KEKB HER e− 7.0 GeV 5.0 nC
KEKB LER e+ 4.0 GeV 4.0 nC
PF e− 2.5 GeV 0.2 nC
PF-AR e− 6.5 GeV 5.0 nC

formed after finishing the construction of new beam trans-
port line for PF-AR.

Injection control is performed by Main Trigger Station2,
which is described in the later section, and the star-type
optical network. The Event Timing System[9] is used in
this system.

Ring Selection
One of the injection controls is Ring Selection. To real-

ize top-up injection into more than one ring simultaneously,
the injection ring must be changed frequently. However
Linac needs different operations for the individual injec-
tion rings.

Linac arbitrates the requests from four rings and sched-
ules operations for a next couple of seconds. Injections
are performed with this schedule and the injection ring is
changed pulse-by-pulse. At SuperKEKB, more than 150
of Linac parameters are changed every injection pulse, typ-
ically with 50Hz.

Injection scheme of positrons becomes complicated. It
must be processed in a part of long term schedule. A
few examples of schedules for the Linac operations are
shown in Figure 1. The injection process of positrons at
SuperKEKB cannot be finished before the next beam pulse
is launched. The positrons are stored into DR for at least
40 ms and the storage time depends on the injection rate.

More than one process is implemented in parallel. The
electrons are injected while the positrons are damping. Be-
sides, in case of positrons, the first and second halves of
Linac work separately. The first (second) half works for
injecting positrons into DR (MR).

Ring Selection at SuperKEKB requires the upgrade of
Main Trigger Station. The new system should have the ca-
pability to control more than one process simultaneously.
The injections must be performed with knowing the long-
term injection schedule for positrons.

2We call it also Main Timing Station.
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LASER MEGAJOULE TIMING SYSTEM 

P. Raybaut, V. Drouet, JJ. Dupas, J. Nicoloso, CEA/DIF, Bruyères le Châtel, 91297, Arpajon, France

Abstract 
This paper describes the Timing System under 

development on the Laser Mégajoule (LMJ) which 

purpose is to synchronize the laser beams on the target to 

better than 40ps rms and to trigger laser and plasma 

diagnostics. Our architecture is based on a Standard and 

High Precision Timing System which delivers trigger 

signals with jitter down to 15 ps rms coupled with an 

Ultra Precision Timing System and a Fiducial System 

with 5 ps rms jitter.  

INTRODUCTION  

The Laser MégaJoule (or LMJ), is a high power laser 

facility dedicated to study high energy density physics 

and more particularly inertial confinement fusion [1]. It is 

currently under construction at the CEA Cesta site near 

Bordeaux (France). Synchronization of LMJ’s 176 laser 

beams is crucial to compress symmetrically the 

millimeter-size target in order to ignite the deuterium and 

tritium filled capsule. The most demanding experiences 

need to synchronize the quadruplets (4 beams group) to 

better than 40 ps rms despite the fact that the quadruplet 

laser sources are separated within the building by several 

hundred of meters. This kind of performance is also 

required for fiducial pulses used to temporally mark laser 

and plasma diagnostics. Laser operation requires 

furthermore real-time triggering of front end devices, 

Pockels cells, flash lamps, laser diagnostics and alignment 

sensors. However these devices require larger trigger 

accuracies ranging from 1 µs to 1 ns.  

The Timing System developed for the Ligne 

d’Intégration Laser (LIL), the four beams LMJ prototype, 

is very similar to the NIF one [2,3,4]. Their designs are 

both based on very accurate electrical delay generators 

connected to a master clock through a fiber-optic time 

distribution network. These systems have demonstrated 

their capability to fulfil their original specifications in 

term of jitter and wander over 7 days. This performance is 

however not totally sufficient in order to reach the LMJ 

40 ps rms specification. An Ultra Precision Timing 

System (UPTS) and a Fiducial System have therefore 

been designed to improve jitter and long-term drift 

performance [6,7]. They will be used to trigger each 

quadruplet laser pulse and to generate fiducials for 

diagnostics.  

LASER BEAM COMPONENTS 

LMJ building consists of 4 laser bays distributed from 

either side of the experience bay. As shown in Figure 1, 

each laser bay includes: 

• A 1053nm (1ω) nanojoule laser that constitutes the 

unique Master OScillator (MOS) for all the beams of 

a laser bay. 

• An Arbitrary Waveform Generator (AWG) for each 

quadruplet that generates the desired temporal pulse 

shape.  

• Two preamplifier modules (PAM) per quadruplet 

raising the energy from 1 nJ to 1 J and including an 

Optical Delay Line (ODL) to synchronize the two 

PAM of a same quadruplet.  

• A main amplifier injection system which splits the 

PAM beam in two and injects each beam in a main 

amplifier. One of two lanes of the injection system is 

equipped with an ODL used to compensate the 

propagation time difference between the two beams 

of the same quadruplet. 

• A four pass main amplifier which increases beam 

energy up to 20 kJ at 1ω. 

• An amplifying sensor (AS) able to measure for each 

beam: energy, power, near field, spectrum and 

wavefront.  

Laser source
1053 nm

AWG

AWG

1/laser bay

1/laser quad

UPTS

UPTS

ODL

Timming system

ODL

4 pass main amplifier (1/beam)

Preamplifier module (1/2 beams)

Injection (1/2 beams)

Deformable
mirror

Pockels cell

Cavity amplifier Transport amplifier
Spatial 
filter

Spatial 
filter

Half turn

amplifying
sensor

(1/beam)

To experience
bay

fiducial

UPTS
1ωωωω power

 

Figure 1: Laser bay main components. 

 Once the beams have reached the experience bay they 

are reflected by a series of 6 mirrors to reach the right 

position around the experience chamber. The Final Optic 

Assembly (FOA) converts the laser pulse to its third 

harmonic (3ω) and focuses the beams on the target (cf. 

Figure 2). A 3ω sensor called Conversion Sensor (CS) 

measures the beam energy and power after 3ω 

conversion, and a specific sensor (NAT) consisting of two 

PIN fast Photodiodes placed on the target positioner 

allows to measure precisely beams synchronization using 

1 J shots delivered by PAMs. 

Timing system

Conversion 

sensor

fiducial

UPTS

transport 

mirror N°1

transport 

mirror N°2

transport 

mirror N°6
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Nanojoule
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Nanojoule

3ωωωω power
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Figure 2: Experience bay main components. 
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CSS SCAN SYSTEM* 

K. Kasemir, X. Chen, ORNL, Oak Ridge, TN 37830, 
E. Berryman, MSI, Lansing, MI 60439, U.S.A.

Abstract 
Automation of beam line experiments requires more 

flexibility than the control of an accelerator. The sample 
environment devices to control as well as requirements 
for their operation can change daily. Tools that allow 
stable automation of an accelerator are not practical in 
such a dynamic environment. On the other hand, falling 
back to generic scripts opens too much room for error. 
The Scan System offers an intermediate approach. Scans 
can be submitted in numerous ways, from pre-configured 
operator interface panels, graphical scan editors, scripts, 
the command line, or a web interface. At the same time, 
each scan is assembled from a well-defined set of scan 
commands, each one with robust features like error 
checking, time-out handling and read-back verification. 
Integrated into Control System Studio (CSS)[1], scans can 
be monitored, paused, modified or aborted as needed. We 
present details of the implementation and first usage 
experience. 

 

BEAM LINE EXPERIMENTS 
A beam line control system interfaces to various 

devices, for instance motors, temperature controllers, 
detectors. Beam line users need to control these devices at 
a safe distance from the beam. Experiments further 
necessitate automation, since manual control over many 
hours of operation would be impractical. Finally, 
experiment readings need to be saved and later analyzed 
for scientific information. 

The Python scripting language offers access to devices 
via Process Variables (PVs) in the Experimental Physics 
and Industrial Control System (EPICS)[2]. Especially for 
simple experiments, it is tempting to combine automation 
logic, data acquisition, and associated user interface 
within one piece of scripted software. It is easy to create 
such scripts from scratch. They can be modified as needed 
to include new automation requirements. 
The monolithic script approach has considerable 

disadvantages: Ad-hoc scripts tend to only function 
satisfactorily until there are errors, for example network 
issues or devices responding in unexpected ways. Such 
potential errors tend to be overlooked when writing “a 
simple script”. The experiment may often continue, only 
for users to learn much later that the acquired data is of no 
use. 

Standalone scripts typically run until they finish. There 
is no way general to monitor their progress, to pause or 
abort them in a graceful manner. Such a basic script may 
close the beam line shutter at the end of an experiment, 
but only if the script is allowed to execute until its last 
line. If the user or an error aborts the script earlier, the 
beam line shutter may accidentally remain open! 

From a software engineering standpoint, a disjunctive 
collection of custom, standalone scripts will also be hard 
to maintain in the long run. 

CSS SCAN SYSTEM 
In 2011, we became aware of the “Scan Engine” design 

by the Software Services Group (SSG), Advanced Photon 
Source, Argonne National Laboratory. It proposes a 
robust, modular execution engine, decoupled from the 
user interface. We implemented its basic design for the 
CSS framework, resulting in the following components. 

Scan Server 
The CSS Scan Server executes ‘Scans’. Each Scan is a 

list of commands, including: 
• SetCommand: Sets a Device to a value, i.e. writes to 

a PV. By default, it waits for the PV to return a 
matching value, within a configurable tolerance. It 
supports devices where set point and read-back have 
separate PVs. For EPICS, a “put-callback” operation 
is supported. 

• LoopCommand: Steps a PV from an initial to a final 
value, with configurable step size. Each step is 
similar to a SetCommand. 

• WaitCommand: Can wait for a PV to reach a certain 
value, increment by a certain amount and more. 

• LogCommand: Add current values of PVs to the scan 
log. 

• DelayCommand: Simply waits for a certain time. 
• ScriptCommand: Executes Jython code. 
The SetCommand illustrates the difference between a 

rudimentary script that writes to a PV, and a more robust 
system that includes error handling and read-back 
verification. All waiting commands support time-outs. 

When a required functionality is not covered by the 
basic command set, the ScriptCommand can invoke 
Jython code, which allows use of a versatile programming 
language. Site-specific commands can be added via Java-
based extension points. 

The CSS support for PVs can interface to EPICS, 
including V4[3], as well as simulated PVs for testing. The 
Scan Server is packaged as a CSS/Eclipse console 
application. Under Linux, we typically execute it as a 
service with ‘telnet’ access for life cycle management and 
debugging. 

The Scan Server is meant to only perform experiment 
automation. Via PVs, it may control the experiment data 
acquisition, but it is not meant to perform the actual data 
acquisition. Nevertheless, the Scan Server can perform 
basic PV logging, to track the progress of a scan or for 
very simple data acquisition. The log persistence layer is 
based on an extension point, with a default 
implementation for Apache Derby. 
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KARABO:  AN INTEGRATED SOFTWARE FRAMEWORK COMBINING 
CONTROL, DATA MANAGEMENT, AND SCIENTIFIC COMPUTING 

TASKS 

B. C. Heisen*, D. Boukhelef, S. Esenov, S. Hauf, I. Kozlova, L. Maia, A. Parenti, J. Szuba, K. 
Weger, K. Wrona, C. Youngman, European XFEL GmbH, 22761 Hamburg, Germany 

 
Abstract 

The expected very high data rates and volumes at the 
European XFEL [1] demand an efficient concurrent 
approach of performing experiments. Data analysis must 
already start whilst data is still being acquired and initial 
analysis results must immediately be usable to re-adjust 
the current experiment setup.  

We have developed a software framework, called 
Karabo, which allows such a tight integration of these 
tasks (see Fig. 1). Karabo is in essence a pluggable, 
distributed application management system. All Karabo 
applications (called devices) have a standardized interface 
for self-description/configuration, program-flow 
organization (state machine), logging and communication. 
Central services exist for user management, access 
control, data logging, configuration management etc. The 
design provides a very scalable but still maintainable 
system that at the same time can act as a fully-fledged 
control or a highly parallel distributed scientific workflow 
system. It allows simple integration and adaption to 
changing control requirements and the addition of new 
scientific analysis algorithms, making them automatically 
and immediately available to experimentalists. 

 
Figure 1: A homogenous software framework. 

TECHNOLOGY 
Karabo is written in C++ making extensive use of 

template programming mechanisms and the boost [2] 
libraries. Karabo and all its components are fully 
available to the Python programming language. This is 
achieved using a mixture of language binding 
mechanisms (boost-python) and complete re-writes of 
selected components in pure Python. Karabo runs on 
current Linux operating systems (e.g. Ubuntu, Scientific 
Linux, SUSE, Fedora) and under Mac OS X and is 
distributed as a software bundle (binary or sources) 
including all necessary dependencies. 

ESSENTIAL COMPONENTS 
Devices and Device-Servers 

Similar to existing successful control systems such as 
Tango [3] or DOOCS [4], the basic building blocks of 
Karabo are controllable objects (devices) managed by a 
device-server. A device-server is a generic application, 
which is capable of loading device-class libraries at 
runtime (plugin-functionality). Device-servers and 
devices are identified by unique name strings and 
communicate via a central message broker.  

Upon an initialization request, devices are constructed 
and initially configured using factory mechanisms. After 
instantiation the device-server keeps devices running in 
an event driven way. Events pertaining to a device are 
given by its properties and commands. Properties have 
“get/set” and commands have “execute” functionality. 
Events can optionally be integrated into a finite-state-
machine, which predefines possible callback-sequences 
through a device internal state transition table. The base-
device interface provides functionality ensuring a 
standardized self-description of all available properties 
and commands and their associated state-machine logic.  

A large set of meta-information (called attributes) is 
available to detail the description of properties and 
commands. Typical attributes for example are: default 
value, physical unit, displayed label, value-bounds, alarm 
and warn thresholds, access mode (initially configurable, 
reconfigurable, read-only), etc. 

Device-Client 
Device-client objects can remotely control devices and 

device-servers. Available functionality is 
“set/get/monitor” on device properties and “execute” on 
device commands. Devices can remotely be instantiated 
on any device-server equipped with the respective device-
class plugin. Device and device-server instances may also 
be remotely terminated. All functionality comes in a 
“wait” (synchronous, return value provided) and in a “no-
wait” (asynchronous) version allowing for sequential or 
parallel control, respectively. As Karabo’s 
communication is inherently event-driven, any 
synchronous interface makes use of local caching 
approaches and does not poll the remote component. 

The device-client also provides functionality for 
exploring the distributed system topology (i.e. which 
device-servers run on what hosts with what device-class 
plugins available, which devices are running on what 

 ____________________________________________  
*burkhard.heisen@xfel.eu 
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EXPERIMENT CONTROL AND ANALYSIS FOR HIGH-RESOLUTION
TOMOGRAPHY∗

N. Schwarz† , F. De Carlo, A. Glowacki, J.P. Hammonds, F. Khan, K. Yue
ANL, Argonne, IL 60439, USA

Abstract

X-ray Computed Tomography (XCT) is a powerful
technique for imaging 3D structures at the micro- and
nano-levels. Recent upgrades to tomography beamlines
at the APS have enabled imaging at resolutions up to 20
nm at increased pixel counts and speeds. As detector
resolution and speed increase, the amount of data that must
be transferred and analyzed also increases. This coupled
with growing experiment complexity drives the need for
software to automate data acquisition and processing. We
present an experiment control and data processing system
for tomography beamlines that helps address this concern.
The software, written in C++ using Qt, interfaces with
EPICS for beamline control and provides live and offline
data viewing, basic image manipulation features, and scan
sequencing that coordinates EPICS-enabled apparatus.
Post acquisition, the software triggers a workflow pipeline,
written using ActiveMQ, that transfers data from the
detector computer to an analysis computer, and launches
a reconstruction process. Experiment metadata and
provenance information is stored along with raw and
analyzed data in a single HDF5 file.

INTRODUCTION
The Advanced Photon Source (APS) is the nation’s

premier source of hard (10-100 keV) x-rays. In recent
years, the very high x-ray photon flux generated by the APS
has been matched by a new generation of detectors that are
able to collect x-ray images at faster speeds. This enables
real-time, in situ, and dynamic studies, but also presents
challenges related to experiment control, analysis, and data
management.

In standard tomography experiments, a series of
regularly spaced projections is acquired as the sample
is rotated 180 degrees about its center axis. Using
monochromatic beam illumination from an APS bending
magnet source, an old generation Coolsnap K4 CCD
camera with 2048x2048 pixels was able to acquire the
needed 1500 projections in 15 to 25 minutes. A new
generation sCMOS camera like the Cooke pco.edge camera
with 2560x2160 pixels can acquire the same data in 15
seconds. An even faster camera like the Cooke pco.dimax
can collect the same data in 300 ms using polychromatic
beam illumination.

∗Work supported by U.S. Department of Energy, Office of Science,
under Contract No. DE-AC02-06CH11357.
† nschwarz@aps.anl.gov

The addition of experiment equipment, such as furnaces
and pressure chambers, adds complexity to standard
tomography acquisition. Tomography beamlines may
also take advantage of automated sample changers to
increase throughput. After data acquisition completes,
but before any further analysis can be performed, the
tomographic projections must be reconstructed to produce
a 3D volumetric representation of the sample. Figure 1
shows the overall architecture of a tomography system at
the APS.

EXPERIMENT CONTROL SOFTWARE
The experiment control software shown in Figure 2 is

the main interface through which users set up and run
tomography measurements. The system has a number of
features related to image viewing and data collection.

Features
Live and offline data can be displayed. The application

can capture single, multiple, or continually streamed
images. All standard Area Detector [1] properties such
as binning, region-of-interest (ROI), gain, exposure time,
acquire period, data type, image mode, etc. can be
configured. Detector-specific features exposed with Area
Detector may also be made accessible.

Graphical annotations are available as image overlays
for simple analysis or system calibration. A marker
annotation allows users to mark static points in the image.
A calibrated ruler annotation allows quick measurements
in user-defined units.

Color maps and contrast can be adjusted by setting
RGB values, and the low and high values can be clamped
using a graphical editor. An auto-levels function searches
for the lowest and highest non-zero value and clamps the
map appropriately.

EPICS-enabled devices, such as motors, are displayed
on a separate calibration window. These devices may be
configured dynamically via the application’s preferences
window. Devices may be added, removed, or disabled
during run time. The addition or removal of devices is
reflected automatically in the user interface without the
need to edit traditional display manager configuration files.

Configurable scanning is the most important feature of
the experiment control software. The system is designed to
be extensible and easy for a non-expert user to configure.
Users can configure all scan parameters via the user
interface.
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DATA DRIVEN CAMPAIGN MANAGEMENT AT THE  
NATIONAL IGNITION FACILITY 

Douglas Speck, Bruce Conrad, Steven Hahn, Paul Reisdorf, Scott Reisdorf, LLNL, Livermore, CA 
94550, USA

Abstract 
The Campaign Management Tool (CMT) Suite 

provides tools for establishing the experimental goals, 
conducting reviews and approvals, and ensuring readiness 
for a National Ignition Facility (NIF) experiment. Over 
the last two years, CMT has significantly increased the 
number of diagnostics that it supports to approximately 
40. Meeting this ever increasing demand for new 
functionality has resulted in a design whereby more and 
more of the functionality can be specified in data rather 
than coded directly in Java. To do this support tools have 
been written that manage various aspects of the data and 
to also handle potential inconsistencies that can arise from 
a data driven paradigm. For example; drop down menu 
selections for our experiment editor are specified in the 
Part and Lists Manager, the Shot Setup Reports that lists 
the configurations for diagnostics are specified in the 
database, the review tool Approval Manager has many 
aspects of it’s workflows configured through metadata 
that can be changed without a software deployment, and 
the Target Diagnostic Template Manager is used to 
provide predefined entry of hundreds setup parameters. 
The trade-offs, benefits and issues of adapting and 
implementing this data driven philosophy will be 
presented.  

BACKGROUND AND SYSTEM 
COMPONENTS 

The suite of applications discussed here are used to set 
up and approve experiments on the NIF. In the context of 
this paper, an “experiment” is an XML document that 
stores all of the settings that experimenters are able to 
configure for an individual laser shot event on the NIF.  
These settings are functionally associated into “data 
groups” that define the granularity at which review and 
approval occurs for the experiment.  For example, all of 
the laser energy and timing settings form a data group, the 
beam pointing settings are a data group, the target setup is 
another, and each target chamber diagnostic device setup 
is its own data group.  A “campaign” in the CMT suite is 
a collection of experiments associated under a given 
campaign name. 

The applications in the suite divide workflow into three 
broad, nominally consecutive, phases: setup, approval, 
and readiness.  Within the overall lifecycle of an 
experiment from conception through post-shot analysis, 
these phases occur in the interval from several weeks to 
several hours before a shot is taken.  

Tools in the CMT Suite 
The Campaign Management Tool, CMT, is the 

experiment setup editor.  A Java Swing application, CMT 
provides a spreadsheet-like interface to the experiments in 
a single campaign, with each experiment represented in a 
single column. As data group setups in an experiment are 
completed in CMT, they are submitted for review and 
approval.  This process is managed by the Approval 
Manager (“AppMan”), a Java web app that sequences the 
approval workflow, provides approval status information, 
and provides links to reports needed for review and 
approval. Experiment readiness is the evaluation of the 
state of the NIF facility with respect to the requested 
configuration for an experiment.  Readiness is monitored 
via another web app, ConfigChecker, which depends on 
applications outside of the CMT suite (LoCoS and 
Glovia) that provide up-to-date facility configuration 
information. 

Other applications provide specialized functionality to 
facilitate key aspects of the suite workflow.  The Parts and 
Lists Manager (PLM) is a database front end through 
which the project manages most of the setup data option 
values exposed in CMT selection menus.  A close cousin 
of PLM, the Target Selection Manager (TSM),  manages 
the particular subset of setup menu data having to do with 
target system configurations.  ShotSetupReports is the 
report generator for the suite, called from within AppMan 
to access experiment XML and expose setup selections 
via electronic reports.  The Target Diagnostic Template 
Manager (TDTM) simplifies and shortens the experiment 
setup process by permitting CMT users to populate 
reusable setup templates for most of the target diagnostics 
in use at the NIF.  The Pulse Shape Editor (PSE) provides 
a similar reuse capability for laser pulse shapes, as does 
the Beam Pointing Assistant (BPA) for pointing setups. 

Motivation for a Data-driven Architecture 
CMT is the oldest and largest application in the suite, 

developed around a core architecture that was laid down a 
decade ago.  That architecture has been robust and 
extensible enough to accommodate tremendous growth in 
both the number of experiments configured as well as in 
the number of target diagnostics deployed at the NIF.  
Nevertheless, over the course of its evolution, both logic 
and data that were initially defined in the CMT code base 
have been migrated into other applications and data 
sources, respectively.  The value in moving logic into 
other applications is that it keeps CMT focused as much 
as possible on being an experiment editor, which pays off 
in a relative reduction in complexity and the manifold 
benefits which accrue from that.  Thus were born each of 

 ___________________________________________  

*This work performed under the auspices of the U.S. Department of 
Energy by Lawrence Livermore National Laboratory under Contract 
DE-AC52-07NA27344. #LLNL-ABS-632634, LLNL-CONF-644521 
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JOGL LIVE RENDERING TECHNIQUES IN DATA ACQUISITION
SYSTEMS

C. Cocho , F. Cecillon, A. Elaazzouzi, J. Locatelli, Y. Le Goc, P. Mutti, H. Ortiz, J. Ratel*

Institut Laue-Langevin, Grenoble, France

Abstract
One of the major challenges in instrument control is to

provide a fast and scientifically correct representation of
the  data  collected  by  the  detector  through  the  data
acquisition system. Despite the availability nowadays of a
large  number  of  excellent  libraries  for  off-line  data
plotting,  the  real-time  2D  and  3D  data  rendering  still
suffers  of  performance  issues  related  namely  to  the
amount of information to be displayed.

The  current  paper  describes  new  methods  of  image
generation  (rendering)  based  on  JOGL library used  for
data  acquisition at  the Institut  Laue-Langevin  (ILL)  on
instruments that  require either high image resolution or
large number of images rendered at the same time. These
new methods involve the definition of data buffers and
the usage of the GPU memory, technique known as Vertex
Buffer Object (VBO). Implementation of different modes
of  rendering,  on-screen  and  off-screen,  will  be  also
detailed.

INTRODUCTION
The NOMAD system [1] is used to set up and monitor

all  the  experiments  carried  out  within  the  neutron
instruments  at  ILL.  NOMAD  is  based  on  client-server
architecture: the C++ server contains all the routines and
algorithm/mathematical methods to set up and control the
instrument devices; on the other side the Java SWT client
is the graphical user interface (GUI) used control and data
visualization.

One important part of the GUI is the display where the
data  obtained  in  the  experiment  are shown.  There  are
different graphic libraries than can be used to render data.
The Python scientific graphics libraries GuiQwt [2] and
PyQtGraph  [3]  offer  interesting  functionalities  and
provide  good  performances  for  online  rendering  of  2D
graphics.  However  integration  of  Python  code  in  the
Nomad  environment  is  difficult.  The  Java  libraries
TANGO [4] and Jzy3d [5] are easy to integrate and also
offer the rendering of real-time 2D graphics but they are
based  on  Java  2D  [6]  that  benefits  from  a  hardware
acceleration  on  major  platforms  but  cannot  reach  the
performance of an OpenGL-based solution that is closer
to  hardware  and  allows  to  take  advantage  of  the  most
performant capabilities of the graphic card.

Typically  the  Position  Sensitive  Detectors  (PSD)
generate arrays of counted events which are either 1D or
2D  corresponding  to  the  geometry  of  the  detector.  An

additional  dimension  can  be  added  if  time-dependant
results  are  obtained.  To  visualize  the  detector  data  in
Nomad, we display a 2D color image.

 The reason why OpenGL [7] was chosen as a graphic
library  in  Nomad  because  we  need  a  powerful  library
capable to do onscreen rendering of large amounts of data
with  a  high  refresh  frequency.  As  the  Nomad  GUI  is
developed in Java, we use the library JOGL [8] to be able
to have full OpenGL functionalities.

In the last years, the evolution of the instruments at ILL
has  increased  the  quantity  of  data  that  needs  to  be
rendered and has led to performance problems. We found
out two main problems. The first was the long rendering
time  required  when  having  large  amounts  of  data
corresponding to a single measure. The need to have real
time  data  display  complicates  the  task.  We decided  to
improve  our  rendering  technique  by  testing  new
possibilities  based  on  the  usage  of  vertex  arrays  and
vertex buffers [9].

The second problem involved multiple data rendering
i.e. rendering different types of data or data generated by
different detectors.  In  this case,  it  was not necessary to
render  the  data  on-screen  and  therefore  the  off-screen
rendering technique was implemented.

METHOD
OpenGL is based on a client-server structure [10]; the

client side corresponds to the part of the program that is in
CPU memory while the server side is the part that resides
in  the  Graphics  Processing  Unit  (GPU)  hardware  and
memory.  Scenes  in  OpenGL are  defined  as  meshes  of
triangles,  which  represent  the  geometry  of  the  objects
drawn  (known  as  vertices).  Vertices  are  associated  to
additional rendering information such as colors, textures.
More  realistic  rendering  can  be  obtained  by  adding
lighting and shading information.

Figure 1: Simplified OpenGL pipeline.

OpenGL  takes  as input  a  set  of  vertices  that  are
transformed  progressively  into  pixels.  They  are
temporarily  assembled  into  triangle  primitives  before
being  transformed  into  pixels  during  the  rasterization

*cocho@ill.fr
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A COMMON SOFTWARE FRAMEWORK FOR FEL DATA ACQUISITION
AND EXPERIMENT MANAGEMENT AT FERMI*

R. Borghes, V. Chenda, A. Curri, G. Kourousias, M. Lonza, M. Prica, R. Pugliese
Elettra-Sincrotrone Trieste S.C.p.A., Basovizza
G. Passos, STFC/RAL/ISIS, Didcot, England

Abstract
After installation and commissioning, the Free Electron

Laser  facility  FERMI  is  now  open  to  users.  As  of
December 2012, three experimental stations dedicated to
different  scientific areas,  are available for user research
proposals:  Low  Density  Matter  (LDM),  Elastic  &
Inelastic  Scattering (EIS),  and  Diffraction  & Projection
Imaging  (DiProI).  A  flexible  and  highly  configurable
common framework has been developed and successfully
deployed  for  experiment  management  and  shot-by-shot
data  acquisition.  This  paper  describes  the  software
architecture behind all the experiments performed so far;
the combination of the EXECUTER script engine with a
specialized data acquisition device (FERMIDAQ) based
on  TANGO.  Finally,  experimental  applications,
performance  results  and  future  developments  are
presented and discussed.

INTRODUCTION
FERMI is a seeded free electron laser (FEL)  operating

in the extreme ultraviolet and soft x-ray region [1]. It  is
open to external user experiments since December 2012.
The machine produces intense,  short  pulses of light  (of
the order 100 fs), with photon wavelengths from 100 nm,
and pulse energies up to 300 μJ. The pulse repetition rate
is 10 Hz, scheduled to be increased  to 50 Hz in 2014.
Light  pulses  are  provided  to  three  end-stations:
Diffraction and Projection Imaging  (DiProI), Elastic and
Inelastic Scattering  (EIS), Low Density Matter  (LDM).

Besides the intensity and duration of the light pulses,
the  scientific  experiments  can  also  take  advantage  of
unique  FEL  features  like  wavelength  tuning  and  light
polarization  (linear  horizontal,  vertical  and  circular).  A
new  generation  light  source  like  FERMI  opens  new
horizons  to  the  scientific  community  resulting  to  user
proposals that are extremely diverse. The facility is under
continuous upgrade thus the number and type of scientific
instruments is constantly growing. In the past three years
substantial  effort  has  been  dedicated  to  the  design  and
development  of  a  robust  and  adaptable  software
framework  capable  of  carrying  out  all  the  scientific
experiments on the existing FEL end-stations.

SYSTEM OVERVIEW AND DESIGN
The design of the FEL data acquisition and experiment

management  system  is  based  on  the  following
fundamental requirements: 

· scientific data must be acquired and tagged with the
corresponding  FEL  pulse  identification  number
(bunchnumber);

· number  and  type  of  data  sources  continuously
change, the acquisition framework should be easily
configurable;

· to  fully  meet  the  users  experimental  requirements
the framework should allow for easy adaptation and
implementation of new experimental procedures and
sequences.

Using a top-down approach, the development has been
broken up in  three  logical  levels  (Fig.1),  each  of  them
designed in order to satisfy one of the above mentioned
essential requirements:

· at  INSTRUMENTATION  level  there  are  multiple
shot-by-shot  data  acquisition  devices,  capable  of
buffering  and  exporting  data  tagged  with  the
bunchnumber;

· at  DATA  STORAGE  level  there  is  a  single
centralized,  configurable  software  device,  named
FERMIDAQ, that organizes and stores data coming
from multiple sources;

· at  EXPERIMENT  level  there  is  a  highly  dynamic
and  flexible  script  engine,  named  EXECUTER,
capable  of   implementing  different  experimental
sequences in the form of Python scripts.

Figure  1:  Block  diagram  of  the  FERMI experiment
management system.

______________________________________________

*Work supported in part by the Italian Ministry of University and 
Research under grants FIRB-RBAP045JF2 and FIRB-RBAP06AWK3 
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OPERATIONAL EXPERIENCES WITH THE ALICE DETECTOR 
CONTROL SYSTEM 

P. Chochula, A. Augustinus, P. M. Bond, L. M. Lechman, P. Rosinský, CERN, Geneva, 
Switzerland 

A. N. Kurepin, INR RAS – Institute for Nuclear Research of the Russian Academy of Sciences, 
Moscow, Russia 

O. Pinazza, INFN Sezione di Bologna, Bologna, Italy 
 
Abstract 

The first LHC run period, lasting 4 years brought 
exciting physics results and new insight into the mysteries 
of matter. One of the key components in these 
achievements was the detectors, which provided 
unprecedented amounts of data of the highest quality. The 
control systems, responsible for their smooth and safe 
operation, played a key role in this success. 

The design of the ALICE Detector Control System 
(DCS) started more than 12 years ago, based on the 
experience gained with previous generations of the high 
energy physics experiments. High levels of 
standardization and pragmatic design led to a reliable and 
stable system, which allowed for efficient operation of the 
experiment. 

In this presentation we summarize the overall 
architectural principles of the system together with the 
standardized components and procedures. The original 
expectations and plans are compared with the final 
design. Focus is given on the operational procedures, 
which evolved with time. We explain how a single 
operator can control and protect a complex device like 
ALICE, with millions of readout channels and several 
thousand control devices and boards.  

 

INTRODUCTION 
Based on the commercial SCADA system WINCC 

OA extended by the Joint Control Project (JCOP) 
Framework [1], the DCS of the ALICE experiment at 
CERN resembles the other control systems at CERN. 
However, the architecture of ALICE online and offline, 
the running mode of the experiment as well as the 
organization of the overall collaboration strongly affect 
the implementation of the DCS.  

The DCS has been designed to provide an 
uninterrupted service, assuring the safe and reliable 
operation of the experiment. The core of the control 
system is autonomous and serves its purpose even in the 
absence of external systems and services (i.e. during 
network outage or external system maintenance). During 
the standard operation, the DCS interacts with several 
systems both internal and external to ALICE. It serves as 
an important communication exchange point, providing 
vital data for detector operation, physics analysis, and 
safety systems as well as for external services, including 
the LHC. In order to fulfil all the tasks, the operation of 

the ALICE DCS is almost uninterrupted since 2007, when 
the system started to serve ALICE. 

 

 THE DCS ARCHITECTURE 
The core services of the DCS are implemented in 

WINCC OA environment and constitute the control layer 
of the DCS as shown in Fig. 1. More than 100 
individual systems are connected to one central 
distributed system, sharing the control and data of 
ALICE. The granularity of the overall system reflects the 
internal structure of the ALICE detector. For each of the 
18 ALICE subdetectors an autonomous control system 
has been deployed. Thanks to this separation, each 
subdetector can be controlled independently of the others. 
Additional WINCC OA systems provide services for 
trigger, environment, LHC interface, etc. Finally, a group 
of systems covers central DCS and coordination tasks.  

One of the basic design principles, deployed in the 
early stages of the project, is the hierarchical approach. 
The different system parts were segmented into 
subsystems, having similar functionality. Typical 
examples of such subsystems are Low Voltage, High 
Voltage, Cooling, Front-End electronics, Gas, etc. 
Currently there are 100 subsystems defined in ALICE. 
For each subsystem a separate WINCC OA system has 
been created. The computing infrastructure of ALICE 
DCS follows this segmentation and provides one 
computer for each individual WINCC OA system. Only 
in exceptional cases, control of certain subsystems has 
been merged into one WINCC OA system, in order to 
optimize the resources. The DCS granularity provides 
system robustness, where most of the ALICE components 
can be operated in case of an individual subsystem 
failure. In addition, the chosen subdivision provides room 
for system expansions and guarantees its scaling. 

The central distributed system provides all functionality 
for detector control. However, its operation requires 
detailed knowledge on detector architectures, operational 
modes, and cross-dependencies. The DCS control layer 
has been extended into the operation layer, based on the 
CERN FSM toolkit. Each controlled component is 
modelled as an FSM, with well-defined states and 
commands.  Using the toolkit a strictly hierarchical tree-
like structure has been created. In this hierarchy each 
parent node can send commands to its child nodes and 
read their status. The status of the top-level DCS node 
becomes READY if all children in the tree are READY 
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THE LIMA PROJECT UPDATE  

S. Petitdemange, L. Claustre, A. Homs#, E. Papillon, R. Homs-Regojo, ESRF, Grenoble, France.

Abstract 
LIMA, a Library for Image Acquisition, was developed 

at the ESRF to control high-performance 2D detectors 
used in scientific applications. It provides generic access 
to common image acquisition concepts, from detector 
synchronization to online data reduction, including image 
transformations and storage management. An abstraction 
of the low-level 2D control defines the interface for 
camera plugins, allowing different degrees of hardware 
optimizations. Scientific 2D data throughput up to 250 
MB/s is ensured by multi-threaded algorithms that exploit 
multi-CPU/core technologies. Eighteen detectors are 
currently supported by LIMA, covering CCD, CMOS and 
pixel detectors, and video GigE cameras. Control system 
agnostic by design, LIMA has become the de facto 2D 
standard in the TANGO community. An active 
collaboration among large facilities, research laboratories 
and detector manufacturers joins efforts towards the 
integration of new core features, detectors and data 
processing algorithms. The LIMA 2 generation will 
provide major improvements in several key core 
elements, like buffer management, data format support 
(including HDF5) and user-defined software operations, 
among others. 

INTRODUCTION 
The ESRF beamline (BL) control system is composed 

by a variety of devices installed over the optics and 
experimental hutches. Most of these equipments are 
controlled by dedicated PCs, and accessed through the 
network using the TACO and TANGO middlewares [1]. 
The user scientist performs the experiment from the main 
BL control workstation by means of SPEC, a versatile 
hardware control application that communicates to the 
distributed device servers. A significative number of 2D 
detectors have been integrated in the past using generic 
interfaces. A first generic layer is given by SPEC image 
interface, which allowed the development of unified 
macros. A second layer was a common CCD 
TACO/TANGO server interface, so only one generic 
SPEC controlled is needed. Finally, efforts were made to 
reuse the device server code implementing the 
configuration and control of the image acquisition 
process. However, back-porting new features to existing 
detectors was often unpractical. 

The next step in the standardisation of 2D detector 
control was the development of LIMA, a generic Library 
for IMage Acquisition [2,3]. It provides a common 
functionality for various detectors, using hardware 
acceleration capabilities when available. 

THE LIMA LIBRARY 

Goals 
The LIMA library design was driven by four main 

goals. First, to be control system-independent, so it can be 
used by different laboratories. A second goal was to 
address high speed detectors, so it i) exploits the hardware 
optimisations to their maximum extent; ii) makes 
intensive use of multi-threaded algorithms; and iii) 
minimises unnecessary memory copies. Another 
requirement for the library was to provide the same high 
level interface for all detectors, both from the 
configuration and frame processing point of views. This 
implies the activation of a software implementation when 
the corresponding functionality is not available in the 
hardware, like pixel binning or the selection of a sub-
image/region-of-interest (RoI). The last goal was to 
design the library in a modular way, so extensions can be 
easily added in the future, both in the low hardware level 
and the application interface level. 

 Library Structure 
LIMA separates the image generation from its software 

processing by defining two levels: the hardware layer and 
the control layer, respectively. The hardware layer is 
responsible for exporting the detector capabilities and for 
controlling them accordingly. On top of it and below the 
application layer, the control layer must configure the 
acquisition parameters through the hardware layer. 
Depending on the missing hardware optimisations, the 
control layer must also activate the fallback software 
algorithms if their functionality was requested by the user. 
Finally, any pure-software frame processing, like data 
reduction algorithms, is managed by the control layer.  

The hardware layer implementation, called “camera 
plugin”, must provide a well-defined hardware interface, 
an abstraction of the low-level 2D detector control. It 
normally calls the Software Development Kit (SDK) API. 
In addition to the basic start/stop/status functions, the 
hardware interface contains a list control objects 
associated to the available hardware capabilities. Three 
capabilities are mandatory: detector information, 
synchronisation with external devices and buffer 
management. The remaining capabilities are considered 
as optimisations and are optional. Some of them affect the 
image geometry, such as pixel binning, RoI and the 
horizontal/vertical flip (mirror). Others are completely 
unrelated, like shutter control and “native saving”, which 
allows the SDK to automatically save the raw data if no 
additional image processing is needed. The modular 
structure of the hardware interface has simplified the 
integration of new low-level functionality. For instance, 
the interface for video cameras and the native saving were 
added to LIMA without affecting the existing detectors. 

 ___________________________________________  
#alejandro.homs@esrf.fr 
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THE NEW MULTICORE REAL-TIME CONTROL SYSTEM OF THE RFX-
MOD EXPERIMENT 

G. Manduchi, A. Luchetta,  C. Taliercio, Consorzio RFX, Padova ITALY 

Abstract 
The real-time control system of RFX-mod nuclear 

fusion experiment has been in operation since 2004 to 
control the plasma position and the 
MagnetoHydroDinamic (MHD) modes. Over time new 
and more computing demanding control algorithms have 
been developed and the system has been pushed to its 
limits. Therefore a complete re-design was carried out in 
2012. The new system adopts radically different solutions 
in Hardware, Operating System and Software 
management. The VME PowerPc CPUs communicating 
over Ethernet used in the former system have been 
replaced by a single multicore server. The VxWorks 
Operating System, previously used in the VME CPUs has 
now been replaced by Linux MRG that proved to behave 
very well in real-time applications. The previous 
framework for control and communication has been 
replaced by MARTe, a modern framework for real-time 
control gaining interest in the fusion community.  

INTRODUCTION 
Recent nuclear fusion experiments use digital real-time 

control to improve the quality of the plasma confinement. 
Plasma control is carried out by a combination of applied 
toroidal and poloidal magnetic fields. In addition, a 
vertical field is required to avoid that the plasma moves 
outwards and to shape the plasma column, and radial field 
components are used for the control of the plasma 
Magneto Hydrodinamic (MHD) instabilities. The 
magnetic field generated by coils driven by the control 
system extends the corrective action performed by the 
conducting shell surrounding the plasma container. 
Plasma instabilities, in fact, generate counterbalancing 
currents inside the shell. If on the one side this effect is 
immediate, and therefore much faster than what could be 
done by a digital control system, on the other one the 
corrective action soon terminates, due to the finite 
resistance of the shell and penetration time of the 
magnetic field. In practice, the shell alone is not able to 
fully compensate plasma instabilities which would soon 
lead to an increased interaction between the plasma and 
the container wall (and a consequent abrupt interruption 
of the discharge. 

The actuators for the control system are the coils 
generating the corrective magnetic fields which can be 
grouped in: 
 Toroidal coils generating the toroidal field 

component, i.e. along the torus; 
 Field Shaping coils, generating a vertical field  

component; 
 Saddle coils, located around the plasma container 

and generating a radial field 

Even if magnetic control represents the most important 
part of the required actions, other actuators may be 
defined in fusion devices such as gas puffing for 
controlling the density of the plasma or additional heating 
to produce localized interaction with the plasma and to 
prevent disruptions.  

The RFX-mod experiment[1] has 12 toroidal coils, 8 
pairs of field shaping coils (connected in series)  and 192 
saddle coils, fully covering the torus in a 48x4 array, 
corresponding to 212 output signals generated by the 
control system. Toroidal and field shaping coils are used 
for axisymmetric control, that is, for generating corrective 
fields which are the same along the poloidal direction and 
therefore correcting global parameters such as the 
displacement of the plasma column. The saddle coils are 
used to provide localized corrections in order to control 
MHD instabilities. The input signals of the control system 
are derived from a set of electromagnetic probes located 
in several positions around the torus. In particular, 
corresponding to every saddle coil position, the radial and 
toroidal component of the electromagnetic field are 
acquired as well as the actual value of the current flowing 
in the coil. It is worth noting that the physical quantities 
used for control computation, such plasma position and 
current, are not directly derived by measurements, but 
they are derived by pre-processing the signals acquired by 
electromagnetic probes. The control system of RFX-mod 
acquires 192x3 signals taken at the position of the saddle 
coil actuators and another set of 128 signals coming from 
a variety of electromagnetic probes located in different 
places.  

In addition to the number of input and output signals, 
another important factor for the characterization of a 
control system is the maximum allowable latency. As 
stated before, the first reaction to plasma instability is 
provided by the conducting shell around the torus 
controlling in this way those phenomena which are too 
fast to be handled by a control system. The shell 
counterbalancing action, however, terminates after a few 
tens of microseconds, and the intervention of the control 
system is then needed. For this reason the maximum 
latency of the control system is in the range 50-100µs for 
the fastest phenomena, such as vertical instabilities. Other 
physical quantities have a slower dynamics, especially in 
large devices, requiring a minimum latency of 1-10 ms.  

Two other important factors must be considered in the 
definition of the architecture of digital control systems for 
fusion devices: determinism in response time and 
reliability. Both factors may heavily affect the 
development cost, but, luckily, they are not as stringent as 
they might be in other critical applications such as space 
missions.  
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BEAM FEEDBACK SYSTEM CHALLENGES
AT SuperKEKB INJECTOR LINAC

K. Furukawa∗, R. Ichimiya, M. Iwasaki, H. Kaji, F. Miyahara,
T.T. Nakamura, M. Satoh, T. Suwada, KEK, Tsukuba, 305-0801, Japan

Abstract
The SuperKEKB electron/positron asymmetric collider,

currently under construction, is designed to elucidate new
physics beyond the standard model of elementary particle
physics. This goal will only be achieved by precise mea-
surements with a luminosity that is 40 times as high as that
of the KEKB. The injector linac is to be upgraded to en-
able a beam size of 50 nm at the collision point, which is
20 times smaller than that of the KEKB, and a doubling of
the stored beam current with a short lifetime of 10 min. At
the same time, two light-source rings, the PF and PF-AR,
will be filled in top-up injection mode. To this end, the linac
will need to be operated with precise beam controls. Dual-
layer controls with EPICS and MRF event systems are be-
ing enhanced to support precise pulse-to-pulse beam mod-
ulation (PPM) at 50 Hz. A virtual accelerator (VA) concept
is introduced here to enable a single linac to be modeled
as four VAs switched by PPM, where each VA corresponds
to one of the four top-up injections into the storage rings.
Each VA is associated with independent beam orbit and en-
ergy feedback loops to maintain the required beam quali-
ties. The requirements of the SuperKEKB HER and LER
for the beam emittance, energy spread, and charge are es-
pecially challenging.

INTRODUCTION
During a decade of successful operation, the data ob-

tained from the KEKB asymmetric electron/positron col-
lider has provided important insight into the flavor struc-
ture of elementary particles [1]. The KEKB for B-physics
is being upgraded towards SuperKEKB to achieve a target
luminosity of 8 × 1035 cm−2 s−1 that is 40 times higher
than the current luminosity in an effort to elucidate new
physics beyond the standard model of elementary particle
physics. The injector linac will be upgraded to enable a
beam size of 50 nm at the collision point and a doubling
of the stored beam currents of the 3.6-A positrons in the 4-
GeV low-energy ring (LER) and the 2.6-A electrons in the
7-GeV high-energy ring (HER), both with short expected
lifetimes of 10 min [2]. The linac will require full-energy
injection with an energy spread of 0.1%, beam emittances
of 20 and 10 mm·mrad at the end of the linac, and elec-
tron and positron bunch charges of 5 and 4 nC, respec-
tively. Two bunches in a pulse are expected at a pulse rate
of 50 Hz.

Low-emittance, high-current electrons will be delivered
by employing a photocathode RF gun, and high-current
positrons will be generated using a flux concentrator (FC)

∗< kazuro.furukawa @ kek.jp >

and large-aperture accelerating structures, before being
damped to a low emittance through a damping ring (DR).
The injector will inject electrons into two light-source
rings: the Photon Factory (PF) and the PF Advanced Ring
(PF-AR). All four storage rings of the SuperKEKB (the
HER, LER, PF and PF-AR) will be filled in top-up injec-
tion mode (Fig. 1) using pulse-to-pulse modulation (PPM)
at 50 Hz, effectively allowing the injector to perform virtu-
ally simultaneous injections [3].

A number of beam orbit and energy feedback loops were
installed to maintain the beam stability for KEKB injec-
tions, particularly when the stability of the machine was
not well understood [4]. For SuperKEKB injections, these
feedback systems will need to be improved to meet the
additional requirements of low-emittance, high-intensity
beams and virtually simultaneous top-up injections into the
four rings. We describe an upgrade plan for these feedback
systems here by introducing the concept of virtual acceler-
ators (VAs).

PULSE-TO-PULSE MODULATION
CONTROL

The control system at KEKB is based on the Experimen-
tal Physics and Industrial Control System (EPICS) [5] and
scripting languages. EPICS realizes the abstraction of the
accelerator equipment layer, and the scripting languages,
including SADscript [6], successfully achieve the integra-
tion of innovative ideas into the accelerator operation [7].
Following advances and developments in hardware devices
and EPICS, the “channel access (CA) everywhere” concept
was adopted to enable new subsystem deployment.

Later in the KEKB project, for a higher experimental
performance and light sources that share the same injector,
it became favorable to inject beams in top-up mode into all
the storage rings. In the PF, a stable stored beam current
is necessary for precise experimental results, and for the
KEKB, stability was also desired for sensitive beam colli-
sion tuning to increase the luminosity. To that end, simul-
taneous top-up injection was established for three storage
rings (HER, LER, and PF) in 2009.

Figure 1: Layout of the SuperKEKB injector linac and
beam delivery system to the four storage rings of the ex-
perimental facilities.
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DISTRIBUTED FEEDBACK LOOP IMPLEMENTATION IN THE RHIC 
LOW LEVEL PLATFORM * 

F. Severino#, M. Harvey, T. Hayes, G. Narayan, K.S. Smith, Brookhaven National Laboratory, 
Upton, NY 11973, U.S.A

Abstract 
We present a brief overview of a distributed feedback 

system based on the RHIC Low Level RF (LLRF) 
Platform. The general architecture and sub-system 
components of a complex feedback system are described, 
emphasizing the techniques and features employed to 
achieve deterministic and low latency data and timing 
delivery between local and remote sub-systems: 
processors, FPGA fabric components and the high level 
control system. In particular, we will describe how we 
make use of the platform to implement a widely 
distributed multi-processor and FPGA based longitudinal 
damping system, which relies on task sharing, tight 
synchronization and integration to achieve the desired 
functionality and performance. 

INTRODUCTION  
 The various feedback loops developed as part of the 

new RHIC LLRF were implemented in software running 
in a Xilinx Virtex-5 FPGA embedded PowerPC 440 
microprocessor. In general these loops consist of a 
proportional-integral-derivative (PID) controller in which 
the derivative term is seldom used. In some cases the PID 
controller is combined with an open-loop feed-forward 
controller to achieve better stability and faster response 
(see Fig. 1).  
 

 
Figure 1: Basic structure of a PID controller 
developed within the RH IC LLRF Platform.  

The loop code is written in the C programming 
language and is based on a standalone interrupt driven 
implementation. The Power PC is configured to use an 
FPGA based double precision floating point unit. High 
speed digital signal processing functions are defined in 
the form of hardware definition language and 
implemented within the FPGA fabric.  

 
We developed a series of platform based 

implementations to serve the specific requirements of 
each subsystem. Various LLRF Platform configurations 
have been deployed throughout the Collider-Accelerator 
Complex (C-AD) at BNL, including: the Relativistic 
Heavy Ion Collider (RHIC), the Alternating Gradient 
Synchrotron (AGS), the AGS Booster, the Electron Beam 
Ion Source (EBIS) [1] and the R&D Energy Recovery 
Linac (ERL). The kinds of loops developed and 
commissioned so far include cavity tuning loops, cavity 
IQ (magnitude and phase) control loops, various beam 
control loops and machine synchronization loops.   

THE RHIC LLRF PLATFORM 
A brief description of the hardware [2] and the overall 

system architecture [3] is required to clarify how the 
loops work and how components and sub-systems 
interact.  Just four custom hardware components comprise 
the platform: a Carrier Board designed to host up to six 
XMC daughter cards, a four channel high speed ADC 
daughter card, a four channel high speed DAC daughter 
card, and an Update Link Master (ULM) (see Fig. 2).  

Controller Chassis  
An RF Controller is a 3U, 19 inch rack mount chassis 

which holds the Carrier Board and can be configured to 
serve as a Cavity Controller or a System Controller by 
installing a desired daughter card configuration. RF 
Controllers are connected to the ULM chassis (and thus to 
each other) via fiber optic links, forming a complex 
distributed system [4]. In addition, each controller 
provides a control system interface that manages remote 
access to all configuration parameters and diagnostic data 
via Ethernet [5,6]. 

Daughter Cards 
The RF systems employ two types of daughter cards: a 

digital to analog converter (DAC) board and an analog to 
digital converter (ADC) board. The XMC DAC board has 
four 16 bit DACs with a maximum update rate of 600 
Msps [7]. The XMC ADC board has four 16 bit ADCs 
with a maximum sample rate of 160 Msps [8]. Both the 
ADC and DAC boards feature a Xilinx FPGA with an 
embedded, hard core Power PC microprocessor which is 
used to implement the various feedback loop algorithms. 

Update Link Master 
 An Update Link Master (ULM) chassis provides high 

speed deterministic event (timing) and data delivery, 
facilitating scalability, tight integration and 
synchronization between all sub-systems [4].  
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